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Search and rescue operations following natural disasters are critical for saving the lives of individuals trapped and
in need of aid. However, many of the technologies used in search and rescue (helicopters, planes, boats, etc.) can
be prohibitively expensive for nations with low GDP. This issue is only exacerbated by the higher number of deaths
due to natural disasters in such nations due to less resilient infrastructure. Unmanned Aerial Vehicles (UAVs) have
the potential to replace more expensive technologies in the search for endangered individuals and analysis of at-risk
hardware without endangering rescue personnel. While advancements in low-cost UAVs for commercial and hobby
use in addition to the development of lightweight computer vision (CV) software and dedicated processors have set
the stage for low-cost search and rescue UAVs, stand-alone UAV costs and part scarcity still pose challenges. Team
ANDRR developed a real-time CV module for UAVs to aid in natural disaster relief using a wide range of compatible
commercially available parts wherever possible. By conglomerating existing systems into a single effective and
easy-to-use unit, we were able to identify individuals in real-time at low cost. The development guide and software
for the module are provided to provide increased access to real-time CV processing for search and rescue and other

operations.
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[. Introduction
Every year, tens of thousands of people die as a result of natural disastééhjle oftentimes these deaths could
have been avoided with adequate relief, developing nations have a high proportion of these deaths and are often unfor-
tunately unable to nance the same relief e orts as other countélgsihe use of unmanned aerial vehicles (UAVs)
for enhancing relief e orts from natural disasters is an ongoing region of interest, with applications in search and
rescue operations, payload delivery services, and structural/surveying analysis. In more recent years, there has been
an increase in the application of computer vision (CV) systems, particularly in the elds of survivor identi cation or
an analysis of building structures to identify potential weaknesgje€pmputer vision is also used in enhanced au-
tonomous ight techniques, allowing the UAV to, for example, adjust its path in real time to account for unexpected
debris [4].
Unfortunately, the application and use of UAVSs, particularly those with real-time computer vision systems for the
identi cation of natural disaster survivors, is not a cheap ended&loiThe UAVs alone are expensive to build, and
the computer vision software requires additional hardware that increases cost and weight, requiring a larger platform
and driving up the costs further. While images can be processed after a ight for lower cost, the quickly changing
environment these UAVs operate in require real-time processing to be as e ective as possible. Many countries, dis-
aster relief organizations, and communities therefore are unable to use these measures e ectively to potentially save
lives during and after natural disasters. This is only compounded by the issues associated with providing the proper
training to operators, as training courses can cost hundreds of dollars per @@rddagt budgets include limited
amounts for rescue operations and are therefore potentially unable to a ord these expensive relief methods.
The proliferation of hobby UAVs and low-cost processors has opened a new door for increasing the accessibility of
these systems, utilizing large production chains to increase part availability and drive down cost. However, given the
greater ease of working with custom-built components, little work has been done to maximize the use of these parts.
This paper will focus on developing a test platform for such a system, to increase accessibility for development of

UAVs in disaster relief and other use cases.
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[l. Literature Review

A. Natural Disasters and Current Response Methods

Natural disasters are intrinsically volatile in type, location, and impact, making mitigation e orts di cult. The global
average yearly deaths due to natural disasters decreased 43% from 1980 to 1990, increased 80% from 1990 to 2000,
then decreased 42% the next decadelp 2016, most natural disaster-related deaths came from China. The next

year it was India and in 2018 it was Indonesih [Many confounding variables like a countyarea, population,

density, and infrastructure costs further complicate conclusive reasoning from statistical reports on natural disasters.
However, while we are cautious of confounding variables, the few statistical correlations on natural disasters stand
out in a sea of volatility.

One of these correlations is that natural disasters disproportionately impact low-income, developing countries. Be-
tween 1980 and 1999, 65% of global deaths due to natural disasters were in nations with incomes below $760 per
capita P] With worse rescue infrastructure, healthcare, and relief options, people in low-income countries are more
susceptible to calamity. Juxtaposing reports on deaths and economic loss in high and upper-middle income countries
versus low-income countries suggests that the disproportionate death toll in developing countries is directly due to

a lack of rescue resources, not indirectly due to more frequent or worse natural disasters. Between 1980 and 2002,
there were 14 major earthquakes in India, compared to 18 in the United States. Due to these earthquakes, in India
there were 32,117 deaths, as compared to 143 in the United Xatbs2018, India witnessed 1,335 deaths due to
natural disasters compared to 201 in the U.S. However, in the same year, natural disasters caused $44 billion USD
in damages in the United States compared to only $3 billion USD in damages in 1hdid(s dichotomy is world-

wide. High-income countries account for 37% of ood-exposed economy compared to 16% in low-income countries,
while high-income countries account for 11% of ood-exposed people compared to 52% in low-income countries

[7]. Focused on a human-centered approach to search and rescue technology, a ordability is a cornerstone to team
ANDRR's research e orts.

Another continuity in natural disaster studies is that oods are the most common type. In the rst decade of the 21st
century, oods accounted for half of all natural disaster deaths, as well as an estimated loss of $183hillart [

all deaths due to natural disasters occur immediately when the disaster strikes. Flood victims are often trapped in
rising waters both before and after the disaster reaches its clbhaR¢ing the most threatening natural disaster,

oods prompt di ering rescue methods and strategies worldwide. The Netherlands and Poland focus on prevention

e orts through structures, while the U.S. and UK focus on prevention and post-disaster rolifhds [he case of
post-disaster e orts, aerial and water-based search teams are often employed together during rst hout§]relief [
Aerial systems scout widespread areas quickly while water-based teams are nimbler and closer to the search area.

In-water systems are much cheaper than aerial systems. Rescue boats cost $1,100 per hour compared to the $5,700-
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$7,700 per hour that helicopters and airplanes ddt [n an interview with Team ANDRR, Matthew Zavalij (a
lieutenant with the US coast guard) mentioned that aerial assets are much more restricted, requiring higher level
command to justify operations.

The application of a UAV with computer vision detection systems has the potential to replace more costly systems
like helicopters. When used in conjunction with water-based systems, it can coordinate rescue boats to reach a
stranded individual quickly. Following this, rst week relief begins, where the priority is the investigation of damage

and repairs to critical infrastructure.

B. Usage of Unmanned Vehicles in Disaster Relief and Associated Use Cases

UAVs and other robotics-based relief systems have been deployed in several disasters to date. For example, un-
manned ground vehicles (UGVs) searched for survivors in rubble after the September 11th, 2001 attacks, and UAVs
utilized cameras with thermal imaging to detect survivors who were stranded after Hurricane Katrina it 2005 [

[13]. UAVs have also been used to inspect building damage and construct 3D models of buildings a ected by earth-
quakes 12]. During the 2021 Surfside condominium collapse, the Miami-Dade Fire Rescue Department utilized

UAVs to survey the disaster area and plan a search operation. There were also UGVs sent to the site in order to reach
areas under rubble which normal rescuers cannot reach [14].

However, there are several problems with the current applications of UAVs in disaster relief. In their 2019 paper,
Delmerico et al. discuss the negative impact on progress a di cult-to-use robotics system can have. As the tech-
nology used becomes more complex, the use of that system becomes increasingly diulprphy's expert

analysis on the Surfside condo collapse discusses how the majority of public safety agencies cannot a ord robotic
search and rescue systems, stating that UGVs can cost between $50,000 and $150,000 USD, while an aerial UAV can
cost around $1,000 US1{]. In both cases, the cost of the robotic system was a signi cant factor in whether the
solution was feasible.

The use of UAVs in search and rescue has been investigated by a previous Gemstone team, ARM IT. This team de-
veloped a virtual reality (VR)-based search and rescue scheme, with the intent of providing UAV pilots with better
visibility during ight [ 15]. When paired with stereoscopic vision for depth perception, such a setup can aid in a pi-
lot's ability to avoid obstacles and to identify objects. While this research was not tested in a real world environment,

it does demonstrate the utility of UAVs for search and rescue operations.

Another Gemstone team, SWARM-AI, investigated control methods for a swarm of UAVs to use in a variety of
applications, such as mapping, transport, and search and rd€tud fdecentralized approach was used for the

ground control software; each UAV could interact with the swarm through a prede ned method, allowing an operator

to test several control strategies. While their research was not singularly focused on search and rescue, such a system

could be used to cover a wide area to search for stranded individuals.
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A study conducted by Liu et al1]] researched the e ectiveness of various search and rescue robots in Japan, USA,
and China in order to distinguish the most important aspects of designing search and rescue robotic systems. They
determined that there are ve key performance metrics: survivability, mobility, sensing, communicability, and op-
erability. Survivability allows robotic systems to withstand the conditions of a disaster environment while they are
surveying it. Mobility enables robots to maneuver through obstacles and di cult terrain. Thesatimlity to sense

and detect obstacles and targets allowed it to avoid or report them respectively. The ability to communicate quickly
and e ectively with people outside of the disaster area was also highly valued. Finally, operability enabled robots to
accurately follow the intentions of their operators, which greatly helped during rescue missions [17].

One critical decision that must be made early during UAV construction is whether to use a xed-wing design (i.e.

a UAV that ies like an airplane) or a copter design (i.e. a UAV that uses rotating propellers to produce lift). Re-
searchers from the Federal University of Technology and Federal University of Parana in Brazil determined the most
e cient types of wing layouts for di erent applications of farming. They determined from both theoretical models

and practical data that xed-wing UAVs were better for one-dimensional surveillance of a large area, such as a road
or frontier, due to a higher maximum airspeed. The study utilized the DJI Phantom 4 (costing $1,200) for the quad-
copter data and an Arator 5b XMobot (costing $12,000) for the xed-wing data. The Phantom 4 had a maximum
horizontal velocity of 20 m/s compared to the Arator 5b with 15 m/s; however, due to the shorter autonomy (de ned
as the time that the UAV can remain in ight without needing to recharge the battery) of the Phantom 4 at 25 minutes,
compared to 45 minutes for the Arator 5b, the Phantom 4 could only survey a linear distance of 30.0 km, while the
Arator 5b could survey a distance of 40.5 km [18].

However, for two-dimensional area surveillance, or for situations where more detailed surveillance is needed, quad-
copters are superior to xed-wing UAVs. Fixed-wing planes were unable to make sharp turns without needing to

exit the survey area, thus extending the ight distance (1450 meters, compared to 170 meters by the Phantom 4) and
drawing more power. Thus, the theoretical amount of area that could be surveyed by the Phantom 4 was approxi-
mately 291,000 square meters, compared to the Arator 5b with approximately 270,000 square meters, which is an 8%
increase. Additionally, during practical testing of each of the UAVs, the Phantom 4 covered an area of 37,403 square
meters in 15 minutes and 49 seconds; in comparison, the Arator 5b covered an area of 36,000 square meters in 19
minutes and 7 seconds; therefore, quadcopters are cheaper, faster, and more e ective at surveying 2-dimensional

areas than xed-wing UAVs [18].

C. Application of Computer Vision with UAVs
These UAVs need a way to see the people in need of assistance, detect them, and inform the rescue crew of them.
Computer vision (CV) is a technology where an arti cial intelligence (Al) algorithm detects people and objects from

images. For the UAV-CV system to be competitive with current systems, the CV must be accurate and fast enough to
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replace a human, while also being inexpensive.

CV systems have been utilized and specialized for a variety of tasks; in particular, the advancements in detecting
people and objects within an image directly apply to search and rescue operations. In 2015, Joseph Redmon et al.
released their real-time object detector, named You Only Look Once (YOU®) [YOLO was remarkable at the

time because it simpli ed the traditional detection pipeline of image classi ers such as Region-based Convolutional
Neural Networks (R-CNN). When comparing mean average precision (mAP) of these models, which is the average
detection precision of the model across multiple classes, YOLO had 63.4% mAP at a rate of 45 frames per second
(FPS), while Deformable Parts Models (DPMs) had 26.1% mAP at a rate of 30 FPS. With the advancement of real-
time object detection, categories such as people and cars could be reliably detected and tracked in live video feeds,
which has a range of applications including search and rescue.

Even in non-SAR applications, computer vision has been implemented in autonomous UAV 4ghtBglivery

UAVSs, for example, may focus on the potential receiver to land safely and avoid poor terrain like a swimming pool
[21]. Landmark identi cation has also been used for navigation where systems like GPS may be prone to fail in

urban areas due to satellite occlusion from tall buildings [22].

In SAR missions, computer vision with UAVs is used to sift through data (aerial images) to directly detect people

who may need assistance in a post-disaster environment. A design decision is whether the computer vision hardware
should be on board the UAV, or with the ground crew. Sending every image to the ground crew may limit costs if the
UAV fails but can also create data loss and lag. Operating CV on board the UAVs may decrease the data sent to the
ground crew but also limits the CV power as there is a weight limit for the UAV to operate. This tradeo is addressed
through compromises, which were explored by an onboard CV 2016 experig3nit{ this experiment, an all-in-

one camera processes images with their GPS locations with an OpenCV software library. Trading accuracy for speed,
the ground station then uses human operators to detect relevant features in the images. The results showed that post-
processing was more accurate than on-board processing, but on-board processing was still over 60% accurate while
working in real time. Here, a xed-wing UAV was used, and color/shape were the main human detection factors.

The software and pattern recognition systems (PRS) used are another design decision in the computer vision system.
A 2018 experiment tests di erent machine learning technigues in combination with PRS on low-cost computing
platforms to see which were most accurate and which were fastest at proc@gsiggaliency map and thermal

image processing were applied to the processed images as well. Four machine learning techniques were tested: Haar
cascade, where images are subdivided into smaller sections for feature detection; Local Binary Pattern (LBP) cas-
cade, where images are subdivided into smaller sections and compared to their neighbors; Histogram of Oriented
Gradients (HOG) + Support Vector Machine (SVM), where images are converted into histograms of edge detections
and used to nd the optimal vector that separates human face data from non-human data; and Convolutional Neural

Networks (CNN), a neural network structure. CNN was the most accurate followed by HOG+SVM; however, the
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CNN processing speed was much slower than HOG+SVM at 2 FPS versus 100 FPS. The computing platform itself
is another factor in the CV syster®g]. In all combinations of techniques and mapping except HOG+SVM under
thermal image processing, the program could not exceed 1 FPS when processed on a Raspberry Pi 2. A similar ex-
periment tested the processing speed with the Raspberry Pi version as the variable instead of the CV28hchine [
Because of an improved RAM, CPU, and processing chip, the Raspberry Pi 4 was the fastest and the Pi Zero was the
slowest in processing data.

Machine learning is very versatile. Tiny-YOLO, a CNN object detector model, has been adjusted for robots to play
soccer P6]. Used on a Raspberry Pi 3B, Tiny-YOLO was adjusted to be a new CNN model called xXYOLO. Because
only a simple ball shape in a controlled environment had to be detected, the depth of the CV was decreased while
still maintaining accuracy to increase processing speed from .14 FPS to 9.66 FPS. PRS can be adjusted to t the
needs of the computer vision application.

Another method for increasing the FPS of less powerful processors is to use a Neural Compute SticRIN@S) [

NCS is a chip connected to a processor like the Raspberry Pi that is capable of processing neural networks much
faster than a standard processor. When used with a simple YOLO model, the Movidius NCS and Raspberry Pi
achieved 1.54 FPS when identifying a person, compared to 0.83 FPS withdt it his same technology can

be used in UAVs to allow for faster processing speeds without the need to create new models or obtain more powerful
hardware. Convolutional Neural Networks and other machine learning techniques have been adjusted to t di erent
needs and uses. What remains the same is the tradeo between computer vision processing speed, accuracy, and

price, which are crucial factors in a successful computer vision system.

D. Research and Development of Low-Cost UAVs

As UAVs become more popular, research into lowering the acquisition cost of these systems has become more com-
mon. This research is also bolstered by the growth of commercial RC plane and quadcopter p2&iyed,[[30].
Research in this area can be divided into two categories: lowering the acquisition cost of the airframe and actua-
tion components (e.g. motors, control surface actuators, electronic speed controllers, etc.) and lowering the cost of
advanced ight control systems (e.g. autopilot software and ight control circuit boards).

For the former, many studies involving UAVs (both xed-wing and quadcopter) use commercial o -the-shelf (CoTS)
frames, which are modi ed for the task at hand. Tariq et 28] used a foam sailplane as the frame for a $1,500 river
mapping UAV and Mesquita et al3(] used a foam motor glider as the frame for a $995 biodiversity conservation
UAV. Some xed-wing frames cost a few hundred dollars (Rico and Turkoglii ised a $170 wooden frame, while

Sun et al. 23] used a $100 foam frame). This can be further reduced to $30-$40 if self-assembled kits aB2lused [
Prefabricated frames are preferred for their ease of use. For reference, standard commercial xed-wing UAVs of

similar capability cost tens of thousands of dolle86][ For quadcopters, frames can be purchased for around $50,
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while complete CoTS quadcopters cost around a thousand d@@rdt{should be noted that given the already low

cost of such complete quadcopter systems, it is not uncommon for these systems to be used as is.

Airframes are generally modi ed to t cameras, GPS systems, and other electronics for the required application. As-
suming the system is designed properly, these airframes reliably perform successfully, with only a few issues related
to banking for the design proposed by Tariq et 8B][ For UAVs that require fewer structural changes, plastic kits

are also used, as seen in Jung €& 2005 study29]. An alternative to CoTS airframes is the use of 3D printing. In
addition to allowing for custom geometries, low-cost laments and the reduced labor associated with part fabrication
reduce the total cost of manufacturiri.[Furthermore, the use of computer optimization can aid in weight and
strength optimizations. Both CoTS and 3D-printed airframes are competitive with custom commercial designs while
reducing acquisition costs.

For ight control systems, cost optimization is primarily achieved through the use of plug-and-play CoTS systems

or custom-assembled circuit boards. Some of the most common autopilot systems are Ardupilot, a ight computer
based on the Arduino Meg&1], [34], [35] and Arducopter{], a version of Ardupilot for quad and helicopter UAVs.

The plug-and-play nature of these systems allows for use with a wide variety of sensors, GPS, communication sys-
tems, and cameras. It is even possible to connect these computers to other processors for data sharing and more ad-
vanced control16]. Furthermore, the relatively low cost (approximately $300 for both xed-wing and quadcopters)
makes these systems very competiti®@] [[29]. These systems are compatible with a wide range of mission plan-
ning software, providing GPS waypoint missions for accurate mapping and navig2i|pf2g], some of which,

such as DUNE33], are completely open source and free to use. Such capabilities allow lower-cost UAV systems to
operate with the same e ectiveness as more expensive o0 erings. For even greater cost savings, custom-assembled
ight control systems can be designed. In some cases, a commercial autopilot simply does not have the required mod-
ularity and ease of modi cation for the task at hald][ The necessary sensors for such systems (accelerometers,
gyroscopes, GPS, relative altitude, airspeed sensors, etc.) can all be purchased independently and conglomerated into
a ight controller. This can be done fully independent of any commercial syst#n[29], or build upon existing

baseline system8]], [33]. Customizing and consolidating the sensor package of a given UAV can help reduce cost
simply by removing unused capability.

Alternatively, the performance of individual systems can be adjusted as needed at a minimized cost. For example,
multiple control boards can divide workload®], [35], allowing for faster computing time and by extension more
complicated and capable control algorithms or data processing. While doing so requires writing or implementing
software interfaces, these systems can be just as capable as plug-and-play systems. Furthermore, because of the
open-source nature of these systems, it is easy to add features not present in CoTS systems. For exam @8] H. Bin [
developed a stronger security data transmission system that could not be accomplished with CoTS ight systems

while D. Jung et al. 29 and J. Fortuna et al.3f] used a custom ight computer to develop and implement advanced
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control methodologies.

E. Summary

There is a large body of work on computer vision systems and low-cost UAV hardware for use in search and res-
cue/disaster relief. For the former, computer vision systems have been developed to the point where they can be
applied in small, low-cost UAV systems. For the latter, UAVs can be deployed for only a few hundred dollars or lower,
depending on what systems are used. There is also an evident need for these systems to reduce search and rescue op-
eration costs. However, there is still a need for systems that combine both low-cost UAV components and small-scale
computer vision systems into a single package. Furthermore, while technologies for reducing the cost of UAVs are
available, they are not used to their fullest as some more expensive systems are easier to use.

For this reason, our research is focused on developing as accessible a system as possible while still providing useful
computer vision capability. Given the limits of the team and the complexity of developing a fully capable SAR sys-
tem, this paper will focus on building a testing platform for these types of systems. Range, ight time, and telemetry
systems are negatively impacted by size and so a hobby scale UAV will su er compared to a larger system. Instead,
we hope the ANDRR module allows interested parties to test and evaluate software at lower cost, while also provid-
ing a degree of functionality in real world applications. To this end, while the system will be developed with a focus

on surveying a ected areas for damage or stranded survivors, the applicable use case for such a system covers a much
wider eld.

An example concept of operations for such a system can be seen below. For SAR applications, rst hours leaning

operations are marked with (h), while rst weeks are marked with (w).

" Operator prepares mission
Module mode is set
Autonomous ight path is uploaded to UAV if used
~ UAV takes o and begins nominal operations; one or more of the following:
Provide CV overlay to user on the ground (h)
* QOperator veri es detections and provides information to a relevant party in real time (h)
* QOperator uses identi cation as navigation aid
Update ight plan based on CV data
* Circle detected object (h,w)
* Adjust camera gimbal or ight plan to track object (h)
* Drop payload near detected object (h)
Store images to onboard SD card
~ UAV lands and is recovered
~ Data is post processed as required
Detected objects are mapped based on GPS location (w)
Number and types of detections are tabulated (w)
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[1l. Methods

1. Requirements
To ensure the ANDRR module can accomplish these tasks, a set of requirements were de ned according to Table 2.

Table 2 ANDRR Module System Requirements

Area Requirement Rationale
Accessibility | Lower cost as much as possible, less than Project goal
the quadcopter itself ($400)
Accessibility Use common parts and software Project goal
Detection Process images in real-time Allow for real-time operations
Detection Process images at over 10 frames pet Common FPS for very light models running on
second cheap processors
Detection Use TFLite models Impractical to run anything larger
Operations Provide data from image processing tg Allow for autonomous decision-making based on
companion computer detections
Operations Transmit images to an operator Allow for operator oversight
Operations Interface with UAV ight computer Allow for integration with platform telemetry
Operations Interface with a variety of camera types  Allow for a variety of image resolutions and
camera sensors based on use case
Operations 4A maximum current draw 10% of the power draw of most First Person
Video (FPV) UAV platforms

Given the focus on reaching groups with limited resources, cost and accessibility were the primary requirements. To
achieve these, the team decided to use as many hobby UAV components as possible. Given the proliferation of hobby
FPV racing and long-range drones, video transmission/camera systems, batteries, and ight computers, sourcing
components speci ¢ to any given use case is relatively easy and cheap, more so than any custom components the
team could design.

However, technical benchmarks, mainly FPS and power draw, were selected to ensure the system remained useful on
small UAVs. Computer vision functionality can be measured using detection rate, detection range, and detection ac-
curacy. However, improved range is a function of improved resolution, which takes longer to process, and improved
range is a function of model accuracy, which can again be improved with larger processing times. As detection speed
is a much easier metric to measure, it was the primary factor for model e ectiveness, as the user can trade excessive
speed for improved accuracy as needed. Power draw was used given its implications on UAV lifespan. To save on
components the same voltage regulator that powers the platform avionics powers the module. This restricts the max-
imum power draw to ensure the regulator remains functional. Furthermore, excessive power draw limits ight time,
impacting system range.

This also allowed for a greater focus on system architecture. For example, instead of determining the most cost-

e ective way to get images to the operator for a variety of required ranges, a standardized video output can be imple-
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mented, allowing the user to select a transmitter speci ed to their power requirements and swap it out as improved
systems become available. Likewise, instead of specifying the use of a single ight computer, common communica-
tion protocols can be used, allowing the ANDRR module to be easily swapped between platforms. As a result, while
example components are speci ed in this paper, the primary focus is on the integration of standardized systems. The
only exception to this is the processor, for reasons discussed in more detail in section IIl.A.6.

The remaining requirements de ne the expected use cases. Transmission of images to an operator in real-time allow
for quicker response times, critical to rescuing survivors or updating a ight plan based on regions of interest; the
wide range of cameras and other interfaces allows for easy modi cation based on the mission; data output allows for

autonomous decision making based on processed images.

A. Hardware

To meet the de ned speci cations, the ANDRR module consists of a central processor, camera, ight computer, com-
panion computer, and video transmission system. The processor is the heart of the system, managing connections
to the other components and running the detection program on incoming images. The camera provides images from
the environment to be processed. The UAV ight computer provides other relevant data, like altitude, GPS, and user
input telemetry. Processed images are sent to the operator over the video transmission system, while processed data

is sent to the ight computer and a companion computer for improved decision-making in real time.

1. Platform

There are two primary types of UAVs, xed wing systems and rotorcraft (helicopters, quadcopters, etc). While the
parts required for implementing a CV module into these two types of systems are very similar, the use cases are
slightly di erent. Fixed wing craft perform better for linear, long range, highspeed travel, while rotorcraft excel

at low speed coverage of a 2D area. Given the focus on search and rescue systems, and the comparative ease of
testing on quadcopter systems, a quadcopter platform was selected for testing during this project. It should be noted
that this does not prevent the system from operating on a xed wing vehicle; however the higher minimum speed
requirements of such a vehicle may prevent the use of some slower FPS programs. The speci ¢ quadcopter used for

testing was a Hawk Work F450.

2. Flight Computer

The ight computer is the brains of the UAV platform, controlling the ight path and interfacing with sensors rel-
evant to the ANDRR module like GPS. Based on the requirements for a speci ¢ mission, this could be isolated (at
which point the module is simply tagging along and has no input on the ight path), or an active input/output that

responds to CV analysis. To allow for two-way communication, a type of standardized serial connection is used. In
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addition to being the most common method of connecting devices, on most systems this connection can be made over
USB if required, removing the need for a potentially custom header pin cable.

As communicating between a ight computer and a companion computer is a very common operation in the eld of
UAVs, standardized communication libraries, most notably MAVLink, have been developed for this exact purpose.
MAVLink works with both commercial systems like the Pixhawk family and custom boards built on devices like

the Arduino Mega. The ANDRR module was tested with a Pixhawk PX4 which came with the UAV kit used as the

platform. However, any MAVLink-compatible device can |l this role.

3. Camera

The camera has the highest variability of the components listed. Cameras can be selected based on resolution and
size, or operate in di erent wavelengths altogether, like infrared. A quadcopter ying inside a building may get away
with lower resolution for faster processing as it will be closer to relevant objects, while a system operating at night
may need low-light or infrared capability to identify people. Even for standard cameras, a wide range of webcams are
available that may be more or less applicable based on regional availability.

While the majority of cameras are equipped with USB output for connection to a computer, smaller systems (like
the Raspberry Pi cameras, often used for small-scale robotics projects) use a ribbon cable. USB is preferred since
it covers more (and a larger variety of) cameras, but ribbon cable compatibility is also considered. The ANDRR

module was tested with a Raspberry Pi Camera V2 and a NexiGo webcam.

4. Video Transmission

There are a multitude of methods for transmitting images over radio, but within the hobby UAV space, FPV video

o ers two primary methods: analog (RCA) and digital transmission. Analog transmission o ers a longer range and
lower cost for lower image quality. Given digital FPV systems are considerably more expensive and harder to obtain,
analog transmission was selected. As a result, RCA output from the processor is required. The ANDRR module was

tested with a Wolfhoop WT832 transmitter.

5. Companion Computer

The companion computer is a secondary processor that takes in data from the ANDRR module. While this may be
the ight computer itself, for systems that do not interface with the UAV directly, or systems with more complicated
responses (i.e. independent actuators), a separate processor is used. As with the ight computer, a wide range of
systems could |l this role, but all can be interfaced with over a serial communication link. The ANDRR module was

tested with an Arduino Mega.
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6. Processor

Last is the processor, which connects the aforementioned components together. Given the use of standardized in-
terfaces for connecting peripherals, the processor requirements are more complex than other systems. As a result,
it is easier to de ne the requirements for a speci ¢ processor. Processor con gurations were analyzed based on the

following.

" Cost

~ Processing speed
CPU speed in Hz
CV processing speed in Trillions of Operations Per Second (TOPS)
Number of CPU cores

~ Operational capability
Flash memory
Number of USB 3.0 ports
Analog video output
Number of UART interfaces
Maximum power draw

Fig. 1 ANDRR Module Processor scores

A decision matrix was used to compare these categories, both weighted and unweighted. For weights, cost was
weighted by a factor of 3 given its place as the de ning project goal; CPU speed and number of cores, TOPS, and
ash memory were weighted by a factor of 2 given their direct impact on system performance. The remaining cat-

egories were left at a factor of 1 as they are primarily interface concerns, and can be addressed by changes to the
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devices the processor is interfacing with. Five processors were compared: a Raspberry Pi 4B and Al accelerator, an
ODROID-N2+ and Al accelerator, a Nvidia Jetson Nano, a Raspberry Pi 5 and Al accelerator, and a Nvidia Jetson
Super Orin Nano. As the Raspberry Pi 5 and Nvidia Orin Nano were released during the course of development, they
were analyzed later.

These processors represent two approaches: using a device designed for processing neural networks and interfacing
with a wide range of systems (the Nvidia Jetson and Orin), or using a cheap device optimized for interfacing with a
wide range of devices and adding on a smaller device dedicated to neural network processing (the Raspberry Pi/O-
DROID and an Al accelerator). While any USB Al accelerator could be used for the latter category, the Coral Al
Accelerator was the only one available during the development of this project, and so it was used with both Rasp-
berry Pi models and the ODROID. The scores for these processors can be seen in Fig 1.

The full table of raw and normalized scores can be found in the appendix. For the initial three processors analyzed,
the Raspberry Pi 4 had the best performance, weighted and unweighted. The Jetson was hampered by its high cost
and low CPU speed, favoring much higher TOPS, while the ODROID has a more capable CPU but fewer interface
options. The Raspberry Pi 5 improves upon the 4, but the addition of the Orin provides an e ective alternative.

The Raspberry Pi 4 was used for the majority of this project, as it provides a very accessible starting point. Once

Raspberry Pi's were made available, testing expanded to improve a Pi 5.

7. Wiring

Fig. 2 ANDRR module wiring diagram
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To reduce the need for soldering, USB connections between the Pi and peripherals were used as often as possible.
The Coral Accelerator and USB webcam were connected over USB 3.0, while the Pixhawk and Arduino were con-
nected over standard USB, both of which are provided power and a serial connection. The FPV radio is connected to
the Raspberry B analog video output via the 3mm jack connection. This connection needs to be soldered as most
FPV systems are terminated in header pins. The Raspberry Pi is powered by a voltage regulator connected to the
UAV battery, while the FPV transmitter connects directly to the battery. The voltage regulator on the UAV should
have some current bandwidth to power the module, but this should be veri ed before ight (power draw data for the

module can be found in the results section). The wiring diagram for these connections can be seen in Fig 2.

B. Software

Most systems implementing a Raspberry Pi or other companion computer on UAVs use ROS (Robot Operating
System), an open-source set of libraries designed for robotics operations. However, as the analog video output on
the Raspberry Pi displays the desktop environment, images need to be displayed in that environment, which is much
easier to accomplish in the Raspbian OS. Furthermore, as the majority of functionality required for the project is

covered by the OpenCV (CV2) Python library, the additional functionality of ROS was not required.

1. Operating System

There are two primary versions of the Raspbian OS: Bullseye and Bookworm. Bookworm is the newer version and
is required for the Pi 5. As Bullseye has been around longer, documentation for diagnosing issues related to CV2 is
more common, so Bullseye was used for this project. Both Bullseye and Bookworm have 32 vs 64-bit and full vs lite
environments. The 64-bit OS was required for version control. The lite environment does not natively come with a
desktop, although one can be installed on top of it. The lite desktop comes with fewer additional programs installed

than the full version, which increases the system cycle rate by a few Hz.

2. Language

The two languages considered for the ANDRR module were Python and C++. C++ is commonly used on lighter
hardware, considering it generally runs faster. However, the primary library used regardless of language (CV2) is
written in C++, which reduces the speed di erence between the two languages. As Python is easier to work with and
is assumed to run at similar speeds, it was selected. A full list of the Python libraries and their versions can be found

in the appendices.

3. Model Selection
Based on the size limitations of the Pi, TensorFlow lite (TFLite) models were selected to maintain reasonable pro-

cessing speeds. This provides a large list of available models that come pretrained on various data sets. As the goal
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of the module is to provide a platform for detecting a wide range of systems, a model trained on the COCO dataset
was used36] (COCO is discussed further in 111.C.1). To streamline the integration, a SSD mobilenet model and

implementation from Evan Juras was used [37].

4. Data Interface

The ANDRR Module uses three data connections: from the operator to the module in the form of operational com-
mands, from the module to the operator in the form of processed images, and from the module to any other comput-
ers on the UAV in the form of processed data. Commands from the operator are routed through the connection to
the ight computer via MAVLink, as previously mentioned. Images are sent to the operator via the FPV transmitter,
which requires images to be displayed on the desktop. This is accomplished using .ieshow function. Data is

output to other computers over a simple serial connection, using the Python serial library.

5. Frameworks

Using these components, four frameworks were constructed to meet various use cases. The rst two focus on max-
imizing the refresh rate for either displaying images or outputting data over serial. High-speed image display is
intended to improve operator awareness during search and rescue or surveying operations, where a faster refresh rate
allows the UAV to travel faster and cover more ground. High-speed data output is intended for use in autonomous
systems, where CV data can be used for obstacle avoidance or spatial awareness. The last two focus on maximum
functionality, for either autonomous operations or surveying. The full autonomous framework provides data and
image output while saving the processed data to the Pi. This allows for greater operator oversight while the module
operates and reduces requirements on computers connected to the module for saving images for review afterward.
The surveying framework provides additional control over what images are displayed, allowing the operator to review

previous images, only view positive detections, or any other format de ned by the operator.

6. Parallel Processing

Early testing with the Pi 4 and Coral accelerator made it clear that parallel processing would be required to meet

the 10 FPS benchmark for more complicated programs. As data and images have to be passed between a number of
programs, processing data sequentially results in long delays between processed images. As the ow of data through
the system is relatively linear, each major operation can run in its own core without heeding excessive connection
pipelines. In Python, parallel processes can only share information via queues, and if to many queues are required,
the total FPS will be reduced, as the system waits for queues to shuttle data back and forth. For this reason, parallel
processing has the potential to slow down lighter programs, as the additional time used to send data via the queue

is greater than the time saved through parallellization. Therefore, parallel processing was only used for the more
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advanced navigation and surveying frameworks.

Fig. 3 Navigation framework parallelization processes

For the navigation framework, three processes are used: the main (or CV) process, which runs the CV model and
displays the image; the post-process process, which saves the image and associated data; and the data process, which
handles communication with the ight computer and companion computer. Three queues are used to connect these
processes: the GPS queue, which provides the CV process with the location of images; the data out queue. which
sends relevant CV data from the CV process to the companion computer; and the process out queue, which sends
images and data to be saved. A diagram of the processes and queues can be seen in Fig 3.

The surveying framework is more complex given the increased capability. As the displayed image is not always

the last image processed, the main process is split into the new main (CV) process for handling the CV model and
displaying images, and the display update process which takes in user input and determines what image should be
displayed. The section responsible for displaying the image has to be stored in the main process alongside the call
to run the CV model for both to function properly, although the exact reason for this is unknown. The additional
functionality also requires three additional queues. The user command queue sends update commands for the display
from the data process to the display update process; the ID queue sends a list of images with positive detections from
the CV process to the display update process; and the image out queue sends the image to be displayed from the

display update process to the main process. A diagram of the processes and queues can be seen in Fig 4.
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Fig. 4 Surveying framework parallelization processes

C. Model Comparison

Disaster relief teams worldwide have varying resources and funding for rescue e orts, and computer vision models

di er in complexity and hardware requirements. Therefore, it is essential to provide not only a platform to run these
models but also a clear comparison of di erent model options, enabling relief teams to choose the one that best

suits their needs, balancing based on system costs and e ectiveness. However, the time required to train and verify a
custom model was prohibitive and necessary given the goal to build a research platform applicable to a wide range

of interests. To that end, we developed a model comparison, using a controlled image dataset and testing multiple
models against all images in the set. For each model, the comparison provides performance metrics such as accuracy,
processing time, a confusion matrix, and other metrics extrapolated from those. Additionally, it includes physical
details and resource consumption metrics, such as the model size, number of parameters, and memory usage. More
demanding hardware is required for more complex models. This information enables relief teams to e ciently select

the most suitable model based on their speci ¢ use case and available resources.

1. Image Dataset Selection and Preprocessing
The image dataset was acquired from Common Objects in Context (CQEOa large-scale image dataset used for
object detection, segmentation, and captioning tasks. Speci cally, the COCO-2017 validation set was used.

To facilitate the loading and management process of the images, FiftyOne was used. In addition to its use as a tool in
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image and model processing, FiftyOne also provides a visualization method that, while not utilized in nal testing,
provided invaluable visual aids necessary for understanding the formatting of the dataset.

The following command began the process of data preparation:

dataset = foz.load_zoo_dataset(

"coco-2017", # The COCO 2017 dataset

split="validation", # Options: "train", "validation", or "test"
label_types=["detections"], # Load object detection annotations
dataset_name="coco-valid" # Optional: give your dataset a name

The entire validation set, comprising 5,000 images, was downloaded and titled coco-valid for later access. The
dataset includes the images themselves and a corresponding JSON annotation le containing the bounding box
coordinates for detections in the images. Of particular importance is the bounding boxes referencing the presence
of people. Each model will process the entire dataset, one image at a time. Each processed image will then be com-
pared with the ground-truth annotations in the dataset to evaluate model accuracy.

Figures 5, 6, and 7 were randomly selected to display what dataset images might look like.

Fig. 5 COCO 000000026204.jpg Fig. 6 COCO 000000051938.jpg Fig. 7 COCO 000000064898.jpg

Each model will process the entire dataset, one image at a time. Each processed image will then be compared with
the ground-truth annotations in the dataset to evaluate model accuracy.

When loading images, they are initially read as RGB images, and then resized to the expected default image size,
depending on the model. All images are additionally converted ttotice. Tensor format, organized as (Chan-

nels, Height, Weight). Images can be stored in a variety of formats, so this dataset preprocessing ensures the images
are fed into the models in the expected format. Any variations (however minimal) that these expected modi cations

might have on the e ciency of the models is accounted for in the comparison.

2. Model Selection and Preprocessing
Six models were selected and grouped into three categories, loosely de ned by model complexity and hardware

requirements. Rather than training a new model from scratch we chose to use existing, well-established models. This
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decision was based on two key factors. First, these models have already demonstrated strong performance across a
variety of di erent scenarios, con rming their suitability for disaster relief applications. Second, our primary goal

was to provide a practical comparison of models available to relief teams. By evaluating and contrasting the strengths
and weaknesses of widely used models, we aim to best support relief teams in selecting the model most suitable to

their needs. The model breakdown below provides further details on each model tested.

Table 3 ANDRR evaluated models

Lightweight models Intermediate models High-Performance models
YOLOvV8 Nano YOLOv8 Medium YOLOvVS8 Extra Large
MobileNet-SSD RetinaNet Faster R-CNN

The model comparison itself is broken down into three sections as well:

1) Model speci cations: Model name, category, number of parameters, size
2) Performance metrics: Total Inference time, average accuracy, average memory usage
3) Evaluation metrics: Confusion matrix, precision score, recall score, F1 score, inference times

The model size metric is directly derived from the number of parameters. Additionally, the number of parameters

in uences RAM usage while the model is running, as more parameters require more memory to store and process
during inference.

A confusion matrix provides a breakdown of true and false positives and negatives, correctly or incorrectly iden-
tifying if targets are present. Di erent computer vision modstsengths shine depending on the task. In some
situations, e ciency is the most important metric, where accuracy sacri ces are acceptable. In others, speed is not
prioritized and extra time can be expended to ensure a correct output. In disaster relief, the top priority is accurately
identifying any situation where people or other targets are present. Relief teams will be actively monitoring the feed,
deciding whether to act on every positive identi cation.

Accordingly, the priority lies in emphasizing true positives and minimizing false positives. A model outputting

a higher rate of false positives is more acceptable since relief crews will simply ignore those images (though, of
course, the fewer the better as each image takes time to review). The confusion matrix acts as another tool to be
used by relief teams when identifying the right model to use. The remaining evaluation metrics are derived from the
confusion matrix. Precision score represents the proportion of positive outputs that truly contain the target, recall
score represents the proportion of images with the target present that are correctly identi ed, and F1 score represents

the harmonic mean of the two.
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IV. Results and Discussion

A. Timing

To quantify the performance of the module, timing data was collected for processed FPS and the total delay between
an image being captured and displayed on the monitor. FPS provides a clear estimate of how fast the system is run-
ning, while delay time is used to verify that images are displayed at a rate equivalent to the processing speed. FPS
data was collected by sampling the loop time of the primary processing loop (for parallel programs, this is the CV
detection function; for linear programs, this is the whole program) as the system ran for 10 seconds over 3 trials. 10
seconds was selected as the time required for the system to reach a steady state. To ensure the testing of various pro-
grams back to back did not bene t programs run earlier due to higher CPU temperatures, a detection program was
run for a few minutes before testing to simulate a long-duration ight. Loop delay was measured by running a timer
on a laptop, visible to the module camera. The output of each framework was then sent to the laptop via a VNC. The
laptop was then recorded, saving the value of the timer and the displayed value of the timer once processed through
the module at the same time. From this recording, the delay between the real and processed time was tabulated. As
with the FPS testing, these tests were run 3 times for each framework for 10 seconds each. As loop delay data is more
intensive to collect, FPS data was used for most comparisons.

The rst comparison point was FPS increases in the processor using the Coral Al Accelerator and lite desktop. Table
4 holds results for the 3 con gurations; tests were run on a prototype navigation framework and SSD Lite model,

with images of resolution 640x480 pixels.

Table 4 Raspberry Pi timing data

Processor Average FPS Standard Deviation
Pi 4 4.21 0.18
Pi 4 & ML Accelerator 16.04 1.41
Lite Pi 4 & ML Accelerator 17.63 1.17

Based on these results, it is clear that the Al Accelerator provides a massive boost in performance, nearly quadru-
pling the number of processed frames per second. Adding a lite desktop environment on top of the accelerator pro-
vides an extra 2 FPS and reduces variation in the systems performance.

The second comparison point was the use of parallel processing. These results come from tests of prototype frame-
works using an SSD Lite model and an image resolution of 800x450 pixels. The change in resolution re ects com-
patibility with the video transmission system. It should be noted that while the image resolution and computer vision
model are the same between this set of tests and the nal detections, the framework used for the navigation system

did not have a full implementation and so has di erent speeds when compared to the nal iteration.
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Table 5 Parallelized processing timing

Framework Average FPS
Parallel CV only 17.34
Linear CV only 20.37

Prototype Parallel Navigation 17.5
Prototype Linear Navigation 14

The two frameworks documented in Table 5 represent di erent approaches to processing images. The CV only
model is as bare-bones as possible while still transmitting images to the ground. As a result, adding parallel process-
ing between the CV detection and image transmission sections slows the system down, as the cores have to queue
information between each other. On the other hand, the navigation framework has greater capability, including op-
tions to save les, transmit data, interface with the UAS ight computer, etc. While using queues to transfer data

between these di erent processes adds some processing time, the total time saved by allowing the CV detection to

happen in tandem with other processes nets 3.5 more frames per second.

Finally, tabulated data for the full range of ANDRR frameworks is shown in TaBlés before, these systems were

analyzed using an SSD Lite model and an image resolution of 800x450 pixels.

Table 6 ANDRR framework timing data

Measurement Framework Average value Standard Deviation
Loop delay (seconds, taken with Ri
camera)

CV only 0.77 0.066
Navigation 0.83 0.087
Surveying 1.07 0.08

FPS (Images not resized)

CV only 20.37 1.19
Data only 19.71 1.59
Navigation 14.56 1.48
Surveying 16.5 1.34

FPS (Images resized)

CV only 16.67 1.21
Data only 17.42 1.39
Navigation 12.66 0.89
Surveying 11.53 0.82

As expected, the CV and data only frameworks provide the best results, with the highest FPS and lowest loop delay
(as the data framework does not display images, loop delay was not calculated). When using a USB camera, image

resizing is required for the CV only framework to display images that tthe monitor screen; this results in an extra
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