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Due to the complexity of autonomous systems, theoretically perfect path planning algorithms
sometimes fail due to emergent behaviors that arise when interacting with different perception,
mapping and goal planning subprocesses. These failures prevent mission success, especially
in complex environments that have not previously been explored by the robot. To overcome
these failures, many researchers have sought to develop parameter learning methods to improve
either mission success or path planning convergence. Metareasoning, which can be simply
described as ‘“thinking about thinking,” offers another possible solution for mitigating these
planning failures. This project offers a novel metareasoning approach that uses different methods
of monitoring and control to detect and overcome path planning irregularities that contribute
to path planning failures. All methods for the approaches were implemented as a part of the
ARL ground autonomy stack which uses both global and local path planning ROS nodes. The
proposed monitoring methods include listening to messages published to the system by the

planning algorithms themselves, evaluating for the environmental context that the robot is in, the



expected progress methods which use the robot’s movement capabilities to evaluate for progress
that has been made from a milestone checkpoint, and the fixed radius methods which use user-
selected parameters based on mission objectives to evaluate for the progress that has been made
from a milestone checkpoint. The proposed control policies are the metric-based sequential
policies which use benchmark robot performance metrics to select the order in which the planner
combinations are to be launched, the context-based pairs policies which evaluate what happens
when switching between only two planner combinations, and the restart policy which simply
relaunches a new instance of the same planner combination. The study evaluated which monitoring
and control policies, when paired, contributed to improved navigation performance and which
policies contributed to degraded navigation performance by evaluating how close the robot was
able to get to the final mission goal. Although specific methods were evaluated, the contributions
of the project extend beyond the results by offering both a template for metareasoning approaches
with regard to navigation as well as replicable algorithms that may be applied to any autonomous
ground robot system. Additionally, this thesis presents ideas for additional research in order to

determine under which conditions metareasoning will improve navigation.
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Chapter 1: Introduction

In the age of Arti cial Intelligence, the world is becoming accustomed to systems that
seemingly “think” on their own. Such systems might include chatGPT, self-driving Teslas, and
Alexa/Siri. This technological advantage has also contributed to the rise of autonomous robotics.

Although these autonomous systems may seem to have a mind of their own to the general
public, those that work with these systems understand that there are a sequence of mathematical
algorithms that generate the processes that allow the robot to maneuver on its own or with
minimal human interaction. An example of such a system is the ARL ground autonomy stack
which will be the source of the autonomous ground robot system cited throughout this project.
In this system, researchers are given code that contribute to perception, mapping, symbolic
reasoning, and metric reasoning functions. The subprocesses to each of these functions may
be found in Figure 1.1. For the autonomous system to work on its own, each function must work
with the corresponding subprocesses such that the robot “acts” on its own.

Within the system, the metric reasoning function is responsible for the robot's navigation
efforts in planning a path to a desired goal location and is the primary focus of this project. These
plans are constructed using math-based algorithms and require the use of a “costmap” from the
mapping function that will tell the robot whether or not a space is occupied by a rigid structure.

In theory, this method would be sound and path planning would need no additional strategy.



Figure 1.1: The anatomy of the ARL ground autonomy stack. Given here you nd the perception,
SLAM, symbolic planning, and metric planning modules that construct the system. Each
module works with the corresponding neighbor modules such that the robot exhibits autonomous
behaviors such as "vision' and "navigation'. [1]

However, in some cases we see the rise of emergent behaviors in the planning algorithms due
to the associated interactions with each of the subprocesses. If any one part of the system is not
properly tuned, such as an inaccurate/incomplete map or a hyperparameter that is out of step with
the given navigation context, planning will fail. In Figure 1.2, we show an example where the
costmap did not accurately re ect the position of a tree and the planned path caused the robot to
attempt to pass through this rigid obstacle.

Researchers then are tasked with the effort of nding out how to amend these unanticipated
errors in robot navigation. How do we detect when the robot is stuck or if there are irregularities
in the planned path that will contribute to navigation failures? How do we recover from these
errors in path planning? And nally, can we select an algorithm that might be better suited for
the given context in which the failure occurred?

This project offers a novel metareasoning approach to path planning failures. That is, in

2



Figure 1.2: A simulated Warthog robot navigating in a Unity simulation environment. The robot
has run into a tree and is now stuck due to an irregularity in the planned path that did not detect
the tree as arigid object.

our efforts we will give the robot the ability to merely “think about its own thinking” through a
variety of policies that address the monitoring and control aspects of the path planning process.
Chapter 2 will cover the work related to our eld that has contributed to this project and address
the limitations that we hope to overcome. Chapter 3 will outline the history of this thesis project
before describing the approaches used to monitor and control the path planning process. In
addition to these approaches, Chapter 3 will also highlight the experimental design of the project,
including the simulated courses to be tested, the metrics to be measured, and the expected
analyses to be conducted. Results for the selected policies will be offered in Chapters 4, and the
nal contributions, limitations, and future directions of the project will be discussed in Chapter

5.



Chapter 2: Literature Review

2.1 Background

Autonomous robots are comprised of different modules that allow them to successfully
navigate through their environment. These modules include abilities for perception, mapping,
and planning. More speci cally, the planning module allows the robot to generate global and
local path plans using math-based algorithms in order to complete mission goals through a series
of waypoints. As there are many challenges with mapping the environment due to uncertainties
for unexplored space and the possibility of dynamic obstacles, in practice these plans are often
imperfect and at times unreliable.

This thesis proposes a novel approach to mitigate these planning failures using metareasoning
capabilities. All work was completed using the Army Research Lab's (ARL) ground autonomy
stack [1] in order to demonstrate the applications on a real-world system. The ARL ground
autonomy stack is comprised of four speci ¢ modules previously shown in Figure 1.1. The rst
is the Perception pipeline which provides the sensory and classi cation data for obstacle detection
and classi cation. The second module, Simultaneous Localization and Mapping (SLAM), uses
perception data in order to generate the eld maps and odometry readings used to decipher pose
and position of the robot with relation to the rendered map. The Symbolic Planning and Execution

pipeline is an intelligence system that allows the robot to execute missions with relation to the
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given goals (i.e. go to position X, go behind object A, follow object B, etc.). Finally, the Metric
Planning and Execution pipeline is the planning module for the system that allows the robot to
nd paths between the position of the robot, to the desired goal, using data given to the robot via
the SLAM and Symbolic Planning pipelines. This nal pipeline is the main focus of our work,
and as such we will largely view the other modules as black boxes in the sense that we will not
be looking deeply into the inner construct of these modules in our own work.

This chapter discusses three key concepts related to our approaches. The rst discussion
regarding motion planning will be detailed in Section 2.2. The second concept discussed in
Section 2.3 will describe how other researchers have attempted to mitigate these planning failures.
The nal discussion in Section 2.4 will be broad overview of metareasoning and related areas of

work that are relevant to this project.

2.2 Motion Planning

2.2.1 Basic Motion Planning Theories

At the most basic level of motion planning strategies, researchers have developed algorithms
such as A* and RRT. The A* algorithm, developed in 1968 by Hart et al. [2], uses a graph search
and generates a least-cost path by pairing the actual cost of navigation with an admissible cost
heuristic in order to make an informed guess for which node to analyze next. This algorithm
requires careful selections of heuristic to be set by the user, and provides an optimal solution
to the graph search problem. To generate plans that are more adaptive and practical for real-
time use in robotics, this algorithm has been adapted by other groups in order to speed up the

computational process.



Three such alternative algorithms based on A* are Weighted A*, ARA*, and ANA*,
Developed in 1970 by Pohl [3], weighted A* adds a bias to the heuristic in favor of a weighit
This method trades faster computational time for a sub-optimal solution. Built off of Weighted
A* the ARA* algorithm developed by Likachev et al. in 2003 [4] nds and returns a sub-
optimal solution before re-evaluating the graph search for a better solution by linearly reducing

in subsequent iterations. By this method, we adopt a faster computational method that allows

the solutions to improve through each iteration. Finally, in 2011 van den Berg et al. developed
ANA* [5] which adopts an adaptive strategy for reducingrhe ANA* algorithm diminishes the
need for manual user strategies in selecting tparameter while reducing computational time
for both an initial solution and subsequent solutions with increased optimality. These algorithms
and more are a part of the Search-Based Planning Library (SBPL) developed by Likachev et al.
available to all roboticists as a part of the robot operating system (ROS) [6].

A different type of motion planning strategy is the subgroup of algorithms associated
with Rapidly-exploring Random Trees (RRT). Developed in 2000 by Kuffner and LaValle [7],
the RRT algorithm randomly samples the environment and rapidly builds a search tree that
connects nearest nodes to each other until the goal is achieved. This algorithm is probabilistically
complete, yet almost never returns an optimal solution. To create a more more reliable algorithm
that adopts this randomly-expanding search space, Karaman and Frazzoli created the RRT*
algorithm [8]. The solution found with RRT* is still probabilistically complete, but reconstructs
the expanded tree based on cost such that the solution returned becomes asymptotically optimal.

Subsequent research has adapted both qualities of the RRT random tree search and the A*
graph search in an attempt to create more more reliable motion planning solutions. Through each

adaptation of these searches, new types of motion planning failures arise such that each algorithm
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becomes imperfect for a different scenario. Section 2.3 will describe some additional strategies
that researchers have adopted in order to create more more reliable planning systems while the
following subsection will describe the algorithms that are installed as a part of the ARL Ground

Autonomy stack [1].

2.2.2 Algorithms from the ARL Ground Autonomy Stack

The ARL Ground Autonomy stack has four primary global planners (SBPL, EASL, GLS,
and RDGP) and three local planners (NLOPT, MPPI, RHMPC). The function of the global
planner is to nd a start to goal solution using methods similar to those described in the previous
subsection 2.2.1. In contrast to this, the local planners are used to nd a navigation control
sequence that will follow the global path that is generated from the start to goal solution. Each
global path planner is consequently paired with a local planner in order to create a more reliable
path planning system within the autonomy stack.

Each global planner in the stack uses a unique algorithm type in order to compute a feasible
solution path from start to goal. The RDGP path planner is a simple path planner that generates
a straight-line solution from start to goal. As such, this is not a more reliable system to generate
a successful path solution in a crowded environment and our focus will then be on the SBPL,
EASL, and GLS global planners. The SBPL global planner was implemented directly from the
Search-Based Planning Library available through ROS (see Subsection 2.2.1). Thus, this motion
planner uses graph-search algorithms which includes variations of A*.

Slightly more complicated than the SBPL planning algorithm, the Ef ciently Adaptive

State Lattice (EASL) algorithm was developed in 2021 by Hedegard et al. [9]. Unlike stochastic



sampling methods used for the RRT algorithm, EASL takes advantage of state lattices which use
control sets to satisfy differential constraints. Additionally, these control sets have the ability to
recombine in the state space. When the state lattice is given adaptive capabilities, considerations
for the costmap and state space are added, thereby reducing both the cost and the runtime of
the found solutions. The Discrete ASL approach provides precomputations of edges from the
adaptive lattice, and the EASL algorithm simply stores these computations such that they may be
reused through each subsequent planning query.

Finally, the Generalized Lazy Search (GLS) path planner was introduced by Mandalika et
al. [10]. Lazy search algorithms reduce the computation time for edge evaluations but often
require expensive recalculations whenever an edge in the plan is found to be invalid. The
generalized approach proposed by this group equally emphasizes the search effort and the edge
evaluations such that total planning time is reduced.

Each of the local planners uses a model that optimizes the trajectory the robot takes in order
to follow the global path. The MPPI local planner uses a combination of model predictive control
(MPC) and online learning as described by Wagener et al. [11]. MPC solves dynamic control
tasks while online learning is an abstract model for analyzing decision making in real time. This
creates an adaptive predictive control that allows the robot to navigate around dynamic obstacles
that might not have been stored in a previous rendering of the local costmap.

The nonlinear optimization (NLOPT) local planning algorithm was derived by Howard and
Kelly [12]. This approach uses numerical optimization techniques in order to effectively choose
and optimize an initial guess for the vehicle control parameters. This method takes into account
the local state space by providing constraints for affected parameters such as vehicle dynamics,

wheel-terrain interactions, and nature of terrain. An objective function is selected to optimize a
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desired outcome such as maximum obstacle avoidance, minimum cost, minimum risk, or other
parameters of interest. The use of nonlinear optimization techniques allows the local path to
adapt to the terrain ef ciently in real-time.

The nal local planner is the Receding Horizon Model-Predictive Control (RHMPC) local
planner developed by Howard et al. [13]. Like the MPPI planner, the RHMPC planner also
uses MPC. However, this time MPC is used to create a regional motion plan that searches a
local continuum in order to improve the chosen solution. This model takes into account the
terrain shape and vehicle dynamics that cannot be neglected due to geometric singularities or
discontinuities. As such, an optimal controller is generated in order to create a trajectory plan
that relaxes the control inputs necessary for local navigation. Due to the nature of this controller
in practice, we will only use the RHMPC in tandem with the EASL global planner as a recovery

mechanism.

2.3 Adaptive Planning Strategies

In practice, planning algorithms require careful tuning of associated hyperparameters and
speci ¢ accuracy within the perception and mapping modules. Inconsistencies in any of these
features therefore will cause failures to occur within these planned paths. Additionally, even if
a solution is found in one context, this solution may not t another context even when the same
algorithms are being used. As such, the problem of mitigating planning failures is a wide eld of
research for modern roboticists.

The work by Lipschitz et al. [14] surrounds the use of search-based algorithms through

cluttered environments such as a forest. They cite that these algorithms often cannot adapt to



the dense spacing of obstacles and often require a more expensive computation that involve large
and expensive graphs. To amend these errors, they propose the use of a dispersion parameter that
generates random graphs of varying complexities. They minimize this parameter using a greedy
method that accounts for the “optimal trajectory cost”.

Three main events trigger the alteration of the dispersion parameter in this work: planning
timeouts, no path returned, or excess computational time available. When the planning times out,
they increase this parameter such that a smaller graph with less edges and vertices is produced and
computational time decreases. If no path is found, they decrease the parameter such that a larger
graph with more vertices and edges is generated such that new paths that weren't previously found
might become apparent. In their nal case, if extra computational time is consistently available
in the planning process, the parameter is decreased such that a better plan might be found on a
larger graph given the extra computational resources allotted to the planning algorithm.

In a different study by Goutham et al. path- nding methods are re-imagined for multi-
waypoint missions [15]. The research team determined that global paths between consecutive
waypoints are often suboptimal because there is not a consideration for the robot's orientation
as a waypoint is reached. By considering three or more waypoints at a time, instead of two, the
researchers use Dijkstra's algorithm to show that the total cost of the mission navigation decreases
when orienting the robot towards the next feasible waypoint. This consequently reduces computational
time and resources allowing those resources to be allotted elsewhere. Although Goutham et al.
did not alter the planning algorithms themselves in this study, they shed new light on the way that
graph-search algorithms compute global plans and the costs associated with these considerations.

To avoid complicated scenarios in navigation, Kahn et al. developed a machine learning

model that allows the robot to learn from human intervention [16]. This model was named
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“Learning to Navigate from Disengagements” (LaND), where a “disengagement” is when a
researcher would actively disrupt autonomous navigation in order to avoid an undesired navigation
action. Their argument stated that it can often be dif cult and costly to nd solutions for failure
modes as this often requires an indepth knowledge of neural networks, hyperparameters, or
large amounts of collected data. Learning-based models also often require speci ¢ task-based
knowledge regarding the robot's performance. With their model, they used on-board sensory
and controls information to model a neural network that predicts when disengagement is likely
to occur. The results of this study proved to outperform other state-of-the-art behavior cloning
and reinforcement learning algorithms, as well as improved performance in their own policy over
time as more disengagement data was collected. Their study was limited to sidewalk navigation,
but attempts are being made to apply this learning model to general robot navigation modules.

In a broader subset of learning models, Xiao et al. developed a set of strategies known as
“Adaptive Planner Parameter Learning” (APPL) [17]. In many navigation modules, researchers
manually netune hyperparameters of their planning algorithms in order to complete a speci c
mission in a given environment. However, this might not work if different portions of a given
map have different environmental challenges. For this APPL pipeline, the researchers apply
four different learning strategies to alter the current planning systems in real-time: learning from
demonstration (APPLD), learning from intervention (APPLI), learning from evaluative feedback
(APPLE), and learning from reinforcement learning (APPLR).

The rst two strategies require direct human teleoperative action, and therefore researcher
knowledge of the task and robot. With APPLD, researchers rst teleoperate through the scenario,
exemplifying the navigation scenario and contexts for the robot. Through the use of context
classi cation, behavior cloning is then used to tune parameters based on this demonstration. For
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APPLI, when the robot enters a portion of the map that is prone to a navigation failure mode,
the user intervenes with teleoperative action in order to move around the complex scenario. In
this method, the parameters are tuned if and only if the model is con dent that this action will
improve the navigation process. Using this intervention strategy, the research is then able to apply
the data to previously unexplored maps.

The nal two strategies from Xiao et al. do not require researcher interactions directly with
the robot. APPLE allows human observers to offer positive and negative feedback assessments on
robot navigation performance that are numerical in nature. This provides a learning framework
such that the robot can predict whether or not a given action will be given a positive or negative
rating. The generalization of this effort allows the robot to apply the given model to previously
unexplored maps. APPLR learns from experience in an environment through a generalized
parameter policy. Human judgement is taken out of the equation with this strategy and this
system is often considered to be more reliable in nature than the other three.

In a different study, Dobrevski and Sé& use a dynamic window approach (DWA) to
generate control velocities using a dynamic model of the robot in order to optimize the distance
to obstacles, velocities, and heading towards a mission goal [18]. This method generates smooth,
collision-free trajectories that do not require an additional controller. Instead of adapting parameters
through manually set rules, they chose to change the cost function used by DWA using a deep
neural network (Adaptive DWA). The models were trained using randomized courses such that
data would not be overt, and parameter identi cation and adaptive transition functions were
used for translational and rotational velocities. The Adaptive DWA was proven to outperform
other existing DWA methods, showing how the use of a neural network training model improves

overall navigation performance.
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Each of these studies exempli es a means of parameter learning in order to improve either
overall mission success, or planned path convergence ef ciencies. Many other studies have
sought to achieve these same goals. De Luca et al. utilized behavior trees and online replanning
methods to allow a robot to recover from collisions and other navigation errors without human
intervention [19]. Hu et al. demonstrated a method that used reward functions to predict the value
of future robot states in exploration scenarios such that an online adaptation method may guide
the exploration towards “good” states [20]. Rabiee et al. used knowledge of perception errors to
iteratively learn to predict planning failures in unexplored environments in their development of
a competence-aware Bayesian framework [21]. Xue and Chen combined a deep reinforcement
learning method that generated a plan to a local target with a classical planning algorithm to
generate smooth, safe trajectories for UAVS ying in cluttered environments [22]. These are
merely four additional examples from a group of many related works that extensively evaluate
different methods for how navigation efforts might be improved.

Another broader topic is that of robot safety. Robot safety in this case would mean collision-
free path planning that adheres on the side of caution in navigation tasks. Many adaptive methods
have been developed in order to avoid collisions and safely control the robot's motion in obstacle-
heavy environments. The study by Dobrevski andc@kevaluated an adaptive DWA method to
generate collision-free trajectories [18]. These collision-free trajectories also generated smooth
paths for ease of robot control. Mokhtari and Wagner [23], Suresh et al. [24], and Shen et
al. [25] each developed models for “safe” navigation using risk-based assessments. Dai et al.
proposed a differentiable optimization approach for “safe” navigation that computes a minimum
scaling factor and uses control barrier functions for obstacle avoidance [26]. Lindemann et al.

used conformal predictions to generate probabilistically safe trajectories in environments with
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dynamic obstacles [27] and Zheng et al. used density functions to design feedback controllers in
cluttered environments [28]. This thesis does not directly address robot safety in navigation, but

this might be considered in future metareasoning methods that are developed.

2.4 Metareasoning

Given that there is not a "one-size- ts-all” solution to motion planning failures, we have
adopted a metareasoning approach that considers motion planning algorithms and other modules
as a black box. With this method, the algorithm will monitor basic functions of the robot such
as position and Lidar readings in order to make effective decisions during navigation. In order to
design this metareasoning component, we must then understand what metareasoning is and how
we should view this higher order level of thinking.

In its simplest form, metareasoning is the way that we “think about thinking”. In their
work, Cox and Raja theorize about metareasoning in a deeper sense with regard to robotics
[29]. Chapter 1 discusses the base levels of metareasoning and the components required for a
metareasoner [30]. They introduce the decision cycle which is comprised of the object level
(reasoning) and the ground level (doing). In this cycle, the agent requires perception to be the
communicating factor from the ground level to the object level and action selection to be the main
interacting force from the object level to the ground level. In metareasoning, they add a meta-
level which communicates to the object level via control and receives information from the object
level via monitoring. By adding the meta-level, some computational effort is expended to decide
how much reasoning must occur in the object level in order to complete the tasks required in the

ground level. This, in theory, will improve the quality of decisions made. The base de nition for
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metareasoning provided in this work can then be adapted to accomodate the researcher’s desired
goals.

Cox expands on this phenomenon of monitoring further with regard to autonomous agents
in Chapter 9 [31]. In this chapter, Cox identi es how monitoring can lead to self-modi cation,
self-knowledge, self-understanding, and self-explanation from a researcher's standpoint. Of these
four aspects, self-modi cation and self-knowledge will be most relevant to this project. For self-
modi cation, a researcher will not create adaptive code itself, but imply the ability to manipulate
data and objective functions in order to in uence the action that results from it. When viewing an
agent's object-level reasoning as a function of a given state and in uenced action, the agentis then
able to alter this function in order to bene t its outcome for the ground level task. Additionally,
the agent may be able to acquire more knowledge (data) and reorganize and re ne this knowledge
base in order to improve the resulting ground level action.

Self-knowledge stems from approaches based on statistical data structures like reinforcement
learning. For example, a planned path itself is not considered to be metareasoning knowledge,
but rather a case-based reasoning method that deduces whether or not the object-level reasoning
required to produce the planned path is objectively “good” or not at the meta-level would be. This
case-based knowledge may be acquired through the accumulation of data from past experiences.

Goel and Jones [32] further investigates the self-adaptation required by metareasoning
for intelligent agents. They inquire that self-adapting agents are those agents that are able to
modify elements of their design in order to support a given function required for ground-level
performance. Adaptations in this case may be modi cations made to either reasoning processes
or knowledge bases, can be retrospective or proactive, and may be made to a deliberative design

element or a reactive element. They go on to assess “credit assignments” and deem each as either
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temporal or structural, with temporal assignments identifying actions that may be responsible for
an agent's failure, and structural assignments identifying elements that may be responsible for an
agent's failure. The work associated with these concepts is then outlined by a case study with
their own research.

As metareasoning is a broad eld and largely theoretical, Herrmann has contributed a
book [33] that is meant as a guide for those wishing to apply metareasoning theories to improve
their autonomous robotics systems. The rst chapter of the book provides the readers with a
broad overview of metareasoning, autonomous robotics, and how to determine what quali es
as metareasoning. In Chapter 2 of the book, the reader is introduced to design options for
metareasoning that include ways to control reasoning, metareasoning modes, the criteria necessary
in designing metareasoning policies, and metareasoning structures for multi-robot systems. The
rest of the book follows with information related to implementing and testing the designed
policies and offers case studies for various applications. One such case study included is the
preliminary work that inspired the current project described in this thesis document.

Although our work focuses on the navigation problem and offers a template for a variety of
monitoring and control methods for algorithm selection, metareasoning has a variety of applications
in robotics. Carrillo et al. evaluated a metareasoning approach for decentralizing tasks in a multi-
agent system [34]. Dawson and Herrmann adopted a metareasoning approach for managing CPU
temperatures while performing image processing tasks [35]. Cao et al. used a meta-assessment
with rst and second level evaluations to evaluate pro ciency self-assessments for robot task
completion [36]. For other navigation related work, Svegliato et al. evaluated a metareasoning
method for safe decision making in exploration tasks [37] and Sung et al. developed a metareasoning
approach to stop deliberation efforts and start the execution effort in path planning scenarios [38].
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These studies are but few examples of the different applications of metareasoning beyond the

scope of this thesis.

2.5 Research Gaps and Questions

The reviewed works allow us to understand the importance of navigation in autonomous
robotics, while also highlighting the aws of the way planning systems currently work. Section
2.2 provided insight into the theoretical background behind algorithm-based path planning and
the chosen planning strategies that are a part of the ARL ground autonomy stack. This section
largely offers theories for path planning, and does not provide the limitations that planners
ultimately face in real-world scenarios, such as perception/SLAM features that may not be tuned
properly for a given environment. This ultimately causes plans to fail entirely or requires an
ef cient retuning of hyperparameters in the algorithms. In these scenarios, how do we as researchers
then adapt the system to be able to overcome these irregularities?

Section 2.3 provided insight to how other researchers have corrected failed navigation.
In each of these approaches, researchers aimed to adapt hyperparameters in real-time such that
when unanticipated scenarios present themselves in the environment the robot may recalculate
the selected path to account for the new failure mode. In many of these cases, the projects do
not address how to detect when the robot cannot execute a planned path when the path itself has
converged. In those projects that did attempt to detect when these failures occur, the researcher
arbitrarily chose when to “disengage” or aid the robot in its navigation efforts. Our goal is to
produce a system that is entirely autonomous and does not require human intervention. In our

efforts we then would like to understand, under which conditions can we objectively decide when
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the robot gets “stuck” throughout the mission? Any reference to the robot being stuck will be
described as a detected planning irregularity. Chapter 3, speci cally Section 3.2, will discuss the
selected approaches used to monitor for path planning irregularities.

The other element to Section 2.3 is that the works cited provide insight into how adapting
hyperparameters within the algorithms in real-time can overcome planning failures. In order
to develop a policy like this, researchers must have an expert knowledge of the parameters
that are involved in computing each of the algorithms. Instead of attempting to correct the
existing algorithm, which may lead to new emergent behaviors, would replacing it with a different
planning algorithm in the midst of the navigation effort allow the robot to resume its navigation
with minimal disruption? In other words, would intelligently selecting a new planner combination
after an irregularity is detected contribute to a greater probability of mission success? The control
policies that contribute to algorithm selection when recovering from a detected irregularity will
be described in Chapter 3, speci cally Section 3.3.

Finally, we want to investigate whether or not metareasoning strategies offer a more reliable
solution to failures that occur within the navigation system. The development of a metareasoning
solution to the questions posed above will address how these research gaps might be bridged, such
that this process may be generalized to accommodate many systems, regardless of their structural
composition. By treating the perception and mapping modules as well as the inner workings of
the path planning algorithms as black boxes, we remove the specialized nature of many of the

solutions offered in this review of related works.
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Chapter 3: Approaches

The work done for this thesis was a part of an ongoing effort for ArtIAMAS Project 3.6.1
which began in June of 2022. As such, Section 3.1 will discuss a brief history of the project and
the advancements made that led us to the current point of our research. Through the previous
work done on the project, we developed four monitoring approaches (message listening, context
classi cation, expected progress methods, and xed radius methods) and three control approaches
(metric-based sequential policies, context-based pairs policies, and restart policies).

Figure 3.1 shows the selected monitoring and control approaches, as well as a basic recovery
method used after the planning irregularity is detected and before the algorithm selection has been
deployed. This recovery method takes over the control sequence required to move the robot and
requires the robot to move backwards for two seconds (approximately 2 meters). In theory, this
method will back the robot from the potential source of the failure before the algorithm selection
takes place. Future work should be dedicated to providing a more reliable recovery mechanism
and ideas for such a mechanism will be described in Chapter 5.

The basic theory to the metareasoning approach developed in our project is provided in

Figure 3.2. The logical ow provided by the approach is as follows:
1. The robot plans its navigation path to be followed.

2. The developed monitoring approach detects an irregularity in the planned path.
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Figure 3.1: List of the monitoring, recovery, and control approaches. The metareasoning policy is
comprised of one monitoring, recovery, and control approach each. The two monitoring policies
highlighted in red text have been discontinued due to inconsistencies in behavior or lack of
generalization characteristics.

3. The current planning nodes are killed by the metareasoning node and recovery takes place.
4. The new planning algorithms are selected by the developed control approach.

5. The metareasoning node is killed and the new algorithms are launched such that navigation

may resume.

By selecting a single monitoring approach and pairing it with a control approach, the metareasoning
policy becomes a systematic process that evaluates the state of planning and navigation at every
stage of the desired mission.

The monitoring approaches used to detect path planning irregularities will be described
in Section 3.2. Although four such approaches were developed, only two will be analyzed in
our studies: the expected progress and xed radius methods. The reasons for discontinuing the
message listening and context classi cation approaches will be discussed in detail in each of their
corresponding subsections.

The control approaches used for algorithm selection will be discussed in Section 3.3.
Although the sequential and pairs policies were developed to tthe discontinued message listening
and context classi cation monitoring approaches, the work done for this thesis adapted each
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Figure 3.2: Flow chart of the metareasoning policy. Path planning and navigation occur until
an irregularity is detected by the monitoring approach. After this irregularity is detected, the
planning nodes are killed, recovery occurs, and then the algorithms selected by the control
approach are launched. Once the new nodes are launched, planning resumes until the mission
succeeds, the mission times out, or another irregularity is detected.
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control policy such that each control approach was paired with both the expected progress and

xed radius methods.

3.1 History of Project

The theory that serves as the basis for this research originated when observed planning
failures were occurring within the base levels of the autonomy stack. These failures were most
commonly faults of inaccurate costmaps rendering incomplete grids, planners prioritizing known
space too much, or planners anticipating unknown space to be open too frequently. The anomaly
that stood out the most was the way in which a simulation could be launched with the same
initial conditions and generate entirely different completion results for the same sequence of
mission waypoints. Due to the stochastic nature of these outcomes we then sought to nd what
was causing these failures, but more importantly if there was a way to overcome these failures.

Since each individual path planning combination produced vastly different failure patterns
the main idea was that as one algorithm failed, replace it with a different algorithmic pair that
might not observe the same failure mode. To do this, a ROS metareasoning node was developed
to listen to the messages provided by the planners to the system output and when determined
that the robot was making insuf cient progress launch a new le that would overwrite the current
planning nodes with a new set of planning nodes that would therefore take over the navigation
effort. The rotation for the algorithm selection in planner node replacement was determined
initially on the basis of performance metrics such as time to success and mission success rate. The
results of this policy study produced variable success rates that showed that metareasoning could

work in some cases, but not all. Results from these studies were published in both the proceedings
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of the 2023 SPIE Conference [39] and Herrmann's bbtekareasoning for Robot{83]. This

stage of the study contributed directly to the beginning of the message listening monitoring
method and the metric-based sequential control policy. Each will be described in length in their
individual subsections of this chapter.

Upon conclusion of this initial study, we realized that there were two primary issues. The
rst was that the messages did not always re ect the behavior of the robot. In other words, there
were cases where the planners were outputting “stuck” messages while the robot remained in
motion towards the goal, and there were other cases where the robot would be found motionless
while the planners indicated that progress was being made. The second issue with the initial
study was that some planners were behaviorally inadequate in certain environments. Such an
example was that the EASL global planner seemed to spend ample planning time in a largely
open, uniform obstacle environment while the GLS global planner seemed to struggle mapping a
quality path around a more dense and variable obstacle environment. By rotating through several
of the planning combinations, we found that a surplus of time could be spent cycling through a
less than adequate planning algorithm while the initial algorithm from the launch could be most

suitable after the initial irregularity occurred.

As such, the project's new goals re ected one in which context classi cation was the
primary mode for monitoring algorithm viability, and the algorithm selection would merely rotate
between two global and local planner combinations comprised of EASL and GLS global planners
and MPPI and NLOPT local planners. The context classi cation monitoring method and the
context-based pairs control policies will each be discussed in greater detail within their dedicated
subsections of this chapter.

Due to a limited number of environmental scenarios available to train the classi cation
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model, this method of monitoring was quickly deemed too generic and was expeditiously replaced
by a small radial trajectory method. The basis for the radial trajectory method was one in which
a small radial distance was signi cant to determining a motionless robot for an extended period
of time (less than two meters traveled in approximately fteen seconds). Additionally, it was
quickly realized that the robot might bene t too from a simpler control policy in which the path
planning algorithm is refreshed by killing the old planning nodes and replacing them with a new
instance of the same set of algorithms. This is the basis of the restart control policy which will
be discussed in greater detail in the dedicated subsection of this chapter.

In this new study, we also began to evaluate the node kill method, which in the previous
studies occurred automatically when the new nodes were launched. After the recovery method
was installed as a part of the metareasoning process, it was found that the memory of the past
plan existed for enough time after the recovery took place in order for the recovery to effectively
do nothing as the robot backtracked towards its previous position. Additionally, a previously
undetected ROSgraph error was causing additional errors with memory modi cations such that
after one trigger was met to switch out the planning nodes the new nodes did not effectively
communicate with the rest of the stack. Thus the node killing feature was installed directly
into our node such that upon the trigger being met, the planning nodes would bettkdletthe
recovery would take placlenthe metareasoning node itself would be killed and a new launch
le would be executed to launch the new instances of the required nodes.

Finally, with our radial trajectory monitoring method we found that having such a small
and arbitrary radius for detection did not contribute to successfully nding irregularity patterns
that would interfere with mission success such as the back and forth recalculation behavior that
allowed the robot to move, but not far enough to make suf cient progress towards the waypoint
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goal. This led to our primary research question, which was how do we objectively detect whether
or not the robot has made suf cient progress towards the goal? As such, the expected progress
methods were developed to base the expected trajectory the robot would take with respect to a
maximum velocity. In addition to the expected progress methods which focus on the robot's
capabilities, we also developed the xed radius methods to re ect researcher goals with regard
to the goals of the mission and expected trajectory for the mission to be deemed “on track” to
success. Each of these monitoring methods will be discussed in detail in their corresponding
subsections later in the chapter. They serve as the basis for our monitoring methods in this thesis

project and will be paired with each of the three aforementioned control policies.

3.2 Monitoring Approaches

The goal of a monitoring approach in the meta level of a system is to determine if the

processes occurring at the object level of a system are producing a desirable behavior. In a
theoretically perfect metareasoning policy, this monitoring would occur at the object level itself.
Our monitoring methods proposed for analyzing the object level are listening to the messages
output by the planners and associated navigation nodes, as well as classifying the environmental
context using perception methods. Each of these two methods will be discussed in length in the
following two subsections.

Each of the object level detection methods were discontinued due to their behavioral inaccuracies
or lack of generalization to contexts outside the scope of the simulation environment. As such,
we propose two other methods that analyze the ground level activity, primarily the position of the

robot, in order to determine if the mission is on track to success. These ground level monitoring
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approaches are the expected progress methods which are based on robot capabilities (maximum
velocity) and the xed radius methods which are based on user-selected parameters with respect
to mission goals. Each method will be discussed at length in individual subsections later in this

section.

3.2.1 Messages from Path Planners

The navigation system in the ARL autonomy stack is comprised of several ROS nodes that
communicate with each other through ROS topics by publishing and subscribing to messages.
The messages published by the planners to the rest of the system often share some indication of

whether or not progress was being made towards the goal. Such messages might include:

Insuf cient progress is being made.

Nominal trajectory is in collision.

GPM Replanning: Local planner is stuck.

GPM Replanning: Retrying failed plan.

GPM Cancelling: Too many global plan failures.

Transitioning goal to LOST.

Planning failed or aborted.

These messages each indicated a failure with regard to the global or local planner, as well as to

navigation on the whole.
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In theory, these would be indications that we could monitor for the messages and switch to
a new plan when one of these messages indicates that a failure has occurred at the object level
of the system. However, in practice this rarely worked with the amount of accuracy one would
expect from the system. In some cases, the navigation system would publish a message of this
type while the robot was still making progress towards the goal. In this case, we would not want
the metareasoning policy to be triggered. In other cases, the robot would be publishing more
positive messages indicating that progress was being made towards the goal, while the behavior
that we observed from the robot indicated that it was stuck (i.e., robot was found trapped behind
an inaccurately mapped obstacle or was found at a motionless stand-still). These were instances
where the metareasoning policy should have been triggered, but was not.

As if these two errors were not enough to draw concern, in the instances where the messages
were accurately re ecting undesired behaviors in the robot's motion plan the metareasoning node
subscriber would sometimes miss these messages entirely due to the high volume of messages
being published to the terminal output. For these reasons this monitoring method was discontinued
from our studies. Additionally, these messages are unique to the ARL ground autonomy stack
and the path planners that were developed as a part of the stack. In order to generalize the
metareasoning policy to t a variety of autonomous systems, we may elect to adopt a monitoring

method that is not dependent on system-speci ¢ qualities.

3.2.2 Environmental Context Classi cation

As described in Section 3.1 we classi ed the simulated environment into two categories:

light/uniform(buildings/open space) an@nse/sporadittrees). The idea behind this classi cation
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is that a simpler global planner like GLS might be better equipped to navigate through open space
without utilizing unnecessary resources but get stuck in a more sporadic forest environment while
a more complex planner like EASL might be be using unneeded extra efforts to calculate a path
in uniform space while ef ciently using ample resources in a sporadic obstacle environment.
Examples of light and dense obstacle environments are offered in Figure 3.3 with Figure
3.3agiving an example of a uniform/light obstacle environment and Figure 3.3b giving an example
of a sporadic/dense obstacle environment. Each image was taken by the front camera on the
simulated robot, and as such represents what the robot would “see” when navigating in the
simulated space. We nd that the uniform space has copious amounts of open space that is
interrupted by a converging wall and other buildings in the distance. The sporadic obstacle space
is intermittently interrupted by tree obstacles, with open space existing between the obstacles. By

training a classi cation model, the robot would then be able to detect and classify the environmental

space itis in.

(a) Light/uniform obstacle environment where (b) Dense/sporadic environment where the trees
the buildings converge beyond an abundance of create intermittent disruptions to the open space
open space. in front of the robot.

Figure 3.3: Examples of environment types in the simulated course scenarios. Each image was
captured through the robot's simulated front camera.
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Although this idea had a sound theoretical background, the question of untrained environmental
contexts raised caution of a lack of generalization that would be able to come from this study.
Without access to another environment with similar contexts, but different obstacle types, we
would not know if this model would extend beyond the Lejeune course environment that is being
simulated. Additionally, the prediction as to which path planners would operate best in each
environment was largely based on the theory behind the algorithms, which we found the emergent
behaviors of the system re ected other behaviors that would not match this theory as well. As
such, this method of monitoring was discontinued and we proceeded to apply our efforts to nd a
mechanism that would work in any environment type, regardless of algorithm theory, and based

strictly upon robot behavior within the mission itself.

3.2.3 Expected Progress Methods

The Expected Progress Methods were developed with respect to the robot's physical capabilities,
speci cally the maximum velocitwnax . The velocity is limited by the local planner and controller
and as such will not exceed a maximum rate. Intuitively, given this velocity, we may assume that
if the robot travels at this maximum velocity in a straight line over a period of timiaen a
maximum distance would be achieved. If there is any deviation from this straight line trajectory,

we may assume that the robot will be contained within this maximum radius:

Rmax = Vmax

Since deviations from the straight line trajectory are expected, we then will also need

a minimum expected progress. Given some percentage of progress to be made, we select a
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percentag® 2 [0; 1] such that we determine a minimum radius objective:

Rmin =P Vmax t =P Rmax:

This study will test different values @fsuch that we obtain results fpr= f 0:1; 0:2; :::; 0:9g.
Additionally, since each measured radius is dependent on an elapsed time will want to
evaluate for different checkpoint intervals, for k = 1;2;:::;; N which correspond to a set of
varying minimum radii,Rmin.k . Our maximum time threshold is thusT = ty and as such
we have a minimax radius that, when achieved, indicates a maximum threshold for subsequent

evaluations:

Rmnm = P Vmax tn:

Figure 3.4 shows the three resulting scenarios relevant to the objective radii discussed
above. Upon evaluation of a new positignand timet; if it is found thatt; tg ty, we
nd the distance travelledl = jjx;j Xgjj. In Scenario 1, we would nd that the distande
exceeds our minimax radil®,, and thus our milestone is reset such that xo, t; ! to,
andk ! 1. In Scenario 2, we would nd that the distandas in between the minimax radius
Rmm and the minimum expected progress radiyg.« - In this case, we would increase the
checkpoint interval such th&t! k+ 1 and we would reevaluate for a new position with respect
to the current milestone at the next checkpoint time. Finally, in Scenario 3 we would nd that the
distancdd is less than the minimum expected radRigs« and this is the case that would trigger
the metareasoning policy into recovery.

For our tests, we chose to evaluate time checkpoints for every ve seconds of elapsed time
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Figure 3.4. The three scenarios that may be met with the expected progress methods. The
robot's current position and time are evaluated with respect to the milestone position and time.
In Scenario 1, the robot moves beyond the minimax radius and a the milestone is updated
for the current position and time. In Scenario 2, the robot moves in between the minimum
expected progress radius and the minimax radius which results in continued evaluation at the
next checkpoint time. In Scenario 3, the robot stays within the bound of the minimum expected
progress radius and this triggers the metareasoning policy into recovery.
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with a maximum time threshold T = 30s. Since we have estimated a linear model, if we
were to evaluate the robot's distance travelled after this maximum time threshold had elapsed,
the algorithm converges such that the minimax ra®yg, has been matr the metareasoning
policy will be triggered into recovery. Each percentage of expected progrésbkich will be
denoted as EP%%, i.g0 = 0:1 will be “EP10”) will be paired with each control policy. The

results regarding the expected progress methods will be summarized in Chapter 4.

3.2.4 Fixed Radius Methods

The Fixed Radius Methods, in contrast to the Expected Progress Methods, focus on researcher-
selected criteria for mission objectives. That is, instead of focusing on a velocity trend that
distinguishes the robot's capabilities speci cally, the researcher may choose the finmend
radius R thresholds that will determine if the mission is on track to success. In this section
we propose two methods, Radius First (FR-RF) and Time First (FR-TF), which will indicate the
order of the robot's evaluations of elapsed time and distance with respect to these thresholds. The
new position and time markers for the robot will be indicated;andt; respectively. The subtle
discrepancies between the two methods are illustrated in Figure 3.5.

In the Radius First method, the distance travelled from the milestone position will be
evaluated rst such thatl = jjx; Xgjj. If this distanced exceeds the threshold radiuR
at the time of evaluation, the milestone will be reset immediately suchthat x, andt; ! tq
no matter what the elapsed time is. If the distance travelled has not exceeded the threshold
radius, an evaluation of the elapsed time will be made. If it is determined that the threshold time

has been exceedet ( tg T) and the threshold radius has not been met, this triggers the
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Figure 3.5: In this image, we are given the milestone position and (x9gety), an initial
evaluation of position and timi;; t;) that indicates the rst evaluation made once the threshold
radius is exceeded, and a nal evaluation of position and {ixaet; ) which indicates the robot's
position once the time threshold is exceeded. In the Radius First method, the milestone would be
reset after the initial evaluation, regardless of the time elapsed since the milestone. In the Time
First method, the milestone will not be reset until the nal evaluation, as it is dependent on the
time threshold rst regardless of the distance travelled.

metareasoning policy into recovery.

For the Time First method, the time threshold must rst be exceeded before further evaluation
occurs. That is, we must nd that the elapsed timé; is tq T before we evaluate for the
distance travelled = jjX; Xgjj. Once the time threshold is exceeded, if the distance travetlled
exceeds the radius thresholdR the milestone is reset such that! X andt; ! tq. After the
time threshold is exceeded, if the distance travelled does not meet the required radius threshold,
the metareasoning policy triggers its recovery.

In each method, regardless of evaluation order, we end up with one criteria that will reset
the milestone and another criteria that will trigger recovery. This binary creates a simple model
that indicates whether or not the mission remains on track to success. The theoretical advantage to
the Radius First method is that the milestone resets immediately after the robot reaches the radius
threshold. The advantage to the Time First method would be that if the robot backtracks into the

space that was previously investigated closer to the last waypoint, we may capture an undesired
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motion pattern that would otherwise be overlooked by the Radius First method. However, with
the Time First approach, the robot may end up “stuck” for additional time if the irregularity
occurs before the milestone is reset after exceeding the radius threshold.

For the purpose of this study, we chose the time threshold to be thirty seconds which is
25% of the goal time between waypoints on each of our two courses. In direct correlation with
our time threshold, the radius threshold was selected to be 25% of the average distance between
waypoints for each course. For the Market Loop Hard course, we found the average distance
between waypoints to be 105 meters. Subsequently, for the Forest Run course, we found the
average distance between waypoints to be 45 meters. This means that for the Market Loop Hard
course, the radius threshold will be 26 meters while the radius threshold for the Forest Run course
will be 11 meters. These courses will be discussed in greater detail in Section 3.4. Like with the
expected progress methods, each xed radius method will be paired with each control policy and

the results for each pairing will be discussed in Chapter 4

3.3 Control Approaches

The goal of a control approach in the meta-level of a metareasoning policy is to determine
which algorithms are doing the planning in the object-level. The control policies may select
a new algorithm to take over the reasoning processes after the monitoring methods determine
this change to be necessary, or they may alter the algorithm hyperparameters in order to re ect
the goals of the mission with respect to the monitoring evaluations. In this project, our control
approaches select a desired set of planning algorithms to replace the failed plan with after the

irregularity is detected.
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Three primary control policies were developed throughout the course of this project. The
rst policies use benchmark metrics from the preliminary (no metareasoning) test cases, such
as course completion percentage and the time it took to travel between waypoints in order to
determine the order of algorithm selection. These policies will be the metric-based sequential
policies and are described in detail in the following subsection. The second policies are the
context-based pairs policies which switch between only two planner combinations. These policies
evaluate how the use of the two primary local planners/controllers (MPPI and NLOPT) and
two global planners with drastically different theoretical backgrounds (EASL and GLS) impact
mission performance. This policy will be discussed in the second subsection. Finally, the restart
policy simply evaluates how launching a new instance of the same planner combination impacts

mission performance. This nal policy will be discussed in the nal subsection.

3.3.1 Metric-Based Sequential Policy

The metric-based sequential control policy used baseline test measurements from the preliminary
(no metareasoning) tests. These baseline test measurements evaluated how the planning combination:
performed on their own, without the addition of a metareasoning policy. The two baseline
measurements used were a course completion percentage (CCP) and a time between waypoints
(TBW) calculation. The CCP metric evaluated the average number of waypoints reached in the

course, and then divided this average by the total number of waypoints in the course:

CCPp = Avg. # of Waypoints Reached
~ Total # of Waypoints in Course
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To nd the order in which the planner combinations performed from best (highest CCP) to worst
(lowest CCP), we simply found the average CCP value for our two test courses, Market Loop
Hard and Forest Run. These courses will be described in Section 3.4. The TBW metric calculated
the average time the robot took between waypoints. To nd this value, each run was rst evaluated
for the time it took to reach the nal waypoint divided by the number of waypoints reached. These

values were then averaged, such that the nal TBW metric is given by:

Tw = L X (Time to Last Waypoint)
~ N _, (#of Waypoints Reached)

whereN is the total number of runs. The nal TBW metric that was used to order the planner
combinations from best (lowest TBW) to worst (highest TBW) was the average TBW for the two
test courses.

The results of the CCP calculation are provided in Table 3.1. The table has been ordered
such that the average CCP is rated from best (highest CCP) to worst (lowest CCP). Only the top
ve planner combinations will be used to create the CCP sequential policy and as such the sixth
and worst performing planner combination will be separated from the rest of the data. With this

result, we see that the sequence of planner combinations will be:

EASL-MPPIl' EASL-NLOPT GLS-NLOPT SBPL-NLOPT SBPL-MPPIi

The results of the TBW calculation are given in Table 3.2. The results are again ordered by
their average TBW rating from best (lowest TBW) to worst (highest TBW). The top ve planner

combinations will be used to create the TBW sequential policy. As was the case in the CCP
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Table 3.1: Results for the CCP baseline test metric.

Performance Planner CCP CCP Average
Order Combination | (Market Loop Hard)| (Forest Run) CCP
1 EASL-MPPI 0.825 0.974 0.900
2 EASL-NLOPT 0.875 0.683 0.779
3 GLS-NLOPT 0.575 0.846 0.710
4 SBPL-NLOPT 0.758 0.500 0.629
5 SBPL-MPPI 0.583 0.721 0.613
6 GLS-MPPI 0.25 0.721 0.485

Table 3.2: Results for the TBW baseline test metric.

Performance Planner TBW TBW Average
Order Combination | (Market Loop Hard)| (Forest Run) TBW
1 EASL-NLOPT 49.64 25.62 37.63
2 GLS-NLOPT 53.78 21.65 37.72
3 SBPL-NLOPT 56.25 35.56 45.91
4 GLS-MPPI 49.00 55.40 52.20
5 SBPL-MPPI 72.45 34.58 53.51
6 EASL-MPPI 76.50 33.49 54.97

calculation (Table 3.1), the sixth and worst performing planner combination has been separated

from the top ve planner combinations. The resulting sequence of planner combinations is:

EASL-NLOPT GLS-NLOPT SBPL-NLOPT GLS-MPPI!' SBPL-MPPI

For both the CCP and TBW sequential policies, when a trigger is met the current planner
combination for which the irregularity was detected is replaced by the next planner in the sequence.
When the sequence reaches the nal ( fth) planning combination, the rst planning combination

will be launched again. This creates a cyclical pattern such that for those monitoring methods
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that have a higher detection rate, each planner combination may be visited more than once over

the course of the experimental runs.

3.3.2 Context-Based Pairs Policy

The context-based pairs policy evaluates what happens when the meta-level intermittently
switches between two planner combinations in the object-level instead of the ve that were
discussed in the sequential policy. The goal of this policy was also to see what the interactions
were between global planners that are extensively different in theory (EASL and GLS) and local
planners with differing control mechanisms (MPPI and NLOPT). Additionally, this study sought
to nd if it mattered in which order the planners were launched. Table 3.3 shows the structure of

the paired planner combinations.

Table 3.3: Pairs of planner combinations used in each pair policy.

Pair Combination| Combination
Number A B
1 GLS-MPPI EASL-MPPI
2 GLS-MPPI | GLS-NLOPT
3 EASL-MPPI | EASL-NLOPT
4 GLS-NLOPT | EASL-NLOPT
5 GLS-MPPI | EASL-NLOPT
6 GLS-NLOPT| EASL-MPPI

Given the four planner combinations used for the pairs policies (EASL-MPPI, EASL-
NLOPT, GLS-MPPI, and GLS-NLOPT), we are able to generate six unique planner combination
pairs. As such, these pairs are ordered 1-6 in Table 3.3. We are able to distinguish a unique

set of ordered pairs 1A-6B by labelling the rst planner combination in the pair Combination A
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and the second planner combination in the pair Combination B. As such, the policy name will
be distinguished as #A and #B to indicate which planner combination was launched rst in the
sequence. When ordered, we will have twelve total pairs policies.

This policy set functions similarly to the sequential policy. When the monitoring method
triggers that an irregularity has occurred in the planned path, a recovery will take place and the
new set of planners to be launched will be the second planner combination in the sequence of the
speci ed pair. When a trigger condition is met again, the original planner combination is then

relaunched and this cycle continues as needed until the simulated run has ended.

3.3.3 Restart Policy

The restart policy is the simplest of the control policies and aims to merely “refresh” the
planning algorithm. Given the current global and local planners, assume that the monitoring
method has detected an irregularity in the planned path. After a recovery has occurred, the global
and local planners from the initial launch are launched again. This allows a new set of nodes with
the same algorithms as the initial launch to be created and navigation will resume with this fresh
instance of the planner combination. This process then repeats itself for each detected irregularity
until the end of the simulated run. In this policy, the initial planner combination is the only set of

planners to be used by the system in each run.

3.4 Experimental Design

All experiments were completed using a simulated instance of a Clearpath Warthog robot in

a Unity simulation environment. The robot used a virtual instance of the ARL ground autonomy
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Figure 3.6: The Market Loop Hard course consists of 4 waypoints in the “village” portion of the
map. Obstacles in this course are large and uniformly organized buildings. The rst waypoint
is south of the start location and the robot follows a counter-clockwise pattern through each
consecutive waypoint until the start point is relocated.

stack in order to navigate to the mission goals within the Lejeune course environment. Given the
three main global planners (EASL, GLS, and SBPL) and the two main local planners (MPPI and
NLOPT), six planning combinations served as the basis of our research: EASL-MPPI, EASL-
NLOPT, GLS-MPPI, GLS-NLOPT, SBPL-MPPI, and SBPL-NLOPT. Two mission courses were
generated in order to test the desired policies as described in this document.

The rst course, Market Loop Hard, is shown in Figure 3.6. This course consists of
four waypoints that are relatively spread out within the “village” portion of the map. This
course requires the robot to navigate through a largely uniform environment where the obstacles
(buildings) are long and require a decision to commit to navigating around one side or the other.
The observed pattern on this course with many of our planning algorithms is that the robot
habitually recalculates the planned path at an expedited rate instigating a back-and-forth pattern
that contributes to a lack of forward progress in the mission trajectory.

The second course, Forest Run, is shown in Figure 3.7. The Forest Run course consists of
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Figure 3.7: The Forest Run course consists of eight waypoints spanning both the “village” portion
of the map and the forest portion of the map. The forest portion of the map is comprised of
scattered/randomly organized tree obstacles, as well as uneven terrain. The robot rst must nd
the three waypoints in the village part of the map before continuing on to the nal ve waypoints
located in the forest region.

eight total waypoints. The rst three waypoints are located within the same village environment
as the Market Loop Hard course. Once the third waypoint is reached in this portion of the map,
the robot then continues on to a forest region that is comprised of randomly scattered obstacles
(trees) as well as uneven terrain (hills). The robot has to adapt quickly to the random array of
obstacles in the forest which contributes to new challenges not seen in the Market Loop Hard
scenario.

For each run, the robot is given 120 seconds (2 minutes) between each consecutive waypoint.
As such, each simulation run takes a minimum of 2 minutes and a maximum of 8 or 16 minutes
for the Market Loop Hard and Forest Run courses respectively. After each waypoint is reached,
this timer is reset until the next waypoint is located. If at any point this time metric is not met, the
simulation exits and the run is considered a failure. If the nal waypointis reached, the simulation
will exit regardless of the time and the run is considered a success. Upon simulation exit, the

system records the policy, the selected test course, the time elapsed when the simulation exits, the
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binary for failure or success (O for failure, 1 for success), the number of times the metareasoning
policy was triggered, the number of waypoints reached before exit, and the location of the
robot when the simulation exits. Each metareasoning policy (paired monitoring and control
approaches) and preliminary (no metareasoning) case was tested for a total of 30 runs apiece.

Due to the interactions between the perception, mapping, and path planning modules in the
system, the robot's performance for each planner combination varies through each run. As such,
we accounted for these variances by calculating con dence intervals for each of our metrics. The
primary metrics evaluated for this study are the distance to goal and the number of triggers met
in each run. We evaluated each metric as a 95% con dence interval. Additionally, we compared
the means of the distance to goal metric for each policy case to the preliminary case using the
independent t-test method provided by the Samtspackage in Python. In this t-test, we are
able to provide the distance to goal arrays for both the policy and baseline test cases in order
to nd a t-value and p-value. The t-value evaluates which array dominates in the difference
evaluation, with a negative value indicating that the robot moved closer to the goal and a positive
value indicating that the robot stopped further from the goal. The p-value will evaluate whether
or not this result is signi cant, with a p-value less than 0.05 indicating statistical signi cance. We
also compared the average number of triggers met to the average distance to goal to show any
correlated interactions between the two metric.

The results for our studies will be provided in the following chapter.
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Chapter 4: Results

The results of this study analyzed the waypoints reached by the robot for each metareasoning
policy, the number of times each metareasoning policy was triggered, and the nal position of
the robot when the simulation exit. These metrics will be described by 95% con dence intervals
for the distance to goal and number of triggers met, as well as a waterfall plot to show how many
runs reached each of the provided mission waypoints. The distance to goal metric for each policy
was also compared to the preliminary (no metareasoning) test case for each planner combination
that was a part of the selected control policy through a difference of means test. The results of
this test will be provided by a tabulated gure to show whether or not the introduction of the

metareasoning policy increased or decreased the distance to goal.

4.1 Preliminary (No Metareasoning) Test Case

The preliminary test cases show how each of the planner combinations perform without the
inclusion of a metareasoning policy. Each of the planner combinations were run on the two test
courses thirty times each and Figures 4.1 and 4.2 show the resulting metrics for the Market Loop
Hard and Forest Run courses respectively.

For the Market Loop Hard course, Figure 4.1a shows the 95% con dence interval for the

distance to goal for each of the planner combinations. From these results, the EASL-MPPI
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and EASL-NLOPT planner combinations clearly dominated the other planner combinations by
making it closer to the goal on average by the time the simulation exit. The SBPL-MPPI, SBPL-
NLOPT, and GLS-NLOPT planner combinations showcase intermediate success that reach close
to the goal, but clearly lag behind the results of the EASL-MPPI and EASL-NLOPT planner
combinations. Finally, the GLS-MPPI planner combination struggled signi cantly in the Market
Loop Hard course, very clearly under performing compared to the other planner combinations by
exiting the simulation furthest from the goal on average.

Figure 4.1b supplements the results of the 95% con dence interval by providing a general
idea of how the planner combinations performed waypoint by waypoint in the Market Loop Hard
course. It was found that the EASL-MPPI and EASL-NLOPT planner combinations performed
similarly in terms of waypoint success, but the success rate still remained below 67% (which
would be 20 out of 30 successful runs). Additionally, in the intermediate portion of the course
(namely waypoints 2 and 3) the GLS-NLOPT, SBPL-MPPI, and SBPL-NLOPT planner combinations
have less runs successfully reach each waypoint compared to the EASL-MPPI and EASL-NLOPT
planner combinations, which likely contributes to the intermediate success provided by the 95%
con dence interval. The SBPL-NLOPT planner combination had a similar success rate to the
EASL-MPPI and EASL-NLOPT planner combinations, while the GLS-NLOPT planner combination
had a success rate that dropped below 50%. The SBPL-MPPI and GLS-MPPI planner combinations
each had a 0% success rate with no runs making it to the nal waypoint goal. The lack of progress
made by the distance to goal metric in the case of the GLS-MPPI planner combination is directly
correlated to the fact that there was also a 0% intermediate success rate for all runs performed by
GLS-MPPI on the Market Loop course scenario.

For the Forest Run scenario, Figure 4.2a shows the 95% con dence interval for the distance
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(a) The 95% con dence interval for the distance (b) A waterfall plot to show how each planner
to goal metric. Those results closer to zero combination performed with regard to each
indicate a more successful policy. individual waypoint and respective runs.

Figure 4.1: Preliminary test results for the Market Loop Hard course scenario.

to goal metric for each planner combination. The results show that EASL-MPPI outperforms the
other planner combinations by making it closer to the goal on average. The lower bound on
the interval has been adjusted to be zero in order to signify that at best, the goal was reached.
All other planner combinations performed similarly in terms of the distance to goal metric, but
the GLS-NLOPT planner combination had the best lower bound. In contrast to the Market
Loop Hard scenario, the GLS-MPPI planner combination performed well, with the interval
exceeding the upper bound and averages for the EASL-NLOPT, SBPL-MPPI, and SBPL-NLOPT
planner combinations. Also in contrast to the Market Loop Hard scenario, the EASL-NLOPT
planner combination underperforms on the Forest Run scenario, existing in the intermediate for
all planner combinations. The SBPL-MPPI and SBPL-NLOPT planner combinations each have
the highest upper bounds of all intervals.

To supplement the distance to goal results, Figure 4.2b provides the distribution of waypoint
completion for each planner combination. As expected, the EASL-MPPI planner combination
outperformed the other planner combinations in the intermediate, nishing with a success rate

that exceeds 83%. The GLS-NLOPT case has the second highest success rate, exceeding 67%,
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and suf cient intermediate waypoint success which contributes to the slight advantage in the
distance to goal results. For the other planner combinations, we nd that the overall success
rates dropped below 50% with less than half of the runs reaching the nal waypoint. We nd
that the intermediate results vary, with the GLS-MPPI planner combination outperforming the
EASL-NLOPT planner combination for the “village” portion of the map (waypoint paths 1-4)
and the EASL-NLOPT planner combination outperforming the GLS-MPPI planner combination
for the “forest” part of the map (waypoint paths 4-8). The results also indicate that for the SBPL-
MPPI planner combination, if the robot makes it past to the third waypoint, the combination
is likely to successfully complete the run, meaning that the “village” portion of the map is the
most challenging region for this planner combination. The SBPL-NLOPT planner combination
clearly underperforms compared to the other planner combinations, with results dropping off

signi cantly once the robot enters the “forest” portion of the course.

(a) The 95% con dence interval for the distance (b) A waterfall plot to show how each planner
to goal metric. Those results closer to zero combination performed with regard to each
indicate a more successful policy. individual waypoint and respective runs.

Figure 4.2: Preliminary test results for the Forest Run course scenario.

With these results, we found that the EASL-MPPI is the most consistent of the planner
combinations while the other planner combinations give varied results depending on the course
scenario. The following sections of this chapter will analyze how the results of each planner
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combination were affected by the introduction of each of our metareasoning policies.

4.2 Metric-Based Sequential Policy

The metric-based sequential policies are based on the percentage of waypoints reached
on average by each planner combination (or CCP) and on the time it took the robot to navigate
between each waypoint on average (or TBW). The difference of means comparison between each
policy and the preliminary cases will be made only for those planner combinations that are a part
of each policy. The results for these policies will be compared for each selected course.

Figure 4.3 shows the results for the Market Loop Hard course scenario with respect to both
the CCP and TBW planner combinations. This chart is organized with respect to the difference
of means calculation with each of the baseline cases for planner combinations that are a part of
each policy. The baseline cases are organized with respect from the best performance to worst
performance for the baseline distance to goal.

In the case of the CCP policy, the distance to goal metric was increased with respect to
the EASL-MPPI and EASL-NLOPT baseline cases for the EP40, EP70, EP80, EP90, and FR-RF
methods. The SBPL-NLOPT baseline case saw no signi cant changes for the distance to goal
metric after introducing any of the policies. Both the SBPL-MPPI and GLS-NLOPT baseline
cases saw decreased distance to goal metrics after the policy was introduced with respect to the
EP10, EP20, EP50, and EP60 methods. The GLS-NLOPT baseline case also saw a decreased
distance to goal with respect to the FR-TF policy.

The sub gures displayed in Figure 4.4 supplement these results by providing greater details

about the distance to goal. Figure 4.4a provides con dence intervals for each of the policies
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Figure 4.3: Difference of means comparison results for the distance to goal metric with the CCP
and TBW sequential policies in the Market Loop Hard scenario. A comparison is made for
each of the baseline planner combinations that are a part of the policy. Boxes highlighted in red
indicate that the metareasoning policy signi cantly increased distance to goal. Boxes highlighted
in green indicate that the metareasoning policy signi cantly decreased distance to goal. Gray
boxes indicate that the metareasoning policy did not signi cantly change the distance to goal.
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and baseline cases with respect to the distance to goal metric. Those policies that signi cantly
improved the baseline case will have better performances such that the upper bounds of each
policy case will be lower than the average of the baseline case. In contrast to this, the intervals
for the policies that signi cantly degraded the baseline case will have lower bounds that exceed
the average or upper bound of the baseline case. Any policy that did not impact the performance
of the robot will have intervals that show signi cant overlap with the baseline interval and similar
average distance to goal values.

Figure 4.4c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

Referring back to Figure 4.3, the TBW sequential policy increased the distance to goal
metric with respect to all expected progress methods tested compared to the EASL-NLOPT
baseline case. The xed radius methods saw no signi cant changes to the distance to goal
metric with respect to the EASL-NLOPT baseline case. Similarly, the EP60 method was the
only expected progress method that did not signi cantly increase the distance to goal metric
with respect to the SBPL-NLOPT baseline case. The FR-TF method did, however, decrease the
distance to goal metric with respect to the SBPL-NLOPT baseline case after the TBW sequential

policy was introduced. Each of the xed radius methods saw a decreased distance to goal metric
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(a) The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.4: Distance to goal, number of triggers met, and waypoint waterfall charts to supplement
conclusions made for the CCP sequential policy on the Market Loop Hard course.

with respect to the remaining baseline cases (SBPL-MPPI, GLS-NLOPT, and GLS-MPPI). With
respect to the SBPL-MPPI baseline case the EP10, EP20, EP40, and EP90 methods increased the
distance to goal metric while all other expected progress methods did not signi cantly change
the distance to goal metric. None of the expected progress methods signi cantly impacted the
distance to goal metric for the GLS-NLOPT baseline case while each expected progress method

decreased the distance to goal metric for the GLS-MPPI baseline case.
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The sub gures displayed in Figure 4.5 supplement these results by providing greater details
about the distance to goal. Figure 4.5a provides con dence intervals for each of the policies
and baseline cases with respect to the distance to goal metric. Those policies that signi cantly
improved the baseline case will have better performances such that the upper bounds of each
policy case will be lower than the average of the baseline case. In contrast to this, the intervals
for the policies that signi cantly degraded the baseline case will have lower bounds that exceed
the average or upper bound of the baseline case. Any policy that did not impact the performance
of the robot will have intervals that show signi cant overlap with the baseline interval and similar
average distance to goal values.

Figure 4.5c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

Figure 4.6 shows the results for the Forest Run course scenario with respect to both the
CCP and TBW planner combinations. This chart is again organized with respect to the difference
of means calculation with each of the baseline cases for planner combinations that are a part of
each policy. The baseline cases are organized from the best performance to worst performance
for the baseline distance to goal.

For the CCP sequential policy, the EP10, EP30, EP50, EP60, EP70, EP80, and FR-TF
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(a) The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.5: Distance to goal, number of triggers met, and waypoint waterfall charts to supplement
conclusions made for the TBW sequential policy on the Market Loop Hard course.

policies increased the distance to goal metric with respect to the EASL-MPPI baseline case.
None of the CCP policies signi cantly impacted the distance to goal metric with respect to the
GLS-NLOPT baseline case. Only the EP80 and EP90 methods did not signi cantly impact the
distance to goal metric with respect to the EASL-NLOPT baseline case, with all other methods
decreasing the distance to goal metric in this case. Every method decreased the distance to goal

metric with respect to both the SBPL-MPPI and SBPL-NLOPT baseline cases.

52



Figure 4.6: Difference of means comparison results for the distance to goal metric with the
CCP and TBW sequential policies in the Forest Run scenario. A comparison is made for each
of the baseline planner combinations that are a part of the policy. Boxes highlighted in red
indicate that the metareasoning policy signi cantly increased distance to goal. Boxes highlighted
in green indicate that the metareasoning policy signi cantly decreased distance to goal. Gray
boxes indicate that the metareasoning policy did not signi cantly change the distance to goal.
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The sub gures displayed in Figure 4.7 supplement these results by providing greater details
about the distance to goal. Figure 4.7a provides con dence intervals for each of the policies
and baseline cases with respect to the distance to goal metric. Those policies that signi cantly
improved the baseline case will have better performances such that the upper bounds of each
policy case will be lower than the average of the baseline case. In contrast to this, the intervals
for the policies that signi cantly degraded the baseline case will have lower bounds that exceed
the average or upper bound of the baseline case. Any policy that did not impact the performance
of the robot will have intervals that show signi cant overlap with the baseline interval and similar
average distance to goal values.

Figure 4.7c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

Referring back to Figure 4.6, the TBW policy increased the distance to goal metric with the
EP20, EP40, EP50, EP60, and EP70 methods when compared to the GLS-NLOPT baseline case.
With respect to the GLS-MPPI baseline case the EP40, EP60, and EP70 methods increased the
distance to goal metric while the FR-TF method decreased the distance to goal metric. For the
remaining baseline cases (EASL-NLOPT, SBPL-MPPI, and SBPL-NLOPT), each of the xed

radius policies decreased the distance to goal metric. The expected progress methods did not
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() The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.7: Distance to goal, number of triggers met, and waypoint waterfall charts to supplement
conclusions made for the CCP sequential policy on the Forest Run course.

signi cantly impact the distance to goal for either the EASL-NLOPT or SBPL-MPPI baseline
case. The EP10, EP30, EP50, EP80 and EP90 methods each decreased the distance to goal
metric compared to the SBPL-NLOPT baseline case with all other expected progress methods
not signi cantly impacting the distance to goal in this case.

The sub gures displayed in Figure 4.8 supplement these results by providing greater details

about the distance to goal. Figure 4.8a provides con dence intervals for each of the policies
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and baseline cases with respect to the distance to goal metric. Those policies that signi cantly
improved the baseline case will have better performances such that the upper bounds of each
policy case will be lower than the average of the baseline case. In contrast to this, the intervals
for the policies that signi cantly degraded the baseline case will have lower bounds that exceed
the average or upper bound of the baseline case. Any policy that did not impact the performance
of the robot will have intervals that show signi cant overlap with the baseline interval and similar
average distance to goal values.

Figure 4.8c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh

the general trend of the robot's trajectory throughout the course.

4.2.1 Sequential Policy Conclusions

The CCP sequential control policy orders the sequence of planners to be launched by the
percentage of the course completed on average by each planner combination in the preliminary
trials. As such, the rst planner combination to be launched (EASL-MPPI) is the most reliable
planner combination in terms of course completion and mission success. As such, we saw

relatively low frequency rates for the number of triggers met by each policy (Figures 4.4b and
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() The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.8: Distance to goal, number of triggers met, and waypoint waterfall charts to supplement
conclusions made for the TBW sequential policy on the Forest Run course.

4.7b). On average in the Market Loop Hard course, no more than 4 triggers were met in a
single run. However, there was at least 1 trigger on average per run for every policy. In the
Forest Run course, there were again no more than 4 and at least 1 trigger met on average for
each of the expected progress methods. However, the xed radius methods rarely triggered the
metareasoning policy in the Forest Run scenario with less than 1 trigger met on average.

Since the inclusion of the EP20 monitoring method was the only method that did not
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degrade the distance to goal metric for any planner combination among all course scenarios
for the CCP sequential control policy, the recommended course of action upon conclusion of
this study would be to pair the CCP sequential control policy with the EP20 monitoring method.
Further studies are needed to determine whether or not this metareasoning policy truly outperforms
the baseline cases. Some metrics to analyze with respect to this analysis might be the speed of
course completion and the computational resources consumed by each run. These analyses are
beyond the scope of this thesis.

In contrast to the CCP sequential policy, the TBW sequential policy chooses the sequence
in which planner combinations are launched based on the speed of the robot between waypoints.
This policy does not take into account the relative success of each planner combination. As such,
it was determined that rarely switching planner combinations in this policy bene ts robot success
(Figures 4.5b and 4.8b). The recommended course of action would thus be to pair the TBW
sequential control policy with either of the xed radius methods. Each of these methods did not
degrade distance to goal for any of the baseline combinations, and in many cases improved the
distance to goal compared to the baseline. A careful analysis of the time for mission completion
and computational resources used throughout the mission might be bene cial to gaining more
insight as to whether or not this metareasoning policy improves total performance of the robot
over the course of a single mission compared to all baseline cases. These analyses are, again,

beyond the scope of this thesis.
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4.3 Context-Based Pairs Policy

The pairs policies analyze the effects of switching between only two planner combinations.
The pairs of planner combinations to be analyzed are previously provided in Table 3.3. Each
pair is comprised of a combination of EASL or GLS global planners and MPPI or NLOPT
local planners. Pairs 1 and 4 will analyze the effects of changing only the global planners while
keeping the local planner constant. Pairs 2 and 3 will analyze the effects of changing only the
local planners while keeping the global planners constant. Finally, Pairs 5 and 6 analyze the
effects of switching both the local and global planners. Each pair policy will be compared to
the preliminary cases of the planning combinations that are a part of the policy. The switching
pattern observed by both of the sequential policies for the expected progress methods in which
the planner combination launched after the initial trigger is relaunched for a second time after
the second trigger is met before switching back to the initial planner combination upon a third
trigger remains apparent for each of the pair policies. Further investigation will be required to
determine the causation of this behavior, but the trigger detection mechanism is not affected by

the behavior. As such, the resulting comparisons will be made with regard to this behavior.

4.3.1 Pair 1 Policies

The Pair 1 policies analyze the effects of switching between the GLS-MPPI and EASL-
MPPI planner combinations. Pair 1A starts with an initial launch of the GLS-MPPI planner
combination and Pair 1B starts with an initial launch of the EASL-MPPI planner combination.
Although all planning nodes are killed before the new launch occurs, this is effectively the same

as switching only the global planner after each trigger is met while keeping the local planner as
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Figure 4.9: Difference of means comparison results for the distance to goal metric with the Pair
1 policies. A comparison is made for the two baseline planner combinations that are a part
of each policy. Boxes highlighted in red indicate that the metareasoning policy signi cantly
increased distance to goal. Boxes highlighted in green indicate that the metareasoning policy
signi cantly decreased distance to goal. Gray boxes indicate that the metareasoning policy did
not signi cantly change the distance to goal.

the MPPI algorithm. Figure 4.9 provides the summary of how each policy affected the baseline
case for both the GLS-MPPI and EASL-MPPI planner combinations.

For Pair 1A in the Market Loop Hard course environment, each expected progress policy
decreased the distance to goal metric with respect to the GLS-MPPI preliminary results. The
xed radius policies did not signi cantly impact the distance to goal metric compared to the
GLS-MPPI preliminary results. In contrast to these results, the EP20, EP60, EP70, EP80, EP90,
FR-RF, and FR-TF policies increased the distance to goal metric with respect to the EASL-MPPI
planner combination. The EP10, EP30, and EP40 policies did not impact robot performance for
the EASL-MPPI preliminary case in this course.

The sub gures displayed in Figure 4.10 supplement these results by providing greater
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(a) The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.10: Distance to goal, number of triggers met, and waypoint waterfall charts to
supplement conclusions made for the Pair 1A policy on the Market Loop Hard course.

details about the distance to goal. Figure 4.10a provides con dence intervals for each of the
policies and baseline cases with respect to the distance to goal metric. Those policies that
signi cantly improved the baseline case will have better performances such that the upper bounds
of each policy case will be lower than the average of the baseline case. In contrast to this, the
intervals for the policies that signi cantly degraded the baseline case will have lower bounds

that exceed the average or upper bound of the baseline case. Any policy that did not impact
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the performance of the robot will have intervals that show signi cant overlap with the baseline
interval and similar average distance to goal values.

Figure 4.10c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

Pair 1A in the Forest Run course had a decreased distance to goal metric compared to the
GLS-MPPI preliminary results only for the EP10 policy. All other policies did not impact the
distance to goal metric when compared to the GLS-MPPI planner combination. With respect to
the EASL-MPPI planner combination, only the EP10 and EP20 methods did not signi cantly
impact the distance to goal metric. All other policies increased the distance to goal metric with
respect to the EASL-MPPI planner combination.

The sub gures displayed in Figure 4.11 supplement these results by providing greater
details about the distance to goal. Figure 4.11a provides con dence intervals for each of the
policies and baseline cases with respect to the distance to goal metric. Those policies that
signi cantly improved the baseline case will have better performances such that the upper bounds
of each policy case will be lower than the average of the baseline case. In contrast to this, the
intervals for the policies that signi cantly degraded the baseline case will have lower bounds

that exceed the average or upper bound of the baseline case. Any policy that did not impact
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() The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.11: Distance to goal, number of triggers met, and waypoint waterfall charts to
supplement conclusions made for the Pair 1A policy on the Forest Run course.

the performance of the robot will have intervals that show signi cant overlap with the baseline
interval and similar average distance to goal values.

Figure 4.11c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the

intermediate portion of the course. Any deviation that degrades the intermediate course completion
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percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

In Figure 4.10b, we found that most of the policies tested triggered the metareasoning
action about 2-3 times per run on average in the Market Loop Hard course scenario. As exceptions
to this trend, in the case of the EP40 policy the metareasoning action was triggered approximately
3-4 times per run on average and the FR-TF policy was estimated to trigger the metareasoning
action only a little more than 1 time per run. In Figure 4.11b, we found that the EP10-40 methods
triggered the metareasoning action approximately 2-3 times per run in the Forest Run scenario.
With EP50 and EP60, the metareasoning action was triggered roughly 3-4 times on average per
run while for the EP70-90 methods triggered the metareasoning action approximately 4-5 times
on average per run. The FR-RF policy triggered the metareasoning action at most one time on
average per run and the FR-TF policy triggered the metareasoning action approximately 1-2 times
per run.

With respect to these results, the recommended course of action for the Pair 1A policy
would be to pair this control method with the EP10 monitoring method. The EP10 monitoring
method contributed to a decreased distance to goal metric compared to the GLS-MPPI planner
combination and did not impact planner performance with respect to the EASL-MPPI planner
combination for either of the course scenarios. In order to know whether or not we would want
to use this metareasoning policy in place of any of the baseline planner combinations, it may be
necessary to evaluate the time it takes to complete each mission or the computational resources

used over the course of each run. This is again beyond the scope of this thesis.
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The Pair 1B policy in the Market Loop Hard course did not impact the distance to goal
metric compared to the GLS-MPPI preliminary results with respect to EP50, EP80, and EP90
policies. All other policies decreased the distance to goal metric compared to the GLS-MPPI
preliminary results. In the case of the EASL-MPPI preliminary results, only the FR-TF policy
did not signi cantly impact the distance to goal metric. All other policies increased the distance

to goal metric compared to the EASL-MPPI policy.

() The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.12: Distance to goal, number of triggers met, and waypoint waterfall charts to
supplement conclusions made for the Pair 1B policy on the Market Loop Hard course.
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The sub gures displayed in Figure 4.12 supplement these results by providing greater
details about the distance to goal. Figure 4.12a provides con dence intervals for each of the
policies and baseline cases with respect to the distance to goal metric. Those policies that
signi cantly improved the baseline case will have better performances such that the upper bounds
of each policy case will be lower than the average of the baseline case. In contrast to this, the
intervals for the policies that signi cantly degraded the baseline case will have lower bounds
that exceed the average or upper bound of the baseline case. Any policy that did not impact
the performance of the robot will have intervals that show signi cant overlap with the baseline
interval and similar average distance to goal values.

Figure 4.12c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

The Pair 1B policy in the Forest Run scenario saw an increased distance to goal metric
only for the EP90 policy with respect to the GLS-MPPI planner combination. However, both
xed radius policies decreased the distance to goal metric when compared to the GLS-MPPI
planner combination. All other policies did not signi cantly impact planner performance with
regard to the distance to goal metric for this preliminary case. For the EASL-MPPI preliminary

result, each expected progress method increased the distance to goal metric, while the xed radius
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methods both did not effectively change the result of this metric.

(a) The 95% con dence interval for the distance to goal metric. Those
results closer to zero indicate a more successful policy.

(b) The 95% con dence interval for the policy

triggers met on average over all runs. Policy (c) A waterfall plot to show how each planner
triggers occur for those instances when the combination performed with regard to each
monitoring methods declare the robot “stuck”. individual waypoint and respective runs.

Figure 4.13: Distance to goal, number of triggers met, and waypoint waterfall charts to
supplement conclusions made for the Pair 1B policy on the Forest Run course.

The sub gures displayed in Figure 4.13 supplement these results by providing greater
details about the distance to goal. Figure 4.13a provides con dence intervals for each of the
policies and baseline cases with respect to the distance to goal metric. Those policies that
signi cantly improved the baseline case will have better performances such that the upper bounds

of each policy case will be lower than the average of the baseline case. In contrast to this, the
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intervals for the policies that signi cantly degraded the baseline case will have lower bounds
that exceed the average or upper bound of the baseline case. Any policy that did not impact
the performance of the robot will have intervals that show signi cant overlap with the baseline
interval and similar average distance to goal values.

Figure 4.13c will also supplement the results by showing the number of runs that reached
each waypoint for each test case. Improved distance to goal performance will occur both due
to the overall success rate of the mission, but also as a result of better performance in the
intermediate portion of the course. Any deviation that degrades the intermediate course completion
percentages or overall mission success rate will contribute to degraded distance to goal performance
compared to the baseline case. Deviations may still occur for those policies that did not impact
the baseline robot performance metric, but these deviations are not signi cant enough to outweigh
the general trend of the robot's trajectory throughout the course.

Additionally, the number of times each policy triggered the metareasoning action are provided
in Figures 4.12b and 4.13b. Due to the discrepancies between the xed radius methods and
expected progress methods in the results for this control policy, we might infer that less frequent
triggers are most bene cial when switch from the initial planner combination (EASL-MPPI) to
the secondary planner combination (GLS-MPPI). In both cases, we found that the xed radius
methods triggered the metareasoning action sparingly, while the expected progress methods
triggered the metareasoning action at higher rates.

The FR-TF monitoring method was the only method to improve performance with respect
to the GLS-MPPI baseline case while not degrading performance in the case of the EASL-MPPI
planner combination. As such, the recommended course of action would be the combination of

the Pair 1B control policy with the FR-TF monitoring method. Further analysis of the time it takes
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to complete a mission and the computational resources to be used in each run will be necessary
to determine whether or not this metareasoning policy is more effective than the EASL-MPPI
planner combination without metareasoning intervention. These analyses are once again beyond

the scope of this thesis.

4.3.2 Pair 2 Policies

The Pair 2 policies analyze the effects of switching between the GLS-MPPI and GLS-
NLOPT planner combinations. Policy 2A starts with an initial launch of the GLS-MPPI planner
combination and policy 2B starts with an initial launch of the GLS-NLOPT planner combination.
Although all planning nodes are killed before the new launch occurs, this is effectively the same
as switching only the local planner after each trigger is met while keeping the global planner as
the GLS algorithm. Figure 4.14 provides the summary of how each policy affected the baseline
case for both the GLS-MPPI and GLS-NLOPT planner combinations.

The Pair 2A policy showed improved distance to goal performance in the Market Loop
Hard scenario with the EP20, EP50, and EP60 policies in comparison to the GLS-MPPI planner
combination. All other policies did not signi cantly impact the performance with respect to
the GLS-MPPI preliminary results. In contrast to the GLS-MPPI comparison, the GLS-NLOPT
planner combination saw degraded distance to goal performance for every policy tested in this
course.

The sub gures displayed in Figure 4.15 supplement these results by providing greater
details about the distance to goal. Figure 4.15a provides con dence intervals for each of the

policies and baseline cases with respect to the distance to goal metric. Those policies that
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Figure 4.14: Difference of means comparison results for the distance to goal metric with the
Pair 2 policies. A comparison is made for the two baseline planner combinations that are a part
of each policy. Boxes highlighted in red indicate that the metareasoning policy signi cantly
increased distance to goal. Boxes highlighted in green indicate that the metareasoning policy
signi cantly decreased distance to goal. Gray boxes indicate that the metareasoning policy did
not signi cantly change the distance to goal.
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