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Shape, Appearance and Motion are the most important cues for algzing
human movements in visual surveillance. Representation of the visual cues should
be rich, invariant and discriminative. We present several appaches to model and
integrate them for human detection and segmentation, persoménti cation, and
action recognition.

First, we describe a hierarchical part-template matching appach to simul-
taneous human detection and segmentation combining local fpdased and global
shape-based schemes. For learning generic human detectors, a {jaosgtive repre-
sentation is developed based on a hierarchical tree matchindieme and combined
with an support vector machine classi er to perform human/non-biman classi -
cation. We also formulate multiple occluded human detectiomising a Bayesian
framework and optimize it through an iterative process. We eV@ated the approach
on several public pedestrian datasets.

Second, given regions of interest provided by human detecspmwe introduce

an approach to iteratively estimates segmentation via a geraized Expectation-



Maximization algorithm. The approach incorporates local Mrkov random eld con-
straints and global pose inferences to propagate beliefs owsmage space iteratively
to determine a coherent segmentation. Additionally, a layeteocclusion model and
a probabilistic occlusion reasoning scheme are introduced tortte inter-occlusion.
The approach is tested on a wide variety of real-life images.

Third, we describe an approach to appearance-based person gggtion. In
learning, we perform discriminative analysis through pairvge coupling of training
samples, and estimate a set of normalized invariant pro les by mginalizing likeli-
hood ratio functions which re°ect local appearance di®ererseln recognition, we
calculate discriminative information-based distances by a dofoting approach, and
combine them with appearance-based distances for nearest hbigr classi cation.
We evaluated the approach on videos of 61 individuals undegsi cant illumination
and viewpoint changes.

Fourth, we describe a prototype-based approach to action regrition. During
training, a set of action prototypes are learned in a joint shaggand motion space via
k-means clustering; During testing, humans are tracked while feame-to-prototype
correspondence is established by nearest neighbor search, arehthctions are rec-
ognized using dynamic prototype sequence matching. Similgrimatrices used for
sequence matching are exciently obtained by look-up table iming. We experi-

mented the approach on several action datasets.
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Chapter 1

Introduction

Human movement analysis is a long-studied, but still important ad challeng-
ing research area in visual surveillance. It involves many fuathental problems in
computer vision such as human detection, segmentation and tkaeg, and higher
level problems such as human gesture, action and event recdigm. In computer
vision, shape, appearance and motion have been the most-studaet widely-used
visual cues for human movement analysis. Methods to e®ectivelgpresent and
integrate these cues with pattern classi cation techniques isrucial for analyzing

human movements under challenging real-world situations.

1.1 Shape-based Human Detection

Human detection is the rst step for analyzing human movements. Itan
provide an initialization for human segmentation. More impaantly, robust human
tracking and identi cation are highly dependent on reliabledetection and segmenta-
tion in each frame, since better segmentation can be used to estit® more accurate
and discriminative appearance models. Although the problem diuman detection
has been well-studied in vision, it still remains challenginguwk to highly articu-
lated body postures, viewpoint changes, varying illuminatioronditions, occlusion,

and background clutter. Combinations of these factors resuih large variability of



human shapes and appearances in images. We present a shape-baggdrbhical
part-template matching approach and use it to derive an artiglation-insensitive fea-
ture extraction method for pedestrian classi cation and genarihuman detection.
We also extend the approach to detect and segment multiple oaded humans by
an iterative occlusion analysis. A preliminary version of this gproach has been

published in [66,67].

1.2 Appearance-based Human Segmentation

In video surveillance, people often appear in small groups, whiyields oc-
clusion of appearances due to the projection of the 3D world ®D image space.
Given initial detections, in order to track people or to recogize them based on their
appearances, it would be useful to be able to accurately segmehé groups into
individuals and build their appearance models. The problensito segment images
into foreground and background, and further to segment the feground regions
into individuals. When the humans of interest and the backgraud have similar
color or texture, when the humans are in a cluttered backgrowl, or when humans
appear under occlusion, the segmentation problem becomes esgly challenging.
We present an iterative approach to appearance-based human megtation by in-
corporating both local and global shape constraints. A prelimary version of this

approach has been published in [68].



1.3 Appearance-based Person Recognition

Appearance-based, full-body person recognition is closely atdd to object
recognition, and very important for understanding human mosments/activities in
video surveillance. Appearance information is crucial not dnin tracking, but also
for identifying persons across space, time, and cameras. Poseécalation, viewpoint
variation, and illumination change are common factors whica®ect the performance
of appearance recognition systems. Also, when the number of pepjcreases,
ambiguities between them become signi cant, and consequentijmore and more
sophisticated and discriminative approaches are needed. Weepent an approach
to improve the scalability of appearance recognition system® tlarger number of
individuals by exploring both intra-class and inter-class ivariance in a pairwise
comparison framework. A preliminary version of this approachas been published

in [65].

1.4 Prototype-based Action Recognition

Action recognition is also an important problem in vision and hs many po-
tential applications such as human-computer interaction, ivtual reality and multi-
media retrieval. Frame-to-frame matching and nearest neigbr classi cation-based
schemes have been standard for action recognition. However, lErge-scale action
recognition, where the training database consists of thousandtaction videos, such
a matching scheme may require tremendous amount of computati due to exhaus-

tive distance computation between a test action frame and altaining action frames.



In contrast to previous work which assumes static backgrounds,a@gnizing actions
viewed against a dynamic varying background is another impt@amt challenge. We
present a very accurate and excient approach to action recogdiuin based on action

prototypes learned in a joint shape and motion space.

1.5 Organization of the Thesis

This thesis is organized as follows. In Chapter 2, we introduceir shape-based
generic human detection approach and its extension to multigp occluded human de-
tection. In Chapter 3, we describe our iterative pose-assisted@dappearance-based
segmentation approach. In Chapter 4, we present our appearaibased person
recognition approach. In Chapter 5, we address our approach tombine shape and
motion cues for excient and accurate action recognition. Fally, in Chapter 6, we

conclude the thesis and discuss possible future extensions.



Chapter 2
Shape-based Human Detection

2.1 Introduction

Our approach to human movement modeling and recognition, geribing sub-
sequently in chapter 2 and chapter 3 involves rst detecting anépproximately
segmenting people in each frame of a video. In this chapter, wécuss our ap-
proach to human detection. There has been a signi cant amounf @rior research
on the problem of human detection. These previous approachem be classi ed into
two categories: shape-based approaches and blob-based apgresic Shape-based
approaches can be used for human detection in either still imagor videos. Shapes
have been modeled as local curve segments in [34,82,127,186Heled directly as
a global shape model hierarchy in [39, 40, 138], or implicithepresented by local or
global descriptors in [22,61,71,98,131]. For highly artitated objects like humans,
part-based representations have been shown to be very etcient fdetection. For
example, Mikolajczyket al. [71] use local features for part detection and assemble
the part detections probabilistically. Wu and Nevatia [127] ntroduce edgelet fea-
tures for human detection. They extend this approach to a gemal object detection
and segmentation approach by designing local shape-based classi §129]. Shet
et al. [102] propose a logical reasoning-based method for exciently asbéng part

detections. One problem with these part-based detection apgches is that in very



cluttered images too many detection hypotheses may be gentexd and a robust
assembly method €.g. boosting) is thus needed to combine these detections. On
the other hand, Gavrila and Philomin [39, 40, 138] use on a modirect hierarchical
template matching approach for global shape-based pedestrigietection. These
shape-based detection methods can also be combined with appeae cues for si-
multaneous detection and segmentation [58,126,138]. Shdmesed approaches have
the advantage that they do not require background subtractio, but they need to
scan whole images and can generate many false alarms in clugtéregions.

From a learning perspective, many of these shape-based appraacimodel hu-
man detection as a binary classi cation problem and rely on slidg-window scan-
ning schemes. These approaches can be further divided into twategories in terms
of shape modeling schemes. The rst category models human shapesbally or
densely over image locationsg.g. an over-complete set of Haar wavelet features
in [83], rectangular features in [115], histograms of oriezd gradients (HOGS) in [22],
locally deformable Markov models in [131] or covariance degtors in [113]. Global
approaches such as [22,113] are designed to tolerate certaggrées of occlusions
and shape articulations with a large number of samples and halseen demonstrated
to achieve excellent performance with well-aligned, mow-less fully visible train-
ing data. The second category of approaches uses local feathased approaches
to learn body part and/or full-body detectors based on sparse t@rest points and
descriptors as in [61, 71], from prede ned pools of local curgegments [82,106k-
adjacent segments [33], or edgelets [127]. In [75], severat pketectors are trained

separately for each body part, and combined with a second-lé\&assi er. Com-

6



pared to the global approaches, part (or local feature)-baseapproaches [61, 127]
are more adept in handling partial occlusions, and °exible in @ing with shape
articulations. Shape cues are also combined with motion cuaes human detection
in [23,116], simultaneous detection and segmentation in [J0®@alal and Triggs [22]
introduced HOG features and provided an extensive experimeaitevaluation us-
ing linear and gaussian-kernel SVMs as the test classi ers. Later, Zlet al. [142]
improved its computational exciency signi cantly by utilizing a boosted cascade of
rejectors. Recently, Tuzekt al. [113] reported better detection performance than [22]
on the INRIA dataset. They use covariant matrices as image desgtors and clas-
sify patterns on Riemannian manifolds. Similarly, Majiet al. [70] also demonstrate
promising results using multi-level HOG descriptors and faster {§togram intersec-
tion) kernel SVM classi cation. In [92], two-fold adaboost classi e are adopted
for simultaneous part selection and pedestrian classi cation. Reg128] combines
di®erent features in a single classi cation framework.

In contrast, blob-based approaches are computationally moeecient but have
a common problem that the results depend crucially on backguad subtraction or
motion segmentation. These approaches are mostly developed detecting and
tracking humans under occlusion. Some earlier methods [500] model the human
tracking problem by a multi-blob observation likelihood gien a human con gura-
tion. Zhao and Nevatia [141] introduce an MCMC-based optimizeon approach
to human segmentation from foreground blobs. They detect headiy analyzing
edges surrounding binary foreground blobs, formulate the segmation problem
in a Bayesian framework, and optimize by modeling jump and di®ion dynamics
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in MCMC to traverse the complex solution space. Following this ark, Smith et
al. [108] propose a similar trans-dimensional MCMC model to track nitiple hu-
mans using particle lters. Later, an EM-based approach was proged by Rittscher
et al. [88] for foreground blob segmentation. Zhao and Tao [140] usgart-based
human body model to t binary blobs and track humans.

Few of the previous approaches explicitly model human shapsdieulations us-
ing part model deformations, and/or formulate human detectin by unifying shape
and region (or motion blob) information in a single probabibtic framework. Hierar-
chical template matching [39,40] is a convenient way to exaily integrate detection
and segmentation of shapes, but it is computationally expensideie to the necessity
of collecting and matching with a large number of global shapemplates. More-
over, previous discriminative approaches mostly train a bimg classi er on a large
number of positive and negative samples where humans are rolygbenter-aligned.
These approaches represent appearances by concatenatingrimftion along 2D im-
age coordinates for capturing spatially recurring local shapevents in training data.
However, due to highly articulated human poses and varying weng angles, a very
large number of (well-aligned) training samples are requitle moreover, the inclu-
sion of information from whole images inevitably makes them ssitive to biases in
training data (in the worst case, signi cant negative e®ects carcour from arbitrary
image regions), consequently the generalization capabilitf the trained classi er
can be compromised.

We introduce a hierarchical part-template matching approeh [67] for detecting
and segmenting humans simultaneously. The approach takes adiages of both

8



local part-based and global template-based human detectorg becomposing global
shape models and constructing a part-template tree to model man shapes °exibly
and exciently. Shape observations (edges or local gradienti@ntations) are matched
to the part-template tree exciently to determine a reliable seof human detection
hypotheses. Shapes and poses are estimated automatically thighwsynthesis of part
detections.

Using the hierarchical part-template matching scheme, we exct features
adaptively in the local context of poses, 3.e. we propose a poseaiant feature
extraction method [66] for for better discriminating humandrom non-humans. The
intuition is that pose-adapted features produce much bettespatial repeatability
of local shape events. Speci cally, we segment human poses on bpdtsitive and
negative samples and extract features adaptively in local neighborhoods ofgse
contours,i.e. in the pose context. The set of all possible pose instances are mappe
to a canonical pose, such that points on an arbitrary pose contohave one-to-one
correspondences to points in the canonical pose. This ensurbattour extracted
feature descriptors correspond well to each other, and are alswariant to varying
poses.

For multiple occluded human detection problems, a set of detian hypotheses
are estimated by our generic human detector and is iteratiweloptimized under a
Bayesian MAP framework based on global likelihood re-evaluati and ne occlusion
analysis. For meeting the requirement of real-time surveill@me systems, we also

combined the approach with background subtraction to impro¥ exciency, where

1For negative samples, pose estimation is forced to proceed even though no persisrin them.



region information provided by foreground blobs is combimkwith shape information
from the original image in a joint likelihood model.

Our main contributions are summarized as follows:

2 A part-template tree model and its automatic learning algathm are intro-
duced for simultaneous human detection and pose segmentatioihe ap-
proach combines popular local part-based object detectorstivglobal shape

template-based schemes.

2 A fast hierarchical part-template matching algorithm is usedo estimate hu-
man shapes and poses by matching local image cues such as gradieay-
nitudes and/or orientations. Human shapes and poses are repreweh by
part-based parametric models, and the estimation problem isrfoulated and

optimized in a probabilistic framework.

2 Estimated optimal poses are used to impose spatial priors (for pdss hu-
mans) for encoding pose-invariant features in nearby local ®contexts. One-
to-one correspondence is established between sets of contountsoof an ar-

bitrary pose and a canonical pose.

2 A Bayesian MAP framework is utilized to formulate and solve mulple oc-
cluded human detection and segmentation problems. Optimizan is per-
formed in a greedy fashion composed of iterative processes obgldikelihood

re-evaluation and ne occlusion analysis.
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Global Model Generation by Part Synthesis

Region (Silhouette) Model Decomposition

Shape (Boundary) Model Decomposition
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Figure 2.1: Generation of global shape models by part synthestkecomposition of
global silhouette and boundary models into region and shape pdemplates.

2.2 Hierarchical Part-Template Matching

We take advantages of local part-based and global shape tentgldased ap-
proaches by combining them in a uni ed top-down and bottom-upsearch scheme.
Speci cally, we extend the hierarchical template matching ethod in [39,40] by de-
composing the global shape models into parts and constructinghaw part template-
based tree which captures appearance correlations betweeaartpmodels from the

training database of human shapes.

2.2.1 Tree-Structured Part-Template Hierarchy

We generate a °exible set of global shape models by part synthessing a
simple pose generator and construct a part-template hierarchysing a body-part
decomposer. Some examples of global generated global shapdeatsoare shown in

Figure 2.1. For modeling human side views and front/back viesvindividually, we
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represent the body with six part regions - (head, torso, pair ofpper-legs, pair of
lower-legs). Each part region is modeled by a horizontal pdrelogram ( ve degrees
of freedom) characterized by its position, size and orientath parameters. Thus,
the total number of degrees of freedom isf 6 = 30. For initial tree construction,
global shapes are modeled using only six degrees of freedom @heasition, torso
width, orientations of upper/lower legs) given the torso posibn as the reference, and
other parameters can treated as hidden variables estimatedlg in online reasoning
phases. Heads and torsos are simpli ed to vertical rectangles ( xedientations)
with rounded shapes at corners. The selected six parameters aiiscdetized into
f3;2;3;3;3;3g values. Finally, the part regions are independently colleed and
grouped to form 3£ 2£ 3£ 3£ 3£ 3 =486 global shape models.

Next, silhouettes and boundaries are extracted from the set oégerated global
shape models and decomposed into three parts (head-torso, uppegs and lower
legs) as shown in Figure 2.1. The parameters of the three pahs ul; Il are denoted
as W, Hu and Wy, where each parameter represents the index of the corresporgli
part in the part-template tree. Then, the tree-structured pat-template hierarchy is
constructed by placing the decomposed part regions and boumgdragments into a
tree as illustrated in Figure 2.2. The tree has four layers deted asL;L1;Lo; L3,
where L is the (empty) root node, L, consists of side-view head-torso templates
Lyi;1 =1;2;3 and front/back-view head-torso templated q;i = 4;5;6, and simi-
larly, L, and L3 consists of upper and lower leg poses for side and front/back view
Hence, Each part in the tree can be viewed as a parametric modelhere part lo-

cation and sizes are the model parameters. As shown in the guregtiree consists
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Figure 2.2: An illustration of the part-template tree model. Each part in the tree
is characterized by both shape and region information.

of 186 part-templates,i.e. 6-12 head-torso (ht) models, 18 upper-leg (ul) models,
18 lower-leg (Il) models, and organized hierarchically basea the layout of human
body parts in a top-to-bottom manner. Due to the tree structue, a fast hierarchi-
cal shape (or pose) matching scheme can be applied using the mod@er example,
using hierarchical part-template matching (which will be eglained later), we only
need to match 24 part-templates to account for the complexitof matching 486

global shape models using the method in [40], so it is extremebst.

2.2.2 Learning the Part-template Tree

In order to more ezxciently and reliably estimate human shapes ahposes
in the image, we learn the part-template tree model in Figur.2 and embed its

hierarchical matching algorithm in a probabilistic optimization framework. The
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learning is done by matching the tree to a set of annotated humasilhouette images.
Speci cally, we estimate the distributions of part model parareters in each of the
tree layers for handling a wider range of articulations of mple.

We learn the part-template tree model in Figure 2.2 based on adining set
of about 800 32& 240 binary silhouette images (white foreground and black biac
ground). Each of the training silhouette images is sent througthe tree from the
root node to leaf nodes and the degree of coverage (both famad and background)
consistency between each part templaté, ;j 2 f ht;ul;ll g and the observation is
measured. Here, each part-template is considered to be covelsda binary rect-
angular image patchM (see Figure 2.5(b) for an example). The degree of coverage
consistency|; jS) between a part-template T, and a silhouette imageS is de-
“ned as the pixel-wise similarity of the part-template coverag imageM (1) and the
binary sub-silhouetteS; (corresponding to the same region as the part-template),

i.e.

P . .
SIX) i M (W5 X))
n 1

A1JS) =1 | (2.1)

wheren is the total number of pixels in the rectangular part-templ&e region. Then,
we can estimate the best set of part models’ = f g for the training silhouette S

by maximum likelihood estimation:

o — 1 H .

4’ = arg max AN JS); (2.2)
where£ ; denotes the set of all possible part template parameters. Thisqgress is
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Figure 2.3: A comparison of the average of all training silhottes (left) and the
average of our 486 learned global shape models (right).

repeated for all training silhouettes and the ranges of paremplate models are esti-
mated based on the statistics of each part-template's model @aneters. The ranges
of parameters are evenly quantized to produce the "nal tree mdel.? Figure 2.3 val-
idates our tree learning approach by showing that the averag# our learned global
shape models (composition of parts) is very similar to the averagf all training

silhouettes.

2.2.3 Object Likelihood Model

We formulate the pose and shape estimation problem probabilisélly as max-
imization of a global (pseudo) object likelihood.. In order to quickly evaluate the
likelihood for a global posei(e. di®erent parameter combinations of part models),
the object likelihood is simply modeled as aummation of matching scores of part-
template models in all tree layers. We can think of. as a log-likelihood and the
summation of the matching scores over di®erent parts is equi@at to multiplication

of probabilities. Given an imagel (either training or testing sample) and a candi-

2The learned tree model can be downloaded fronhttp:/terpconnect.umd.edu/ » zhelin/
part-template-model.zip
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date global pose modql = f 4 g (including part-template indices and their locations
and scales), in the simplest case, if we assume independence betwaentemplate
models | in di®erent layers, the object likelihood can be simply represed as

follows:
X

L(W1) = L(khe; Murs ijl) = L(wil): (2.3)
j2f htulll g
For the purpose of pose estimation, we should jointly consider di®at parts |

for optimization of L. Hence, based on the layer structure of the tree in Figure 2.1,

the likelihood L is decomposed into conditional likelihoods as follows:

L(W1) = Lpae!) + L(Ruibnes 1)+ L(ijHae b 1)
= L(the!) + L(Hajbnes 1) + L(HijHas 1)

= L(pael) + L(uiD R bie) + LD R (s Bur); (2.4)

whereR(a;b = 1 if ais a descendent ob, R(a; b = 0 otherwise, and the decom-
position is performed in a top-to-bottom order of the layers, rd independence is
assumed between the two non-joining layerst and Il. We use Equation 2.4 as our

optimization model discussed in the following.

2.2.4 Part Likelihood Model

A part template T, (de ned by model parametersy) is characterized by its
boundary curve segments (see Figure 2.1) and edge orientasofor normal direc-

tions) along the boundary segments. We match individual parteamplates using a
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method similar to Chamfer matching [40]. Matching scores of ela sample point
along the part-template contour can be measure from di®erenies such as distance
transforms or dominant edge orientations.

More formally, the likelihood L (1 (x;s)jl) of a part template-T,, at location

x and scales is modeled as follows:

X 0
L= = dcs s, (2.5)
Wi,
where T, j denotes the length of the part-template, andt denotes the relative

position of individual contour points along the template. Exact models of distances

d®and part-template likelihoods are discussed in the next section

2.2.5 Optimization

The structure of our part-template model and the form (summabn) of the
global object likelihoodL suggest that the optimization problem can be solved by
dynamic programming to achieve globally optimal solutions. &, this algorithm is
computationally too expensive for dense scanning of all windevior detection. For
exciency, we perform the optimization,i.e. the maximization of L, by a fast k-fold
greedy search procedure. Algorithm 1 illustrates the overall aching (optimization)
process. We keep scores for all nodds= 1; 2:::K) in the second layer (.e. the torso
layer) instead of estimating the besk in step 1 of the algorithm. In the following
steps, a greedy procedure is individually performed for eacli those K nodes (or

threads).
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Algorithm 1 : Probabilistic Hierarchical Part-Template Matching
1) For a set of locationsx and scaless, match all K head-torso
part-templates in layer L, with the image and compute their part-template
likelihoods L (&, (x;s)jl ); k = 1;2::K.
2) For k =1::K, repeat the following steps (3)-(4), and seledt = k® and
p= W with the maximum L(pl).
3) According to the part-template modelp, of Layer L, estimate the
maximum conditional-likelihood leg modelsfju, in L, and @i ; U in Ls
using a greedy search algorithm along the tree.
4) Given the above part-template's model estimates, compute thaurrent
global object likelihood based on Equation 2.4.
5) Return the global pose model estimateg® = f I, ; 15 Wi 0.

§ J | >

1}

Figure 2.4: An illustration of shape/pose segmentation. Top: Begtart-template
estimates (three images on the left side designated by a pathrimoL, to L3) are
combined to produce nal global shape and pose segmentations gtimages on the
right side); Bottom: example pose (shape) segmentation on pos#i and negative
examples.

Pose model parameters estimated by the hierarchical part-tgatate matching
algorithm are directly used for pose segmentation by part-synésis (region con-
nection). Figure 2.4 shows the process of global pose (shape) segation by the

part-template synthesis.
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2.3 Pose-Adaptive Image Description

For applying our part-template tree model and hierarchicaimatching algo-
rithm to discriminative human detection, we introduce a pos&daptive feature com-
putation method for detecting humans from images using standdmachine learning

techniques such as SVMs and Adaboost.

2.3.1 Overview of the Approach

In our training and testing datasets, training and testing sample all con-
sist of 128£ 64 image patches. Negative samples are randomly selected fromw ra
(person-free) images, positive samples are cropped (from arated images) such
that persons are roughly aligned in location and scale. For datraining or test-
ing sample, we rst compute a set of histograms of (gradient magnile-weighted)
edge orientations for non-overlapping 8 8 rectangular regions (or cells) evenly dis-
tributed over images. Motivated by the success of HOG descripto[82] for object
detection, we employ coarse-spatial and ne-orientation quéination to encode the
histograms, and normalization is performed on groups of lotglconnected cells,
i.e. blocks. Then, given the orientation histograms, the probabatic hierarchical
part-template matching technique is used to estimate shapes@poses based on an
excient part-based synthesis approach under a probabilistic fraework. Given the
pose and shape estimates, block features closest to each pose comgount are col-
lected; nally, the histograms of the collected blocks are coatenated in the order

of pose correspondence to form our feature descriptor. As in [28ach block (con-
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Figure 2.5: Overview of our feature extraction method. a) Araining or testing im-
age, b) Part-template detections, c) Pose and shape segmentatial) Cells overlaid
onto pose contours, €) Orientation histograms and cells oveplging with the pose
boundary, f) Block centers relevant to the descriptor.

sisting of 4 histograms) is normalized before collecting feats to reduce sensitivity
to illumination changes. The one-to-one point correspondeadrom an arbitrary
pose model to the canonical one reduces sensitivity of extradtdescriptors to pose

variations. Figure 4.1 shows an illustration of our feature exaction process.

2.3.2 Low-Level Feature Representation

For pedestrian detection, histograms of oriented gradientsHOG) [22] ex-
hibited superior performance in separating image patches exhuman/non-human.
These descriptors ignore spatial information locally, henceevery robust to small
alignment errors. We use a very similar representation as our leevel feature de-
scription, i.e. (gradient magnitude-weighted) edge orientation histogram

Given an input imagel, we calculate gradient magnitude$G, j and edge orien-
tations O, using simple di®erence operators (;0;1) and (j 1;0;1)! in horizontal-x
and vertical-y directions, respectively. We quantize the image region intotal 8£ 8
non-overlapping cells, each represented by a histogram of (uysed) edge orien-
tations (each surrounding pixel contributes a gradient magtude-weighted vote to
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Figure 2.6: Examples of two training samples and visualizatioof corresponding
(un-normalized andL ,-normalized) edge orientation histograms.

the histogram bins). Edge orientations are quantized inttN, = 9 orientation bins

[kNl—/;‘); (k+1) Nl—/;), wherek = 0;1:::Nyj 1. For reducing aliasing and discontinuity ef-
fects, we also use trilinear interpolation as in [22] to vote fahe gradient magnitudes
in both spatial and orientation dimensions. Additionally, eachset of neighboring
2£ 2 cells form a block. This results in overlapping blocks wherach cell is con-
tained in multiple blocks. For reducing illumination sensitivty, we normalize the
group of histograms in each block using, normalization with a small regularization
constant? to avoid dividing-by-zero. Figure 2.6 shows example visuadiions of our
low-level HOG descriptors.

The above computation results in our low-level feature repsentation consist-
ing of a set of raw (cell) histograms (gradient magnitude-welged) and a set of
normalized block descriptors indexed by image locations. AsliMbe explained in
the following, both unnormalized cell histograms and blockescriptors are used for

inferring poses and computing nal features for detection.
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2.3.3 Computing Part-Template Likelihoods

Given the low level feature representations, the part templat likelihoods are
measured by magnitudes of corresponding orientation bins iadal edge orientation
histograms. The matching scores are measured using location-lthE®k-up tables
for speed. Magnitudes from neighboring histogram bins are wgbied to reduce
orientation biases and to regularize the matching scores ofabatemplate point.

Suppose the dominant orientation around contour point is O(t), its cor-
responding orientation bin indexB (t) is computed as: B(t) = [ O(t)=(¥49)] ([X]
denotes the maximum integer less-or-equal t0), and the un-normalized (raw) ori-
entation histogram at location  + st) is H = fh;g. Then, the individual matching

scoredf at contour point t is expressed as:

Xi
d(x+st)=  wBhsuo; (2.6)
b=i

where+ is a neighborhood range, anav(b) is a symmetric weight distribution?.

2.3.4 Representation using Pose-Invariant Descriptors

In our implementation, the global shape models (consisting ofart-template
types) are represented as a set of boundary points with corresmamg edge orien-
tations. The range of the number of those model points are fronil& to 172. In
order to obtain a uni ed (constant dimensional) description ofmages with those

di®erent dimensional pose models, and to establish a one-to-ongespondence be-

3For simplicity, we use +=1, and w(1) = w(j 1) = 0:25;w(0) = 0:5 in our experiments.
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Figure 2.7: An illustration of pose alignment by one-to-one coour point correspon-
dence. Only a subset of key contour points are shown here.

tween contour points of di®erent poses (Figure 2.7), we map theundary points

of any pose model to those of a canonical pose model. The candnpm@se model
is assumed to be occlusion-free, so that all contour points aresiile. For human
upper bodies (heads and torso), the boundaries are uniformgampled into 8 left
side and 8 right side locations; and the point correspondence sablished between
poses based on verticgt coordinates and side (left or right) information. For lower
bodies (legs), boundaries are uniformly sampled into 7 locatis vertically with 4

locations at eachy value (inner leg sample points are sampled at 5 pixels apart fro
outer sample points in the horizontal direction). Figure 2.6) shows an example of
how the sampled locations are distributed).

Associated with each of those sample locations is a 36-dimensiofedture
vector (L,-normalized histogram of edge orientations of its closet£22 block in the
image). Hence, this mapping procedure generates a8 +7 £ 4) £ 36 = 1584
dimensional feature descriptor. Figure 4.1 illustrates the &ure extraction method.

Note that only a subset of blocks are relevant for the descriptognd a block might
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be duplicated several times based on the frequency of contounipts lying inside

the block.

2.4 Detecting and Segmenting Multiple Occluded Humans

Pose-invariant descriptors discussed in the previous section arainly devel-
oped for the purpose of detecting fully visible humans from inges. However, real
world images can be crowded and it is common that humans canctiede each other
signi cantly. This is more obvious in visual surveillance scenas where videos
are usually captured in crowded public places.g. shopping malls, airports, etc.
In these complex cases, our generic detector based on our posegtda features
should be used to provide initial sets of human hypotheses (by netng thresholds
to ensure low miss rates) and then more detailed occlusion anafysind optimiza-
tion should be performed. Below, we introduce a uni ed Bayesiainamework for

detecting and segmenting multiple occluded humans in still ieges and videos.

2.4.1 Bayesian Problem Formulation

We model the detection and segmentation problem as a BayesiamPAM opti-
mization:

c’=arg max P(cjl); (2.7)

where | denotes the image observationg = fhgy; h,;:::h,g denotes a human con-
“guration (a set of human hypotheses), anch denotes the number of humans in

the con guration. fh; = (x;;4)g is an individual hypothesis which consists of
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foot position* x; and corresponding human model parametgt. Using Bayes Rule,
Equation 2.7 can be decomposed into a joint likelihooB (I jc) and a prior P(c) as

follows:
P(ljc)P(c)

P = 5y

_ P{jc)P(c): (2.8)

For human detection, we assume a uniform prior, hence the MAP gdotem reduces
to maximizing the joint likelihood. Note that the prior is non-uniform and should
be modeled based on previous states in tracking problems.

Previous approaches [50, 110, 141] model the human detect@and tracking
problem by a multi-blob observation likelihood based on objédevel and con guration-
level likelihood. In [127], the joint likelihood is modeleds the probability of part-
detection responses given a set of human hypotheses. We decompbsemage ob-
servation, |, into shape observation s (edge image or edge orientation histograms)
and region observationl, (binary foreground image from background subtraction)
assuming independence between the shape and region infornratidhen, the joint

likelihood P (I jc) is modeled as:

P(ljc) = P(Isjc)P(ljc); (2.9)

whereP (Isjc) and P (1,jc) denote shape likelihood and region likelihood respectively
The region observation is optional and we se&® (l,jc) = 1 or equivalently P(ljc) =

P (Isjc) when background subtraction is not used.

“Here, we choose the foot point as a reference to represent and search for human gbs. A
foot point is de ned as the bottom center point of a human bounding box.
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Figure 2.8: An illustration of part-template likelihood compted using multiple cues.
(a) Shape information is measured by Chamfer matching, (b) geon information is
measured by foreground coverage density, (c) Part detectors.

2.4.2 Extended Part-Template Likelihood Model

In the multiple cue framework, a part-template is charactared by its bound-
ary and coverage region. We match individual part-templateusing both shape and
region information (when region information is availablerbm background subtrac-
tion). Shape information is measured by chamfer matching anggion information
is measured by part foreground coverage density. Figure 2.8@nd 2.8(b) show how
shape and region information is measured.

For a foot candidate pixelx in the image, the likelihoodP (I jx; ) for a part
template-Ty,, j 2 f ht; ul; Il gis decomposed into the part-shape likelihool (I sjx; 1} )

and the part-region likelihoodP(l,jx; 1) as follows:

P(jx;p) = P(s ljxs i) = PUspx; )P (X 1): (2.10)
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Figure 2.9: An example of detection process without backgrodrsubtraction. (a)
Initial set of human detection hypotheses, (b) Human shape segmatibns, (c)
Detection result, (d) Segmentation result ( nal occlusion map)

This can be transformed to the form of log-likelihoods as:

Lk COi1) = Lk ()ils) + LK ()l (2.11)

whereL (4 (x)jls) can be directly obtained by the method discussed earlier in Sec
tion 2.2 or by Chamfer matching,i.e. the likelihood can be computed either from
edge orientation histograms or distance transforms of canny g&l maps. If region
(or blob) information is available, the part region likelirood is computed by the
part foreground coverage density (x; 14) which is de ned as the proportion of the
foreground pixels covered by the part-templatel, at pixel x, otherwise, we set

P(l/jx; ) = 1 (or equivalently L(x(u)jl) = 0).

2.4.3 Generating Initial Human Hypotheses

The generic human detectors trained using our pose-adaptiveatures and
SVM classi er can provide reliable sets of initial human hypothesefor detecting
humans from still images. However, for crowded videos, a set of siemppart detec-

tors can be more accurate than a single full body detector due severe occlusion
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between humans. Hence, here we introduce an alternative methéor generating
initial human hypotheses for surveillance scenarios.

Hierarchical part-template matching provides estimates fothe model param-
eters ’(x) for every foot candidate pixelx in the image. We de ne a likelihood
function for evaluating likelihood for any part or part combnations. The object-level

likelihood function L (xjl) for foot candidate pixelx is expressed as:

X
LY (xjl) = w; L (K (x)jl); (2.12)

wherew = fw;;j = ht;ul;ll g is an importance weight vector to calculate a like-
lihood value for di®erent parts or part combinations. For exapie, fwy = wy =
w; = 1=3g corresponds to a full body detector andwy; = O;wy, = w;, = 1=2g
corresponds to a leg detector. The importance weights are naalized to satisfy

P
- w; = 1. We have seven part or part-combination detectors (Figur@.8(c), and if

j
the head-torso is decomposed further into head-shoulder andgo, the number of
detectors can be as high as 15. Suppose we #segart detectors,Dy;k = 1;2:::K
corresponding toK weight vectorswy;k = 1;2:::K for each foot candidate pixel
X in the image. The likelihoods for these part detectors are aallated with the
object-level likelihood function (Equation 2.12).

In practice, we can use our generic human detector to reduceetBearch space
into a small subset and boost it by searching additional hypothesesing the above

part detectors. We threshold each of the nal likelihood maps gerated from the

part detectors, merge nearby weak responses to strong responsed adaptively
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select modes. This step can also be performed by local maximum eete after
smoothing the likelihood image. The union of the maxima formthe set of human

hypotheses:

O=fo,;0; 080 =

f(X1; E(X1)); (X2; E(X2)) 5 (XN (X)) 65 (2.13)

and the corresponding likelihoods are denoted &40);i = 1;2:::N,

2.4.4 Optimization: Maximizing the Joint Likelihood

Suppose we have an initial set of human hypothes€s = fo;;0,;:::0yg Ob-
tained from hierarchical part template matching. The remaiing task is to estimate
its best subset through optimization. This is equivalent to mainizing the joint

likelihood P (I jc) (Equation 2.9) with respect to the con guration, c.

2.4.4.1 Modeling the Joint Likelihood

If region information is not available, we set the region likéhood asP(l,jc) =
1, otherwise, it is calculated by the global coverage density the binary foreground
regions:
i(c)

P(lrjc) = E; (2.14)

where j¢g denotes the area of the foreground regions andg) denotes the area

of the foreground regions covered by the con guration. Intuitively, the more the
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foreground is covered by the con guratiorc, the higher the probability P(I,jc).
Areas covered by the hypotheses and located outside the foragnd regions are not
penalized here, but considered in foot candidate region detmn in Section 2.5.2. In
fact, the region likelihood (Equation 2.14) has a bias towds more detections, but
the bias is compensated for by the shape likelihood (Equation1®) (which involves
a direct multiplication of individual likelihoods), since adling redundant hypotheses
will decrease the shape likelihood.

The shape observation s now can be reduced tm;; 0;;:::;; 0y Since we only
select the best subset from this initial set of hypotheses. This allg us to further
decompose the shape likelihood as a product of likelihoods (assug independence

between each observation; given the con guration c):

Y\I
P(lsic) = P(01;00; :5;0njc) = P(0ijc): (2.15)

i=1

For evaluating the conditional probability P (o jc), we need to model the oc-
clusion status between di®erent hypotheses in the con guratian For simplicity,
we assume a known or xed occlusion ordering far. Directly using the object-
level likelihood L (o) to model P(ojc) will have problems since it only represents
the strongest part response. We need to globallg-evaluatethe object-level likeli-
hood of each hypothesis, based on ne occlusion analysis; that is, we calculate the
global shape likelihood only for the un-occluded parts wheralkculating the cham-
fer scores. This occlusion compensation-based likelihood redeation scheme is

e®ective in rejecting most false alarms while retaining the teudetections.
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Since we aim to select the best subset Gf as our optimization solution, c®,
we assumeh; 2 O;j =1;2::n. We can treat the individual conditional probability
P(ojc) as a decision likelihood witho as the observation andc as the decision.
Suppose the set of hypothese3 consists ofny, true positives (tp), ny, true nega-
tives (tn), n¢, false positives (fp), andn¢, false negatives (fn). The decision rules
(for the detection thresholdT) for each observationo, are de ned as follows:

1. P(ojc) = pp ifg 2 candL(0jloc) , T;

2. P(ajc) = pp if 6 2 cand L(Gjloce) < T ;

3.P(ajc)=pm ifg Z2candL(0jloce), T;

4. P(ajc) = pr if o ZcandL(ajloc) <T,

wherel o denotes the occlusion map generated from the con gurati@rand L (0;jl occ)
denotes the occlusion-compensated (re-evaluated) objeet#! likelihood. The prob-
abilities pyp, P, Prp, and py, are set topy = P = ®andp, = pn = 1§ ®
(where ® > 0:5) for the current implementation. Finally, the shape likelhood
(Equation 2.15) can be expressed af (Isjc) = py’ Py P pt = @Me* (1|

®)(nfp +Nm ) .

2.4.4.2 Optimization based on Likelihood Re-evaluation

We sort the hypotheses in decreasing order of vertical (gf) coordinate as
in [127]. This is valid for many surveillance videos with graud plane assumption,
since the camera is typically looking obliquely down towardthe scene. For no-

tational simplicity, we assumeoy; 0;;:::;; 0y IS such an ordered list. Starting from
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an empty set, the optimization is performed based on iterativaddition of humans
based on occlusion compensation and likelihood re-evaluation

An example of the detection and segmentation process is shown iiglre 2.15.
Note that initial false detections are rejected in the nal detetion based on likelihood

re-evaluation, and the occlusion map is accumulated to forné nal segmentation.

Algorithm 2 : Optimization algorithm
Given an ordered list of hypotheses;; 0,;:::; Oy,
initialize the con guration asc = A, the occlusion mapl occ as empty (white
image), and the joint likelihood asP (I jc) = 0.
fori=1:N
1. re-evaluate the object-level likelihood of hypothesig based on the current
occlusion mapl o, i.e. calculate L (Gjjl occ)-
2. ifL(0jloe), TandP(ljo [ c)>P(ljc), g 7! c.
3. update the occlusion map o using the current con gurationc.
endfor
return the con guration ¢ and occlusion mapl .

2.5 Combining with Calibration and Background Subtraction

We can also combine the shape-based detector with background abtion

and calibration in a uni ed system.

2.5.1 Scene-to-Camera Calibration

If we assume that humans are moving on a ground plane, ground p&ho-
mography information can be estimated o®-line and used to exciincontrol the
search for humans instead of searching over all scales at all piosis. A similar
idea has been explored by Hoierat al. [48] combining calibration and segmenta-
tion. To obtain a mapping between head points and foot pointé the image, i.e.

32
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Figure 2.10: Simpli ed scene-to-camera calibration. Left: nterpretation of the
foot-to-head plane homography mapping. Right: An example dahe homography
mapping. 50 sample foot points are chosen randomly and corresgding head points
and human vertical axes are estimated and superimposed in theage.

to estimate expected vertical axes of humans, we simplify the ldaation process
by estimating the homography between the head plane and thedbplane in the
image [88]. We assume that humans are standing upright on an apgimate ground
plane viewed by a distant camera relative to the scene scale, atét the camera is
located higher than a typical person's height. We de ne the hoagraphy mapping
asf = P": F 7! H, whereF;H 2 P2. Under the above assumptions, the mappinfy
is one-to-one correspondence so that given an o®-line estima®&d3 matrix P, we
can estimate the expected location of the corresponding headipt p, = f(p;) given
an arbitrary foot point pr in the image. The homography matrix is estimated by the
least squares method based dn>> 4 pairs of foot and head points pre-annotated

in some frames. An example of the homography mapping is shown irgkre 2.10.

2.5.2 Combining with Background Subtraction

Given the calibration information and the binary foregroum image from back-

ground subtraction, we estimate the binary foot candidate regns Rt as follows:
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Figure 2.11: An example of the detection process with backgnodi subtraction. (a)
Adaptive rectangular window, (b) Foot candidate regionsR¢. (lighter regions),
(c) Object-level (foot-candidate) likelihood map by the herarchical part-template
matching (where red color represents higher probabilitiesd blue color represents
lower probabilities), (d) The set of human hypotheses overlaidn the Canny edge
map in the augmented foreground region (green boxes represkigher likelihoods
and red boxes represent lower likelihoods), (e) Final human wetion result, (f)
Final human segmentation result.

we rst nd all foot candidate pixels x with foreground coverage density, larger
than a threshold ». Given the estimated human vertical axi'siv « at the foot can-
didate pixel x, °4 is de ned as the proportion of foreground pixels in an adaptéev
rectangular window W (x; (wo; hg)) determined by the foot candidate pixelx. The
foot candidate regionsR;,,: are de ned as:Rsot = fXj°x ., »g. The window cov-
erage is exciently calculated using integral images [115]. Wietect edges in the
augmented foreground region®R,;y Which are generated from the foot candidate
regionsRyqq¢ by taking the union of the rectangular regions determined bgach foot

candidate pixelps 2 Ryoot, adaptively based on the estimated human vertical axes.

34



Figure 2.11 shows an example.

2.6 Experimental Results

We rst presents results using our generic human detector on two plic pedes-
trian datasets and then discuss results of our multiple occluddtuman detector on

three crowded image and video datasets.

2.6.1 Detection and Segmentation using Pose-Invariant Descriptors

We evaluate our generic human detector (learned based on paseariant de-
scriptors) mainly using the INRIA person dataset [22] and the MIT-CBCL pedes-
trian dataset® [75,83]. The MIT-CBCL dataset contains 924 front/back-viewpos-
itive images (no negative images), and the INRIA dataset contas 2416 positive
training samples and 1218 negative training images plus 11Basitive testing sam-
ples and 453 negative testing images. Comparing to the MIT datat, the INRIA
dataset is much more challenging due to signi cant pose articulans, occlusion,

clutter, viewpoint and illumination changes.

2.6.1.1 Detection Performance

We evaluate our detection performance and compare it with ber approaches
using Detection-Error-Tradeo® (DET) curves, plots of miss rass versus false posi-

tives per window (FPPW).

Shttp://lear.inrialpes.fr/data
Shttp://chcl.mit.edu/software-datasets/PedestrianDat a.html
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Training. We rst extract pose-invariant descriptors for the set of 2416 pos-
itive and 12180 negative samples and batch-train a discrimitiee classi er for the
initial training algorithm. We use the publically available LIBSVM tool [18] for
binary classi cation (RBF Kernel) with parameters tuned to C=8000, gamma=0.04
(as the default classi er).

For improving performance, we perform one round of bootstrgmg procedure
for retraining the initial detector. We densely scan 1218 (pki mirror versions)
person-free photos by 8-pixel strides in horizontal/vertidadirections and 1.2 scale
(down-sampling) factors (until the resized image does not ctain any detection
window) to bootstrap false positive windows. This process genéga 41667 hard'
samples out of examined windows. These samples are normalized 28£ 64 and
added to the original 12180 negative training samples and thiéhole training process
is performed again.

Testing. For evaluation on the MIT dataset, we chose its rst 724 image
patches as positive training samples and 12180 training imag®mages from the
INRIA dataset as negative training samples. The test set containsO2 positive
samples from the MIT dataset and 1200 negative samples from thdRIA dataset.
As a result, we achieve 1.0% true positive rate, and a 0.00% falsesjtive rate even
without retraining. Direct comparisons on the MIT dataset aredixcult since there
are no negative samples and no separation of training and tesgisamples in this
dataset. Indirect comparisons show that our result on this datasare similar to the
performance achieved previously in [22].

For the INRIA dataset, we evaluated our detection performancen 1132 pos-
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Figure 2.12: Detection performance evaluation on INRIA datet. Top-Left: The
proposed approach (testing on single scale) is compared to KdrtEDG-SVM [22],
Linear HOG-SVM [22], Cascaded HOG [142], and Classi cation on Riemaan
Manifold [113]. The results of [22] are copied from the origah paper, and the
results of [113,142] are obtained by running their originaledectors on the same test
data. Top-Right: Performance comparison w.r.t. the number fonegative windows
scanned. Bottom: Distribution of con dence values for positivend negative test
windows.

itive image patches and 453 negative images. Negative test ineggare scanned
exhaustively in the same way as in retraining. The detailed cgmarison of our de-
tector with current state of the art detectors on the INRIA dataset is plotted using
the DET curves as shown in Figure 3.7. The comparison shows thaircapproach is
comparable to state of the art human detectors. The dimension#l of our features

is less than half of that used in HOG-SVM [22], but we achieve bettperformance.
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Another advantage of our approach is that it is capable of notrdy detecting but
also segmenting human shapes and poses. In this regard, our apphoean be fur-
ther improved because our current pose model is very simple arahde extended to
cover a much wider range of articulations. Figure 2.13 showsamRples of detection
on whole images and examples of false negatives and false paestirom our exper-
iments. Note that FNs are mostly due to unusual poses or illuminatioconditions,
or signi cant occlusions; FPs mostly appeared in highly-textui samples (such as
trees) and structures resembling human shapes. Figure 2.14 showslgative com-
parisons of our pose-invariant descriptors with HOG descriptor22] on detecting
humans in natural images. Our detector successfully detectedryedixcult poses

while the HOG-based detector missed them.

2.6.1.2 Segmentation Performance

Figure 2.15 shows some qualitative results of our pose/shape segtagon
algorithm on the INRIA dataset. Our pose model and probabilistichierarchical
part-template matching algorithm give very accurate segmeations for most images
in the MIT-CBCL dataset and on over 80% of 3548 training/testiig images in the
INRIA dataset. Signi cantly poor pose estimation and segmentativare observed in
about 10% of the images in the INRIA dataset, and most of those posegmentations
were due to very ditcult poses and signi cant misalignment of humas.

Our detection and segmentation system is implemented in C++ anthe cur-

rent running time (on a machine with 2.2GHz CPU and 3GB memoryis as follows.
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Figure 2.13: Detection results. Top: Example detections on ¢hINRIA test images,
nearby windows are merged based on distances; Bottom: Exampbé$alse negatives
(FNs) and false positives (FPs) generated by our detector.

Both pose segmentation and feature extraction for 800 windowakes less than 0.2
second; classifying 800 windows with the RBF-Kernel SVM classi eakes less than
10 seconds; initial classi er training takes about 10 minutes ancktraining takes
about two hours. The computational overhead is only due to thkernel SVM clas-
si er which can be replaced with a much faster boosted cascade adsdi ers [115]
(which we have implemented recently and runs at 3 frames/seabon a 320E 240
image scanning 800 windows); this is comparable to [113] (refeal as less than 1

second scanning 3000 windows).

39



HOG+SVM PID+SVM

i

HOG+SV PID+SVM

Figure 2.14: Qualitative comparisons of our pose-invariantegcriptor (PID) with
the HOG descriptors. Results of the 'HOG+SVM' method [22] are copdefrom the
author's thesis.

2.6.2 Detection and Segmentation of Multiple Occluded Humans

In order to quantitatively evaluate the performance of our dtector, we use the
overlap measure de ned in [61]. The overlap measure is calcadtas the smaller
value of the area ratios of the overlap region and the grounduth annotated re-
gion/detection region. If the overlap measure of a detectiois larger than a certain

threshold” = 0:5, we regard the detection as correct.
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Figure 2.15: Example results of pose/shape segmentation.

2.6.2.1 Results without Background Subtraction

We compared our human detector with Wu and Nevatia [127] and $h et
al. [102] on USC pedestrian dataset-B [127] which contains 54 gragiecimages
with 271 humans. In these images, humans are heavily occludeddnch other and
partially out of the frame in some images. Note that no backgrouhsubtraction is
provided for these images. Figure 2.16 shows some example resofitsur detector
and Figure 3.7(a) shows the comparison result as ROC curves. Ouetdctor ob-
tained better detection performance than the others when lalving more than 10
false alarms out of total of 271 humans, while detection rate deeased signi cantly
when the number of false alarms was reduced to 6 out of 271. Peoghandling of
edge sharing problem would reduce the number of false alarmstifier while main-

taining the detection rates. The running time of [127] for proessing an 38£€ 288
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Figure 2.16: Detection and segmentation results (without b&ground subtraction)
for USC pedestrian dataset-B.

image is reported as about 1 frame/second on a Pentium 2.8GHz chine, while
our current running time for a same sized image is 2 frames/second a Pentium

2GHz machine.

2.6.2.2 Results with Background Subtraction

We also evaluated our detector on two challenging surveilla@wideo sequences
using background subtraction. The rst test sequence (1590 frames)selected from
the Caviar Benchmark Dataset [1] and the second one (4836 frashés selected from
the Munich Airport Video Dataset [3].” The foreground regions detected from back-
ground subtraction are very noisy and inaccurate in many franse From example
results in Figure 2.18, we can see that our proposed approach iasles good perfor-

mance in accurately detecting humans and segmenting the balaries even under

’The selected data can be downloaded fromftp:/ftp.umiacs.umd.edu/pub/zhelin/
iccvO7/dataset .
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Figure 2.17: Performance evaluation on three datasets. (a) &uation of detection
performance on USC pedestrian dataset-B (54 images with 271 hans). Results
of [127] and [102] are copied for the comparison purpose. (b)aiation of detection
performance on two test sequences from Munich Airport dataset diCaviar dataset.

severe occlusion and very inaccurate background subtractioAlso, from the results,
we can see that the shape estimates automatically obtained froour approach are
quite accurate. Some misaligned shape estimates are generateginly due to low
contrast and/or background clutter.

We evaluated the detection performance quantitatively on@0 selected frames
from each video sequence. Figure 3.7(b) shows the ROC curves tlee two se-
guences. Most false alarms are generated by cluttered backgnduareas incorrectly
detected as foreground by background subtraction. Misdeteohs (true negatives)
are mostly due to the lack of edge segments in the augmented fgn@und region
or complete occlusion between humans. Our system is implementedC++ and
currently runs at about 2 frames/second (without background dotraction) and
5 frames/second (with background subtraction) for 384 288 video frames on a

Pentium-M 2GHz Machine.
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Figure 2.18: Detection and segmentation results (with backgund subtraction) for
Caviar data [1] ('rst row) and Munich Airport data [3] (second andthird rows).
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Chapter 3
Appearance-based Human Segmentation

3.1 Introduction

Human segmentation can be regarded as a category-speci ¢ objeegmen-
tation problem and can be solved by combining traditional imge segmentation
techniques with high-level knowledge or constraints such asifnan poses. We rst
brie°y review previous work on object segmentation, and preseour approach to
better solving this problem combining local and global shapeonstraints.

In foreground/background segmentation, pairwise potentidbased approaches
perform gure-ground discrimination by clustering features hsed on pairwise costs,
e.g. Normalized Cut [104]. In contrast, object-centered clustergmapproaches group
features with learned parametric or nonparametric densitge typical examples in-
clude the k-means clustering, and the EM-based clustering with mixturesf é&saus-
sians [17]. EM-based approaches are sensitive to initializatiand require appropri-
ate selection of the number of mixture components. It is well kown that nding a
good initialization and choosing a generally reasonable nubof mixtures for the
traditional EM algorithm remain ditcult problems. In [139], t he KDE-EM approach
is introduced by applying nonparametric kernel density estiation method in EM-
based color clustering. Graph-cut approaches combine the paise potential-based

scheme with object-centered appearance representation in aied energy mini-
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mization paradigm, e.g. Interactive Graph-Cuts [15], and its generalized version,
GrabCut [91].

Object segmentation without any prior knowledge is well-knen to be an ill-
posed problem. Recently a few approaches have concentratedemforcing global
shape priors, top-down reasoning or other higher level knowlgel to make the seg-
mentation problem well posed. Object category-speci ¢ MRF [$&r pose-speci ¢
MRF [16] combines local contrast-dependent MRF with a layedepictorial struc-
ture model in [58] or a stickman model in [16] to provide stronglgpal priors.
Hence, the resulting segmentations resemble objects of interelst [125], bottom-up
cues are combined with global top-down knowledge for objectass learning with
unsupervised segmentation. In [87], an appearance learningskd method is pro-
posed for articulated body segmentation and pose estimation; wever it focuses
on pose estimation and does not compute object segmentation &ziply. In [13],
top-down shape cues are used to merge bottom-up over-segmeiotatto generate
an object-like segmentation. In [138], the KDE-EM approachsi combined with a
shape template-based detection method for object segmentatioRecently, in [126],
a layout-consistent random eld is employed to provide a prelimary solution to
segmentation in the presence of occlusion.

We propose an alternative, more excient approach to human segmntation
capable of handling inter-occlusion between humans. We inparate local contrast-
dependent MRF constraints and global shape priors iterativglinto the KDE-EM
framework [139] to estimate segmentations and poses simultansly. There are four
important contributions in this paper. First, we represent kenel densities of fore-
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ground and background in a joint spatial and color space and upte assignment
probabilities recursively instead of using the direct update scheme in KDE-EM,;
this modi cation of feature space and update equations results faster conver-

gence and better segmentation accuracy. Second, we incogiercontrast-dependent
MRF constraints into the KDE-EM scheme to regularize and smootlthe segmen-
tation within object and background regions. Third, we buildand train a human

pose model and perform pose inferences in the iterative clusigy stages to enforce
global shape priors throughout the segmentation process. This@urages the seg-
mentation of human-like shapes and allows us to optimize segnt&ions and poses
simultaneously. Fourth, and most importantly, we generalize hte approach to a
multiple occluded object segmentation by explicitly modetig and reasoning about

occlusion.

3.2 Modi ed KDE-EM Approach

KDE-EM [139] uses nonparametric kernel density estimation [P7or repre-
senting feature distributions of foreground and backgroundra performs iterative
segmentation using EM. The log-likelihood objective functiois similar to the one in
the traditional EM-based segmentation, i.e. summation of logKelihoods of all pix-
els in the image, except that the likelihoods (assignment prabilities) are calculated
from kernel densities.

Given a set of sample pixel$ x;;i = 1;2:::Ng (with a distribution P), each

represented by ad-dimensional feature vector ax; = (X;1; Xi2:::; Xiq)t, we can esti-
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mate the probability P(y) of a new pixely with feature vectory = (y1;Vz; i Vo)
belong to the same distributionP as
1 X v

Yii Xi,.
N%:% i1 K( %% ); (3.1)

P(y2P)=

where the same kernel functiok(9 is used in each dimension (or channel) with dif-
ferent bandwidth %;. It is well known that a kernel density estimator can converge
to any complex-shaped density with suzxcient samples. Also due to itsonparamet-
ric property, it is a natural choice for representing the comx color distributions
that arise in real images [19].

For enhancing the compactness and ezxciency of the segmentatione ex-
tend the color feature space in KDE-EM to incorporate spatialnformation. This
joint spatial-color feature space has been previously expldréor feature space clus-
tering approaches such as [19,43]. Each pixel is representgdabfeature vector
x = (X% CH' in a 5D space,R®, with 2D spatial coordinatesX = (X1;X»)! and
3D normalizedrgs color* coordinatesC = (r;g;s)'. The separation of chromaticity
from brightness in thergs space allows the use of a much wider kernel with the
variable to cope with the variability in brightness due to shathg e®ects. On the
other hand, the chromaticity variablesr and g are invariant to shading e®ects and
therefore much narrower kernels can be used in these dimensiowich enables
more powerful chromaticity discrimination [139]. In Equaton 3.1, we assume in-

dependence between channels and use a Gaussian kek(gl= 1:p (2¥%)expfi t?g

r=R=(R+G+B),g=G=R+G+B),s=(R+ G+ B)=3
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for each channel. The kernel bandwidths are estimated from ¢horiginal image as
in [97,139].

KDE-EM employs a soft-labelling procedure and weighted keeh density es-
timation to update the assignment probabilities. For adaptingthe nonparametric
kernel density estimation to the EM algorithm, a sampling step isubstituted for
the M-step in EM. In each iteration, samples are independentlgirawn from a uni-
form distribution and weighted by the assignment probabilities estimated from &
previous iteration. The foreground/background assignmentrpbabilities F(y) and
B(y) are updated directly by weighted kernel densities. We modifthis by updat-
ing F(y) and B'(y) recursively on the previous assignment probabilities i 1(y),
B (y) with weighted kernel densities (Equations 3.4 and 3.5). Thimodi cation
results in faster convergence and better segmentation accuyaé&n example of the

modi ed KDE-EM approach is shown in Figure 3.5.

3.3 Pose-Assisted Segmentation

KDE-EM treats individual pixels separately, hence, the restihg segmentation
usually has holes or isolated small regions. In order to obtain aleerent and object-
like segmentation, we use higher-order dependencies betwgaels. The higher-
order dependencies can be exploited in the form of local antbigal MRFs. Instead
of incorporating these priors in the energy function [10,1%6,58,91], we apply them
iteratively and recursively in a single process to force the segntation result to be

a human-like shape. This avoids the need for an extra optimizan step such as
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Algorithm 3 : Modi ed KDE-EM

Given a set of sample pixel$x;;i = 1;2:::Ng from the image, we iteratively
estimate the assignment probabilitied='(y) and B'(y) (t =0;1;2:::) of a
pixel y belonging to the foreground and backgroundB as follows:
Initialization  : Assign initial probabilities to pixels based on a 2D
anisotropic Gaussian distribution. The parameters of the distbution are
determined by the expected location and sizes (which are assgrnvia user
interaction) of the foreground object.

|:0(y) = @ 1F2(Yi Yo)' Vi (Y Yo). (3.2)
By)=1i Fy); (3.3)

whereY denotes the spatial coordinates of, Y, denotes expected object
center coordinates, and/ denotes a £ 2 (diagonal) covariance matrix. The
diagonal elements oV are set proportional to the expected sizes of the
object.

M i Step : (Random Pixel Sampling) Randomly sample a set of pixels
from the image to estimate foreground and background appeaees
represented by weighted kernel densities. For computationate@ency, we
sample” = 5% of the pixels from the image for density estimation.

E i Step : (Soft Probability Update)

tro\ — AEtil X ti 1 _Yj Yii Xij,.
Fi'(y)=cFi (y) F7(xi) k( Y )i (3.4)
i=1 j=1 f
Yii Xjj
%

\
B'(y)= cBUXy)  BUx) k(L) (35

i=1 j=1

whereN is the number of samples and is a normalizing factor such that
Fi(y)+ B'(y) = 1.
Segmentation : The iteration is terminated when - <2,
wheren is total number of pixels in the image.F (y) and B(y) denote the
“nal converged assignment probabilities. The segmentation is Mg
estimated as:y 2 F if F(y) >B (y), y 2 B otherwise.

P .
JAFHY)i FUNy)ig
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graph-cut and achieves simultaneous segmentation and pose restiion exciently.
Also, our approach maintains soft labelling throughout the opmization process,

while graph-cut is a discrete (labelling) optimization schem

3.3.1 Incorporating Local MRF Constraints

Let 2 L and 2§ represent the probabilities of a pixely being labelled as the
foreground and background according to local contrast-depgent MRF constraints

which are de ned as:

X

al(y)= Aljy; 2)F' X2); (3.6)
ZZNy
x e .

aLly)= Aljy; 2)B' X(2); (3.7)
zZ2N y

wherel denotes the original imageN, denotes the neighborhood (8-neighborhoods)
of pixel y, and A(ljy; z) represents the contrast-dependent MRF induced likelihood

for pixel y. The likelihood A(ljy;z) is de ned as:

3
.1 rzir gzi g Szi s
|5 ()2 )2 N2

dist(y; z) ’ (3.8)

Alljy;2) =

To incorporate the local contrast-dependent MRF constraintsnto our itera-

tive segmentation scheme, the recursive assignment probabilipdate step (Equa-
tions 3.4 and 3.5) is extended by the local MRF terms (Equaties 3.9 and 3.10).
This can be explained as follows: the current foreground/bkground assignment

probabilities are updated recursively by combined evidendeom the spatial neigh-
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3
p/a

(b) Tree-like structure (c) PS pose model “tting

Figure 3.1: An illustration of the pose model and training examps. (a) 10-parts
PS model, (b) Simpli ed tree-like structure, (c) Examples of e training images,
hand-segmented silhouettes, and PS pose model tting results.

borhood and current foregournd/background appearance estates (weighted ker-
nel densities); in other words, the local MRF terms are incorpated to smooth
the pixel-wise soft labelling at each iteration. We refer to tis modi ed approach
as CDMRF-KDE-EM. An example of the CDMRF-KDE-EM approach is slown in

Figure 3.5.

3.3.2 Enforcing Global Shape Priors by Poses

We next describe how to incorporate prior shape information io the seg-
mentation process. We build a Pictorial Structure (PS) pose mad similar to the
model in [32] and enforce global shape priors based on adaptp@se inference on

soft segmentations at each iteration.
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3.3.2.1 PS Pose Model

We chose 808 images from the INRIA person dataset [2] as trainingages
(some of them are shown in Figure 3.1(c)). Human poses are modeésda 10-part
pictorial structure (Figure 3.1(a)) of which each part is repesented as a horizontal
parallelogram with ve degrees of freedom (positiop, orientation ®, sizess). Hence,
the model (represented by parametens) has a total of &£ 10 = 50 degrees of freedom.
For simplicity, we assume independence between head, arms aadsl and assume
the pair of arms are also independent (the pair of legs are stidbrrelated). This
enables us to simplify the model to a tree-like structure (Fige 3.1(b)) on which
the root node is chosen as the torso.

The PS model has many degrees of freedom and the parameter gpischuge,
while possible human poses form a low-dimensional manifold inishspace. Hence,
for exciently searching the parameter space, we train the pose el and esti-
mate its joint parameter distribution I(p) from the set of best matching poses which
are estimated using MLE by tting the PS pose model to the binary dilouette
images (obtained by manual segmentation of the training im&g) individually (Fig-
ure 3.1(c)). In our implementation, based on the above indepdence assumption,
the joint distribution is marginalized as a set of individual pint distributions for
di®erent parts (head, torso, arms and legs). Hence, as a result @dining, () is
represented as a set of probability mass functions on low dimemsal parameter

spaces.
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3.3.2.2 Training the Pose Model from Silhouettes

The degree of tting %41 S) is de ned as the similarity of the silhouette images

and the binary model coverage imagh! (L), i.e. AYS) =1 j , Where

P
« KS(X)i M (ux)k
n

n is the total number of pixels in the image. Then, the problem fomodel tting
can be formulated as a maximum likelihood estimationy® = arg maxyc AHS),
where£ denotes the set of all possible model parameters, apdis the maximum
likelihood estimate for the binary silhouette imageS;;i 2 f 1;2;:::;; Nyg (N; is the
number of training images).

In training, we assume a uniform prior overE . According to the model in
Figure 3.1(b), there are only loops between the pair of legs the simpli ed tree-like
graph structure. Optimization for matching the PS model to inages is performed
by belief propagation similar to [32] which is known to achie globally optimal
solutions for tree-structured acyclic graphs. In our approaglparameters for pair of
legs are jointly optimized for handling the cases of occlusidretween legs. Finally,
the con guration corresponding to the maximum overall tting sore is returned as

the estimate °. Figure 3.1(c) shows some examples of PS model tting results.

3.3.3 Pose-Assisted Segmentation

Now, we combine the modi ed KDE-EM scheme with local MRF constrats
and global pose priors to form a single iterative algorithm: pee-assisted segmenta-
tion. The global shape prior is enforced by iteratively ttingthe trained PS model

to the current foreground assignment probability map and upding the probabil-
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ity map with the binary model coverage image as an adaptive vwghted sum. The
segmentation and pose estimation are performed in an interlesaand cooperative

manner (Figure 3.5).

Algorithm 4 : Pose-Assisted Segmentation
Initialization : As in KDE-EM.
M j Step : As in KDE-EM.
E i Step | : Incorporating local MRFs.

t t 1 t X t 1 ¥ Yii Xj
Fi(y)=cFTH(y)2e(y) F71(xi) k( % )i (3.9)
i=1 j=1
Yii Xi .
J 3/1“ J)’

Yd
B'(y) = cBUX(y)S h(y)  BUM(x) ki (3.10)

i=1 j=1

E i Step Il : Adaptive pose inference on the soft segmentation and
assignment probability update by the estimated poses.

1. Fit the PS modelp 2 £ to the current foreground probability mapF! to
'nd the maximum a posteriori (MAP) solution as: | = arg maxye 1(1)Y2(W),
whereY(|) is calculated as the similarity of the foreground assignment
probability F' and the binary model coverage imagM (L):

P
CKEYX) i@ M (p;x)k

. (3.11)

V(W) =1
Similar to the PS model tting scheme, we employ the belief pr@mation
algorithm in the reduced search space for estimating the best tig modelif.
2. Use the binary model coverage imadd' = M (1f) to update the
foreground probability mapF! as follows:

Frew = (10 TOF '+ MY Flo, 7V FY (3.12)
B'= lnewi FY (3.13)
where 1z, is an all-1 matrix and! ; = _tl/g(p)° Is an adaptive weight to

control the iteration based on the current model tting score.
Segmentation : As in KDE-EM.
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MUttt

Figure 3.2: The iterative process of pose-assisted segmentati@ach frame repre-
sents the current soft segmentation overlaid with MAP tted pose.

3.4 Segmentation of Multiple Occluded Objects

For the case of multiple objects, Elgammal and Davis [29] intduce a proba-
bilistic framework for human segmentation assuming a single videamera. In this
approach, appearance models must rst be acquired and used latersegmenting
occluded humans. Mittal and Davis [73] deal with the occlusioproblem by a multi-
view approach using region-based stereo analysis and Bayesiaxeptlassi cation.
But this approach needs strong calibration of the cameras fats stereo reconstruc-
tion. Other multi-view-based approaches [35,54,56] comleievidence from di®erent
views by exploiting ground plane homography information tdhandle more severe
occlusions. We aim to segment and build appearance models fronsiagle view
even if people are occluded in every frame.

Here, we assume an initial set of detection hypotheses (chara@ted by rough
bounding boxes) is provided by an automatic detection system17127] or inter-
actively as in [15,91]. Given an image and a set of initial human hypotheses,
(xk;sk); k=1;2; :::K, wherex, and s, denote the location and scale of each human,
the problem of segmentation is theK +1)-class (K humans and background) pixel

labelling problem. The label set is denoted aS,; F,;:::Fk;B. Given a pixely, we
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denote the probability of the pixely belonging to humank asF}(y), and the prob-
ability of the pixel y belonging to the background a8'(y), wheret = 0;1;2::: is
the iteration index. The assignment probabilitiesF!(y) and B'(y) are constrained
to satisfy the condition: P E=1 Fi(y) + B'(y) = 1. When the camera is xed, we

can segment foreground regions based on background subtract[65, 56], and the

problem reduces to segment foreground intd individuals.

3.4.1 Layered Occlusion Model

We introduce a layered occlusion model into the initializatin step for segmen-
tation of multiple occluded objects. Layered representationave been used in [57]
for motion segmentation. The background is assumed to be in tharthest back
layer. Given a hypothesis of an occlusion ordering, we build olayered occlusion
representation iteratively by calculating the foreground pobability map F? for the
current layer and its residual probability mapRY for pixel y. Suppose the occlusion
order (from front to back) is given by Fi;F,;:::Fg; B; then the initial probability

map (Figure 3.3) is calculated recursively as follows:

Algorithm 5 : Initialization by Layered Occlusion Model
initialize R3(y)=1forall y 2|
for k=1;2;::K
i forally 21
i Fl?(Y) = Rﬂ #y)ei 1=2(Yi Yo)'Vi 1(Yi Yo)
i RRY) =10 [ FY)
endfor
return F2;F2; i FR and B = RY
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3.4.2 Pose-Assisted Segmentation for Multiple Occluded Objects

We generalize the single-human segmentation scheme presentethe previ-
ous sections. We rst incorporate the contrast-dependent MRF toegularize the
probability maps in the E j Step |, and perform the PS pose model inference on
individual probability maps F;} for each object and update the probability maps in
the Ej Step Il. Based on the pose inference on individual probability maps, vex-
plicitly reason about occlusion status between humans by comrag the assignment
probabilities of the pixels in the occluded regions. Our posessisted segmentation
approach performs segmentation, pose estimation and occlusi@asoning simulta-
neously in an interleaved, iterative process where occlusiogasoning is applied as
a prior to update the assignment probability maps at each itet&on.

Occlusion reasoning: the initial occlusion ordering is determined by sorting the
hypotheses by their vertical coordinates and the layered dasion model is used to
estimate initial assignment probabilities. The occlusion statuss updated at each
iteration after the E j step | by comparing the evidence of occupancy in the overlap
area between di®erent object hypotheses. For two object hypeesH; and H;, if
they have overlap areOy, 1, , we estimate the occlusion ordering between the two
as: H; occludeH; if i X204, Fi(x) > i X204, 4, F;(x) (i.e. H; better accounts for
the pixels in the overlap area tharH;), H; occludeH; otherwise, whereF! and Fjt
are the foreground assignment probabilities dfi; and H;. At each iteration, every
pair of hypotheses that have a non-empty overlap area is compd in this way.

The whole occlusion ordering is updated by exchanges if andlypif the estimated
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t=1 t=2 t=3 t=4 t=3

a.l in Qtf »-ftf ffff

image assignment probability maps (Fk and B)

estimated poses at each iteration

Figure 3.3: The process of pose-assisted segmentation for muétipkccluded objects.

pairwise ordering di®ers from the previous ordering. Similaeasoning scheme have

been explored in [57] usin@® -swap and®-expansion algorithms.

3.5 Experiments and Evaluation

In this section, we rst present experiments on initialization sesitivity and
then discuss qualitative and quantitative results for both sinlg and multiple oc-
cluded human segmentation. In the experiments, the segmentati accuracy® [%]
is de ned as the proportion of pixels correctly classi ed as fogeound or back-
ground by comparing the binary segmentation result with the grund truth: ° =

3
1 w £ 100%, whereF is the binary segmentation image andd is

the hand-segmented ground truth. The constants and ° are setto =0:9,° =4,

and remained constant during the experiments.
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Algorithm 6 : Pose-Assisted Segmentation for Multiple Occluded Objects

Initialization : By the layered occlusion model.

M j Step : As in KDE-EM.

E i Step | : Assignment probability updates for multiple foreground objets
and background.

t t 1 t X t 1 ¥ Yii Xj
Fo(y) = cR (V)2 e (y)  F(xi)  k( % )i (3.14)
i=1 j=1

, _ Yd Vi Xi

B'(y) = cB '(y)? 5(y)  B'*(x)) k(%): (3.15)
i=1 j=1 f
: . P«

wherec is a normalizing constant such that ,_, Fi(y) + B'(y) = 1.
E i Step Il : Adaptive pose inference on the soft segmentation and
assignment probability update by the estimated poses.
1. Update the occlusion ordering
2. Fit the PS pose model12 £ to the current foreground probability map F
to nd the maximum a posteriori (MAP) estimation as:

Mo = arg maxyee (W% (W), where

P
ME) T M (x)k,

Yar(W=1j -

(3.16)

We perform MAP optimization for each hypothesis to estimate theet of best
‘tting models W,k =1;2;::K for the current iteration step t.

3. Use the set of binary model coverage imaghk; = M (i), k =1;2;::K

to update the foreground probability mapsF}, k = 1;2;:::K as follows:

Fk}]ew = (1 i ! I)FIE + | tMIE; Fk;ew)z! FIE; (3-17)

B'= 1rewi Fo; (3.18)
K

where! = "' (1) .

P P .
. . Lo . fiFLy)i FLF Ly
Segmentation : The iteration is terminated when —k—x7 Tk A 0018 5

We denoteF,(y) and B(y) as the nal converged assignme?\t probabilities.
Then the nal segmentation is determined as: pixey belong to humank, i.e.
y 2F; k=0;1;::K (wherek =0 corresponds to background-o = B), if

k = arg maxat o,1: g Fe(Y)-
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3.5.1 |Initialization Sensitivity

The sensitivity of segmentation accuracy with respect to the itialization bias
(scale, shift-x, shift-y) is tested for various images and ressltfor a typical example
are shown in Figure 3.4. (Note that results for other examplesawery similar). The
sensitivity curves show that segmentation accuracy decreases mtonically (but
very slowly) with respect to scale and horizontal/vertical shik. Speci cally, the
best segmentation accuracy is above 98% which is achieved wiitle true bounding
box, and the accuracy is above 96% when the scale factor is iretrange [0.75 1.25],
when the horizontal shift factor is below 0.4, and when the vical shift factor
is below 0.42. Also, the accuracy remains above 90% when the sdalctor is in
the range [0.5 1.5], and remains above 92% and approximatelipove 90% when
the horizontal and vertical shift factors increase from 0 to 8. We only consider
sensitivity in these intervals since the initialization rectagle will have less than 50%
overlap with the object region for more severe biases. Horizohghifts tend to be

less sensitive than scale change and vertical shifts.

3.5.2 Results on Single-human Segmentation

We have tested our approach to single-human segmentation on thERIA
person dataset [2]. Figure 3.5 shows comparison of the segmemtatperformances
for GrabCut, KDE-EM, CDMRF-KDE-EM, and the proposed approat. KDE-
EM resulted in a very inaccurate segmentation with many holesnd isolated small

regions. GrabCut obtained coherent segmentations but the rdssuiare very sensitive
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(a) Initialization and Ground Truth Segmentation
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(b) Initialization Sensitivity Analysis

Figure 3.4: Experiments on initialization sensitivity. (a) Goound truth and biased
bounding boxes, (b) Sensitivity w.r.t. scale, shift-x, and shify.

to the initialization and does not guarantee a human-like segentation. CDMRF-
KDE-EM obtained a coherent segmentation but incorrectly inluded background
regions in the segmentation. In contrast, with the local MRF ad global shape
priors provided by the PS pose model inference, our approackhéeved the best
result, and the segmentation accuracy almost reached the grautruth (98.71%)
for this example. Results for more dixcult examples are shown iRigure 3.6.

We also quantitatively evaluated the proposed segmentation ppoach on a
subset of 100 test images from the INRIA person dataset [2] and com@d it with
KDE-EM [139]. The set of test images are chosen to avoid redunda@&s of mirror
images and overlap with the training set. Figures 3.7(a) and.B(b) show some ex-

amples of test images and the quantitative comparison results.h€& distribution of
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(a) GrabCut

(b) KDE-EM

F(t=2) F(t=3) F(t=4) F(t=5) Segmentation

Image F(t=2) F(t=3) F(t=4) F(t=5) Segmentation
F(t=1)
(c) CDMRF-KDE-EM

F(t=1) F(t=2) F(t=3) F(t=4) F(t=5) Segmentation

Model(t=2) Model(t=3) Model(t=4) Model(t=5) Model

(d) Pose-Assisted Segmentation

Figure 3.5: Example processes of segmentation approaches. (ajl&ut [91] seg-
mentation for three di®erent initializations, (b) KDE-EM: EM soft-labelling using
weighted kernel density estimation, (c) CDMRF-KDE-EM: KDE-EM combined with
local contrast-dependent MRF constraints, (d) Pose-assisted segmtagion.

the performance is evaluated by sorting the images by segmeta accuracy and
number of iterations. The result shows that our proposed approacutperformed
KDE-EM signi cantly in segmentation accuracy. For the number 6 iterations to

convergence 3.7(c), our approach achieved slightly betteorovergence (fewer itera-

tions) than KDE-EM (this is mainly due to the recursive soft prolability update).
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Image GrabCut  KDE-EM Proposed Approach

SESIIE

k=

Figure 3.6: Results for more test images with increasing compiy. From left to
right are original image with selected bounding boxes, resulising GrabCut, result
using KDE-EM, and segmentation and pose estimation results usingiroproposed
method. Note that in these examples, we assume there is single fooemd object
and only segment the human in the center of the image.

3.5.3 Results on Multi-human Segmentation

We compared our multi-human segmentation approach to G-KDEM (KDE-
EM generalized to the case of multiple objects) on a variety oést images. Figure 3.8
shows some results on our segmentation and pose estimation resutsrhages with
multiple occluded humans. Our approach achieved good segmaiin and pose
estimation results even with severe inter-occlusions betweenrhans, while KDE-
EM resulted in poor segmentations with few human-like segmerians. This is as
expected since KDE-EM does not enforce any prior knowledgetime segmentation.
Finally, the running time and the number of iterations neede for our multi-human

segmentation algorithm are similar to the cases of single humangseentation.
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Figure 3.7: Quantitative performance evaluation. (a) Sanip test images, (b) Com-
parison of segmentation accuracy, (c) Comparison of convergerrates.
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Figure 3.8: Comparison of segmentation and pose estimation fazatuded cases.
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Chapter 4
Appearance-based Person Recognition

4.1 Introduction

A central problem in multi-camera surveillance system is tratkg people
through gaps in observation - possibly due to occlusion or to pdepmoving through
areas not within the eld of regard of any camera. This problenis typically ad-
dressed by building models of people's appearance or gait, gimec most surveillance
situations there is insuxcient resolution on face to utilize fage recognition. We for-
mulate appearance-based full-body person matching as a maléss learning and
classi cation problem where each person (or appearance) is caolesed to be a class
and instances of his/her appearances are considered to be clasaas.

Learning discriminative classi ers such as LDA and SVM for a largeumber
of classes is a challenging problem due to increased ambiguitigetween classes.
Instead of building multiclass discriminative classi ers, we aima learn invariance
between classes in a discriminative manner, and apply it to classition. Specif-
ically, we propose a multiclass learning and classi cation fram@rk to maximally
explore such inter-class information present in training datéor improving the scal-
ability of classi ers to larger number of categories. In order tdetter handle the
scalability (i.e. number of classes) problem, we propose a pairwise coupling-based

multiclass learning and classi cation framework, and apply itd appearance-based
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Figure 4.1: Outline of the approach. In learning, normalizk invariant pro les are
estimated for every pair of training samples in a discriminate way. In recogni-
tion, (direct) appearance-based distances are combined wifimdirect) discrimina-
tive information-based distances for nearest neighbor classitaan.

person recognition (Figure 4.1).

Our motivation is summarized as follows. (1) A small region (or &eature)
can be crucial in recognition because it might be the only distguishing element
to discriminate two otherwise very similar appearances, (2) Disminative features
are much easier to train in a pairwise scheme than in a one-agaxat scheme, (3)
Discriminative features are generally di®erent for di®erengps of persons, and (4)
Pairwise discriminative properties remain invariant under pse, viewpoint and il-
lumination changes. Based on these observations, we aim to incorate pairwise
discriminative information-based evidence into a traditioal nearest neighbor clas-
si er to reduce the distances of a query to prototypes from the samclass, while
magnifying distances to prototypes from di®erent classeisg. to increase the ex-
pected relative margins.

There are numerous approaches to multiclass learning and ogaition. In
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instance-based learning, nearest neighbor (NN) arkdNN [21] are the most com-
monly used nonparametric classi ers. These classi ers are simple anefform well
for large number of training samples. In discriminative learmig, linear discriminant
analysis (LDA) [8] is a well-known linear dimensionality redugon technique which
has been successfully applied to many problems, including faeeognition. Sup-
port vector machine (SVM) [84] is a popular discriminative telenique to linearly
separate multiclass patterns in a high-dimensional feature spathrough nonlinear
kernel mapping. There are several schemes to decompose a maki classi cation
problem into a set of binary classi cation problems. For examplepne-against-
all [76], pairwise coupling [46,90,130], error correctingitput codes [24, 137], deci-
sion trees [6], probabilistic boosting trees [112], etc. Di®ateschemes for combining
binary SVM classi ers were tested in [76] and performance was coanpd to k-NN
classi ers. In [74], a multiclass classi cation problem was transfared into a binary
classi cation problem by modeling intra-personal and extra-geonal distributions.
Recently, more sophisticated approaches have been develoged applying
discriminative learning techniques to image and object cagery classi cation. k-
NN and SVM are combined in [136] by performing a multiclass SVM onfor a set
of neighbors and query. Random forests and ferns classi er [14jddocal ensemble
kernel SVM [64] employ multiclass-SVM for object category recogion based on
the one-against-all scheme. Also, a number of approaches haverb@roposed in
the machine learning community for learning locally or glodlly adaptive distance
metrics [26,47,99,122,132] by weighting features based ahdled training data. To
simplify the one-against-all discrimination task for a huge nuiver of categories, a
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triplet-based distance metric learning framework was propogen [96], and later was
extended by learning weights for every prototype in [36, 3Tdr image retrieval and
recognition. However, xed weighting for each prototype candinezxcient for a very
large number of classes, especially when ambiguities betweeassks are signi cant.
Only a few works [42,45,76] have addressed multiclass classi ensféll-body person
recognition, but these approaches have focused on comparimgditional classi ers
such ask-NN, complex RBF neural networks, and one-against-all multicks-SVMs.
Most previous approaches to multiclass classi cation have focasen designing
good classi ers with large separation margins and good genezalion properties, or
on learning discriminative distance metrics. Our work is di®engin that, instead of
building discriminative classi ers between categories, we expé invariant informa-
tion for each pair of categories in a discriminative way, andpply it to classi cation
by calculating distances of a query to training samples from o intra-class and
inter-class invariant information. Here, the intra-class inariance is based on com-
mon appearance information in each classe. appearance information that does not
change dramatically for each individual as pose, viewpoinnd illumination change.
The inter-class invariance is based on the observation that argair of examplars
Ea and Eg from two di®erent classeé and B share certain common discriminative
properties. For example, in the context of person appearancecognition, if person
1 and person 2 have di®erent jacket colors, then any variants agfnson 1 and person

2 will probably also have di®erent jacket colors.
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4.2 Appearance Representation and Matching

4.2.1 Appearance Model

Color and texture are the primary cues for appearance-basebject recogni-
tion. For human appearances, the most common model is the colustogram [20].
Spatial information can be added by representing appeararcas a function of
height [56,73] or in a joint color-spatial feature space [284%]. Other representations
include color structure descriptors [45], spatial-temporal@pearance modeling [41]
by interest points and model tting-based methods, spatial and gpearance con-
text modeling [119], part-based appearance modeling [63Jarramic appearance
map-based modeling [38], and gait/motion-based modeling [9]

We build appearance models of individuals based on nonparamekernel den-
sity estimation [97]. It is well known that a kernel density estimtor can converge to
any complex-shaped density with suxcient samples. Also due to its nparametric
property, it is a natural choice for representing the complegolor distributions that
arise in real images.

Given a set of sample pixels, represented ly-dimensional feature vectors
fsi = (si1::Sq)'0=1:N., from a target appearance, we estimate the probability of a
new feature vectorz = (zy; z; :::; z9)' from the same appearanca using multivariate
kernel density estimation as:

1 RV Z i Sj

k(= —); (4.1)

(@)= %

3 ---3
K737 =1 =1
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where the same kernel functiork(@ is used in each dimension (or channel) with
di®erent bandwidth %. The kernel bandwidths can be estimated as in [97]. We
assume independence between channels and use a Gaussian kenneatit channel.
The kernel probability density function (PDF) p?(z) in (Equation 4.1) is referred to
as the model of the appearanca.

As in [28], we extend the color feature space to incorporate spatinforma-
tion in order to preserve color structure in appearances. Assumimeople are in
approximate upright poses, we encode each pixel by a featurectar (c; h)t in a 4D
joint color-height space,R*, with 3D color feature vectorc and 1D height feature
h (represented by vertical image coordinatg). We decide to use only they coordi-
nate instead of using P spatial coordinates &;y) for handling viewpoint and pose
variations, while preserving vertical color structures. For daing with illumination
changes, we use the following two illumination insensitive caléeatures.

Normalized Color Feature :  [28] D normalizedrgs color* coordinates are
commonly used as illumination insensitive features since the seption of chro-
maticity from brightness in the rgs space allows the use of a much wider kernel with
the s variable to cope with the variability in brightness due to shadhg e®ects.

Color Rank Feature: [135] The features are encoded as the relative rank
of intensities of each color channeR, G and B for all sample pixels. Color rank
(rR; rG;rB ) features ignore the absolute values of colors by re°ectinglaéve color

rankings instead. Ranked color features are invariant to matonic color transforms

r=R=R+G+B),g=G=R+G+B),s=(R+ G+ B)=3.
2The rank is quantized in the interval [1;100].
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and are very stable under a wide range of illumination changes.

4.2.2 Appearance Matching

Appearance models represented by kernel PDFs (Equation 4.1grcbe com-
pared by information theoretic measures such as the Battacham distance [20] or
the Kullback-Leibler (KL) divergence (or distance) [28] fortracking and matching
objects in video.

Suppose two appearances and b are modeled as kernel PDFg?*and p° in
the joint color-height space. Assuming®as the reference model angP/as the test
model, the similarity of the two appearances can be measured the KL distance

as follows:
Z

et Fip) = P@logE Dz

)™ (4-2)

Note that the KL distance is a nonsymmetric measure in thaDy, (Pjp?) 6
Dk, (pAjpP). For exciency, the distance is calculated using only samplesstead
of the whole feature set. GiverN, samplesf sigi-; ..n, from appearancea and Ny
samplesf tygk-1.:n, from appearanceb, Equation 4.2 can be approximated by the

following form given suzcient samples from the two appearances:

pb(tk)
pa(t k)

D (Pip") = — (4.3)
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where

1 %a Yj tk. | S::
P (te) = — k(———L); (4.4)
Na i=1 j=1 %
1 XY it
pP(t) = — k(= —1): (4.5)
‘ No j=1 %

Let ©* denote the log-likelihood ratio function,i.e. ©*°(u) = Ioggzgﬂ;, where

u is a d-dimensional feature vector in the color-height space. Sing&e sample test
pixels only from appearancd, p° is evaluated by its own samples, sp’4s generally
equal to or larger thanp® for all test samplest,. Note that a few noisy (ambiguous)
samplest from appearanceb can be better matched by the reference model PDF
p? than the test model pdf ® so that p°(t) < pP?(t«), and, consequently, the log-
likelihood ratio ©®(t,) can be slightly less than zero. For minus log-likelihoods
generated from those noisy samples, we force them to zeros (pwsitcorrection).

Then, Equation 4.3 can be written as:

1 X
Dy, = N [©°(ti)]+ ; (4.6)
[©%°(t )]s = makx=1i©ab(t )-o¢- (4.7)
k )1+ k) . .

The positively corrected KL distanceDy, is guaranteed to be nonnegative for all
samples:Dy, (p%jp?) , O, where equality holds if and only if two density models
are identical for all test samples.

The direct appearance-based distande,(q; ) from a queryqto a prototype
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p; is de ned as:

Da(g;R) = DL (pqﬂﬁ) (4.8)

In conventional NN classi cation,D,(q; ) is evaluated for all prototypesf p; g1 ::n

and the minimum is chosen for classi cation.

4.3 Discriminative Learning of Pairwise Invariant Properties

For classifying large number of classes, it has been noted prewslyuin [46,
90, 137] that a one-against-all scheme has ditculty separatinghe class from all
of the others and often very complex classi cation models (prably leading to
over tting) are used for that purpose. In contrast, pairwise couling is much easier
to train since it only needs to separate one class from an otherorhandling the
scalability problem, we perform more detailed analysis of disminative features

between classes by estimating invariant information from pawise comparisons.

4.3.1 Learning Pairwise Invariant Pro les

As discussed above, the KL distances are calculated as an averafdog-
likelihood ratios (Equation 4.3) over all samples from the & appearance. In
addition to averaging the log-likelihood ratios to evaluat distances between two
appearances, we can observe an interesting property. As seen igufe 4.2, if we
densely sample pixels in the target appearand® the resulting log-likelihood ratio

function ©®(x;y)? exactly re°ects di®erences of two appearances; that is, the log-

3We can treat ©® as a function of image pixel location &;y) as ©®(u) = © 2 (u(x;y)) =
©%(x;y), where u is the feature vector of pixel (x;y).
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Figure 4.2: The log-likelihood ratio froma to bis calculated for all pixels &;y) in
the test appearancé to obtain the log-likelihood ratio function (or image) ©°(x;y).
And, ©%(x;y) is marginalized over thex-axis and normalized to obtain an invariant
prole A®(y) from a to b. The proTe A’3(y) from bto a is obtained in the same
way. Here, normalized color-height features are used to geatr the pro les.

likelihood ratio function quantitatively re°ects discriminating regions (or features)
between two appearances. This motivates us to conjecture thidwe had variations
of these two appearances, denoted @ and &, which might be captured from dif-
ferent cameras or at di®erent times, the di®erence between thossv appearances
would be very similar to the case o& and b. Consequently, the log-likelihood ratio
function would be similar,i.e. @Y (x;y) ' ©®(x;y). For dealing with shape vari-
ations due to viewpoint and pose variations and to estimate iaviant information
between two appearances, we project theD2log-likelihood ratio function €°(x;y)
onto the y-axis (or marginalize the function over thex-axis), and normalize the

projected ID function to have unit length (Figure 4.2).

z

SO 10yl dx; 4.9)

whereXxgq is the width of appearanceb and C is a constant such that

Zyo

KARPK? = i [A%(y)]2dy = 1; (4.10)
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Relative Margins

Figure 4.3: An illustration of the invariance of pairwise normbzed pro les, and a
comparison of direct, indirect, and combined distances for aaxample of 10 proto-
types (with di®erent labels) and one query. Top: it can be obseazd that the current
test pro les of appearanceay are very similar to the learned pro les of appearance
c (which is the true classi cation ofq) while largely di®erent for the case of other
appearances such asand b. Bottom: distancesD,, Ds,, D, D, from qto all pro-
totypes are evaluated and the relative margins are comparede can see that all
distance measures result in correct top one recognition, whitee combined distance
measuredD; and D, result in larger relative margins thanD, and D, .

andyy is the height of appearancé. We de ne the 1D function A% as the normalized

invariant pro le from ato b (Figure 4.2).

4.3.2 All-Pairs Training

Suppose we havél training samples (prototypes)f pigi-1 ..y labeled asn dif-
ferent appearances. We learn normalized invariant pro les feevery pair of the
prototypes. Hence, we producé& £ N normalized invariant pro les indexed by

f(i;j )9 =1..n . Note that for two identical prototypes with index i = j, the log-
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likelihood ratio function A (y) = Al (y) = 0 for 8y 2 (0;y,), hence we set the
proTes as uniform Al (y) = Al (y) =1 P Vo for this case. While we can see thahi
and Al are di®erent fori 6 j, they are very similar in shape.

We next discuss why we calculate aM 2 normalized pro Tes and how they can

be used for classi cation.

4.4 Discriminative Information-based Distances

Given a queryq, we want to match it to prototypesf pigi=1 ..y Using the learned
set of proles f Al Oij -1~ . We rst calculate a likelihood ratio function ©9 from
every prototypep; to query g, and perform normalization (as in the learning step) to
obtain a set of query pro lesf A‘qgizl;;;N . The idea is to vote for the ID ofq (which
is unknown) by matching a query pro leAd to a learned pro le Al for which the
corresponding IDj is known. The distanceD (j; gji) between the query pro le Ad

and the learned pro Te Al is de ned as follows:

ZVO . "
DGiai) = [AYy) i A (y)dy: (4.11)

0

The intuition here is that the smaller the distanceD (j; qji), the more similar the
two pro les are, consequently, the more con dent to vote fof as the ID ofq. For
eachi, we calculateD (j; qji) for all j = 1:::N and then vote for the ID ofq. We
perform such a voting procedure for all training samplebp;gi=1 - .

We can vote for the ID ofq based only on the best matching pro [eAi ° for

each prototypep;, i.e. the one for whichj; = argmin; D(j; qji), then assign one
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vote forj: V(j{)+1 7¢ V(j{). This is referred to as hard voting.

The voting can be performed either in a soft mannei,e. we vote for the ID
of g based on the evidence from all pro le$§Al Oij =1::n , instead of only choosing
the best matching IDj® (corresponding to the lowest pro le distance) for each.

The soft voting-based distancé,(q; §) from query q to prototype p; is de ned as:

1 X
st(q;n)=ﬁ D(J; qji): (4.12)

i=1

Compared to hard voting, soft voting is less sensitive to ambigiies and noise
e®ects since it collects all possible evidence for calculatingalnvoting-based dis-
tances instead of choosing the top one match as in hard votingrafm experiments,
we verify that soft voting gives better performance in recogtion rate. Based on the
above reasoning, we de ne the (indirect) discriminative infonation-based distance

from the a queryq to a prototype p; as:
Da(d;R) = Dsv(d:R): (4.13)

4.5 Classi cation and Recognition

As discussed previously, traditional nearest neighbor de-NN methods di-
rectly use D, as the distance from a query to a prototype, and the classi cation
is performed by nding the minimum distance or by majority voting for k nearest
neighbors. D, only considers information between a query and a prototype, hile

D4 only considers inter-relations between di®erent training saites; that is, the
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two distances are based on independent information. This leado the idea that
combining the two would boost recognition performance.
We tested two parameterized distance measuré&s; and D, involving linear

and nonlinear combinations:

Di(a;p)=(1 i ®Da(g;p)+ ®Dy(q;R); (4.14)

D2(q;) = DX (a;)D4(a;R): (4.15)

We learn the parameters® and by evaluating the overall recognition rates using
a large number of labeled testing samples. Experiments shows titihe optimal
parameter estimates are as listed in Table 4.1. The parametecan be selected
°exibly around the optimal values ® 0:1) without performance degradation.

Given a query g, we want to estimate its unknown class label (person ID)
by calculating the distances between the query and all labeleprototypes. Clas-
si cation is done by the nearest neighbor rule using one of the cbmed distance

measuredD; and D, as:

j®=arg mjin D combine (4; B): (4.16)
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Feature Space Training (cam1l) | Training (cam2)
Testing (cam2) | Testing (caml)

Normalized Color ®=0:23 ®=0:25
+ Height - =0:18 - =0:22
Color Rank ®=0:90 ®=0:60
+ Height - =0:40 - =0:20

Table 4.1: Learned optimal parameter values for combined slance measure® ;
and D,. Total of 180 labeled test samples are used against 180 trainingrgades of
di®erent appearances for learning the paramete®sand .

Feature Space Channel Bandwidth
Normalized Color| % = % = 0:02 % = 20
+ Height Y =1

Color Rank Yor = Y = Vs =4
+ Height Y =1

Table 4.2: Bandwidths estimated and used for our experiments.

4.6 Implementation Details

The bandwidths for each dimension of the @ feature spaces are listed in
Table 4.2. The bandwidths are generally estimated as 2% of thranges of the
corresponding channel and adjusted slightly by repeated tri@nd-error procedures.
We resize image patches of a person to have xed height of 50 ps«a = 50. Note
that all the parameters including bandwidths for di®erent fature spaces, height
sampling rate, distance model parameter® and are xed to the listed values
throughout the experimental evaluation.

For exciently matching people in video, we select key frames gpearances)
as prototypes of training and testing sequences and recognggpearances based on

the prototypes. The purpose is to represent all of the appearamanformation from
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Figure 4.4: Left: three key frames (147, 159, 172) are obteuh for a 30 frame
example sequence. Right: the plot shows the KL distances of edchme to the
closest key frame.

a person's track using as few representative frames as possibldeTprocess is as
follows. The rst frame (t = 0) is automatically selected as the rst key frameK ;.
Then, we calculate the symmetric KL distances of the subsequenames ¢ = 1;2::))

to all current key framesfK;gj-;.;. The symmetric KL distance is de ned as:

Dskc (0% 6%) = min( Dy, (B°%6%); D (A7 P7)): (4.17)

For the current framet | 1, if all symmetric KL distancesf D¢, (p';pK1);j = 1::ig
are greater than a "xed threshold ¢ = 1:5, framet becomes the next key frame
Ki+1, and is added to the set of current key frames. In this way, thoseaimes with
large information gain or having new information are seleatie and those not selected
can be explained by the key frames with a bounded deviationoim one of the key
frames in the symmetric KL distance. Figure 4.4 shows key framaeglected from
an example sequence. We preprocess the videos by backgroundraghbon [55] and
neighborhood-based noise removal to obtain single connecteaimponent for each

frame. Person sub-images (rectangular patches) are extracttdm bounding box

“the threshold is estimated such that on average, three key frames are selected feach track
of about 30 frames.
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Appearances from cameral

Appearances from camera?2

Figure 4.5: List of sample appearances taken under two overfapg and widely
separated cameras.

of foreground regions.

4.7 Experimental Results

We use the Honeywell appearance datasets for experimental exlon. The
classi cation and recognition performance is quantitativelyanalyzed in terms of
Cumulative Match Curve (CMC) and Expected Relative Margin. The expected
relative margin £ is de ned as a geometric mean of relative margins for all test
samples:

Y d

—2)1=Nr (4.18)

£=( =
- G
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Figure 4.6: Recognition performance with respect to the ineasing number of per-
sons (N = 10;20; 30,40, 50,60, 61) involved in training and testing. Here, only the
cases for 30 and 61 persons are listed. (‘norm': normalized cdiature, ‘rank':
color rank feature, “direct': appearance-based distané®,, "soft voting": discrimi-
native information-based distanceD4 = Dg,, ‘combinel' and ‘combine2': combined
distancesD;;D5.)

where Nt denotes the number of test samplesl;, denotes the distance of query
to the correct (same class) prototype, andl, denotes the distance of querg to
the closest incorrect (di®erent class) prototype. Our test data atude videos of 61
individuals taken by two overlapping cameras widely separatl in space. Figure 4.5
shows samples from all 61 appearances. We can observe that theadat has many
appearance ambiguities because a limited number of peoplereveised to create a
large number of "appearance’' classes by a partial change othilag for each person.
Also there are signi cant illumination, viewpoint and pose changs across the two
cameras.

Scalability: To show the scalability of our voting-based and combined ap-

proaches, we evaluated cumulative recognition rates and eeqied relative margins
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Figure 4.7: Recognition performance with respect to the chgimg number of training
samples (prototypes) per class.

for increasing number N = 10; 20; 30; 40; 50, 60; 61) of individuals involved in train-
ing and testing (Figure 4.6). For each of the 61 individuals, weelect one key frame
from a camera for training and one key frame from another cameefor testing, and
evaluated the performance using di®erent features and di®dreaining-testing data
(caml to cam2, cam2 to caml). The results show that our combinexpproaches
consistently perform better than the direct appearance-basedethod. More impor-
tantly, we note that our voting-based approach and combinedpproaches only have
very small degradations with increasing numbers of people, ihdirect methods re-
sulted in large degradation in recognition performance. Thiis more obviously seen
for the case of color rank features. We can see that our discrimtive information-
based combined distances are more useful in recognizing largenber of classes
than the direct appearance-based distances.

E®ects of Number of Training Samples: We compared recognition per-
formance over the number of training samples per class (Figuéer). We select three
key frames for each of 30 individuals from camera 2 as traigirsamples and three
key frames for each of 30 individuals from camera 1 as test saeml The gure

shows that increasing the number of training samples per classpmves cumulative
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Avg. Recog.
Approaches Rate

direct comparisons -

norm-direct-appearance 61 persons 0.56
norm-soft voting 61 persons 0.35
norm-combinel 61 persons 0.59
norm-combine2 61 persons 0.61
rank-soft voting 61 persons 0.71
rank-direct-appearance 61 persons 0.84
rank-combinel 61 persons 0.88
rank-combine2 61 persons 0.89
[135] rank-path length 61 persons 0.85

indirect comparisons -

[41] model tting 44 persons 0.59
[119] shape & appear. c. 99 persons 0.82

Table 4.3: Direct and indirect comparisons of top one recodin rates to state of
the art work. Our combined approaches with (color rank + heilgt) features are
marked as “bold'".

recognition rates and relative margins signi cantly.

Comparison with Other Approaches: We also compared the performance
of our voting-based and combined approaches to the direct aggrance-based ap-
proach in terms of average top one recognition rates on 61 imdluals. Both cases of
(Normalized Color + Height) and (Color Rank + Height) feature spaes show that
our combined approaches improve top one recognition rate$ direct appearance-
based method by 5-6% (equivalently, the error rate is reducdyy 31%) (Table 4.3).
Results on the same dataset with a same number of individuals arenspared to
Yu et al. [135P. Using similar number of pixels (500 samples) per appearance, our

combined approach obtained 4% better top one recognitiontea(equivalently, the

5The result of [135] is obtained from their most recent experiments.
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error rate is reduced by 27%) and is 5-10 times faster than [135This is because
computing path-length features for all samples signi cantly sivs down the process.
We used the much simpler normalized height feature to achievetbter performance.
Indirect comparisons (Table 4.3) to Gheissarit al. [41] and Wanget al. [119F on
datasets with similar number of people show that our approach isomparable to
state of the art work on person recognition.

Computational Complexity: The computational complexity’ of our learn-
ing algorithm is O(N?), while the complexity of our testing algorithm for a single

guery image isO(N ), which is the same as the traditional nearest neighbor method

6In [41,119], Datasets (which are publicly unavailable) of 44 and 99 individués are used.

"Using about 500 samples per appearance, the learning time for 61 appearances is ab@
minutes, and the time for matching a single query image to 61 prototypes idess than 2 seconds
in C++ on a Intel Xeon CPU 2.40GHz machine.
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Chapter 5
Prototype-based Action Recognition

5.1 Introduction

Recently, action recognition has been a popular research topin the vi-
sion community due to its wide applicability to multimedia aralysis and video
surveillance. It is the most primitive element in human movem# analysis and
event/activity analysis. Shape and motion have been shown to libe most impor-
tant and useful visual cues for human action recognition.

Many studies have been performed on visual cues and features fobust
action recognition. They can be roughly classi ed into three ¢agories: geometry-
based [62], motion-based [27,31,120,121], appearance-b$§2@db2,111], and space-
time feature-based [52, 79, 80, 89, 95, 101, 133]. The geowywstased approaches
recover information about human body con guration, but theyheavily rely on
object segmentation and tracking, which is typically dixcult and time consum-
ing. The motion-based approaches extract optical “ow featusefor recognition,
but they rely on segmentation of the foreground for reducing®&ects of background
°ows. The appearance-based approaches use shape and contourrnmétion to
identify actions, but they are vulnerable to cluttered comptx backgrounds. The
space-time feature-based approaches either characteriziats using space-time vol-

umes [12,44,52,53,89,101,133] or using space-time interesis [25,59,60,79,80,95].
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Acquisition of the space-time volumes usually requires foregnad/background seg-
mentation, which is itself a dixcult problem in real scenarios€.g. moving cameras).
Space-time interest points are suitable only when there is sigeant variation of im-
age intensity values in space and time dimension, so it is not patilarly suitable for
capturing smooth motions. Ref. [5] used trajectories of a niteumber of (manually
assigned) body interest points (called landmarks) to model andecognize human
actions, however, it is hard to automatically obtain these lagmarks in practical
applications.

Recently, there have been approaches,g.[4,49,51,60,69,72,77,94,103], com-
bining multiple features to detect and recognize actions. lpgev and Perez [60] used
shape and motion cues to detect drinking and smoking actions. uding et al. [51]
introduced a biologically inspired action recognition systerwhich used a hierarchy
of spatial-temporal feature detectors. Liwet al. [69] combined quantized vocabular-
ies of local spatial-temporal volumes and spin images. Shett al. [103] combined
shape and motion exemplars in a uni ed probabilistic frameworto recognize ges-
tures. Holte et al. [49] presented a view-invariant gesture recognition apprdac
using depth and intensity information. Schindler and Gool [Yextracted both form
and motion features from an action snippet to modeling and regnizing actions.
Niebles and Fei-Fei [77] introduced a hierarchical model aradhybrid usage of static
shape features and spatial-temporal features for action classition. Ahmad and
Lee [4] combined shape and motion °ows to classify actions from hnview image
sequences. Mikolajczyk and Uemura [72] extracted a large set afvidimensional

local features to learn many vocabulary trees to allow exci¢raction recognition
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and perform simultaneous action localization and recognan.

On the other hand, some approaches represented a human actieressequence
of basic units calledexemplars[28,103, 123, 124] oprimitives [111]. Elgammalet
al. [28] viewed an action as a sequence of leaned shape exempladsraposed tem-
poral constraints between di®erent exemplars by Hidden Mark&odel (HMM) [85].
Later, Shetet al. [103] extended this approach by including motion cues to imgve
recognition results. Weinland and Boyer [123] represented arten as a set of
distances from silhouette exemplars to the frames of the aaticequence and then
classi ed the action sequence using a standard Bayes classi er. In Wand et
al. [124], 3D exemplars are projected onto a 2D image plane so thlthey can be
directly compared to image observations. Thurawet al. [111] represented actions
by histograms of pose primitives and then performed action regnition by match-
ing histograms of pose primitives. Souvenir and Babbs [109] pided a compact
representation of primitive action for view-variant actionrecognition using manifold
learning. Wanget al. [121] introduced a hierarchical probabilistic model of hunra
actions based on a bag of motion words, where each frame corregjsto a motion
word.

Categorization methods are mostly based on machine learning pattern
recognition techniques. Ref. [28, 103] incorporated temgbrconstraints between
examplars using HMM, but it required a large training set and it $ ditcult to
choose appropriate examplars and HMM parameters (such as numiwoé states for
each action category). Holteet al. [49] used an edit distance to identify which of the
learned gestures best explains a query sequence of pose prir#j\but the require-
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ment of pose estimation and primitive matching limits the appoach'’s applicability.
The method in [111] usech-Gram models to represent local temporal context and
recognized actions based on histogram comparisons. Howeveraldemporal con-
text modeling of then-Gram model is insuzcient for handling complex actions since
temporal consistency cannot be globally guaranteed. Efrag al. [27] computed
motion-to-motion similarity matrices and then used a&k-NN classi er for classifying
a query action. Schuldtet al. [95] combined local space-time features with a Support
Vector Machine (SVM) classi er for action recognition. Fantiet al. [30] presented a
hybrid probabilistic model for human motion recognition andmodeled the human
motion as a triangulated graph. But this approach can be higi dependent on the
quality of point tracking. Sminchisescuet al. [107] integrated discriminative Con-
ditional Random Field (CRF) and Maximum Entropy Markov Models (MEMM) to
recognize human actions. Shet al. [105] combined semi-Markov model and HMM
to conduct human action segmentation and recognition. Vitaldevuni et al. [117]
presented a Bayesian framework for action recognition from pdy-kinesiological ob-
servations that ballistic movements are the basic units of hunmamovements. Wang
and Suter [118] used kernel principal component analysis (KAJ to get a low-
dimensional embedded space by performing nonlinear dimensbty reduction and
then explored factorial conditional random eld (FCRF) to clssify human actions
in the embedded space.

Previous work mostly relied on high dimensional descriptors fanodeling ac-
tion frames and used nearest neighbor (NN) de-nearest neighbor K-NN) classi ers
for database frame (or examplar) retrival and action recogtion, e.g. Gorelick and
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Blank et al. [11,44] and Efroset al. [27]. This can be expensive when the size of the
examplar database is large. On the other hand, existing apprcaes [86,134] mostly
assumed simple backgrounds or static cameras, and did not exfliciconsider the
challenging cases of dynamic backgrounds and the presencetbéomoving objects.

In contrast, we introduce a very ezxcient, prototype-based apmach for ac-
tion recognition. Our approach extracts rich information fom observations but
performs recognition exciently via prototype matching and dok-up table indexing.
In addition, it has an advantage of tolerating complex dyname backgrounds by
probabilistic model tting instead of brute force search of pose sge.

The block diagram of our system is shown in Figure 5.1. During tmaing,
background subtraction segments a person and localizes an antinterest region
around the person from which shape-motion descriptors are coatpd. Next, action
prototypes are learned vik-means clustering. During testing, humans are detected
and tracked using appearance information, and a frame-to-giotype correspondence
is established by nearest neighbor search. Finally, actions amcognized based on
dynamic prototype sequence matching. Similarity matricesaed for the matching
are rapidly obtained by look-up table indexing, which is an mler of magnitude
faster than the brute-force computation of frame-to-frame idtances. Our main

contributions are three-fold:

2 Actions are modeled by learning their prototypes in a joint shae-motion space

via k-means clustering.

2 Frame-to-frame distances are rapidly estimated via fast lookp table indexing.
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Figure 5.1: Overview of our approach.

2 A probabilistic framework is introduced for robustly detecthg and matching

prototypes, and recognizing actions against dynamic backgnods.

5.2 Action Representation

For representing and describing actions, action interest regis should be de-
“ned precisely around an actor (or human) so that the representain can be location

and scale invariant.
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5.2.1 Action Interest Region

We de ne an action (or gesture) interest region as a (square) regi around
a reference point €.g. the center of the square) in the human body. For full-body
actions, the reference point is de ned as the center of the bading box!* around the
localized person. The side-length of the square region is profianal to the height
of the bounding box. For gestures, similarly, the reference piis de ned as a point
on the bounding box's center-vertical axis. For the gesture tiset, the reference
point is at a distance of 1/8 of the box's height from the top ofhe box, while it is at
the center of the bounding box for the action dataset. The sidength of the square
region is proportional to the height of the bounding box. Sice we compute action
descriptors in each frame solely from its action interest regip robustly detecting
and tracking human bounding boxes (under dynamic backgrods) is critical for
overall action recognition performance. We will discuss dets of localization and

tracking in Sec. 5.4. Examples of action interest regions aitkistrated in Figure 5.2.

5.2.2 Shape-Motion Descriptor

A shape descriptor for an action interest region is represented a feature vec-
tor Ds = (s1:::Sh.) 2 R ™ by dividing the action interest region intong square grids
(or sub-regions)R;:::R,,. The i-th component of a raw shape descriptor measures

occupancy moments (averages of intensities) of that regi&. In the training phase,

INote that a "bounding box" here means a human bounding box, so is di®erent from actio
interest region. An action interest region is derived from a "bounding box" by a one-to-one

mapping.
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(a) A gesture interest region from the (b) Action interest region from the Weiz-
Keck gesture dataset mann action dataset

(c) Action interest region from the KTH
action dataset

Figure 5.2: Examples of gesture and action interest regions.

shape observations are binary silhouettes obtained by backgra subtraction; and
in the testing phase, the shape observations are either binaryrsuettes from back-
ground subtraction (under static backgrounds) or normalizedgrt-appearance-based
likelihood maps (under dynamic backgrounds).

A motion descriptor for an action interest region is representeas a feature
vector D, = (QF b, ; QF b, ; QF by ; QF b, ) 2 R "™, where QF b refers to quantized,
blurred °ow. We use the robust motion °ow feature introduced in [2Z] to compute
the motion descriptor as follows. The optical °ow eldF of an action interest re-
gion is divided into horizontal and vertical componentsF, and F,, each of which

is then half-wave recti ed into four non-negative channel§, ;F} ;F ;Fi . These
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(a) Optical “ow F (b) Fx;Fy (0) Floii ;Fhy

(d) QFby " ; QFby i (e) Gs
Figure 5.3: Visualization of the shape and motion descriptors. Yan optical “ow
“eld of an action interest region. (b) Motion °ow features in hoizontal and vertical

directions. (c) Gaussian blurred motion observation for four @nnels. (d) The
motion descriptor. (e) The shape descriptor.

channels are blurred with a Gaussian kernel to form the low-lelymotion observa-
tions (Fbi;Fb ; FIj ; FK, ). Then, as in computing shape descriptors, we map each
channel of the motion observations into low resolution by avaging them inside
uniform grids overlaid on the interest region. The resultingdur channel descriptors
are L, normalized independently and concatenated to form the math descriptor
Gm = (QF b ; QF b, ; QF by ; QF b, ). Figure 5.3(a), 5.3(b), and 5.3(c) show the pro-
cess of computing motion observations, and Figure 5.3(d) and3%e) illustrate the
“nal motion and shape descriptors, respectively.

We concatenate shape and motion descriptoB3s and D, to form joint shape-
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motion descriptors: D¢y, = (Ds; D) 2 R "™, wherengy, = ng+ np, is the dimension
of the combined descriptor. The distance between two gestureafnes,i.e. two
shape-motion descriptorsP2. and D2, is computed using the Euclidean distance
metric.

Based on the relative importance of shape and motion cues, we daarn a
weighting scheme for the shape and motion components Bf,, = (wsDs; WnDn)
(where the weights are chosen such that? + w2 = 1), where the optimal weights

Ws; Wy, can be estimated using a validation set by maximizing the recoigion rate.

5.2.3 Learning Shape-Motion Prototypes

Following the idea of [28,111], we represent an action as a sétasic action
units. We refer to these action units as action prototypes. Morformally, an action,

G of lengthn (the number of frames IinG), is represented as a sequence of prototypes
G = (0::::6h), where each prototypeg is represented as a high-dimensional feature
vector consisting of a shape componegt; and a motion componentgy,; .

Given the set of shape-motion descriptors from all action frarsef the training
set, we performk-means clustering in a joint shape-motion space using the Eudiain
distance. Since both of our shape and motion descriptors are tecquantization of
original shape and motion observations, the Euclidean distanceetric is reasonable
for clustering the joint shape-motion descriptors. From expaments, we found that a
simple k-means clustering algorithm is suzcient for learning prototyes in the joint

shape and motion space. The cluster centers are then used as thioagrototypes,
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(a) Shape components of prototypes (b) Motion components of prototypes
Figure 5.4: Visualization of shape and motion components of le&d prototypes
for k = 20. The shape component is represented as £616 grids and the motion
component is represented as four (orientation channels)£88 grids. In the mo-

tion component, grid intensity indicates motion strength and arrow' indicates the
dominant motion orientation at that grid.

hence action prototypes are also called shape-motion protptys. Examples of the
shape and motion components of our learned action prototypese visualized in
Figure 5.4. A merit of representing an action with the above mresentation is that
we can construct a prototype-to-prototype distance matrix (omputed o®-line in the

training phase) use it as a look-up table to speed up the actionaegnition process.

5.3 Action Recognition

The action recognition process is divided into two steps. The rstep is frame-

to-prototype matching, and the second step is prototype-basesequence matching.
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5.3.1 Probabilistic Framework for frame-to-prototype matching

Let random variablesV = (V&; V™) (whereV® and V™ denote appearance
and motion °ow observations, respectively) be observations froam image frameu
be a prototype random variable chosen from a set &flearned shape-motion proto-
types £ = ( y; [k:::kk), and ® denote the location §; y) and scales parameters of the
actor. Then, the frame-to-prototype matching problem is egjvalent to maximiz-
ing the joint likelihood p(V; u; ® of the image observation, prototype, and location.
Assuming V has a uniform prior (.e. p(V) is a uniform distribution), based on
the Bayes rule, we can decompose the joint likelihogV; 4; ® into likelihoods of

person localization term and frame-to-prototype matching s follows:

PV, ® /1 p(W; V)
= p(KV; ®p(EjV)

= p(HV (®)p(GV); (5.1)

whereV (®) denotes localized observation,e. observation speci ed by the localized
interest region. For simplicity, we maximizep(V;u; ® sequentially by separating
optimization of localization and action prototypes. Maximzation of this likelihood
p(®V) is exactly the problem of object localization, and giver®, maximization of

p(WV (®)) is the problem of frame-to-prototype matching.
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5.3.2 Independent Frame-to-Prototype Matching

Then, given the localized observation¥ (®) (assuming known localization®),
the prototype likelihood p(HV (®)) is evaluated and maximized via shape-motion
prototype matching. Assuming® is given, we perform the likelihood decompaosition

as follows:

p(V(®) /' p(V (®)jHp(K): (5.2)

In practice, the prior probability p(p) can be explicitly estimated by count-
ing occurrences of prototypes in the training set. Here, for splicity we assume
p(W is uniform, hence we estimate the optimal match, shape-motigprototype &,

according to maximum likelihood estimation (MLE) as:

W = arg max p(4V (®)) = arg max p(V (®)jp): (5.3)
W2 £ W2 £

We only search using the space (set) of learned action prototypp £ in-
stead of the entire high-dimensional pose space, making the methcomputationally
excient. Maximizing the prototype likelihood p(pjV (®)) is equivalent to minimiz-
ing the distanced between the descriptor determined by observationg (®) and a
prototype precomputed in the training phase, since the protgpe likelihood can be
modeled asp(V (®)) = exp(j d), where the distanced is directly computed as the
Euclidean distance between joint shape-motion descript@ (V) = ( Ds(V); Dm(V))

and a prototype descriptorD (1) = ( Ds(H); Dm (H)).
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5.3.3 Prototype-based Sequence Matching

5.3.3.1 Dynamic Time Warping

We use the dynamic time warping algorithm [93] to measure the stance
between actions. Suppose we have two actio@ and G, of lengthsjXj andjYj,
Gx = X1;X2; 15 Xjxj and Gy = y1;¥2; 15 Yy

Finding the best match of these two sequences is equivalent to ind a
minimum-cost path through a cost matrix to align these two sequems in time.
The warping path is de ned asW = wq; w,;:::;; Wk , whereK is the length of path
and satis es max{Xj;jYj) - K -j Xj+ jYj. The cost matrix is constructed by
computing all the distanced(x;;y;) between every pair of frames; andy; from
the action sequence$, and Gy. The distanceDist (Gx; Gy) between two actions
Gy and G, is given as the average of distances on the minimum-cost-pathtained
from dynamic time warping:

A ” !

Dist (Gx; Gy) = min dist(Xk:i; Y )=K (5.4)
k=1

where dist(Xy;i; Yi;j) is the distance between two framesy,; and yy; at the k-th

element of the warping path. Distanced(Xy;;Yx;j) can be computed via direct
Euclidean distance or look-up table of distances between anyd prototype. This is
also the reason for the computation di®erence between feattoefeature distance-

based approach and prototype-based approach.
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(a) Same gestures performed by di®erent persons

(b) Di®erent gestures performed by di®erent persons
Figure 5.5: Gesture matching results by dynamic time warpingColumns and rows

with low variation in intensities indicate that the correspording frame is static,i.e.
the average magnitude of motion °ows is very small.

5.3.3.2 Sequence Matching

We "rst compute the cost (or frame-to-frame distance) matrix bewveen a test
action G and each of the model action§Mg;-1 - in the training set, and then use
dynamic time warping to compute the distance$ D=1 --n, WhereD, = D(G; My).
Then, we nd the optimal match Gf using the minimum distance (ork-nearest
neighbor) classi cation.

To exciently compute the frame-to-frame distance matrices, weepresent a
test action G as a sequence of closest (nearest neighbor) shape-motion prgiety

learned in the training phase. Then, the distance between twatons can be repre-
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sented as the distance between two sequences of prototypes iadtef two sequences
of feature descriptors; and consequently the look-up table cstnucted in the training
phase can be used to speed up the computation of descriptor-basehfe-to-frame
distance matrices.

Figure 5.5 shows examples of gesture matching using the dynanirge warping
algorithm. The result shows that if the test action is matched awectly to a model
action, the red (dynamic time warping) path in the Figure 5.%a), as expected, is
close to diagonal; otherwise, it can be arbitrary, as shown in glire 5.5(b).

Two di®erent versions of our approach used to obtain action-extion distance
d(x;;y;) are: (1) Descriptor distance-based approach directly compes frame-to-
frame distances, (2) Prototype-based approach approximatesamme-to-frame dis-
tances by indexing the look-up table (of prototype-to-pradtype distances) precom-
puted during training. Frame-to-prototype distances are oly used to nd nearest
prototypes for test frames in the prototype-based approach. &teject non-modeled
gestures by thresholding action-to-action distances, wheredhhreshold is estimated

via cross-validation.

5.4 Action Localization

For di®erent test datasets, we use di®erent available appearancfimation
for detecting and tracking the person (or gesturer) in the sequnee. We rst detect
the person in the rst frame and then track his bounding box throgh subsequent

frames.
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More formally, assuming observation® #, V™ are independent, ando(®) is

uniform, the location probability is represented as:

p(&V)/ p(Vi®)
I p(V*Fi®)p(V™ [®)

I p(V®j®): (5.5)

In order to maximize p(®V), now we only need to maximizep(V#j®). We use
foreground segmentation maps or foreground color-likelibd maps to model the
location likelihood p(V 2Fj®).

For test datasets created with xed cameras, such as the Weizmanmtdset
and the KTH dataset, we use the codebook model-based backgrowubtraction [55]
to obtain binary foreground images, and then use integral imag [115] to evaluate
the coverage information for arbitrary rectangular regios. The resulting foreground
images might be noisy depending on the quality and contrast afiput video data.

In contrast, for test datasets created with moving cameras, sucts dhe Keck
gesture dataset, tracking is primarily based on appearance anmation. The location

likelihood P (V2°j®) is expressed as:

Y
p(V*j®) = p(V*()i®); (5.6)

j2f hitl g

whereh, t, and | denote the three parts, head, torso, and legs, respectively. Tag

103



Figure 5.6: Examples of action localization result on the K&dGesture dataset. Our
localization method can avoid the in°uence of a sceondary persmoving around
in the background and a moving camera.

logs to both sides, the equation becomes:

X
L(V*i®) = L(V*(1)i®); (5.7)

j2f hit;l g

where,L(V?(])j®) is modeled as the di®erence of average appearance-based-like
hood between the inside and the outside of a rectangle surroundia hypothetical
part location. Intuitively, this is like a generalized Laphcian operator and favors
situations in which the person matches well inside a detectionindow, but not co-
incidentally because the image locally mimics the color disbution of the person.
We exciently compute the coverage information using integrdmages [115]. We use
a generic human detector such as [22] for locating the persortle rst frame, then
build the color appearance model of the person and use it thrdugut. We employ
a tracker such as particle Tter [7,81] for tracking the personni 3D (location and
scale) space. The likelihood in Equation 5.7 is used as the obsgioan model of the
tracker.

For building human appearance models, we divide the human bpthto three
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Figure 5.7: Examples of action localization and tracking sailts on the KTH dataset.

Our localization method e®ectively handled in°uences of shaas, fast camera move-
ments, low contrast, poor background subtraction, and even misgj human silhou-
ettes for a short period of time.

parts, head, torso, and legs. Each part's appearance model ipmesented by a
color/grayvalue distribution. Here, we assume color informatin is available and
build color-appearance models for tracking. To allow mukmodality of the un-
derlying density, kernel density estimation is used to obtain t color distribution.
Given a set of pixelsf xjgi-; ..y from an image region, where; is a d-dimensional

feature vector representing a color, we can calculate the fyability that an observed
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(a) The Keck Gesture Dataset (b) The Weizmann Action Dataset

(c) The KTH Action Dataset

Figure 5.8: Datasets. (a) The Keck gesture dataset consisting of @lf®erent ges-
tures, (b) The Weizmann action dataset consisting of 10 di®erentt#ons, (c) The
KTH action dataset consisting of 6 di®erent actions collected der 4 di®erent sce-
narios.

pixel y belongs to that image region as [56]:

1 X v
PY) = Ky (Y i Xi): (5.8)

i=1 j=1

where the functionK (¢ is a kernel function and dimensiorj of the feature vector
has bandwidth 3. To tolerate illumination variability, the normalized rgs color

spacel = mro519= mrarg;S= otB) is used. We chose the Gaussian &s(¢

in our experiment, and the channel bandwidths are set t&% = 0:02, % = 0:02 and
¥ = 20.

Figure 5.6 shows some examples of our localization results oe tkeck Gesture
Dataset. There is a secondary person continuously moving arouimtthe background
and the camera is often moving fast. Our localization approhaan get rid of these

in°uences. Figure 5.7 presents some examples of the localizatiesults on the KTH
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Figure 5.9: Confusion matrix for gesture recognition against static background.

Table 5.1: Feature-based recognition result (leave-one outgzedure).

method recog. rate (%)
motion only 92.86
shape only 92.86
joint shape and motion 95.24

dataset. From our experiments, we found that our localizatiomethod can detect
and track objects even with very poor silhouettes from backgund subtraction due
to the robustness of our tracking algorithm. That is to say, our pproach can be

applied to poor binary silhouettes, which is very useful for pical applications.

5.5 Implementation details

In this section we give implementation details of our recogiion approach
in order to guarantee the reproducibility of results of our aproach. The stan-

dard deviation ¥0f the gaussian kernel for blurring the four non-negative chaels
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Table 5.2: Prototype-based recognition result (leave-one oprocedure). Joint mo-
tion and shape descriptors are used for the evaluation. The aage time is computed
as the average of computing an action-to-action similarity mdrix.

method recog. rate(%)| avg. time (ms)

Our method: descriptor dist. 95.24 154.5
Our method: look-up(20 prot.) 90.48 21.8
Our method: look-up(40 prot.) 90.48 22.2
Our method: look-up(60 prot.) 90.48 22.6
Our method: look-up(80 prot.) 90.48 23.2
Our method: look-up(100 prot.) 92.86 25.6
Our method: look-up(120 prot.) 90.48 22.3
Our method: look-up(140 prot.) 92.86 22.7
Our method: look-up(160 prot.) 95.24 23.2
Our method: look-up(180 prot.) 95.24 25.6

Shetet al. [103] 83.7 N/A

Table 5.3: Feature-based recognition result using a moving cam viewing a dy-
namic background.

method recog. rate (%)
motion only 87.5
shape only 53.57
joint shape and motion 91.07

F.;Fi;Fy/;Fj issetto5. Before concatenating a shape descriptGg and a motion

descriptor D, to form a joint shape-motion descriptorDgy,, the shape descriptor
Ds and motion descriptorD,, are normalized byL, norm, respectively. We found
that this independent channel normalization scheme is cruwifor obtaining high

recognition rates. In the training phase, we exclude framesr(descriptors) with

no motion or shape information from thek-means clustering input data,i.e. those
frames of whichL ,-norm of raw shape and motion descriptors are excluded.

In the testing phase, computation of shape descriptddg is di®erent for dif-
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Table 5.4: Prototype-based recognition performance using aomng camera viewing
a dynamic background. The average time is the average of thene needed to
compute an action-to-action similarity matrix.

method recog. rate (%)| avg. time (ms)

descriptor dist. 91.07 96.5
look-up(20 prot.) 55.36 7.2
look-up(40 prot.) 75 7.3
look-up(60 prot.) 76.79 7.4
look-up(80 prot.) 82.14 7.2
look-up(100 prot.) 80.36 7.2
look-up(120 prot.) 89.29 7.2
look-up(140 prot.) 82.14 7.3
look-up(160 prot.) 82.14 7.7
look-up(180 prot.) 89.29 7.8

Table 5.5: Feature-based recognition result on the Weizmanrathset.

method recog. rate (%)
motion only 88.89
shape only 81.11
joint shape and motion 100

ferent datasets used in our experiments. For the Keck gesture daet, we use the
normalized color-part-appearance-based likelihood maps tompute the shape de-
scriptors because this dataset can not simply use background sudattion to obtain
binary silhouettes. For the Weizmann action dataset and the KTHaction dataset,
we perform background subtraction for each action sequencedasimply compute
the shape descriptors using the resulting binary silhouettes.

Our recognition approach classi es an action by matching it toy of the
model actions in the training set and then performingk-NN classi cation. The

range ofk in k-means clustering was set by cross-validation on a validation set
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(a) Descriptor-based approach (b) Prototype-based approach k = 180)

Figure 5.10: Confusion matrices for gesture recognition usirgg moving camera
viewing gestures against dynamic backgrounds.

during training. Typically, the optimal k is assigned to the value which achieves
the best overall recognition rate on the validation set. It is lghly dependent on
the characteristics of individual datasets. For the Keck gesterdataset and Weiz-
mann dataset, varyingk from 80 to 180 results in stable recognition rates from our
experiments, while for the KTH dataset, the optimal range ok is from 200 to 300.
Because the action-to-action similarity matrix is symmetricwe only compute

its elements in the upper or lower triangle for speeding up theecognition process.

5.6 Experiments

We evaluated our approach both on a gesture dataset and two amti datasets
in terms of recognition rate and computation time. The shapeaotion descriptor is

512-dimensional which consists of a 256-dimensional shape desoriand a 64£ 4 =
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256-dimensional motion descriptor.

5.6.1 Evaluation on the Keck Gesture Dataset

Similar to [103], we collected a dataset consisting of 14 di®ergesture classes
which are a subset of military signals [114]. Because we collectbe dataset in our
Keck laboratory, we named it the Keck Gesture Dataset. Figure.8(a) shows sam-
ple training frames of the gesture data. Compared to the dataseised in [103]
which assumes a static camera and simple background both for tnaig and test-
ing, our dataset has the same classes of gestures but much more lehgke due to
moving cameras, moving objects and dynamic backgrounds. Thed®llenges are
very common for human-robot interaction.

The gesture dataset is collected using a color camera with &880 resolution.
Each of the 14 gestures is performed by three people. In eachusatce, the same
gesture is repeated three times by each person. Hence there afe 3£ 14 = 126
video sequences for training which are captured using a xed cam with the person
viewed against a simple, static background. There are 168 videequences for testing
which are captured from a moving camera and in the presence @fdkground clutter

and other moving objects.

5.6.1.1 Gesture Recognition against a Static Background

We evaluated our recognition approach based on a leave-ond-experiment

using the training data. The confusion matrix is shown in Figures.9. Table 5.1
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shows that the recognition rate of our approach using the joinshape-motion de-
scriptor outperforms using the shape only feature descriptor @notion only feature
descriptor. The recognition rate of our approach is 95.24% vadh is much better
than Shetet al. [103] which reported an overall recognition rate of 83.7% @simpler
gesture dataset than ours.

Table 5.2 shows that the prototype-based approach achievestiame recogni-
tion rate as using the more computationally demanding desctipr-based approach.
When k = 1600r180, the prototype-based approach obtained 95.24% recogorit
rate which is the same as the result of the descriptor-based appoh, but the com-
putational cost of the prototype-based approach is much lowdhnat of the descriptor-

based approach.

5.6.1.2 Gesture Recognition against a Dynamic Background

This experiment was performed using a moving camera viewinge gesturer
against a dynamic background, where one person (who is regatdes the gesturer)
performed the speci ed fourteen gestures in a random order anklet other person
(who is regarded as "noise’) moved continuously around the gestr making recog-
nition more challenging. The experimental results using di®emt features are shown
in

Table 5.3. The joint shape-motion descriptor outperforms p& shape and
motion-based features. Pure shape-based features obtained pp@formance. This

is because appearance-based likelihood maps were too noisgbpbly due to the
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strong color similarity between the gesturer and some parts of éhbackground and
the distracting person at times. On the other hand, because thedfiacting person
did not always overlap with the gesturer, the camera motion v&not always rapid.
So there are many frames with small background °ows. the pure mon-based
approach obtained quite good performance due to the robusse of the motion
descriptors to small background °ows in many gesture frames.

As shown in Table 5.4, the prototype-based approach achieved ancuracy
similar to the descriptor-based approach, but is an order of magude faster. Fig-
ures 5.10(a) and 5.10(b) show the confusion matrices for bothd descriptor-based

and the prototype-based approaches.

5.6.2 Evaluation on the Weizmann Action Dataset

The Weizmann dataset [44] contains 90 videos of 10 actions fsemed by 9
di®erent people. Example frames of the this dataset are shown Figure 5.8(b).
We used background subtraction to obtain a single largest foregind blob and lo-
calize the person. We performed leave-one-out experimentsing nearest neighbor
classi cation to evaluate both the joint shape-motion descriptoand the prototype-
based recognition method. Table 5.5 shows comparative resudtsour joint shape-
motion descriptors with “shape only' and "motion only' descriprs in terms of av-
erage leave-one-out recognition rate. The joint shape-moti descriptors obtained
100% recognition while “shape only' and "'motion only' desctgrs obtained much

lower recognition rates.
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Figure 5.11: Confusion matrices on the Weizmann dataset usinigg prototype-based
approach k = 180).

We also evaluated the performance of the prototype-based appich with re-
spect to the number of prototypesk from 20 to 180, and compared these to the
brute force descriptor-based apporach. As shown in Table 5.6 etlprototype-based
approach achieved an average recognition rate - 98.52%, dadobust to the selec-
tion of k. The recognition rate reached 100% at = 140; 180 which is the same
as the descriptor-based approach. Comparing the computatidimes, the proto-
type and look-up table-based method is almost 26 times fasterah the brute force
descriptor-based approach but with only a slight 1 2% degradation of recognition
rate. The confusion matrix of look-up table indexing-based gpoach is shown in
Figure 5.11. We have compared the experimental results withate of the art action
recognition approaches [5,11,31,51,69,77,79,111, 1h8Table 5.6. Our approach
achieved the same perfect recognition rate as Fathi and MoB81] and outperformed

all the other approaches signi cantly.
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Table 5.6: Prototype-based recognition performance on theamann dataset. The
recognition rate is averaged based on leave-one-out expezitts and the average time
is computed as the average of computing an action-to-acti@milarity matrix. The
results of [5,11,31,51,69,77,79,111,118] are copied fréma original papers.

method recog. rate (%) | avg. time (ms)
Our method: descriptor dist. 100 134
Our method: look-up(20 prot.) 82.22 0.5
Our method: look-up(40 prot.) 91.11 0.6
Our method: look-up(60 prot.) 94.44 0.5
Our method: look-up(80 prot.) 96.67 0.5
Our method: look-up(100 prot.) 97.78 0.5
Our method: look-up(120 prot.) 97.78 0.6
Our method: look-up(140 prot.) 100 0.5
Our method: look-up(160 prot.) 98.89 0.6
Our method: look-up(180 prot.) 100 0.5
Fathi & Mori [31] 100 N/A
Thurau et al. [111] 94.40 N/A
Niebleset al. [79] 90 N/A
Ali et al. [5] 92.6 N/A
Jhuang et al. [51] 98.8 N/A
Liu et al. [69] 89.26 N/A
Niebles & Fei-Fei [77] 72.8 N/A
Wang et al. [118] 97.78 N/A
Blank et al. [11] 99.61 N/A

5.6.3 Evaluation on the KTH Action Dataset

The KTH Action Dataset [95] includes 2391 sequences of six actictasses:
"boxing', "hand clapping’, "hand waving', “jogging’, ‘runing' and “walking', per-
formed by 25 actors in four scenarios: outdoors (s1), outdoorsthvscale variation
(s2), outdoors with di®erent clothes (s3) and indoors (s4). Exagfte images from
this dataset are shown in Figure 5.8(c). The KTH dataset is knowmo be more
challenging than the Weizmann dataset due to non-colored grscale input videos,
low contrastness, frequent shadows, scale variations, etc. Praxwsowork regarded
the dataset either as a single large set (all scenarios in one) arfaur di®erent sub-
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(a) sl scenario using descriptors (b) s2 scenario using descriptors

(c) s3 scenario using descriptors (d) s4 scenario using descriptors

Figure 5.12: Confusion matrices for individual scenarios ugjrthe descriptor-based
approach.

datasets (individual scenarios as one sub-dataset trained arebted separately). We
perform experiments using both of these settings for better duating our approach
in the context of other results reported on this dataset.

We evaluated our descriptor-based approach and prototype-bad approach
using leave-one-out experiments, where one action sequencdgomed by an actor

is as the test sequence and all remaining action sequences peréa by other ac-
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(a) s1 scenario using prototypes K = 240) (b) s2 scenario using prototypes k = 300)

(c) s3 scenario using prototypes k = 200) (d) s4 scenario using prototypes k = 240)

Figure 5.13: Confusion matrices for individual scenarios ugjrthe prototype-based
approach.

tors are as the training sequences. Table 5.7 presents that owcognition results
under four di®erent scenarios using joint shape-motion desciapt "shape only', and
‘motion only' descriptor. As a result, joint shape-motion desaptor achieved better
recognition rates than “shape only' and "motion only' desctiprs in all four sce-
narios. Figure 5.12 shows the confusion matrices for action ogmition using our

descriptor-based approach. From this gure, we can observe thatost recognition
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(a) Descriptor-based approach (b) Prototype-based approach «=220)

Figure 5.14: Confusion matrices for the "all-in-one' exp@nents.

errors are produced by "Jogging' and "Running' actions. This reasonable because
even human eyes are dixcult to discriminate the two. Misclassi cébns between
"Boxing', 'Running’, and "Jogging' are possibly caused by inaurate detection and
localization of actors.

In addition, we evaluated the performance of our prototyp&ased approach
using di®erent number of prototypesk = 200; 220 240 26Q 280 300, and compared
it to the descriptor-based approach. The experimental resulia Table 5.8 show that
our prototype-based approach can get similar recognition res as the descriptor-
based approach, but is approximately 17 times faster. We alsoropared our results
with state of art action recognition approaches [4, 51, 94]. d&h versions of our
method achieved the highest recognition rates under the s1, sBdas3 scenarios,
and the results are comparable to these approaches under the sénsgio. More-
over, our average recognition rate for all four scenarios i5:97%. To the best of our

knowledge, this is the highest among all published results ondglKTH dataset. Fig-
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Figure 5.15: Examples of frame-to-prototype matching. Tap The Keck gesture
dataset. Notice that the background against which the gesturesiviewed changes
as we move through the gure, as does the location of the gestuiie the frame.
Middle: The Weizmann dataset. Bottom: The KTH dataset.

ure 5.13 presents confusion matrices for action recognitiosing the prototype-based
approach. Misclassi ed cases are similar to that of the descripttiased approach.
Finally, we evaluated our approach in the context of “all-irone’, i.e. all sce-
narios in a single set. We compared our approach with state of ampproaches [25,
31,52,78,80,95,121] in terms of recognition accuracy, a®wh in Table 5.8. The
results show that our descriptor-based approach achieved theghiest recognition

rates. Compared to descriptor-based approach, the prototygeased approach re-
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Table 5.7: Feature-based recognition result on the KTH dataséthe unit for recog-
nition rate is percentage.

method/recog. rate/scenario| sl s2 s3 s4
motion only 92.82| 78.33| 89.39| 83.61

shape only 71.95| 61.33| 53.03| 57.36

joint shape and motion 98.83| 94 | 94.78| 95.48

sulted in slight degradation (about 5 6%) in the recognition rate, but it is almost
14 times faster and outperformed most of the current state of adpproaches. Fig-
ure 5.14 shows confusion matrices of both version of our methaedrh the "all-in-one'
experiments. Similar to the experiments on the individual scarios, misclassi ca-
tions here are also mainly occurred between "Jogging', "Rung’, and "Walking',
which is reasonable considering similarity of these three aati.

Figure 5.15 shows some qualitative results of frame-to-proigie matching for

the Keck gesture dataset, the Weizmann action datset, and the KT action dataset.

5.6.4 Discussions

We experimented with three di®erent datasets in order to show ¢he®ective-
ness and the robustness of our approach. Our method is shown to hute successful
for recognizing actions under dynamic backgrounds. While fitas several limitations
to be handled in our future work. Firstly, it performs frame-b-prototype matching
using nearest-neighbor search which is based on the assumptionttirame obser-

vations are independent and identically distributed. But fo many applications, this
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Table 5.8: Prototype-based recognition performance on theTk dataset. The
recognition rate is averaged based on leave-one-out expegitts and the average
time is computed as the average of computing an action-to4an similarity matrix.
The results of [4, 25, 31, 51,52, 69, 78, 80, 94, 95, 121] areiebdrom the original

papers.

recognition rate (%) / time (ms)

method sl s2 s3 s4 avg. all-in-one
Our method: descriptor dist. 98.83 / 15.2 94 /19.3 94.78 | 14.5 95.48 / 16.7 95.77 / 16.43 93.43/15.2
Our method: look-up(200 prot.) 96.83 /0.9 85.17 /1.2 92.26 /0.8 8579 /1.1 90.01/1.0 8754 /1.1
Our method: look-up(220 prot.) 96.33 /0.9 83.33/1.3 92.09/0.8 86.79 /1.1 89.76 / 1.0 88.04 /1.1
Our method: look-up(240 prot.) 97.50 / 0.9 83.50 /1.3 91.08 / 0.8 90.30 /1.1 90.6 /1.0 87.70 /1.1
Our method: look-up(260 prot.) 96.33 /0.9 84.17 /1.2 90.74 /0.8 8796/ 1.1 89.8/1.0 87.37 /11
Our method: look-up(280 prot.) 96.83 / 0.9 85.67 /1.2 90.40 / 0.8 86.79 /1.1 89.92 /1.0 87.29 /1.2
Our method: look-up(300 prot.) 96.66 / 0.9 86.17 /1.2 90.07 /0.8 8997 /1.1 90.72 /1.0 87.49 /1.2

Schindler & Gool snip.1 [94] 90.9 / N/A 78.1 / NIA 88.5 / N/A 92.2 / N/A 87.43 | NIA 88 / N/A
Schindler & Gool snip.7 [94] 93.0 / N/A 81.1/ N/A 92.1 / N/A 96.7 / N/A 90.73 / N/A 90.9 / N/A
Ahmad & Lee [4] 90.17 / N/A 84.83 / N/A 89.83 / N/A 85.67 / N/A 87.63 / NIA 88.83 / N/A

Jhuang et al. [51] 96.0 / N/A 86.1 / N/A 89.8 / N/A 94.8 / N/A 91.68 / N/A N/A
Liu & Shah [69] N/A N/A N/A N/A 94.15 / N/A N/A

Niebles et al. [78] N/A N/A N/A N/A N/A 81.5/ N/A
Dollar et al. [25] N/A N/A N/A N/A N/A 81.17 / N/A
Schuldt et al. [95] N/A N/A N/A N/A N/A 71.72 | N/A
Ke et al. [52] N/A N/A N/A N/A N/A 62.96 / N/A
Fathi & Mori [31] N/A N/A N/A N/A N/A 90.50 / N/A
Nowozin et al. [80] N/A N/A N/A N/A N/A 87.04 / N/A
Wang et al. [121] N/A N/A N/A N/A N/A 92.43 /| N/A

assumption is a poor one. This is the reason why matching resultsr fsome ac-
tion sequences are non continuous and possibly random. Secgndil the training

phase, we learned the shape-motion prototype dy-means clustering in the joint
shape-motion space. When the dataset and the valle are very large,k-means
clustering is very slow. Thirdly, in the testing phase, when ther is no color infor-
mation for a person of interest, we detect and track him using pgs appearance
likelihood maps or the silhouette information from backgrond subtraction. When
the person's cloth color is very similar to background or therés no pure back-
ground available, the background subtraction is not applidae. Finally, although

good overall recognition performance is achieved, our feae representation still has
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dixculties di®erentiating some classes of actions due to largeriility of actions

performed by di®erent individuals. Discriminative analysis dieatures between dif-
ferent actions might mitigate this issue to some degree. In spité these limitations,
the experimental results have shown that our approach can metbte needs of action

recognition in practical applications.
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Chapter 6

Conclusion and Future Work

We described a probabilistic hierarchical part-template mahing approach to
match human shapes with images to detect and segment humans sitaneously.
Local part-based and global shape-template based approaches eombined to de-
tect and segment humans from images. Based on the shape matchimpraach,
we rst introduced a pose-invariant (articulation-insensitivg image descriptor for
learning a discriminative classi er for challenging problemsfaetecting and seg-
menting humans in generic photos. The descriptor is computediaptively based
on human poses instead of concatenating features along 2D imadgcations as in
previous approaches. Speci cally, we estimate the poses usingaat fhierarchical
matching algorithm based on a learned part-template tree. @&n the pose estimate,
the descriptor is formed by concatenating local features alg the pose boundaries
using a one-to-one point correspondence between detected aadonical poses. The
pose-adaptive descriptors are trained using kernel SVM classi et discriminate
humans from nonhumans. For applying the tree matching appreh to multiple
occluded human detection in crowded surveillance scenariose &iso introduce a
Bayesian approach to iteratively optimize human con guratias in images.

The results demonstrate that the proposed part-template tree adel captures

the articulations of the human body, and detects humans rolstly and ezxciently.
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Although our approach can handle the majority of standing huma poses, many of
our misdetections are still due to pose estimation failures. Th&iggests that the de-
tection performance could be further improved by extendinthe part-template tree
model to handle more ditcult poses and to cope with alignment gars in positive
training images. We are also investigating the addition of cal@nd texture informa-
tion to our local contextual descriptor to improve the detedbn and segmentation
performance.

The KDE-EM framework has fast convergence and achieves acai# results
for color-based segmentation. The incorporation of local cwast-dependent MRF
and PS pose model inference shows the combined local and glgiv@rs give very
accurate segmentations, while human poses are estimated simo#ausly. The pose-
assisted segmentation approach is also generalized to the case witipte occluded
human segmentation based on a layered occlusion model and a @iobstic occlu-
sion reasoning method. Experiments show that our approach ingres KDE-EM
to a large extent while preserving the basic computational costnd running time.
Currently our approach can deal with most standing human pose$r¢nt/back and
side views) but has limitations on handling self-occlusion andepforming inference
on more dixcult poses. We need to extend our system to incorporat@-process
user adjustments €.g. correcting orientation of arms) to handle pose inference in
these these cases. Another future direction is to generalize thgpaoach to the cases
of other object categories.

We introduced a pairwise comparison-based learning and classitica frame-
work for appearance-based recognition. We used a learned sefpafrwise invari-
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ant pro les to adaptively calculate distances from a query to itotypes so that

the expected relative margins can be improved. The combinetistances from ap-
pearance and discriminative information lead to signi cant irprovements over pure
appearance-based nearest neighbor classi cation. We also exmentally validated

the scalability of our approach to larger number of categorse We are currently gen-
eralizing the framework for matching and recognizing peaplunder occlusion. Also,
we want to apply the approach to real-time person recognitiom multi-camera sys-
tems by considering speci ¢ appearance database management swe including
appearance addition, removal and update schemes.

The experimental results demonstrate that our gesture and acim recognition
approach is both accurate and ezxcient, even when the action isewed by a mov-
ing camera and against a possibly dynamic background. Our futeiwork includes
investigation of more robust frame-to-prototype matching meods. For example,
using HMM to incorporate temporal constraints on the prototypesequence estima-
tion. Although we introduced a fast and e+cient action recognibn approach, it is
still based on separate and independent detection and recogait schemes. Hence,
we are extending it to simultaneous action detection and segmtation in order
to handle more challenging cases such as the presence of mutigl®erent actions
performed simultaneously by multiple actors. We are also explag discriminative
feature learning algorithms for improving our recognitiorperformance.

Even though robust performance can be obtained in these fundantal prob-
lems, there are still many unsolved problems in integrating tlse fundamental com-
ponents into a robust surveillance system capable of automatiaiman movement
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analysis and event/activity analysis. Fore example, the incporation of scene-
speci ¢ cues or high-level spatial or temporal contexts wouldake human movement
analysis more reliable and accurate. In the future, we aim tmmbine our approaches
to human detection, segmentation, person and action recogiaih in a uni ed system

framework for application in challenging real-world scenaos.
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