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Computer vision research has seen tremendous success in recent times . This success can be

attributed to recent breakthroughs in deep learning technology and such systems have been shown

to achieve super human performance on several academic datasets. Driven by this success, these

systems are actively being deployed in several household and industrial applications like robotics.

However, current systems perform poorly when deployed in the real world, a.k.a in-the-wild, as

most of the assumptions made during the modeling stage are violated. For example, consider

object detectors, they require clean data for training and they are not effective in detecting or

rejecting novel categories not seen in the data.

In this thesis, we systematically identify problems that arise in a typical learning setup, the

input, model and the output, and propose effective solutions to mitigate them.



In the �rst part of the dissertation, we identify challenges with data in-the-wild. It is known

that performance of deep learning systems is heavily dependant on the quality of labeled data.

For object detectors, labeled data consists of bounding box annotations in addition to a category

label. In this dissertation, we tackle the problem of Sparsly Annotated Object Detection (SAOD),

i.e. training object detectors with missing bounding box annotations. We identify that falsely

penalizing the network, due to missing labels, is the leading cause for the drop in performance

in SAOD. We propose R-SSL, a novel system built on the insight that SAOD can be formulated

as a semi-supervised learning problem on regions. We observe that existing SAOD methods

operate under certain restrictive assumptions and fail at higher levels of sparsity in the labeled

data. The proposed approach enables us to relax these assumptions and aids the model to mitigate

the shortcomings at different levels of sparsity.

In the second part of the dissertation, we consider the problem of person re-identi�cation

in unconstrained scenarios. For the task of object re-identi�cation, i.e. identifying an object

in multiple cameras with non-overlapping �elds of view, CNNs lack the tools to perform precise

comparison between two images. This problem worsens when the images are obtained from cam-

eras that are unconstrained and in-the-wild, which is often the case in surveillance application.

We identify that proper alignment between the contents of images can greatly alleviate this issue.

Prior work has addressed this problem, but the alignment is often imprecise. We draw inspiration

from the top-down visual attention in neuroscience and propose a pose-guided alignment network

for person re-identi�cation.

In the third and �nal part of the thesis, we discuss the challenges with deploying practical

systems in the real world and propose solutions to address them. To be precise, most deep learn-

ing models operate under a closed world assumption. This assumption fails when models are em-



ployed in-the-wild, where the likelihood of encountering novel scenarios/categories is higher. We

propose two novel algorithms for object discovery that can automatically localize and discover

novel categories in a large corpus of unlabeled data. Our proposed system leverages knowledge

about known categories to improve identifying and semantically grouping instances of unknown

categories. We demonstrate the effectiveness of our methods with rigorous experimental setups.
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Chapter 1: Introduction

1.1 Motivation

Deep learning has revolutionized the �eld of arti�cial intelligence in the past decade. In

computer vision, deep networks have shown remarkable performance in image/video recogni-

tion [5–10], detection [11–17], generation [18–23] etc. This success can be attributed to interdis-

ciplinary efforts like large scale data collection and annotation [24–30], advances in specialized

hardware [31], and effective model architectures [5–8, 32, 33]. As a result, there is a dramatic

increase in the number of computer vision systems being deployed in several industrial and con-

sumer applications.

This success, while impressive, has largely been demonstrated in controlled settings, char-

acterized by clean labels for training, and datasets with �xed vocabulary of categories, high qual-

ity trimmed videosetc. In the real world, these assumptions seldom hold true. To deploy com-

puter vision systems in a realistic setting, their behavior needs further investigation. The visual

world that surrounds us, is extremely diverse and intricate. An agent exploring such an environ-

ment is bound to encounter novel scenarios, like new objects, extreme viewpoints, unfavourable

conditionsetc., fairly often. Humans, are adept at handling such situations and quickly adapt to

the new conditions. The same cannot be said about computer vision systems which lack the tools

for adaptation. As a result, care should be taken while deploying such systems in the real world,
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Figure 1.1: (Left): Image illustrating the problem with closed world assumption of object detec-
tion models. A model that has never seen a giraffe predicts one of the known classes instead of
rejecting the sample.(Right): Image illustrating the differences between the training data and the
data encountered in-the-wild. The performance of state-of-the-art classi�cation models drops by
40% when tested on real world data [34]!

a.k.ain-the-wild, as small mistakes can compound leading to catastrophic outcomes in systems

like autonomous vehicles.

Let's understand the problems that computer vision systems face in-the-wild with a few ex-

amples. Consider an object detector, trained on a popular detection dataset (PASCAL-VOC [35]),

to localize and identify twenty objects like: television, monitor, train, sheep, horse, cowetc. This

object detector attains a performance of over 80% on the validation set. In Fig.1.1 (left), we

show the output of the object detector when it encounters a new animal, giraffe, that is not a class

seen during training. It outputs one of the known classes (horse, dog, bird and cow) as the output

with a high con�dence. Object detectors are not effective in rejecting categories they have not

been trained on but instead predict one of the known categories as the output. Consider another

example shown in Fig.1.1 (right). Data used typically to train an object recognition system, for

chairs, is shown on the left. But in reality, chairs can appear in different poses and con�gurations,
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due to clutter and movement, as shown on the right. An ideal recognition system should be able

to identify chairs in any con�guration, but in practice, the performance drops by 40-50% [34].

Such behaviours have serious consequences in technology stacks where false positives of one

system affect other components of the stack.

These examples are two out of the multitude of problems faced by computer vision systems

when deployed in-the-wild. In this dissertation, we take a step towards a systematic analysis of

in-the-wild visual understanding and propose solutions to mitigate the negative consequences.

1.2 Contributions

Consider a typical learning setup consisting of the input, the model, and the output. There

are challenges that systems face in each of these major components in-the-wild. For the input,

assumptions like the availability of clean and exhaustive supervision for training no longer hold

true because of time and monetary constraints. Similarly for the model, assumptions like induc-

tive biases, generalization of model architecture and optimization algorithm are often violated.

Majority of the training setups operate on a closed world setup, making the output of such sys-

tems unsuitable for deployment. In this section, we summarize the techniques we developed for

addressing challenges with each of the components of a learning system.

Challenges with input: In the �rst part of the dissertation, we focus on challenges that arise with

the input. Chapter3 studies the effect of training with missing/sparse bounding box annotations

on the performance of object detectors. It is widely known that training with sparse annota-

tions reduces the performance of object detectors. Previous methods have focused on proxies for

missing ground truth annotations either in the form of pseudo-labels or by reweighing gradients
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for unlabeled boxes. In contrast, we formulate the problem of sparsely annotated object detec-

tion as semi-supervised learning at a region level. Next, we propose an end-to-end system that

learns to separate the proposals into labeled and unlabeled regions. The labeled and unlabeled

regions are then processed differently, similar to semi-supervised learning, thereby reducing the

negative effect of missing annotations. This novel approach has multiple advantages like im-

proved robustness to higher sparsity when compared to existing methods. We conduct exhaustive

experiments on �ve splits on the PASCAL-VOC and COCO datasets achieving state-of-the-art

performance. In Chapter4, we show the advantages of leveraging natural language descriptions

to detect “surprise/unknown” activities in-the-wild. Labeling activities, with both spatial and

temporal boundaries, can be very expensive and it is impossible to annotate every possible activ-

ity known to us. In the absence of visual data, natural language descriptions of activities can be

leveraged to detect previously unseen activities effectively. Our proposed pipeline consists of two

branches: a few shot visual learner and a zero shot multi-modal model. Our system can detect

“surprise” activities with just its natural language description or with as few as 1 labeled sample.

Challenges with model: The second part of the dissertation deals with challenges that arise

with the model architecture. We observe that deep neural networks are not effective for object

re-identi�cation in surveillance data. We present a novel deep neural network for video-based

person re-identi�cation designed to address two major issues that make this problem dif�cult.

The �rst is dealing with misalignment between cropped images of people. For this we take

advantage of the OpenPose network [36] to localize different body parts so that corresponding

regions of feature maps can be compared. The second is dealing with bad frames in a video

sequence. These are typically frames in which the person is occluded, poorly localized or badly

blurred. To address this issue, we design a temporal attention network that analyzes feature maps
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of multiple frames to assign different weights to each frame. This allows more useful frames to

receive more weight when creating an aggregated feature vector representing an entire sequence.

Our resulting deep network improves over the state of the art by a large margin on all the standard

test sets for video-based person re-id.

Challenge with output: In the �nal part, we challenge the close world assumption of recogni-

tion models. Models trained with a �xed set of categories fail to reject novel/unknown classes. In

this part, we tackle object category discovery, which is the problem of discovering and localizing

objects not seen during training in a large unlabeled dataset. We discuss two methods for large

scale discovery of objects from unlabeled data. First, we propose a dual memory framework for

discovering novel objects on the challenging COCO dataset unlike existing methods that show

results on datasets with less cluttered scenes and fewer object instances per image. Moreover, we

argue that, rather than discovering new categories from scratch, discovery algorithms can bene�t

from identifying what is already known and focusing their attention on the unknown. Our dual

memory framework exploits prior knowledge about certain object types to discover new cate-

gories by leveraging two memory modules, namely Working and Semantic memory. Through

extensive experiments, we demonstrate the practical utility of our method for in-the-wild discov-

ery. Next, we present our work on object discovery using self-supervised transformers. Recently,

transformers trained with self-supervised learning,i.e, not using the category information, have

been shown to exhibit object localization properties without being trained for this task. We lever-

age this property and presentMultiple Object localization withSelf-supervisedTransformers

(MOST) that uses features of transformers trained using self-supervised learning to localize and

discover multiple objects in real world images. MOST analyzes the similarity maps of the fea-

tures using box counting; a fractal analysis tool to identify tokens lying on foreground patches.

5



The identi�ed tokens are then clustered together, and tokens of each cluster are used to gen-

erate bounding boxes on foreground regions. Unlike recent state-of-the-art object localization

methods, MOST can localize multiple objects per image and outperforms them on several ob-

ject localization and discovery benchmarks on PASCAL-VOC 07, 12 and COCO20k datasets.

Additionally, we show that MOST can be used for self-supervised pre-training of object detec-

tors, and demonstrates consistent improvements on fully, semi-supervised object detection and

unsupervised region proposal generation.

1.3 Organization

In Chapter2, we present some background information on object detection, semi-supervised

learning and vision transformers. Chapter3 presents R-SSL: region-based semi-supervised learn-

ing for sparsely annotated object detection. In Chapter4, we present our work on surprise ac-

tivity detection in videos followed by multimedia inconsistency detection. A novel architecture

for improving video person re-identi�cation is presented in Chapter5. The next two chapters

describe our work on large scale object discovery. In Chapter6, we present our dual memory

framework that leverages knowledge about a few known categories to discover novel categories

in-the-wild. Chapter7 discusses MOST, a multi-object localization and discovery method us-

ing self-supervised transformers. Finally, in Chapter8, we conclude the dissertation and suggest

future directions for research.
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Chapter 2: Background

In this chapter, we discuss a few preliminaries pertaining to the topics in this dissertation.

We begin by describing the task of object detection followed by a popular detection architecture,

Faster-RCNN [11]. Our work on SAOD, described in Chapter3, addresses the limitations of

Faster-RCNN that make it sensitive to sparsely annotated training data. Next, we discuss the

popular transformer [37] architecture followed by vision transformers [7]. Finally, we describe

a method that does self-supervised learning with vision transformers to provide context to our

work on unsupervised object localization using self-supervised transformers in Chapter8.

2.1 Object Detection

Given an image, as shown in Fig.2.1, the goal of object detection is to output a bounding

box to localize instances of all the objects present in the image along with a class label. The

bounding box is represented using the top-left and bottom right corners as(xmin; ymin; xmax; ymax).

In Fig. 2.1, the bounding boxes are shown in red with the corresponding class label. Annotating

data for object detection requires more effort due to the bounding boxes. Hence most object de-

tection datasets have an order of magnitude fewer images and object categories than classi�cation

datasets. Due to the additional task of localization, models for object detection are computation-

ally more complicated than the classi�cation models.
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Figure 2.1:Output of object detectors. Two examples showing the output of object detectors.
The goal of object detection is to output bounding boxes to localize all the objects present in the
image along with a class label. The bounding boxes represented by top-left and bottom-right
corners are shown in red.

After the success of AlexNet [38] on the image classi�cation challenge (ILSVRC 2012) [24],

research on designing deep neural networks for object detection gathered more interest. First

among the successful methods are the two-stageRegion-based convolutional networks(R-

CNN) family of detectors. Two-stage object detectors consists of 1) a region proposal stage which

produces a set of candidate object bounding boxes followed by 2) a classi�cation stage which

classi�es each candidate region as either belonging to a foreground object or “background”.

Given an image, R-CNN [39] �rst extracts � 2000category independent region proposals us-

ing selective search [40]. R-CNN trains classi�ers to learn to detect objects among these region

proposals. As shown in Fig.2.2, each region proposal is warped to a �xed size and a convolu-

tional neural network is used to extract a features from them. Finally, class speci�c linear SVMs

with hard negative mining are trained to output the class labels. Bounding box regression sim-

ilar to [41] using the features of the neural network further improved the performance. Due to

the large number of region proposals and the fact that each region has to be warped and passed

through the neural network independently, R-CNN is extremely slow. In addition to that, the

8
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Figure 2.2:Predecessors of Faster R-CNN.R-CNN uses region proposals generated using Se-
lective search. A convolutional neural network is used to extract features of the regions which
are then classi�ed using linear SVMs. Fast R-CNN proposed RoI-Pooling to share computation
for all the region proposals. While Fast R-CNN trains the detector in an end-to-end fashion, it
still uses selective search for region proposals increasing the computational overhead during in-
ference. Illustrations taken from their respective papers.

training is multi-stagei.e, the convolution neural network is �rst �ne-tuned with softmax cross

entropy on the training data which are then discarded to learn class speci�c SVMs for the �nal

detections.

Fast R-CNN[42] was proposed to overcome both these limitation. Fast R-CNN computes

one convolution feature map for the whole image. RoI Pooling was introduced that pools the

feature for each region of interest into a �xed spatial dimension. RoI pooling addresses the �rst

limitation by sharing the computation among all the region proposals speeding up training and

inference. Fully connected layers are applied on the �xed RoI pooled feature maps which are then

passed to two sister heads, for classi�cation and bounding box regression. The whole network is

trained end-to-end with a multi-task loss avoiding the multi-stage training in R-CNN [39].

While Fast R-CNN improved the ef�ciency of its predecessor, test time computation bottle-

neck is still an issue because of the region proposal method employed.Faster R-CNN [11] pro-

posed a region proposal network (RPN), an elegant solution that trains deep networks to predict

region proposals for practically no additional computational overhead. RPN shares convolutional

layers with Fast R-CNN [42] and at test time the cost of generating proposals is minimal. RPN is
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based on the observation that feature maps computed by deep networks can be used to generate

region proposals. As shown in Fig.2.3(left), Faster R-CNN consists of two modules, a fully con-

volutional network that proposes regions and a Fast R-CNN detector that operates on the regions.

To share computation, RPN and Fast R-CNN detector share a backbone. RPN consists of a small

convolutional network followed by two fully connected branches - one for region classi�cation

and the other for bounding box regression. RPN appliesk = 9 reference boxes called “anchors”

at each sliding window location as shown in Fig.2.3 (right). The classi�cation layer estimates

two values, a probability of the presence of object or no object for each proposal. The bounding

box regression layer outputs four values relative to the “anchors”. Anchors are centered at the

sliding window and is of a �xed scale and aspect ratio. This design makes the RPN translational

invariant which is essential for a region proposal method.

To train the RPN, each anchor is assigned a binary label (object vs no object). Anchors are

assigned a positive label if their intersection over union (IoU) with any ground truth is greater

than0:7. Any anchor with an IoU less than 0.3 is assigned a negative label. Anchors which do

not satisfy either of these criteria are ignored. RPN is trained by minimizing a multi-task loss,

similar to Fast R-CNN de�ned as follows:

L (f pi g; f t i g) =
1

Ncls

X

i

L cls(pi ; p�
i ) + �

1
Nreg

X

i

p�
i L reg(t i ; t �

i ): (2.1)

Here, i is the index of an anchor in the mini-batch,pi is the predicted probability of anchori

being an object.p�
i is the ground truth label.t i ; t �

i represents the4 parameterized coordinates

of the predicted and ground-truth bounding box.L cls is a binary cross-entropy loss andL reg is

de�ned asL reg(t i ; t �
i ) =

P
i smoothL 1 (t i � t �

i ); where
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Figure 2.3:Faster R-CNN.(Left): Faster RCNN consists of a Region Proposal Network (RPN)
and a Fast R-CNN object detector. The RPN is a fully convolutional network that shares a back-
bone with the object detector and predicts region proposals using the convolutional feature map.
Rest of the training proceeds similar to Fast R-CNN. Given the detection network's computa-
tion, the proposal generation is nearly cost-free at inference. (Right): RPN applies a �xed set of
k anchor boxes at each location of the convolutional feature map in a sliding window fashion.
Two fully connected layers predict the “objectness” score and bounding box regression offsets
for each anchor. Illustration taken from [11]

smoothL 1 (x) =

8
>>><

>>>:

0:5x2; if kxk < 1

kxk � 0:5; otherwise

(2.2)

For bounding box regression,(t i ; t �
i ) (i 2 f x; y; w; hg) are de�ned as follows:

tx = ( x � xa)=wa; ty = ( y � ya)=ha; (2.3)

tw = log(w=wa); th = log(h=ha); (2.4)

t �
x = ( x � � xa)=wa; t �

y = ( y� � ya)=ha; (2.5)

t �
w = log(w� =wa); t �

h = log(h� =ha); (2.6)
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wherex; y; w; andh denote the center coordinates, width and height of the bounding box.x; xa;

andx � are for the predicted box, anchor box and ground-truth box respectively. The RPN can be

trained using mini-batch gradient descent (SGD) where 256 anchors are randomly sampled per

batch in an image ensuring a ratio upto1 : 1for positive to negative anchors. For object detection,

�rst a class agnostic non-maximum suppression (NMS) is applied on all the anchors, with an IoU

threshold of 0.7. This leaves around2000proposals per image. An RoI pooling layer is used

to extract features of �xed spatial dimension from the regions of the RPN. For training the Fast

R-CNN, two images are randomly picked and a mini-batch of 128 regions (64 from each image)

are randomly sampled. 25% of the regions in the batch are picked such that they have an IoU of

atleast 0.5 with any ground truth and are considered positive. The remaining 75% of the regions

are picked to have an IoU between[0:1; 0:5) and are considered negatives. Finally, two sets of

fully connected layers are applied for object classi�cation and for bounding box regression. A

multi-task loss similar to Eq.2.1is applied along with the RPN losses (Eq.2.1) to train the whole

model in an end-to-end fashion.L cls is aK +1 way softmax cross entropy loss andL reg is de�ned

as Eq.2.2.

Faster R-CNN paved the way for more sophisticated and ef�cient two stage detection ar-

chitectures [33, 43–46]. Faster R-CNN has also been extended to achieve state-of-the-art in-

stance segmentation [47], panoptic segmentation [48, 49], and 3D mesh generation [50] etc. A

few limitation of anchor boxes has also inspired the family of anchor-free object detection sys-

tems [51,52].
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Figure 2.4:Transformers.(Left): Transformer consists of an encoder and a decoder each with
N layers. The encoder consists of multi-head self-attention layers followed by a feed forward
network. The decoder consists of multi-head cross attention layers in addition to self-attention
and feed forward layers. The cross attention is performed over the output of the encoder to help
decode the input. (Middle): Multi-head attention used in transformers. (Right): Scaled dot-
product attention used in the multi-head attention layers. Illustrations from [37].

2.2 Transformers

Transformers [37] are a powerful class of models proposed for neural machine translation,

i.e, translating say English to French. Transformers lend themselves naturally to parallelization

and avoid the sequential modeling of recurrent models. Transformer leverages an attention mech-

anism to draw global dependencies between the inputs achieving state-of-the-art performance on

several machine translation benchmarks and is now the de-facto model for several natural lan-

guage generation [53] and translation [54] research.

The architecture of transformers is shown in Fig.2.4 (left). Transformers operate on se-

quences and given an input sentence, each word in the sentence is tokenized. Next, positional

encoding is added to each token to inject relative positional information. The sequence is then
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processed by the encoder and the output of the encoder is passed to the decoder. The decoder

takes the output of the encoder and generates one output token at a time in an autoregressive

fashion. Taking the example of translating English to French, the words in English are �rst en-

coded and the decoder uses the output of the encoder to translate to French during the decoding

process. The encoder consists of 6 identical layers each with 2 sub-layers. One is a multi-head

attention layer as shown in Fig.2.4 (middle) and the other is a feed forward network. Both the

sub-layers have residual connections followed by layer normalization [55]. The decoder also

consists of 6 identical layers but with 3 sub-layers each. In addition to the multi-head attention

and feed forward layer, the decoder has a third sub-layer that performs multi-head attention over

the output of the encoder. This is because, to translate from English to French, information about

the words in English are necessary to translate to French during the decoding process. While

there are different types of attention, transformers employ scaled dot-product attention, shown in

Fig. 2.4(right). The attention can be mathematically expressed as

Attention(Q; K; V ) = Softmax(
QK T

p
dk

)V; (2.7)

where,Q, K , V are query, key and value anddk is the dimension of these features.

Instead of performing a single self-attention function, authors [37] found that employingh

attention heads, named multi-head attention, to be more bene�cial. To prevent a high computa-

tional overhead, the dimensionality of each head is reduced accordingly. The multi-head attention
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can be expressed mathematically as

Attention(Q; K; V ) = Concat(o;head1; head2; � � � ; headh)W O (2.8)

where headi = Attention (QWQ
i ; KW K

i ; V WV
i ); (2.9)

whereQ; K; V 2 Rd andW Q
i ; WK

i 2 Rd� dq ; WV
i 2 Rd� dv andW O 2 Rhdv � d. Authors of [37]

employh = 8 heads withdk = dv = d=h = 64. There are two kinds of multi-head attention

in transformers: self-attention and cross-attention. The encoders have only self-attention where

the query, key and value (Q; K; V ) all come from the output of the previous layer in the encoder

and each position can attend to all other positions in the input. Since the decoder operates in an

autoregressive fashion, the self-attention layers in the decoder are masked to prevent the leftward

�ow of information which breaks the autoregressive propertyi.e, prevent current decoder input

to attend to future decoder inputs and outputs. In addition to self-attention, decoders also have

cross attention, where the queries come from the output of the previous decoder layer and the key

and value come from the output of the encoder layer. The self-attention operation is permutation

invariant, i.e, changing the relative ordering of the input sequence does not change the output.

Hence, to inject the relative positional information to the input, authors add �xed sinusoidal

positional encodings.

2.2.1 Vision Transformers

Transformers have seen tremendous success in natural language processing. Its applica-

tion to computer vision was not very successful until the Vision Transformer [7]. As shown in

Fig. 2.5(left), Vision Transformers (ViT) use only the Encoder of the original transformer model
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Figure 2.5:Vision Transformer (ViT). (Left): Adaptation of the original Transformer architec-
ture for 2D images. (Right): Transformer encoder used in ViT. Illustrations from [7].

(Fig. 2.4. Since transformers operate on sequences, a 2D imagex of shapeRH � W � C , is �rst

broken into 2D patches of sizeP � P and then �attened to obtainedxp 2 RN � (P 2 �C) , where

N = HW=P2 is the number of 2D patches. A trainable projection layer projects each patch to a

�xed dimensionD called patch/token embeddings. The image is then processed as a sequence of

lengthN . Following BERT [56], a learnable[CLS] token is prepended to the sequence of patch

embeddings. Similar to the original transformers, a sinusoidal 1D positional encoding is added to

the sequence before passing them to the transformer encoder. At the output layer of the encoder,

the embedding of the[CLS] token is used as the �nal image representation. a classi�cation

head consisting of a multi-layer perceptron with one hidden layer is attached to the[CLS] of

the �nal layer for classi�cation. While CNNs have very high image-speci�c inductive biases like

locality, translational equivarianceetc., ViTs have little to none. It is shown that ViT's are ex-

tremely data hungry and their performance improves when pre-trained on large datasets. ViT also
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demonstrated promising results on the pretext task of masked patch prediction for self-supervised

learning. For more details, kindly refer to [7].

2.3 Self-supervised learning with Transformers

Figure 2.6: KnowledgeDistillation with No la-
bels. DINO trains a student network by directly
predicting the output of a teacher network. Illus-
tration taken from [57].

The great success of transformers in

natural language processing can be attributed

to self-supervised learning [53, 56]. Vision

Transformers [7] were trained in a BERT-

style pre-training task but their performance

was worse than supervised training. Knowl-

edgeDistillation with No labels (DINO) is a

popular self-supervised pre-training for ViTs

that achieves state-of-the-art performance on

several class�cation and retrieval benchmarks.

DINO, shown in Fig.2.7, generates twoglobal

views and severallocal views of a given image using multi-crop strategy. The teacher is shown

only theglobalviews while the student has access to all the views. By distilling knowledge from

the teacher to the student, in this fashion, encourages learning local-to-global correspondences.

Both the teacher and the student have the same architecture but are initialized with different

weights. To prevent the collapse of representation, the teacher's output is centered. The models

output aK dimensional feature and a cross entropy loss is applied to enforce consistency. A

stop gradient (sg) operation is performed on the output of the teacher to prevent the �ow of the
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Figure 2.7:Segmentation capabilities of DINO.The self-attention of[CLS] token of the last
layer can segment foreground objects without being trained with any class supervision. Illustra-
tion taken from [57].

gradients through the teacher. This updates only the student's weights and therefore the teacher's

weights are updated with an exponential moving average of the student's weights.

DINO [57] achieves state-of-the-art performance on several self-supervised benchmarks.

Additionally, authors [57] have made several interesting observations with respect to representa-

tion capabilities and mode collapse. For example, using a smaller patch size improves the quality

of features for ViTs and centering the teacher's representation to distill knowledge prevents mode

collapse in DINO. Of particular interest to this dissertation is the emergence of segmentation

masks for objects even though the network was trained without any supervision for object cate-

gories. As shown in Fig.2.7, ViTs trained in a self-supervised fashion have a good sense of scene

layout and object boundaries. The self attention of the[CLS] token on the features from the

last layer demonstrate excellent object localization capabilities. Authors also show that different

heads in the �nal layer attend to different parts of the object. In Chapter7, we use this property

of self-supervised transformers to localize and discover multiple objects in complex real world

images.
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Part I

Challenges with Input
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Chapter 3: R-SSL: Region based Semi-Supervised Learning for Sparsely An-

notated Object Detection

3.1 Introduction

We tackle the problem of Sparsely Annotated Object Detection (SAOD),i.e., training ob-

ject detectors with missing bounding box annotations. Training with missing annotations reduces

the performance of detectors because existing methods assume an exhaustively labeled training

set. This leads to 1) fewer positive instances per class and 2) introduction of false negatives to

the classi�er. Due to this incorrect gradients are back-propagated in the network during train-

ing, adversely affecting performance. As obtaining additional data can be expensive [27,58,59],

researchers have proposed methods that prevent false negatives during training. To deal with

missing annotations, existing SAOD methods either propose strategies to re-weight the gradi-

ent [1,60,61] or predict pseudo-labels [1,62] to prevent false negatives during training. Methods

that re-weight gradients prevent propagating incorrect signals to the network, but fail to leverage

the information from the unlabeled regions. Pseudo label-based methods generate pseudo ground

truths from the unlabeled regions but we observe that the performance drops by a large margin

at higher sparsity in the data. Dealing effectively with unlabeled regions is key for a successful

SAOD approach.
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Figure 3.1: (Top) Sparsely Annotated Object Detection (SAOD) datasets can be viewed as a union
of labeled and unlabeled regions. Our approach formulates SAOD as semi-supervised learning
on regions. (Bottom) This formulation enables our method to handle high sparsity in the labeled
data and unlabeled images.

In that respect, we draw parallels between semi-supervised learning and SAOD. Semi-

supervised learning (SSL)1 aims to train better classi�ers using a combination of labeled and

unlabeled data [74–78]. As shown in Fig.3.1 (top), the SAOD data can be viewed as contain-

ing labeled and unlabeled regions. This makes it possible to formulate the problem as semi-

supervised learning (SSL) learning onregions. We show that this formulation enables us to deal

with high levels of sparsity in annotations. Additionally, it allows us to relax the assumption of

atleast one annotation per image as existing approaches.

In this chapter, we present R-SSL, a novel method that performs semi-supervised learning

1We adopt notation from [63–68]. Not to be confused with Self-supervised learning [69–73].
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on regions for SAOD. R-SSL operates on an image and its augmented counterpart. The combi-

nation of features extracted from the two views are used to generate region proposals. Standard

detection training methods, consider a region proposal as positive if its intersection over union

(IoU) with any ground truth is greater than 0.5 and the rest are treated as negatives. This strategy

works when the annotations are exhaustive, which implies that all unlabeled regions are back-

ground. But due to missing annotations, the unlabeled regions could belong either to background

or foreground instances. To prevent considering all proposals on unlabeled regions as negatives,

R-SSL partitions the proposals into labeled,unlabeledand background regions. The labeled and

background regions are processed as usual. Features extracted from unlabeled regions are then

trained with a semi-supervised loss. The semi-supervised loss enforces consistency between the

features of the two views and prevents propagating incorrect signals due to false negatives.

The standard practice is to simulate sparsely annotated training data on COCO [59] and

PASCAL-VOC [79] train sets and evaluate them on their corresponding standard validation set.

A survey of recent SAOD approaches [1,60–62,80–84] reveals that there are at least�ve different

ways to create such sparse data, called splits, each differing in the strategy (refer to Section3.4.2)

used to achieve the desired level of sparsity. However, these splits have not been made pub-

lic, making it dif�cult to replicate results for comparison. Additionally, each of these strategies

has a different property for simulating sparse data,e.g., different distribution of annotations per

class, resulting in a different training set. As a result, methods trained on different splits cannot

be compared with one another. To mitigate these issues, we standardize the generation of these

splits and propose to evaluate any SAOD methods on all of these for fair comparison. Addition-

ally, we propose a new benchmark which captures the challenges of both sparse annotations and

semi-supervised learning and present our approach as a baseline. We will make the data for the
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new benchmark along with all the SAOD splits public to facilitate future research. We brie�y

summarize our contributions below.

• We propose a novel formulation for SAOD as semi-supervised learning on regions. To the

best of our knowledge, this is the �rst work that identi�es this connection to improve the

performance on SAOD.

• We propose a novel architecture that achieves state-of-the-art performance on sparsely an-

notated object detection. On average, we improve by2:6, 3:9 and9:6 mAP over previous

state-of-the-art methods on three splits of increasing sparsity on COCO.

• We standardize the experimental setup for SAOD by evaluating methods on all the splits

to facilitate future research. Additionally, we propose a new benchmark that evaluates

methods on a setting that presents challenges from semi-supervised learning and SAOD.

In Section3.2, we discuss the related works on SAOD and related �elds. We describe

our approach in detail in Section3.3. We describe our experimental setup and present results in

Section3.4, and conclude in Section3.5.

3.2 Related Work

Semi-supervised learning: Semi-supervised learning is the problem of leveraging a large

corpus of unlabeled data along with labeled data to improve model performance. Berthelotet

al. [74–76] proposed a series of methods, each one simplifying and improving on the previous

work, that have become a mainstay in semi-supervised learning. The latest in this line of work,

FixMatch [76], generates pseudo-labels for weakly augmented unlabeled data and uses them as
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supervision for strongly augmented samples. We adopt a similar strategy of generating pseudo-

labels for the unlabeled regions. Unlike image classi�cation, object detection also has to deal with

background regions and a naive application of such methods is sub-optimal. All the above meth-

ods leverage predictions of a model, to train on unlabeled data. Such a pseudo-label generation

can be harmful when the model makes a mistake. Phamet al. [77] proposed Meta Pseudo labels,

which uses the signal from the student model's loss to improve the predictions of the teacher. In

this work, we do not perform any such optimizations. With the advent of self supervised learn-

ing, Chenet al. [85] demonstrated that large models trained using self supervised learning can

be good semi-supervised learners. Kimet al. [86] improve the performance of FixMatch [76]

by combining it with self-supervised Learning. Employing self-supervision offers an orthogonal

direction for improvement and is out of scope of this work.

Semi-supervised object detection: Existing works on semi-supervised object detection, have

focused mainly on consistency regularization [87,88] or pseudo-labeling-based approaches [89–

92]. The main idea behind these approaches is to perturb the images, or features, and apply a

consistency regularization loss to enforce consistency between the predictions using a student

teacher framework. Our approach takes advantage of both these techniques. In contrast to these

methods, our approach does not require an exhaustively labeled training set.

Sparsely annotated object detection:One of the initial works addressing this problem, by Ni-

itani et al. [1], proposes utilizing logical relations between co-occurrence of objects and pseudo-

labeling. Yoonet al. [93] use object tracking to densely label objects across sparsely annotated

frames along with single stage detectors to mitigate the negative effects of missing annotations.

Wu et al. [60] propose a re-weighting approach where the gradients corresponding to region of

interest are weighed as a function of overlap with ground truth instances. Improving upon the
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previous work, Zhanget al. [61] propose an automatic re-calibration strategy for single stage

detectors where the negative branch is changed to take into account low con�dence background

predictions which might correspond to missing annotations.
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Figure 3.2: Illustration of R-SSL for sparsely annotated object detection. Following feature
extraction from the original and augmented image, a common set of proposals are generated
by the common RPN (C-RPN). Using an end-to-end approach, we identify and mine proposals
corresponding to missing annotations using pseudo positive mining (PPM). We train the network
end-to-end using a combination of supervised and semi-supervised losses. Refer to Section6.2
for more details.

Finally, one of the most recent works, Co-Mining [62] uses a co-training strategy by using

two views of an image and using predictions from one view and the ground truth to train the other

over view and vice versa. While all the methods discussed above treat sparsely annotated object

detection differently, we identify and pose it as a region-based semi-supervised problem.

3.3 Approach

We present R-SSL a Region based Semi-Supervised Learning method for SAOD. GivenN

images, we denote the set of labeled regions in the dataset asBl = f bi ; ci g
Nl
i =1 where(b� ; c� ) are the

bounding box and class labels respectively. The unlabeled regions are denoted asBul = f bkgNul
k=1

and the background regions asBbg = f bqg
Nbg
q=1 . Note that unlike existing SAOD approaches, we

do not assume images to contain at least one labeled region in this work. In contrast to semi-
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supervised learning methods on images [75,76,86], the unlabeledBul and backgroundBbg sets

are not known a-priori.

3.3.1 Overview

The proposed approach is shown in Fig.3.2 and consists of a backbone network that ex-

tracts features from the original and augmented views of an image. The common RPN (C-RPN),

concatenates the features, to generate a set of region proposals. A region proposalbcan belong to

one of three groups, namely 1) labeled regionsb 2 B l, 2) unlabeled foreground regionsb 2 Bul,

or 3) background regionsb 2 Bbg. For a given set of ground-truth annotations, the �rst group,

i.e. labeled regions can be automatically identi�ed. The problem then becomes to identify and

separate the second group i.e. the unlabeled regions, from the background regions. Given all the

region proposals, a pseudo-positive mining (PPM) step identi�es the unlabeled regions and seg-

regates them from the background regions. Inspired by semi-supervised methods, the labeled and

unlabeled regions are trained using supervised and unsupervised losses respectively. We describe

each stage in detail below.

3.3.2 Feature Extraction

Given an imageI , an augmented version ofI denoted asA(I ) is computed. In this work,

we use random contrast, brightness, saturation, lighting and bounding box erase in a cascaded

fashion to generateA(I ). A backbone network is employed to extract two features,f o andf a,

from I andA(I ) respectively.
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3.3.3 Common RPN (C-RPN)

Two stage object detectors [11,33,94] use a region proposal network (RPN) [11] to generate

regions of interest (RoIs). We propose C-RPN which concatenatesf o andf a to obtain the RoIs.

This is different from existing approaches that usef o and f a to generate two separate sets of

RoIs. Operating on two sets increases the dif�culty of identifying the labeled, unlabeled and

background regions which are required for subsequent stages. The sparse ground truth is used as

supervision to train the C-RPN with a binary cross entropy loss for foreground classi�cation and

smooth L1 [95] loss for bounding box regression as shown below:

L s
rpn (c; b; c� ; b � ) = L bce(c; c� ) + � L reg(b; b � ) (3.1)

wherec, b are the objectness scores and bounding boxes, andc� , b � are the corresponding ground

truth.

3.3.4 Pseudo Positive Mining (PPM)

Given the RoIs from the C-RPN, the next step is to seggregate the unlabeled regions from

the labeled and background regions. A standard practice in training detectors is to consider all

proposals with an objectness score greater than� obj and IoU greater� fg with any ground truth

as foreground and proposals with IoU less than� bg as background. In the presence of missing

annotations, detectors are wrongly penalized because the IoU of RoIs corresponding to missing

annotations with any ground truth is less than� bg. To avoid this, we mine “potential” foregrounds

and consider them as unlabeled regions (Bu). The proposed PPM module is based on our observa-
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tion that when trained with sparse annotations, the RPN can reliably distinguish foreground from

background regions. We pick all RoIs that have an objectness score greater than� ppm and IoU

less than� bg with any ground truth as the unlabeled regions. The remaining RoIs are assigned as

background.

3.3.5 Losses

The pseudo positive mining step segregates the RoIs into labeled, unlabeled and back-

ground regions. An RoI pooling layer [11] extracts RoI pooled features for the labeled and

background regions using the featuref o. The detection head processes the RoI pooled features

to predict class-wise probabilities and bounding box adjustments for each region. The ground

truth is used to supervise the predictions by applying the cross entropy loss for classi�cation and

smooth L1 [95] for bounding box regression as shown below:

L s
det;o (c; b; c� ; b � ) = L ce(c; c� ) + � L reg(b; b � ) (3.2)

wherec, b are the class and bounding box predictions, andc� , b � are the corresponding ground

truth class labels and bounding boxes.

All detections with a score greater than� m are combined with the ground truth followed

by a class speci�c NMS to obtain the merged ground truth. It is ensured that no ground truth

annotation is discarded during this step. The labeled and background regions along withf texta

are used to extract RoI pooled features which are then fed to the detector head. The predictions
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of the detector head are supervised with the merged ground truth with the following losses:

L s
det;a (c; b; c� ; b � ) = L bce(c; c�

m ) + � L reg(b; b �
m ) (3.3)

wherec, b are the class and bounding box predictions from the detector head, and,c�
m , b �

m are

the corresponding merged ground truths.

Finally, a class agnostic NMS is performed on the unlabeled regionsBu (obtained after

PPM described in Sec.3.3.4). The unlabeled regions along withf o andf a are passed through the

ROI pooling layer and the detection head to obtainf d
o andf d

a respectively. A consistency regu-

larization loss is applied that enforces the detection head features of the original and augmented

regions to be consistent with each other as shown below:

L u
cr

�
f d

a ; f d
o

�
= kf d

a � f d
ok2

2 (3.4)

The network is trained end-to-end with both supervised and unsupervised losses as shown

below:

L = 0:5 �
�
L s

det;o + L s
det;a

�
+ L s

rpn + L u
cr (3.5)

Discussion: In the absence of ground truth annotations, i.e. for completely unlabeled images, the

supervised losses (L s
det;o, L s

det;a, L s
rpn) cannot be computed. Our proposed approach leverages con-

sistency regularization from semi-supervised learning [74–77] that does not need ground truth.

This helps our approach leverage unlabeled data unlike contemporary SAOD methods.
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Table 3.1:Sparsely annotated object detectionresults on three splits of COCO dataset. “Or-
acle” corresponds to training models using all annotations. Results are reported on the COCO
validation set using AP[0.50:0.95].

Method Split-1 Split-2 Split-3 100%
30% 50% 70% 30% 50% 70% 30% 50% 70%

Oracle 40.91

Pseudo Label [1] - 27.50 - - - - - - - -
BRL [61] - 32.70 - - - - - - - -
Co-mining [62] 36.35 32.84 24.93 36.72 33.04 24.83 36.76 32.54 24.96 -
UB Teacher [90] 27.86 31.13 32.01 36.37 32.92 31.40 35.99 32.08 30.10 -
Ours 38.22 35.92 32.68 39.76 36.94 35.33 39.56 37.15 35.48 -

3.4 Experimental Evaluation

In this section, we describe the experiments to evaluate our proposed approach. In Sec-

tion 3.4.1and3.4.2, we describe data, splits, and metrics. In Section3.4.3, we mention the im-

plementation details followed by the baselines in Section3.4.4. We compare with contemporary

methods in Section3.4.5, followed by an ablation study in Section3.4.6.

3.4.1 Data and Metrics

We conduct all our experiments on the COCO [59] and PASCAL-VOC [79,96] (2007+2012)

datasets. COCO [59] dataset consists of118000and5000images for training and validation re-

spectively. Experiments on the PASCAL-VOC07 [79] are conducted on5011trainval images and

performance is computed on4952images of the test set. The PASCAL-VOC12 version consists

of 11530(trainval) images for training and evaluation is done on the PASCAL-VOC07 test set.

Following past literature [1,60–62,80], we create �ve different splits (Section3.4.2) and report

results on them. For splits on the COCO [59] dataset, we use the standard COCO style Average

Precision (AP). For splits on the PASCAL-VOC [79] dataset, we use the standard PASCAL-VOC
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style AP50, which is Average Precision computed at an IoU threshold of0:5.

3.4.2 SAOD Splits

An extensive review of sparsely annotated object detection methods reveals that there are

atleast �ve popular types of splits in use for creating training data. Most methods report results

on a subset of these making it harder to compare across methods. We standardize the evaluation

of SAOD methods by evaluating exhaustively on all the splits facilitating future research. We

brie�y describe the splits below.

Split-1 [62,80]: In this split, for each object category,p% of annotations are randomly removed

from the COCO [59] train set and results are reported on the validation set. Note, this split can

contains images with no annotations. We experiment withp = f 30; 50; 70g.

Split-2: For each image in the COCO [59] train set, all annotations ofp% of all categories in

that image removed and results are reported on the COCO validation set. We experiment with

p = f 30; 50; 70g. Note, this split might contain images with no annotations.

Split-3: This split, which uses the COCO 2017 [59] train set for training and the validation set

for evaluation, deletesp% annotations in a class agnostic fashion for each image ensuring at least

one annotation. For the experiments, we usep = f 30; 50; 70g.

Split-4 [61, 62]: This split requires evaluating models on three different settings namelyeasy,

hard andextremeensuring at least one annotation per image constructed using PASCAL-VOC

2007+12 [79,96] trainval set. Results are reported on the PASCAL-VOC 2007 [79] test set. For

each image in the training set, the easy setting randomly removes one annotation while thehard

setting randomly removes half of the annotations. Theextremesetting retains only one annotation
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Table 3.2: Sparsely annotated object detectionresults
on two splits of PASCAL-VOC dataset. “Oracle” corre-
sponds to training models using all annotations. Results
are reported on PASCAL-VOC 07 test set usiing AP50.

Method Split-4 Split-5

Easy Hard Extreme 30% 40% 50%

Oracle 83.09 77.47

BRL [61] 73.50 71.70 66.20 - - -
Co-mining [62] 79.59 78.38 69.60 74.42 73.30 69.89
Ours 82.15 81.50 75.59 76.84 75.88 74.35

Table 3.3: Results on the proposed
SSL+SAOD setup. Values ofp
correspond to removal percentages.
VOC12 [96] is the unlabeled data.

Method AP

30% 40% 50%

Co-mining [62] 46.53 45.98 43.21

UB Teacher [90] 47.01 46.64 46.23

Ours 48.34 47.82 46.76

per image.

Split-5 [60]: This split is constructed similar to Split-2 and uses the PASCAL-VOC 2007 [79]

train set for training and the PASCAL-VOC 2007 test set for evaluation. Although in this case

we usep = f 30; 40; 50g.

3.4.3 Implementation details

In our experiments, we use a Faster RCNN [11] architecture with a ResNet-101 [97]

FPN backbone [33] implemented using Detectron2 [98] framework. We train all our mod-

els with a batch size of8 for 270000and 18000iterations on the COCO and PASCAL-VOC

splits respectively with a learning rate of0:01. The learning rate is decreased ten fold twice at

f 210000; 250000g and f 12000; 15000g for COCO and PASCAL-VOC respectively. We adopt

a warm-up strategy for1000and100iterations for the COCO and PASCAL-VOC respectively.

Following existing detector implementations we set� fg; � bg, � obj and� ppm to 0:2; 0:4, 0:5 and0:8

respectively. We set� m to 0:9. During inference, we compute the backbone features (f o andf a)

for both the original and augmented versions of the input to obtain the RoIs and onlyf o is used

for the �nal detections.
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3.4.4 Baselines

We compare our method against Co-Mining [62], BRL [61], and Pseudo Label [1]. As

some of the splits contain images without any annotations, we compare with a recently proposed

semi-supervised object detection method called UB Teacher [90]. We choose these methods as

they outperform previous methods. We use the public implementation of these methods using a

ResNet 101 FPN [33] backbone for all the experiments with similar hyperparameters.

3.4.5 Comparison with state-of-the-art

In this section, we compare our method with contemporary methods. We evaluate all the

models in three different setups. We name the �rst setupSparsely annotatedsetup which eval-

uates models on SAOD. The second setup, called theSemi-supervisedsetup, evaluates models

for semi supervised object detection. The �nal setup, combines the above two where the dataset

contains contains labeled and unlabeled images and regions.

Sparsely annotatedsetup: We show results of this setup in Table3.1 and Table3.2. Note that

it is unfair to evaluate Unbiased Teacher [90] in this setup as semi-supervised approaches expect

an exhaustively annotated labeled set and a large unlabeled set for training. Splits-2 and 3 ensure

at least one annotation per image is retained. So, we use the available1000unlabeled images for

training Unbiased Teacher [90]. On the other hand, Split-1 does not ensure this and has signi�-

cantly more unlabeled data than the other splits. Splits-4 and 5 have no unlabeled images at all.

Hence, we do not evaluate the Unbiased teacher on Splits-4 and 5. In both the tables, the rows

named “oracle” refers to the models trained using all annotations.

From Table3.1, we observe that our approach outperforms the other baselines and is
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closer to the oracle performance on the30% splits. Co-mining [62], performs competitively

on all the splits at30%. We observe a reverse trend of performance improvement for Unbi-

ased Teacher [90] on Split-1. This is due to the fact that, on Split-1, higher rate of sparsity is

proportional to the number of unlabeled images. However, our performance is higher than UB

Teacher [90] in all the settings because current semi-supervised object detection methods as-

sume that the labeled dataset is exhaustively annotated. Our approach on the other hand does

not make any such assumptions. On Split-1, our method obtains a performance improvement of

(1:87; 10:36), (3:08; 4:79) and(7:75; 0:67) at30%, 40%and50%over Co-mining [62] and Unbi-

ased Teacher [90] respectively. On Split-2, our method obtains an improvement of(3:04; 3:39),

(3:9; 4:02)and(10:5; 3:93)at30%, 40%and50%over the two baselines. On Split-3, an improve-

ment of(2:8; 3:57), (4:61; 5:07) and(10:52; 5:38) at 30%, 40%and50%over the two baselines

was observed. In particular, on the hardest setting (70%) in Split 1-3, we demonstrate that current

SAOD methods struggle at higher sparsity in the labeled data. This is because the performance of

current SAOD approaches rely on the quality of pseudo labels which degrades at higher sparsity.

Our proposed PPM prevents penalizing the classi�er irrespective of the quality of pseudo labels.

On average, all the methods achieve lower performance on Split-1 compared to the other splits

as it employs an aggressive strategy to create sparse annotations.

From Table3.2, we see a similar trend as above. All the methods perform competitively on

the easier settings of both splits. However, the performance gap between the proposed approach

and Co-mining [62] increases at higher sparsity. On Split-4, we get an improvement of2:56,

3:12 and5:99 (AP50) percentage points on theeasy, hard andextremesettings respectively over

Co-mining. On Split-5, an improvement of2:42, 2:58and4:46percentage points was observed.

Semi-supervisedsetup: To evaluate models' capabilities to work with unlabeled data, we eval-
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uate our model in a semi-supervised object detection setup and report results in Table3.4. Co-

mining [62] requires all images to have atleast one annotation and hence cannot be evaluated.

To the best of our knowledge, our method is the �rst sparsely annotated method which can be

evaluated in this setup. We evaluate models in this setup on two standard semi-supervised set-

tings. For the �rst setting, we use VOC07 train set as the labeled data and VOC12 trainval set as

the unlabeled data. In the second setting, performed on the COCO dataset, we treat10%of the

training images as the labeled data and the rest of the images as the unlabeled data.

Table 3.4:Semi-supervised object detec-
tion results on PASCAL-VOC (top) and
COCO (bottom) settings. A/B : AP/AP50.

Method
Labeled

Data
Unlabeled

Data
AP

Co-mining [62]
VOC07 VOC12

49.51/77.28

UB Teacher [90] 48.67/79.43

Ours 50.88/80.68

Co-mining [62]
COCO 10% COCO 90%

23.44

UB Teacher [90] 27.25

Ours 28.29

Table 3.5: Ablation of various components
of proposed approach.

CRPN PPM L u
cr L s

det ;a AP �

7 7 7 7 41.77 �
7 7 7 3 42.67 0.90
3 7 7 3 45.30 2.63
3 3 7 3 45.44 0.14
3 3 3 7 45.51 3.74
3 3 3 3 46.00 4.23

Formulating SAOD as a semi-supervised learning problem on regions enables our approach

to perform semi-supervised object detection. On both settings, our method performs competi-

tively demonstrating the wide applicability of our approach. In the �rst setting, we obtain an

improvement of2:21=1:25 (AP/AP50) percentage points. In the second setting, an improvement

of 1:04percentage points was observed on mAP.

SSL+SAODsetup: We propose a semi-supervised learning setup for SAOD. This setup entails

training models on a sparsely annotated labeled and a large unlabeled set. As shown in Fig.3.3,

this setup introduces two kinds of sparsity in the data, namely, sparsity in labeled regions (left)

and images (right). We believe this is a realistic setup and SAOD methods must be capable of
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Figure 3.3: Illustration of two kinds of sparsity in labeled data; sparsity in labeled regions (left)
and sparsity in labeled images (right). Methods dealing with sparsity in regions, assume the
presence of atleast one annotation per image. Methods dealing with sparsity in labeled images
assume exhaustive annotations in labeled images. Our proposed SSL+SAOD is a realistic setup
that presents challenges from both these kinds of sparsity.

tackling both these kinds of sparsity in the data. For this setup, we use Split-5 (Section3.4.2)

with increasing sparsity as the labeled set and VOC12 trainval as the unlabeled set. We use the

COCO-style AP metric to report results on this setup. In Table3.3, we compare against UB

Teacher [90] and observe an improvement of1:33, 1:18 and0:53 mAP on the 30%, 40% and

50% sparsity levels respectively. Semi-supervised object detection methods assume the labeled

dataset to be exhaustively annotated and in effect only tackle one kind of sparsity in the data,i.e.,

unlabeled images. Our approach, can address both the kinds of sparsity as demonstrated in the

results discussed above. We will make this setup public and propose this method as a baseline.

We encourage researchers to report results on this setup as well in the future.

Single Instance Object Detection (SIOD)setup: [99] proposed SIOD where only one instance
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per category is annotated in every image. While this setup has its bene�ts [99], note that it is a

special case of SAOD. On this setup, we obtain an AP of32:89(compared to31:9 of [99]) which

is an improvement of� 1 mAP.

3.4.6 Ablation Experiments

In this section we conduct ablation experiments to understand the various components. For

the ablation experiments, we use a ResNet-101 as the backbone network and train on Split-5 with

p = 50%. We evaluate on the VOC07 test set and report the COCO style AP metric.

From Table3.5, a baseline model trained on the ablation set attains41:77(row 1). Pseudo-

labeling
�
L s

det;a

�
improves the performance by0:9 (row 2). Co-mining [62] relies extensively

on pseudo-labels. This results in a drop in performance at higher sparsities due to noisy pseudo-

labels. Addition of the C-RPN improves our performance by2:63points (row 3). C-RPN reduces

the overhead of computing two sets of proposals and learns a better notion of objects due to the

combined processing of features from the two views. The combination of C-RPN and PPM

improves the performance by0:14 (row 4). We do not observe major improvements with the

introduction of PPM because its task is to identify and segregate the unlabeled regions from the

backgrounds. After the segregation, PPM does no further processing to improve performance.

The power of PPM can be observed when trained in conjunction with consistency regularization

loss(L u
cr) which achieves the best performance of46 (row 6); an improvement of4:23 points

over the baseline. We distinguish our approach from pseudo-labeling approaches like Co-mining

in one important aspect. While, Co-mining [62] relies solely on pseudo-labels, we leverage

additional components from semi-supervised learning along with pseudo-labeling. In row 5,
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we show the improvement due to the semi-supervised components C-RPN, PPM andL u
cr) of

our approach which attains and improvement of3:74 over the baseline. Our proposed semi-

supervised components are orthogonal to pseudo-labeling as using them together results in an

additional improvement of� 0:5 on mAP. At higher sparsity in the labeled dataset, the proposed

C-RPN, PPM andL u
cr are less affected than pseudo-labels resulting in the large improvements on

these splits.

Table 3.6: Analysis of the threshold used for PPM.

Threshold 0.6 0.7 0.8 0.9 0.95

AP 45.96 45.96 46.00 45.77 45.30

PPM mines potential positives which can be mistaken for negatives due to missing anno-

tations. We rely on the objectness score of the RPN to identify these regions. In Table3.6, we

vary the threshold of PPM. For a low threshold, a few hard negatives might also be identi�ed as

pseudo-positive leading to a drop in performance. With a high threshold, a few potential positives

might not be mined. We observe that a threshold of0:8 provides a good trade-off and is there-

fore used for all experiments unless stated otherwise. In all our experiments, PPM is performed

after an initial warmup of9000and30000iterations on the PASCAL-VOC and COCO datasets

respectively.

Effect of Backbone: We analyze the effect of backbone on our approach and show results for

the normal convolution based (C4) and FPN based (FPN) backbones in Table3.7. The �rst row

corresponds to C4 while the second row corresponds to FPN. In most cases we see a considerable

improvement using FPN.

Recall analysis: To study the effect of missing annotations on the RPN, we compute the recall of

the RPN trained using a sparsely annotated dataset. For a model trained using all the annotations,
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Figure 3.4: Effect of augmentations on a sample image.

the recall of the RPN is0:83. As we drop annotations progressively from 30% to 70% the recall

drops to0:79. This shows that the drop in recall due to missing annotations is not that signi�cant.

The reduction in performance is due to false signals given at the detector head due to missing

annotations.

Warmup: Since we rely on the RPN objectness score, we employ a warmup strategy which

switches on the pseudo-positive mining during training. In Table3.11we start the pseudo positive

mining at different iterations and report results. This experiment is performed on the COCO-mini

ablation dataset. Our experiments show that for models which are trained for fewer iterations,

starting at9000iterations worked the best. For longer experiments we allow a warmup of30000

iterations.

Augmentation The proposed approach process an input image and its augmented counterpart.

For augmentation, a cascade of random contrast, brightness, saturation, lighting and bounding

box erase are used. In Table3.10, we analyze the effect of various augmentations on the per-

formance of the model. This experiment was conducted on the same ablation set as the main

paper. We observe that applying random saturation or random lighting alone are not as effec-

tive compared to other augmentations. Applying bounding box erase alone provides the most

improvement. Finally, we achieve the best performance when we use all the augmentations. We

randomly sample contrast, brightness, and saturation from[0:5; 1:5]. For lighting, a random scale
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Table 3.7: Effect of backbones on the performance of R-SSL. Results are reported on the COCO
validation set on Splits 1-3 using AP and on VOC 2007 test set on Splits-4,5 using AP50.

Method Split-1 Split-2 Split-3 Split-4 Split-5

30% 50% 70% 30% 50% 70% 30% 50% 70% Easy Hard Extreme 30% 40% 50%

Ours (C4) 37.67 35.95 33.16 39.22 36.81 34.98 38.84 36.76 35.26 80.56 80.43 74.45 77.38 76.13 75.32
Ours (FPN) 38.22 35.92 32.68 39.76 36.94 35.33 39.56 37.15 35.48 82.15 81.50 75.59 76.84 75.88 74.35

Table 3.8: Results on the splits released
by authors of [62]. All methods use Res-
50 FPN architecture.

Method Performance

Easy Hard Extreme

Co-mining [62] 35.40 31.80 23.00
Ours 36.78 34.02 23.35

Table 3.9: Results on split released by [1]

Method Performance

30% 50% 70%

Pseudo Label [1] 35.00 32.79 29.03
Soft Sampling [60] 33.98 31.39 27.30
Ours 35.94 33.13 28.88

Table 3.10: Analysis of the effect of different aug-
mentations on the performance of R-SSL.

Contrast Brightness Saturation Lighting Bbox-Erase Performance

3 7 7 7 7 43.99
7 3 7 7 7 43.81
7 7 3 7 7 42.70
7 7 7 3 7 42.95
7 7 7 7 3 45.11

3 3 7 7 7 44.03
3 3 3 7 7 43.90
3 3 3 3 7 43.91
3 3 3 3 3 46.00

Table 3.11: Analysis on warm-up for PPM

Iteration 0 4000 9000 12000

AP 45.51 45.71 46.00 45.88

of 1:2 was used. For bounding box erase, we randomly erase an area of of[0:4; 0:7] at an aspect

ratio of [0:3; 3:3]. We show the effect of these augmentations on a sample image in Fig.3.4.

Splits by [1]: In Table3.9, we compare our approach with Niitaniet al. [1] and Wuet al. [60]

using the same backbone for fair comparison. We outperform the best model [1] by 0:94, 0:34

percentage points on the30%and50%splits respectively.

Splits by [62]: Authors of Co-mining [62] create a split similar to Split-4 but using COCO 2017

trainval set to perform ablation experiments. To the best of our knowledge, this is the only split

released publicly for SAOD. We compare the performance of our approach with Co-Mining,

which uses a RetineNet architecture, on this split and report results in Table3.8. We observe a

similar trend as reported in the main paper and outperform Co-mining by1:38, 2:22 and0:35
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percentage points on theEasy, Hard andExtremesubsets respectively.

3.4.7 RPN Recall experiments for object discovery

PPM identi�es foreground regions mistakenly assigned as background during training to

avoid penalizing the network. To study the effect of PPM on novel [100] classes, we train a

network using our approach on randomly chosen6000images of the COCO dataset, containing

annotations for only20 classes of PASCAL-VOC. We evaluate the recall@0:5 of the RPN over

the remaining 60 classes. A model trained using the standard technique on this dataset achieves a

recall@0:5 of 77:46%and29:06%on the known classes (20 categories) and unknown classes (60

categories) respectively. Our proposed approach, with PPM, achieves a recall@0:5 of 78:47%and

35:20%respectively. This ability to localize objects not seen during training can be bene�cial

for object discovery methods like [101–103] which use RPN proposals to learn/discover new

categories.

3.4.8 Qualitative Results

In Fig. 3.5, we show the pseudo positives mined by the PPM. In each �gure, the red boxes

correspond to the ground truth annotations and the white boxes correspond to the post NMS

pseudo positive boxes mined by PPM. It can be clearly seen that the PPM is able to correctly

mine proposals which correspond to missing object annotations. We show the detection results

of a model trained on the 50% Split-1 of our approach. The results are shown in Fig.3.6. The top

image in each column corresponds to the model trained using sparse annotations and the bottom

image shows the output of our approach. Finally, in Figures3.7,3.8, we show some failure cases
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of PPM and the object detector.

3.5 Conclusion

We present a R-SSL, a novel formulation for SAOD as semi-supervised learning on regions.

We propose a simple yet effective technique for identifying the unlabeled regions using pseudo-

positive mining and apply unsupervised loss on them. Through qualitative results we highlight

the ability of PPM to mine pseudo-positives. We standardize the evaluation setup and show

the effectiveness of our approach with an exhaustive set of experiments on multiple splits of

SAOD. We propose a new setup, that evaluates the semi-supervised learning capabilities of SAOD

approaches. We will release the data for the new setup along with all the SAOD splits and

encourage researchers to evaluate future SAOD methods on these.
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Figure 3.5: Qualitative results showing the unlabeled regions identi�ed by the PPM. The red
boxes correspond to the available ground truth. A class agnostic NMS was performed on the
regions and the result is shown in white.

Figure 3.6: Qualitative results comparing the output of a model trained using available ground
truths (top) to a model trained using our approach (bottom). Predictions with a class con�dence
score greater than0:9 are shown.Red: Person,Cyan: Dog,Purple: Horse,Yellow: Clock,Green:
Stop sign,Blue: Parking meter,Violet: Giraffe, Orange: Potted plant, Black: Surfboard,Dark
green: Boat
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Figure 3.7: Failure cases of PPM.

Figure 3.8: Failure cases comparing the output of a “vanilla” model trained using available
ground truths (top) to a model trained using our approach (bottom). Predictions with a class
con�dence score greater than 0.9 are shown.
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Chapter 4: Techniques for surprise activity detection and detecting multi-modal

inconsistencies

4.1 Surprise activity detection using Vision and Language

4.1.1 Introduction

Action detection is the problem of localizing, both spatially and temporally, and recogniz-

ing actions in long untrimmed videos. This problem is hard due to the unconstrained nature of the

data and heavy computational requirements. Further, it is extremely dif�cult to obtain real-time

performance, with very few systems [14] achieving this constraint. Surprise activity detection is

a low-shot multi-modal problem of detecting “surprise” (also called novel) classes with very little

supervised data. Particularly, a textual description of the novel class along with a few examples

(typically 1-5) are provided to train a model to detect the “surprise” actions during deployment.

Furthermore, the system is both trained and evaluated in a completely sequestered environment on

sequestered data collected at facilities not previously revealed to the system designers. We de�ne

sequestered training to mean that the developers of the system are unaware of the action classes

that will be de�ned and have no access to the training process once it has begun. Since real-

time activity detection in “known facility” (i.e. plentiful training data collected from the same

facility as the sequestered test data), is by itself a challenging problem, the additional constraints
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imposed in the surprise activity setting make the problem signi�cantly more challenging. In this

chapter, we describe our system for surprise activity detection. In Section4.1.2, we describe

the challenge of sequestered training. In Section4.1.3, we describe our work on self-denoising

neural networks. In Section4.1.4, we describe CLIP [25] a recently proposed multi-modal model

used for surprise activity detection in our system. In Section4.1.5, we describe our system. In

Section4.1.6, we present the results of our surprise activity system.

4.1.2 Sequestered training

A subtle, but nonetheless signi�cant challenge of surprise activity detection, is the com-

plete sequestration of model training. In much of the machine-learning research focused on visual

recognition tasks, researchers are permitted to adjust model parameters across different datasets.

The development of the prediction system is always targeted at the known task at hand (known

classes, known modality, known objects, known metrics). Often for a particular algorithm, the

hyperparameters (in the broadest sense of the word) are tuned to the target classes for the speci�c

problem. For example, data-augmentation for a right-turn activity should not include horizontal

mirroring, since this changes the meaning of the activity. However, for other activities (e.g. per-

son enters facility), random horizontal �ipping may be utilized to improve the performance of

the detector. In the case of surprise activities, effectively no information about the training data

or target domain is provided a-priori, meaning that such “expert knowledge” cannot effectively

be used to make decisions regarding training. Of course, this example of data augmentation gen-

eralizes to all parts of the training algorithm, including model selection, optimization algorithm,

and all the other hyperparameters that de�ne the training stage. The scenario of training seques-
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tration is not generally addressed in the machine-learning literature. However, it is clear that the

surprise activity task is the right question to be asked as this task illuminates important consid-

erations for the real-world application of action detection. Right now, the results in the literature

suggest that state of the art systems may be able to handle known tasks (i.e. “known facility”

and “unknown facility” action detection tasks), but sequestration of the training, especially in a

few-shot scenario, currently lies beyond the state of the art. While more work needs to be done

to directly address the dif�culty of sequestered training, we attempt to mitigate the problem by

utilizing models and algorithms known to be robust across domains that are less sensitive to hy-

perparameter selection. Our mitigation approach certainly is not the �nish line with respect to the

problem, in fact, it is more of a starting point which we believe still requires signi�cantly more

investigation.

4.1.3 Self-Denoising Neural Networks (SDNN)

Inspired by the theoretical result that Denoising Autoencoders re�ne features to lie closer to

the true data manifold [104], we present a new training scheme that adds noise at multiple stages

of an existing neural architecture while simultaneously learning to be robust to this added noise.

This architecture, which we call a Self-Denoising Neural Network (SDNN), can be applied easily

to most modern convolutional neural architectures, and can be used as a supplement to many

existing few-shot learning techniques. This method is particularly applicable to the video-based

training examples in the surprise activity task. In this section, we provide a brief overview of the

SDNNs with the full details being available in [105]. In later section4.1.5, we describe how this

approach is utilized in our surprise activity detection system.
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Figure 4.1: A sample SDNN architecture with Gaussian noise. Figure taken from [105].

The SDNN method can be applied to any convolutional classi�cation network that can be

broken into a feed-forward collection of blocks. An example of SDNN is provided in Fig.4.1

where a model is split into three blocks. During training, the features after each block are

perturbed using additive Gaussian noise. After each block, the features are pooled and passed

through a fully-connected (FC) layer so that auxiliary losses L(pl) can classify the modi�ed fea-

tures. In the testing/inference phase, noise-perturbation is disabled, and each row of the weight

matrices Wb l is replaced with the average feature over all the training instances of the respective

class. SDNN also uses a cosine-classi�cation scheme widely used in few-shot learning [106,107].

In practice, cosine-classi�cation means that the features are normalized to unit length before soft-

max and cross-entropy loss are applied. This results in the logits of the network corresponding

to the cosine of the angle between the resulting feature and the target feature which effectively

projects the feature representations onto a hypersphere.

4.1.4 CLIP

CLIP (Contrastive Language-Image Pre-Training) is a neural network trained on a variety

of (image, text) pairs. It can be instructed in natural language to predict the most relevant text
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snippet, given an image, without directly optimizing for the task as shown in Fig.4.3.

Implementation details of CLIP:

Figure 4.2: Pseudo-code of CLIP

CLIP consists of a two stream network

trained to align representations of image and

text. In contrast to standard classi�cation

models, CLIP uses natural language descrip-

tions as supervision. The intuition is that when

trained with sentences, the model can �nd in-

teresting patterns between co-occurrence of

words and concepts in images. As shown in

Fig. 4.3 (left), CLIP consists of an image and

text encoder. The image encoder can be any

vision backbone architecture like ResNet [5] or ViT [ 108]. In this work we use a ViT-B/32 [7]

backbone. The text encoder is a 63M 12-layer transformer [37] model with 8 attention heads.

Features extracted from both the image and the text encoder are passed through a linear head to

project them into the same embedding space. Both the image and the text encoder are trained

from scratch using InfoNCE loss [109]. Another important component that was essential for the

success of CLIP is data. CLIP was trained on 400M image-caption pairs with a batch size of

32768 for 32 epochs. GivenN image-caption pairs in a batch, CLIP is trained to maximize the

cosine similarity between theN correct pairs and minimize the similarity between the remaining

N 2 � N pairs. The pseudo-code of CLIP is shown in Fig.4.2.
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Figure 4.3: CLIP jointly trains an image and text encoder to predict the correct image-text pair in
a batch of images as shown on the left. At test time CLIP can be used in a zero-shot fashion as
shown on the right. Image borrowed from [25]

4.1.5 Surprise Activity Detection Pipeline

Due to the multi-modal nature of the problem, we employ a purely vision-based system

along with a multi-modal model. For training, for each novel/surprise activity, we are given a

textual description of the action and anywhere between 1-5 visual examples (not known a-priori).

As shown in Fig.4.4, our proposed pipeline consists of two branches: a vision based few-shot

learner using SDNN [105] and CLIP. We �rst train the few-shot learner on the DIVA dataset

like [15] and use it as the starting point for the surprise activity detection system. First, we use

the proposal generation method of [15] to generate proposals from all visual examples. We then

learn visual classi�ers using the SDNN. Next, we use the proposals from visual examples along

with the textual descriptors to extract CLIP visual and natural language features. Since CLIP is

proposed for image-text pairs, we extract per frame features and average the features to get the

proposal features. We concatenate the natural language features along with features of proposals

with largest similarity to the language features to form prototypes for each surprise activity. We
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Figure 4.4: Surprise activity detection in long untrimmed videos using vision based few-shot
learner and multi-modal CLIP model.

leverage these prototypes as classi�ers to identify activities during inference. Given a test video,

we extract proposals as described in [15] and employ the few-shot classi�er learnt during train-

ing to get a few-shot classi�cation score. We then extract proposal features using CLIP image

encoder and use the prototypes (described above) to get the multi-modal classi�cation score. We

then perform a late fusion to get the �nal predictions. Finally, we perform a post-processing step

as described in [4]. We argue that each branch in the pipeline (Fig.4.4) offers orthogonal bene�ts

and hence essential for surprise activity detection.

4.1.6 Results

We �rst report the performance of our few-shot learner on the DIVA data in Table4.1.

Results are on the ActEV sequestered leaderboard for “Surprise Activities”. The few-shot learner

was pre-trained on the fully annotated MEVA training set. Next, we evaluate the system proposed

in Fig. 4.4on the MEVA Surprise activity leaderboard and the results are shown in Table4.2.
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Table 4.1: Performance of SDNN on the ActEV
sequestered leaderboard for Surprise activities.

Method nAUDC (#)

Baseline (Cosine) [106,107] 0.74

SDNN 0.69

Table 4.2: Performance of our method on ActEV
sequestered leaderboard for Surprise actions

Method nAUDC (#)

IBM-Purdue 0.51
UCF 0.55
Ours 0.60

4.2 Multi-modal inconsistency detection

In the previous section, we have seen the advantages of leveraging natural language to im-

prove “surprise” activity detection. But additional modalities present challenges of their own. For

example, an adversary with malicious intent can manipulate one modality to make it inconsistent

with the other. Such a manipulation can lead to public panic and mistrust especially in the case of

news or social media. Identifying the inconsistency is key to prevent the spread of fake news and

mis-information. In this section, we study the problem of multi-modal inconsistency detection in

news media.

Given a news article, the image and its corresponding caption, the goal is to identify if

any modality in the triplet is inconsistent with the others. Note that this task is different than

the multi-modal alignment problem in Vision-language pre-training tasks [111] done on image

captioning datasets. We illustrate the differences in the data in Fig.4.5. There are two major

differences between news data and image captioning datasets like Conceptual Captions [110].

News data has an additional body of text,i.e., articles, which is missing in captioning datasets.

Additionally, News data usually contain named entities in both images and text, like a popular

media personality or place. Such information is removed from the text in captioning datasets

making the task of identifying inconsistencies easier. For example, in Fig.4.5 (right), Justin
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Figure 4.5: Figure demonstrating the differences between multi-modal data from news sources
with standard captioning datasets like Conceptual Captions [110]. Data collected from news
sources has article along with image and caption and the manipulation can be done in either the
caption or the article. Text of news data (both captions and articles) have named entities, like
places, popular media personalitiesetc., where as those of captioning datasets are generic.

Timberlake's name has been replaced by “pop artist” and to identify if the image and caption are

consistent, the model doesn't have to recognize the entity in the image. This is not the case for

news media as identifying named entities is important to detect inconsistencies in the media, for

example, replacing one media personality with another to create confusion can only be detected

by identifying the person.

Now that we have seen how news data differs from standard image captioning data, lets

discuss the challenges that one faces with news data. While captions are short forms of text,

articles usually contain atleast 6-10 sentences (sometimes even more). Existing vision-language

pre-training models [25, 111] are not capable of dealing with long forms of text. The standard

practice is to truncate the text to a �xed set of tokens (77 tokens) and use that as an input to

the system. This is suboptimal for detecting inconsistencies as the truncation might discard the
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manipulated text. Additionally, the manipulation can occur in either the caption or the text. In

Fig.4.5, the image shows damage due to �oods (shown in red) but the caption refers to a forest �re

damage. Something similar can also be done in the text making it hard to detect inconsistencies as

both forms of text corroborate with each other. Moreover, since the manipulation occurs in very

limited locations in the article, identifying that a manipulation has been done is akin to searching

for a needle in a haystack. All these issues make detecting inconsistencies in news media unique

and a tough problem to solve. In the next section, we will describe our proposed approach to

detect inconsistencies in news data.

4.2.1 Approach

In this section, we will describe our approach for multi-modal inconsistency detection.

Detecting image-caption-article inconsistency:

As shown in Fig.4.6, our proposed system takes a batch of image, caption and article

triplets as input. Since CLIP cannot process long text, the captions and articles are �rst pre-

processed. The entire text is tokenized and then broken down into sequences of length77 (max-

imum length accepted by CLIP). All the sequences are then stacked to form the input to the text

encoder.

To be precise, given a caption or article, the text is �rst encoded using byte-pair encoding [112],

which are then split into sequences of length77. These sequences are then stacked to form the

text input of dimensionm � 77, wherem is the number of sequences obtained after splitting the

text. Standard pre-processing, like subtracting the mean and dividing by the standard deviation

of Imagenet [24] followed by resizing are used to pre-process the image. The image is passed
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Figure 4.6: Proposed architecture for image-caption-article inconsistency detection.

through the image encoder followed by the projection head to get the image features of dimension

d. The image features are then passed through a 3 layer MLP with skip connections to form the

�nal image representation. The caption of dimensionsmc � 77 after pre-processing is passed

through the text encoder and projection head to obtain features of dimensionmc � d. Since, the

captions are split without context, we pass the sequence of caption features (dimensionmc �

d) through a transformer encoder [37] with skip connections followed by an average pooling

operation to form the �nal caption representation. The transformer encoder aids in aggregating

context from neighboring sentences and the caption representation is the average across the whole

sequence.

The tokenized article (dimensionma � 77) is processed in a similar fashion to obtain the

�nal article representation of dimensiond. We apply a contrastive loss between the features of
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(image, caption) and (image, article) pairs, denoted asL ic
c , L ia

c respectively, as shown in the

pseudo-code (Figure4.2). To enforce consistency between the caption and article, we apply a

contrastive loss between features of the caption and article, denoted asL ca
c .

As mentioned in Section4.2, the manipulation occurs in very limited places in the article.

As a result, the signal to detect inconsistencies is usually very weak due to large amounts of con-

sistent text. To enhance the effect of manipulation, we aim to pick sentences from the article that

are most relevant to the given caption and enforce consistency between image and the selected

text. To be precise, we use a transformer decoder [37], with the sequence of article features (di-

mensionma � d) as memory and the sequence of caption features (dimensionmc � d) as target, to

compute the caption-relevant text representation. The transformer decoder consists of a series of

cross attention blocks and in effect computes a caption representation conditioned on the article.

Finally, a contrastive loss, denoted byL ica
c is applied between the representations of the image

and the caption conditioned text. WhileL ic
c , L ia

c andL ca
c are applied between two modalities

at a time,L ica
c takes all three modalities into account while applying the loss. We believe that

the caption feature behaves like a prior while aggregating features of sequences from the article,

improving the models ability to detect inconsistencies when there is little manipulation within

large amounts of consistent text.

4.2.2 Experiments

Data: For all our experiments, we use a large scale Multi-source News captioning Dataset, Vi-

sualNews [113]. VisualNews contains images, corresponding captions and news articles from

four sources (BBC, Washington Post, Guardian and USA Today). The dataset consists of over a
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Figure 4.7: Figure showing two examples from BBC (top) and Washington Post (bottom) in the
VisualNews dataset. The texted beside the image is the article and the text inside the dotted box
is the corresponding caption.

million images, corresponding captions and about 600000 articles. We subsample VisualNews to

get 83040 images, captions and articles for all our experiments. The train/val/test split consists

of 66432, 8304 and 8304 triplets respectively. We show examples from VisualNews in Fig.4.7.

For each< image, caption, article> triplet in the test split, text (caption or article) with

highest similarity, is selected and replaced with the right ones, to form positives for inconsistency

detection. The similarity is computed using features extracted from CLIP embeddings [25]. In

this work, we only deal with text swapping and show a test example in Fig.4.8. In Fig. 4.8,

we show the image is shown in the middle with the right caption below it. The corresponding

article is shown on the right and the wrong article on the left. The cues to identify inconsistency

is marked in red and the evidence to support the consistency with the caption/image is marked in

green.
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Figure 4.8: Figure showing the positive (left) and the negative (right) samples for inconsistency
detection constructed using the VisualNews dataset. In this example, the image and caption are
consistent, but the article has been swapped with another one (discussing a movie) making it
inconsistent.

Metrics: We evaluate all the models on the test split using two metrics, namely, Accuracy, and

AuC. Accuracy is de�ned as1 � eer whereeer is the Equal error rate and AuC is de�ned as

usual.

Implementation details: We �rst �ne-tune CLIP on the VisualNews dataset with a batch size of

128. We initialize our model (Fig.4.6) with the pre-trained weights and freeze the backbone. This

enables training with larger batch sizes essential for contrastive learning. We train the remaining

parameters of the model with a batch size of1024on 4 gpus for80epochs with a learning rate of

0:064. The learning rate is decreased ten fold at40epochs.

Table 4.3: Image-caption inconsistency detec-
tion on test set of Visual News

Model L ic
c L ia

c L ca
c L iac

c Accuracy AuC

Baseline CLIP � � � � 63:11 67:8

FineTuned CLIP � � � � 65:08 70:4

Ours 7 7 7 X 69:60 76:1

Ours X X X 7 69:91 76:6

Ours X X X X 81:23 89:1

Results: We report the result of image cap-

tion inconsistency detection using our model

(Figure 4.6) in Table 4.3. The �rst row cor-

responds to the publicly released CLIP model.

The second row corresponds to a model ine-

tuned on VisualNews train set. We can see that

�ne-tuning the model on a more task speci�c

data, gives improvements. The third row shows the result of training our model using only image-
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enriched caption lossL ica
c and the fourth row shows the result of training with all the losses except

L ica
c . We can see that both these settings improve the performance over both the baselines in row-

1 and row-2. The true power ofL ica
c can be seen in row-4 when trained with all the four losses.

We see a signi�cant improvement of11:32and12:4 percentage points on Accuracy and AuC re-

spectively. This signi�cant improvement can be attributed to the joint modeling of image, caption

and article together as supposed to the other three losses with only take two quantities at a time.

We submitted our system to the Text and Image Inconsistencies (News Articles) leaderboard with

sequestered data and our proposed model gets the �rst place with a pD (probability of detection)

of 0.55 at a false alarm rate (FAR) of 0.08.

4.3 Conclusion

In this chapter, we presented our work on detecting surprise activities in-the-wild using

vision and language. Action detection in surveillance videos is a very tough task and the problem

is exacerbated when the goal is to identify “surprise” or novel activities with very limited data. We

present our two branch low shot multi-modal learner which leverages a few-shot visual learner

and a zero shot multi-modal vision-language pre-trained model. For the few-shot learner, we

use the recently proposed self-denoisising neural network, which is shown to achieve state-of-

the-art performance on few shot image classi�cation. The SDNN model is effective for action

detection and can detect novel activities with as low as one labeled example. For the zero shot

visual-language pre-trained model, we leverage the recently proposed CLIP model. The zero-shot

model leverages the natural language description of the activities and can detect them without a

single visual example. We show advantages of our proposed system on the DIVA sequestered

leaderboard and achieve third position among all the participating teams. With an additional
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modality of text, the chances of manipulating the input to create mis-information is higher. In the

next part of this chapter, we discuss our work on detecting multi-modal inconsistencies in news

media. News data consists of image, caption, article and is completely different than standard

image captioning datasets which contain only images and captions. We present a novel system

that can detect inconsistencies between image, caption, and article that achieves �rst place among

other teams on the SEMAFOR sequestered leaderboard.
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Part II

Challenges with Model
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Chapter 5: Body Part Alignment and Temporal Attention for Video-Based Per-

son Re-Identi�cation

5.1 Introduction

Person re-identi�cation is the problem of identifying a person from full-body images or

videos. The problem is usually formulated as a comparison between two images or two videos

each cropped around a person. This problem typically arises in multi-camera tracking problems,

but is also useful for �nding different instances of a person in surveillance videos from a single

camera. For practical applications, the problem of person re-identi�cation most often arises in

video applications (as opposed to applications in which only still images are available). For this

reason, we focus on the video-based person re-id problem. When comparing a video of a person

to another video of a person, a fundamental problem is how to take advantage of the information

in multiple video frames. We solve this problem usingtemporal attention pooling (TAP)that

assigns a different weight to each frame to compute an aggregated feature vector representing the

identity of the person over the whole video sequence.

One of the major dif�culties for person re-id is alignment. Humans can have a large va-

riety of poses because of articulated limbs as well as camera viewpoints which often results in

particular body parts for different cropped person images being in very different locations in the
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Figure 5.1: Illustration of alignment problem between two person image being compared for
person re-id. Same colored ovals correspond to the same regions in the image but not to corre-
sponding body parts.

image. See Fig.5.1 for an illustration of this problem. Recent works on person re-id [114,115]

have tried to address this issue to some degree, but the alignment is usually imprecise. In our

work, we use the OpenPose network [36] to get much more precise alignment of person images.

In conjunction to the above mentioned spatial alignment problem, video data often has the

issue of aggregating information across frames. Whereas some frames have rich information

about the subject under inspection, some frames might be harmful for the task due to occlusion

or change in illumination etc. This issue is illustrated in Fig.5.2where the frames in the middle

have an occluded human and hence would be detrimental for re-identi�cation. The designed

approach should be capable of identifying such anomalies in frames and intelligently combine

them to get a better video representation. Our proposed TAP handles this problem by assigning

different weights to different frames while building the rich video descriptor.

Finally, we use a technique called score normalization to further improve our results. This
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Figure 5.2: Illustration of a sequence with occluded human body parts. Features extracted from
the frames with occluded parts are corrupted and are detrimental for the performance.

technique is known in the speech recognition literature [116] but is little known in the computer

vision community. Our main contributions can be summarized as follows:

• We propose a novel architecture for precise spatial alignment using the OpenPose network

that solves the registration problem.

• We propose a temporal aggregation network, TAP to aggregate the information across

frames to form a rich video descriptor.

• Our deep network improves over the previous state-of-the-art by a large margin on all three

standard datasets.

We �rst discuss the context in which our work is placed in section5.2, then describe our

approach in section5.3 and present experimental validation in section5.4. We conclude with a

brief discussion in section5.5.

5.2 Related Work

Most of the work on person re-identi�cation has focused on comparing a single image to

a single image. Within this body of work, some recent methods have achieved superior results
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through better alignment of pedestrian images. The work of Su et al. [117], Zheng et al. [118],

Zhao et al. [119], and Zhang et. al [120] all fall into this category. Of these, Zhao et al.'s Spindle

Net is the closest to our work in that they use the forerunner of OpenPose [36], a Convolution

Pose Machine(CPM) [121], to segment different body parts in each pedestrian image. In their

work, the part maps from CPM are used to extract rectangular regions for seven different body

parts. These are used to crop the appropriate areas of CNN feature maps and then fused using

another network to build a �nal feature vector.

The problem of video-based person re-id has so far received less attention than that of

single-frame person re-id. Some papers that have addressed the video-based person re-id problem

have focused on how to combine the information from multiple frames. For example, Liu et

al. [122], Zhou et al. [123] and McLaughlin et al. [124] all fall into this category.

There has been relatively little work on video-based person re-identi�cation that focuses

both on careful spatial alignment of body parts as well as temporal attention. One paper along

these lines is [125] which uses a spatiotemporal attention network to learn a number of spatial

attention detectors (CNNs) and then aggregates the resulting receptive �elds over time to yield a

single feature vector. Our work is similar in spirit to [125] but uses a different spatial attention

network and a different temporal attention network. The spatial attention detectors used in [125]

automatically discover salient image regions useful for re-identi�cation. The ability of the net-

work to look for discriminative regions on its own is analogous to thebottom-upattention in the

human visual cortex. Studies [126,127] suggest that the human visual cortex has a separate, inde-

pendent pathway fortop-downattention. Bottom-up attention arises due to the“pop-out” effect

in the visual scene while top-down attention is due to a conscious effort (analogous to a pre-

de�ned detector). Researchers in [127] suggest that the bottom-up cues alone cannot ef�ciently
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guide attention, and top-down attention must be recruited to scan the display. Our approach

presents a simple yet ef�cient way to give the network the ability to perform top-down attention

on the input image. As suggested by [126], both the described methods operate independently of

each other and hence [125] can be combined to further improve performance.

Another recent work by Suh et al. [128] also uses the OpenPose network to �nd body parts,

but uses a different method for incorporating the part maps into a part-aligned representation

than us. Also, Suhet al. [128], handle multiple frames in the simplest way possible by simply

averaging their descriptor over the frames. Song et al. [114] deal with misalignment by pooling

over three �xed regions within each pedestrian bounding box which are determined by analyzing

the positions of different parts detected in the training data using OpenPose. Their method focuses

more on temporal processing by estimating the quality of the regions in each frame and weighting

the feature vector for each region in each frame according to its quality estimate. Similarly, Dai

et al., [115] use a weaker alignment model than we do (they use only scale and translation for

aligning pedestrian images) but a strong temporal model for handling multiple frames (consisting

of a bi-directional LSTM network). Xu et al. [129] also present a method for video-based person

re-identi�cation that mainly focuses on temporal pooling using a recurrent network but does not

use precise body part alignment.

In our work, we take advantage of the OpenPose deep network [36] to align pedestrian

images and also use a temporal attention pooling network (a fully convolutional network with

large receptive �elds) to estimate non-uniform weights for different frames in a pedestrian video

sequence. This allows us to effectively combine well-aligned feature maps across many frames

to yield a distinctive feature vector that leads to improved state-of-the-art accuracy on the three

main video person re-id test sets: PRID2011, i-LIDS-VID and MARS.

66



In addition to our main focus on alignment and temporal attention we also introduce the

technique of score normalization which can be applied to any similarity matrix. This technique

is better known in the speech recognition community [116] and often leads to accuracy gains at

relatively little computational cost.

5.3 Method

We propose a new deep learning alignment method to handle the alignment issue in video-

based person re-identi�cation. Given an input sequence of video frames, the pose of the person

in each frame is extracted (Section5.3.1) and the corresponding attention maps are combined to

form composite heat maps (Section5.3.2) for regions of the human body. These heatmaps are

combined with appearance features to align the features of corresponding parts and are combined

to form the per frame person descriptors. The per frame person descriptors are then combined

using a novel temporal attention module (Section5.3.3) to combine the per frame descriptors to

form the video descriptor. A conventional cross entropy and metric loss are then applied on top

of the FC layer to train the network in an end-to-end fashion.

5.3.1 Pose Estimation

For surveillance applications, the resolution of images is usally poor due to which, it be-

comes dif�cult to utilize facial features for the purpose of re-identi�cation. The next best alter-

native for re-identi�cation would be full-body appearance, which usually gives rich information

about the person. Misalignment along with constrained camera positions makes it dif�cult to

compare two full body appearance of two people in different images. To alleviate this issue, we
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Figure 5.3:Heat Map of parts from OpenPose.Parts : (top) Nose, neck, R Shoulder, R elbow,
R wrist, L Shoulder, L elbow, L wrist, R hip (bottom)R knee, R ankle, L hip, L knee L ankle, R
eye, L eye, R ear, L ear(background left out)

utilize the state-of-the-art pose estimation network OpenPose [36] to extract the pose of the per-

son in the frame and leverage it to get the full-body appearances of the person of interest. The

OpenPose network has 7 stages, where each stage re�nes the location of the joint predicted by

the previous stage. At the head of the network is a VGGNet to extract features from the image

which is then sent to the �rst stage of OpenPose. The output of OpenPose is19 (18 joints and1

background) heatmaps, corresponding to Nose, Neck, right shoulder, right elbow, right wrist, left

shoulder, left elbow, left wrist, right waist, right knee, right ankle, left waist, left knee, left ankle,

right eye, right ear, left eye, left ear, background in that order and38part af�nity �eld maps (19

in x-direction and 19 in y-direction) corresponding to edges between part nodes above as shown

in Fig. 5.3, 5.4. The heatmaps give the probability of occurrence of a particular part and the part

af�nity �eld maps form the edge between the two nodes. Effectively, the part af�nity �eld map

corresponds to the joint of the human connecting two body parts (like the forearm connecting

wrist and elbow).
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Figure 5.4:Part af�nity maps from OpenPose. Maps : Part af�nity �eld maps in x, y directions
for neck-lhip, lwaist-lknee, lknee-lankle,neck-rhip, lwaist-rknee, lknee-rankle, neck-lshoulder,
lshoulder-lelbow, lelbow-lwrist, lear-lshoulder, neck-rshoulder, rshoulder-relbow, relbow-rwrist,
rear-rshoulder, nose-neck, nose-leye, nose-reye, leye-lear, reye-rear

5.3.2 Pose Alignment

Given a video sequenceV = f I 1; I 2; :::; I tg consisting oft frames, whereV 2 R H � W � t and

I t 2 R H � W , an appearance networkA extracts appearance features from each frame. We use the

ResNet-50 [97] architecture as the appearance network. We remove the fc and the �nal average

pooling layers and use the remaining network as the feature extractor. Letf a = f f 1
a ; f 2

a ; :::; f t
ag

be the appearance features for the video sequenceV, wheref t
a 2 R h� w� C andf a 2 R h� w� C� t
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Figure 5.5:Composite Parts. Composite parts of upper, lower and middle body.

i.e.

f a = A(V) (5.1)

Let f p = f f 1
p ; f 2

p ; :::f t
pg be the joint information from the OpenPose network,f t

p 2 R h� w� F , in

our caseF = 57 (19 joint maps and38part af�nity maps). Letf t
p = f f t

p;1; f t
p;2; ::::; f t

p;F g be the

individual joint heat and part af�nity �eld maps and letSu, Sm , Sl be sets containing indices of

heatmaps (and part af�nity �eld maps) of upper, middle and lower body parts respectively. We

group the heatmaps off eyes, ears, nose and neckg and the part af�nity �eld maps corresponding

to the edgesf R-eye$ R-ear, L-eye$ L-ear, L-eye$ nose, R-eye$ nose, L-eye$ nose,

nose$ neckg, to form one of the composite parts. Similarly, we group heat maps off elbows,

shoulders, wristsg andf hip, knees, anklesg with part af�nity maps off R-shoulder$ R-elbow,

R-elbow$ R-wrist, neck$ R-hip L-shoulder$ L-elbow, L-elbow$ L-wrist, neck$ L-hip

g andf R-hip $ R-knee, R-knee$ R-ankle, L-hip$ L-knee, L-knee$ L-ankleg respectively

to form the other composite parts. Since the receptive �eld of VGG-net is high, these composite

parts have the receptive �eld to look at the corresponding upper, torso and lower body of the

human in the image. This partition is done by leveraging the prior information about humans.

The composite part maps, each one corresponding to upper, middle and lower body, are formed
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Figure 5.6:Pose guided Alignment Network Architecture. Each video is divided into chunks
of t consecutive frames. (1) Each Image is then passed through an Appearance network(ResNet-
50) and Pose network(OpenPose) to give appearance and pose features. (2) Pose heatmaps cor-
responding to upper, middle and lower parts are grouped after softmax is applied spatially. These
part maps give probability of �nding a particular composite body part in the image. (3) Ap-
pearance and Part features from all the frames are then combined and (4) Finally, a Temporal
Attention Pooling(TAP) unit computes the weights required to combine thet frames to form the
video descriptor.

by pooling over the indices of joint maps in each of the setsSu, Sm , Sl , i.e.,

r t
p =

1
jSr j

X

k2S r

f t
p;k (5.2)

wherer 2 f u; m; lg is a region of the body. The formation of such composite heatmaps, gives the

network the top down attention previously discussed. By combining these maps with appearance

features, the network is directed to focus on speci�c human body parts. The composite part maps

ut
p; mt

p; l t
p 2 R h� w� 1 are shown in Fig.5.5.

Each of the composite part maps re�ect the con�dence of �nding the head, torso and legs of

the person in the current frame and are then converted into a probability distribution by applying
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a softmax over theh � w spatial locations.

�r t
p[k; l ] =

er t
p [k; l ]

wP

j =1

hP

i =1
er t

p [i; j ]
(5.3)

wherer 2 f u; m; lg. These composite part maps are then multiplied with appearance feature

mapsf t
app from the appearance net to form the appearance feature map of the corresponding

composite part.

f t
a;r = f t

a � �r t
p (5.4)

wherer 2 f u; m; lg. It will be motivated in Section5.3.3that the featuresf t
a;u carry different in-

formation for eacht. So we compute a set of weightswi ; i 2 f 1; 2; ::::tg using the TAP described

in the next section. The appearance feature is then spatially pooled and concatenated with the

appearance features (after spatial pooling) of the composite parts to form the �nal frame descrip-

tor. By performing such an operation, the corresponding appearance features of the body parts

of different/same individuals are compared, thereby effectively achieving alignment required for

re-identi�cation.

�f t
a = avgpool(f t

a) (5.5)

�f t
a;r = avgpool(f t

a;r ) (5.6)

f t
f rame = [ �f t

a; �f t
a;u ; �f t

a;m ; �f t
a;l ] (5.7)

andr takes values inf u; m; lg. Heref t
a, f t

a;u , f t
a;m , f t

a;l 2 R C whereC = 2048. Finally, the video
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descriptor can be formed by taking the weighted average of per frame descriptors.

f video =
tX

i =1

wi � f i
f rame (5.8)

In the next Section5.3.3, we propose a novel way to compute the weights of the summation in

the above equation. The entire pipeline described above can be seen in Fig.5.6.

5.3.3 Temporal Attention Pooling

We observe that, for images with very poor quality or occluded parts, the composite parts

do not look as expected and hence do not contribute much information for classi�cation of the

identity in question. So a naive average of the frame features to form the video descriptor would

be sub-optimal. Our observation is supported by previous work [122,125], in which it was shown

that mere average/max pooling of the features is not effective to aggregate per-features. Hence

we propose a temporal attention pooling (TAP) module which assigns an “importance” to the

feature of a particular frame. These values can be interpreted as a measure of quality of the pose

prediction for each frame.

The proposed TAP is a shallow fully convolution network with a large receptive �eld.

The motivation behind a large receptive �eld is to make a better decision about the “quality”

of the composite part maps. It consists of two 2D Convolution layers (with ReLU and Batch

Normalization layers after the �rst convolutional layer) which maintain the spatial dimension

and �nally pools along the spatial and channel dimension to get a quality estimate for each frame

of the video. We normalize these values to[0; 1] using a sigmoid operation to avoid amplifying

the activation maps in the aggregation step.
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Mathematically the operations are described as below. From Section5.3.2, let f a;u =

[f 1
a;u ; f 2

a;u ; ::::; f t
a;u ] andf a;u 2 R h� w� C� t Let N be the fully convolutional TAP network, which

consists of two 2D convolution operations with ReLU non-linearity and Batch Normalization

after the �rst convolutional layer and a �nal pooling operation along the spatial and channel

dimensions.

�f a;u = N (f a;u ) (5.9)

Note that�f a;u 2 R t andN is the shallow network described above and can be seen in Fig.5.6.

Finally we apply a point-wise sigmoid function to get the temporal attention values.

w = � ( �f a;u ) (5.10)

where,� is the sigmoid function. The vectorw (= [ w1; w2; :::; wt ]) 2 R t gives the attention value

for each of thet per frame features. The �nal video descriptor can then be computed as

f video =
tX

i =1

wi � f i
f rame (5.11)

Since the composite part maps (Fig.5.5) fail independently of the appearance feature, we apply

separate TAP to the appearance (f a ) and the part features (f a;r wherer 2 f u; m; lg). In our

experiments to make the training faster and reduce memory consumption, we apply the TAP on

one of the composite part features (f a;u ) and use the obtained weightsw for other composite part

features.
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5.3.4 Loss

The proposed pose alignment network (Section5.3.2) and TAP (Section5.3.3) can be

trained end-to-end. We use theK -way softmax cross entropy loss and a metric loss to train

the network. The advantages of using the two loss functions has been discussed in image based

re-identi�cation literature and is seldom done in video re-identi�cation. We believe that the

bene�ts of using two loss functions hold strong for video-based re-identi�cation too . For the

metric loss we use the mining strategy proposed in [130] which is widely used in image-based

re-identi�cation. Speci�cally, we use a margin ranking loss with the formulation as follows

L (x; y) = max(0; � y � (x1 � x2) + m) (5.12)

wherem is the margin. The purpose of this loss is to rankx1, which isdan (distance between

anchor and negative samples) higher thanx2, which isdap (distance between anchor and positive)

for a set of anchor, positive and negative samples. We mine the positive, negative and anchor from

a batch instead of the whole dataset as [130] suggests.

5.4 Experiments

5.4.1 Datasets

To ensure a fair comparison with other contemporary methods, we evaluate our method on

three standard video based person re-identi�cation datasets : PRID2011 [131], iLIDS-VID [ 132],

and MARS [133]. PRID2011 consists of person videos from two camera views, containing385
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and749 identities respectively. Only the �rst200 people appear in both cameras. The length

of image sequences vary from5 to 675frames. iLIDS-VID consists of600image sequences of

300 subjects. For each person we have two videos with the sequence length ranging from23

to 192 frames with an average duration of73 frames. The MARS dataset is the largest video-

based person re-identi�cation benchmark dataset with1; 261identities and around20; 000video

sequences generated by the DPM detector [134] and GMMCP tracker [135]. Each identity is

captured by at least two cameras and has13:2 sequences on average. There are3; 248distractor

sequences in the dataset.

For the PRID2011 dataset, we follow the evaluation protocol from [132]. Datasets are

randomly split into probe/gallery identities. This procedure is repeated ten times for computing

averaged accuracies. During test time all the videos of identities from camera1 are treated as

probes and the videos in camera2 are treated as gallery. For the MARS dataset we follow the

original splits provided by [133] which prede�ned 631 identities for training and the remaining

identities for testing. For MARS, we use the prede�ned query set for evaluation.

5.4.2 Implementation Details

We divide each video sequence in the training set, into multiple chunks of �fteen frames

each with �ve frames overlap. The models for PRID2011 and iLIDS-VID are �rst trained on

a synthetic dataset with1000identities before �ne-tuning on the individual dataset. We found

this did not help with MARS because of its large size. The synthetic images of people were

generated using Blender from animated 3D parametric models. Some example images are shown

in Fig. 5.7. Table5.1shows the accuracy of our AlignNet model with and without synthetic data
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Figure 5.7: Example sequences in our synthetic dataset containing 1000 identities each with two
sequences of �fty frames.

pretraining.

Table 5.1:Effect of pre-training with synthetic data. Both models are pre-trained on ImageNet.

METHOD PRID2011 iLIDS-VID

AlignNet - No synthetic pretrain 90.5% 75.7%

AlignNet - Synthetic pretrain 94.4% 80.7%

The OpenPose network is initialized with weights trained on MS COCO keypoint dataset.

The input image is kept at the original size of128� 64 for PRID2011 and iLIDS-VID. For

MARS, we operate on the original image size of256� 128. Batch Stochastic Gradient Descent

is used to optimize the network. All the different parts, ResNet-50, OpenPose, TAP and the

classi�er are trained with separate learning rates. This method is followed as we do not want

OpenPose network's weights to change too much, so it is usually assigned a lower learning rate.

The learning rates are dropped whenever training loss saturates and is trained for an average of

300 epochs.

During test time, due to the fully convolutional nature of our model, a variable number of
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frames can be used as input. Although we could feed the entire testing video sequence to our

model at once, because of GPU memory contraints, we break the test sequence into chunks of

�fteen frames each without overlap, extract features and then average the features to form the

video descriptor. For a particular query, we �nd its similarity with all the gallery sequences and

rank them in decreasing order of similarity for evaluation. We use the Euclidean distance between

query and gallery video descriptors as a measure of dissimilarity.

Re-identi�cation performance is usually reported using CMC plots. For MARS, since there

are multiple instances of the sequence in the gallery, we use CMC and mAP for MARS, while

only CMC for PRID2011 and iLIDS-VID.

5.4.3 Ablation Studies

We demonstrate the effectiveness of our proposed solution by conducting some ablation

studies. For iLIDS-VID and PRID2011, we show the studies on a single partition. In Table

5.2 we list the results of each component in the network.Baselinecorresponds to ResNet-50

(pretrained on ImageNet) trained with softmax cross entropy and metric losses on the synthetic

dataset and �nally �ne-tuned on PRID2011 or iLIDS-VID. For MARS we do not use the synthetic

dataset.AlignNet + AvgPool corresponds to the Baseline model along with the OpenPose net-

work and performs average pooling of the features from frames to form the video descriptors. We

initialize the ResNet-50 model from ImageNet and the OpenPose network with weights trained

on the MS COCO keypoint dataset and �rst train it on the synthetic dataset (only for PRID2011

and iLIDS-VID). Compared with theBaseline, AlignNet+AvgPool improves the rank-1 CMC

accuracy by9:0%, 5:0% and2:9% on PRID2011, iLIDS-VID and MARS datasets respectively.
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Figure 5.8: Errors on PRID2011 dataset. Each row has two query sequences and its corre-
sponding top-3 predictions. The images with black border are three frames uniformly sampled
from a query sequence. Red border indicates a mistake in identity while green means a correct
identi�cation.

The improvement is more for PRID2011 than i-LIDS and MARS because the latter two datasets

have images with very poor contrast and a lot of missed detections. This shows that alignment is

very important for boosting the re-identi�cation performance. Our method gives the network the

ability to properly align the features of upper, middle and lower body and makes the comparison

accurate during inference.

Table 5.2:Component Analysis.CMC-rank1 number is reported on one split of iLIDS-VID and
PRID2011 and the entire MARS dataset.

METHOD PRID2011 iLIDS-VID MARS

Baseline 85.4% 75.7% 79.7%

AlignNet + AvgPool 94.4% 80.7% 82.6%

AlignNet + TAP 94.4% 86.0% 83.2%

To understand the improvements over the baseline of the proposed approach, we visualize

some mistakes of the baseline and the �nal model on the iLIDS-VID dataset in Fig.5.9. The

�rst row in Fig. 5.9 corresponds to the mistakes of the baseline model. It is clear that even

though the baseline model captures the overall appearance of the individual very well, the model
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Figure 5.9:Errors on iLIDS-VID dataset. Each row has two sequences. All the images with
a black border are frames uniformly sampled from one of the query sequences. The �ve images
after the query sequence show the �rst image of the predicted top-5 sequences in the gallery.
Red border indicates the predicted sequence's identity doesn't match the query's identity while
green indicates a correct prediction. The �rst row is the prediction of the baseline model while
the second row shows the prediction for the same sequences using the proposed model. The �nal
two rows show some of the mistakes of the proposed model.

is not able to identify the individual accurately due to pose variation. The second row shows the

predictions of the proposed approach for the same sequences. The baseline model compares the

overall appearance of the individual in each video, while in the proposed approach, corresponding

parts of people are compared making the identi�cation more accurate. The �nal two rows show

some of the failure cases for the proposed model. It is evident from the images that the model

makes reasonable mistakes. For example, for the query in the second column of the third row,

the corresponding part appearance looks very similar in all the top-5 predictions. The same trend

can be observed in the predictions of the �rst column in the third row, although in this case, the

network could not identify the correct identity even in the top-5 predictions.
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Table 5.3:Comparison with state-of-the-art methods.For PRID2011 and iLIDS only CMC-
rank1 number is reported, for MARS, mAP(in brackets) along with CMC-rank1 is reported.

METHOD PRID2011 iLIDS-VID MARS

SI2DL [136] 76.7 48.7 -

mvRMLLC+Alignment [137] 66.8 69.1 -

AMOC + EpicFlow [138] 82.0 65.5 -

RNN [124] 70 58 -

IDE [139] + XQDA [ 140] - - 65.3 (47.6)

end AMOC + EpicFlow [138] 83.7 68.7 68.3 (52.9)

MARS [133] 77.3 53.0 68.3(49.3)

SeeForest [123] 79.4 55.2 70.6 (50.7)

QAN [122] 90.3 68.0 -

PAM-LOMO+KISSME [141] 92.5 79.5 -

ASTPN [129] 77.0 62.0 44.0 (-)

RQEN [114] 92.4 76.1 73.7 (51.7)

TRL [115] 87.8 57.7 80.5 (69.1)

SpaAtn+TemAtn [125] 93.2 80.2 82.3 (65.8)

Ours 96.0 83.0 83.2(71.8)

Ours+Score Normalization 96.7 85.9 84.9(73.6)

Ours + Re-ranking [142] - - 85.4(82.8)

5.4.4 Comparison with the State-of-the-art methods

Table5.3reports the performance of our approach with other state-of-the-art methods. We

achieve state-of-the-art performance on all the three datasets. It is interesting to note that recent

work by Li et al. [125], which is primarily an alignment method, also performs signi�cantly better

than previous methods. This suggests that focusing more research effort on better alignment will

likely lead to more improvements in re-identi�cation performance. Li et al. [125] have multiple

spatial attention maps focusing on various regions of the image. This method lacks the control

over feature maps, as the network decides which region to focus its attention. In contrast, by

exactly specifying the regions, similar to top-down attention in the human visual cortex, the
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network can perform better as re�ected in the results.

We also look at the effect of two post-processing methods that can be applied to any iden-

ti�cation method. Re-ranking [142] is commonly used in the person re-identi�cation community

to boost the performance. As is seen in the table, re-ranking improves the mAP more than CMC

especially for datasets with large galleries, so we report our improvement using re-ranking only

on the MARS dataset.

The other post-processing method we applied is score normalization [116] which is bet-

ter known in the speech recognition community. Given a similarity matrix with gallery im-

ages/videos along the columns and probe images/videos along the rows, the mean and standard

deviation are computed separately along each column. Then each similarity value is normalized

by subtracting that column's mean and dividing the difference by that column's standard devi-

ation. Next, the same procedure is done along each row (normalizing each similarity value by

subtracting the mean of the row and dividing by the row's standard deviation). The intuition

behind this procedure is that a similarity score is relative to how unique a particular gallery (or

probe) image is and normalizing by the mean and standard deviation makes the similarity scores

between different pairs more compatible for comparison. The �nal row of Table5.3 shows that

score normalization improves the rank-1 recognition rate by 0.7% for PRID2011 (where there

is not much room for improvement) and by 2.9% and 1.7% on i-LIDS-VID and MARS, respec-

tively, where there is more room for improvement.

82



5.5 Conclusion

Evidence from recent studies show that alignment is a key factor in improving

re-identi�cation performance. In this work, we propose a pose guided alignment network, which

mimics the top-down attention of the human visual cortex. We use a state-of-the-art pose esti-

mation network to �nd key points of humans, and use the keypoints to generate composite parts

corresponding to upper, middle and lower body. We then leverage these composite part maps as

attention to provide the network with aligned features for comparison. This method solves the

problem of aligning corresponding image patches across frames, due to large changes in pose.

We convert the composite part maps into a probability distribution of human part locations.

Finally, we propose a novel temporal attention pooling module which assigns an

”importance” value based on image quality and visibility of the part. This module gives the

network a chance to penalize features of frames which do not contain rich information for better

re-identi�cation. The module is motivated from self-attention. We evaluate the effectiveness of

each proposed unit and demonstrate signi�cant improvements over the state-of-the-art using our

approach for video-based person re-identi�cation.

In this part, we identi�ed the challenges faced by deep neural networks architectures with

mis-aligned surveillance data for the task of person re-identi�cation. We propose a novel solution

that improves re-id performance in unconstrained settings. In the next part, we will discuss

our work on mitigating the challenges that arise with the output of the learning system. We

observe that the closed world assumption of recognition model is violated when we want to

deploy them in the real world. To address this problem, we tackle object discovery which is the

task of identifying and semantically grouping object categories unknown to the model. We start
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by discussing our dual memory framework for object discovery in Chapter6 and then present

our work on localizing and discovering novel categories using the implicit knowledge of self-

supervised transformers in Chapter7.
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Part III

Challenges with Output
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Chapter 6: The Pursuit of Knowledge: Discovering and Localizing Novel Cat-

egories using Dual Memory

Unsupervised visual category discovery aims to automatically identify recurring “patterns,”

which can be objects or object parts, and consequently learn recognition models to identify them

from a large collection of unlabeled images with minimal human supervision. Such algorithms

can dramatically reduce annotation costs as they only need labels for already mined object clus-

ters. Moreover, automatically discovering categories from unstructured data can help mitigate

the biases that occur when manually constructing datasets by collecting images for a �xed-set of

concepts. Then, why is this setup not a mainstay in recognition?

A key issue is the lack of consistent task de�nition, with two disparate families of ap-

proaches aiming to address unsupervised object discovery. The �rst set of approaches [101,102,

143,144] reduces the problem to co-localization or co-segmentation, by only answering whether

a pair of images share the same object and then localizing them. The other set of, arguably more

generic, approaches [145–147] use clustering techniques to discover semantically similar regions

and can sometimes leverage prior knowledge. Because of these different goals, each set de�nes

evaluation protocols that are incompatible with others. The second issue that limits the wide

adoption of unsupervised discovery is the scalability of contemporary approaches – most works

use small curated datasets and cannot scale to a realistic setup with a large number of images,
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Figure 6.1: Motivation . A detector trained on 20 VOC (known) classes struggles on out-of-
distribution images (e.g., COCO) in the presence of novel (unknown) objects (e.g., bear). Our
discovery and localization framework builds on this detector and can reliably localize and group
semantically meaningful “patterns” in images with both known and novel objects in challenging
images. Novel objects belonging to the same class are assigned the same bounding box color.
Best viewed in color.

a large number of object categories, and complex images (e.g., a large number of objects and

categories per image). Finally, a desirable property of unsupervised discovery approaches, often

lacking in contemporary works, is online processing of new data as it arrives. To address these

issues, it is necessary to de�ne a standardized protocol (datasets and metrics), that more closely

re�ect real-world requirements of a task like unsupervised object discovery.

Towards this, this paper proposes a large-scale benchmark for evaluating unsupervised ob-

ject discovery approaches and a scalable never-ending discovery approach that can deal with

real-world complexities. Our approach is loosely inspired by how humans learn – continu-

ously, utilizing prior knowledge. Our benchmark is designed to evaluate such continuous and

knowledge-driven learning and re�ect real-world complexities and scale, and as a practical con-

sideration, it is amenable to using available pretraining datasets in object recognition literature.

Humans never stop learning [148, 149]. Since infancy, we continuously stumble upon
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objects that we have never encountered before and learn to recognize them with time [150]. This

process is mostly reliant on the current knowledge we possess. For example, a toddler, with a pet

dog at home, may point to a lion at a zoo and mistakenly call it a dog; but the toddler is unlikely

to point to a bench, because she hasn't learned about chairs and couches yet [151]. This alludes

to a continuous learning paradigm, where we notice new objects, associate them with our current

knowledge [152], and update our knowledge (learn new concepts or update existing concepts).

So how are we able to do this so effortlessly, and often unconsciously?

Studies have demonstrated that “memory” is the primary form of representation that brings

together perception and learning [153], and knowledge, categories,etc., all derive from mem-

ory [154]. Despite overwhelming evidence of its importance, memory is arguably one of the least

studied components in computational visual recognition; its role often ceded to other modules;

e.g., pretrained weights of a neural network [155], forms of knowledge-graphs [156,157]. In this

work, we investigate how memory can be used to represent knowledge and drive the discovery

of new concepts and develop a continuous learning approach that is inspired by well established

memory processes [158].

Our proposed never-ending concept discovery and localization framework, is built using

two memory modules: Semantic and Working memory, jointly referred to asdual memory. Se-

mantic memory is the portion of long-term memory that contains concepts from past experience

(current knowledge). Working memory, on the other hand, is synonymous to short-term memory

and is responsible for accumulating and temporarily holding information for processing. Our

�nal algorithm consists of carefully crafted operations which compare a new region to the dual

memory, decide if it is known (or already discovered) or a novel category, and accordingly update

the relevant memory modules. When suf�cient concepts accumulate in the working memory, our
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algorithm amalgamates learned concepts from the working memory into the semantic memory,

which then become part of prior knowledge. This process can continue in a never-ending, online

fashion.

We propose a simple, realistic benchmark for never-ending concept discovery, not only to

evaluate our approach, but also to enable future works to compare on a standardized protocol.

We argue that most standard benchmarks are either not realistic, are designed for classi�cation,

are suited more for co-segmentation than discovery, are not labeled to evaluate performance, or

are too small in scale. In addition, earlier works on never-ending and large-scale learning [63,

159,160] either assume an a-priori list of concepts, which is unrealistic, utilizes crawled internet

images which is not reproducible, or use proprietary datasets which cannot be released, ruling

out future comparisons. Therefore, we propose a simple, realistic benchmark for never-ending

concept discovery and localization.

Our benchmark is designed to leverage three existing datasets, ImageNet, Pascal VOC, and

COCO. We assume ImageNet and VOC are the labeled datasets available for pretraining and

detecting 20 classes, respectively, from which prior knowledge can be derived; and COCO is

the in-the-wild dataset to perform concept discovery and localization. The 20 VOC classes are

treated asknownclasses, and the 60 additional classes in COCO areunknownclasses used to

evaluate a subset of the discovered objects. Other discovered objects are qualitatively assessed.

This setup has six desirable properties: (1) these datasets are widely used, and therefore, we know

the performance if all 80 classes were labeled; (2) the discovery set consists of all known and a

variety of unknown classes; (3) the images in COCO have a slightly different distribution from

VOC; (4) dataset is large-scale; (5) bounding box labels are available and (6) future progress on

these datasets [161] can be leveraged. We summarize our two contributions below.
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• We propose a scalable concept discovery and localization approach for never-ending object

category discovery.

• We propose a realistic protocol for evaluating discovery approaches including a novel ora-

cle detection metric that assesses the real world applicability of methods.

6.1 Related Works

Similar learning paradigms. Several paradigms have been proposed to imitate continuous learn-

ing models, including, but not limited to, incremental learning [162–166], never-ending learn-

ing [159,160], open-world learning [167], semi-supervised [63,168,169], and omni-supervised

learning [170]. Each of these paradigms is actively pursued by computer vision and machine

learning researchers. We discuss the differences between these paradigms and the problem setup

for our approach.

Most approaches mentioned above differ from ours in one of the following aspects: (a)

our focus is the localization task, unlike most incremental [162–165], open-world [167], and

semi-supervised learning approaches [63]; (b) we do not assume any a-priori list of concepts

of interest (novel classes), unlike most incremental [162–165], semi-supervised [63], and never-

ending learning frameworks [159, 160]; (c) unlike contemporary discovery methods [101, 102,

143,144], we operate in a real-world setup, where images contain many objects, including ones

that are similar to known objects; (d) scalability to larger datasets and objects. While our work

shares the goal of [159] in learning models for never-ending learning for training object detectors,

there is one technical and several practical differences.First , [159] is language-driven(ref. x1.1c

in [159]), i.e., it starts with an a-priori list of concepts and then searches images for that concept,
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and then attempts to build the detectors. As opposed to this, our approach does not start with

any a-priori list, and discovers in the set of images it is given. We believe this is a crucial

distinction. Second, [159] assumes at least a few `canonical' images for concepts and uses it

to train detectors (cf.x3.1 in [159]). In contrast, our approach can discover and localize objects

directly in complex images.Finally , data used by [159] has not been publicly released making

it impossible to compare with it fairly on the same set of images. Moreover, the released code

relies on the discussed assumptions, making it unsuitable for the current setup (COCO dataset).

Object Category Discovery.Category discovery is the problem of identifying semantically simi-

lar recurring patterns in unlabelled data. Object category discovery works can be broadly divided

into two categories: image [171–176] and region-based approaches [102, 143–147, 177–188].

Our discovery framework is a region-based approach. Recent region-based methods [101, 102,

143, 144], do not assume any prior knowledge and solve an optimization problem to discover

new objects. Unlike such methods, we assume a set of known objects and leverage this knowl-

edge to discover novel objects, similar to [145,146]. Lee et al. [145] proposed object graphs to

incorporate context which improves clustering for the discovery of novel categories. In contrast,

we use cluster prototypes to improve clustering; and unlike [145], we do not require the number

of clusters as an input. Improving on their previous work [145], Lee et al. [146] proposed an

iterative, self-paced approach for category discovery that focuses on the easiest instances �rst,

and then progressively expands its repertoire to include more complex objects. Our approach is

implicitly self-paced and does not need a speci�c curriculum de�nition for discovery.
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Figure 6.2: An example illustrating our dual-memory formulation.

6.2 Approach Overview

In this section, we illustrate our approach using an example, as shown in Fig.6.2. For sim-

plicity, we assume the knowledge of two objects (“known” categories), namely human and car.

Our system consists of three main modules,Encoding, StorageandRetrieval. TheEncoding

module is a Region Proposal Network (RPN) [189] that gives candidate regions and correspond-

ing features. TheStoragemodule consists of two memory blocks, theSemanticandWorking

Memory. TheSemanticmemory consists of slots that store representations to identify regions of

“known” or previously discovered objects while the slots inWorkingmemory store representa-

tions for potentially “discoverable” object. In Fig.6.2, theSemanticmemory is initialized with

two slots (human and car classes) and theWorkingmemory is null initialized. TheRetrieval

module decides whether a region belongs to theSemantic(“known”/discovered) or theWorking

(to be discovered) memory. These modules are discussed in detail in the next section.

Our system operates sequentially, processing one image at a time. First, theEncoding

module processes the image and outputs candidate regions and features. TheRetrievalmodule
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Figure 6.3: Overview of our Dual Memory formulation. Refer to Section6.3for details.

assigns each region to eitherSemanticor Workingmemory. In Figure6.2, after the �rst itera-

tion, three regions (two humans and a car) have been assigned to the two slots of theSemantic

memory and the remaining regions have been assigned to four different slots (Slot 1-4) in the

Workingmemory. In the next iteration, the retrieval module assigns three regions (one human

and two vehicles) to the semantic memory while, the remaining regions have been assigned to

two previously created slots (Slot 1-2) and two new slots (Slot 5-6). Note that the retrieval mod-

ule can either decide to populate an existing slot in theWorkingmemory or create new patterns if

necessary. This capability eliminates the need to know the number of “unknown” objects apriori.

Once all the images are processed and we performMemory Consolidation, which step transfers

the knowledge acquired in theWorkingmemory to theSemanticmemory, this updating the list

of known categories.

6.3 Framework Details

In this section, we describe the encoding, storage, and retrieval modules, and how they

interact with each other in detail (refer to Fig.6.3).

Encoding: The goal of the encoding module is to process an input image and extract represen-
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tations to be subsequently used by the discovery pipeline. Our encoding module is an object

detector, Faster R-CNN [189], trained on a dataset (PASCAL VOC [35]) consisting of a set of

known objects (20 objects). Given an image, we use N (= 150) proposals/boxes from a region

proposal network [189] and their corresponding ConvNet features from the classi�cation head

(referred to as encoded representation), for subsequent discovery. This module is akin to the

encoding process in human memory, which converts sensory inputs to representations to be used

by other processes.

Storage: The storage module consists of two memory blocks:Semantic(M s) and Working

Memory (M w). M s serves the purpose of storing the prior and discovered concepts, and is ini-

tialized with `semantic priors', computed using an object detector trained on known classes. It

resembles the human's long-term memory in that aspect, which stores prior or acquired knowl-

edge. On the other hand,M w is used to temporarily store and manipulate representations of

recently encountered objects, which can potentially be discovered, and is null initialized. The

working memory resembles the short-term memory. A concept is considered discovered when

we encounter enough instances of it, are able to associate them, and learn a new class from them.

One of our key contributions is exploring suitable formulations for this dual memory.

Storage slots.Both the memory modules are composed of slots, where each slot represents the

regions belonging to it from the data encountered so far. Aslot's representation, computed using

features of all regions belonging to the particular slot, is critical to our approach. If slots repre-

sent object classes, then the slot representations are essentially models for these classes and are

`trained' using all instances that belong to this class/slot. These representations are used by the re-

trieval module to decide if a new region/instance `corresponds' to a particular slot. Representing

and operating on slots are the cornerstones of our framework, therefore, the slot representation
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needs to be: (a) effective in representing a large-set of instances corresponding to that slot, (b)

ef�cient in retrieval operations (e.g., associate new instances, updates), and (c) scalable to a large

number of object instances and classes. In this work, we explore two choices for slot represen-

tations: featurecentroids of all the instances belonging to a slot, and aclassi�er trained on the

features, each with a different speed/accuracy trade-off.

Thecentroid representationis a straightforward centroid of all the instances belonging to

a slot,� C; which can beupdatedef�ciently using the cumulative moving average. We evaluate

the association of an instance featuref with the slot using cosine similarity, cosine(f; � C).

Theclassi�er representation learns a classi�er using all the instances belonging to a slot

and classi�cation score is used to evaluate association. We train LDA classi�er [190] for each

slot. More speci�cally, we pose the problem of associating an instance to a slot as a two-class

problem, slotvs. background. The LDA classi�er is a linear classi�er with closed form solution

w = � � 1(� + � � � ) and b = log( � +

� � ) � 1
2(� + � � � )� � 1(� + + � � ). Here � + is the mean

of all instances in a slot,� � is the mean of background class,� + /� � are number of samples

in positive/background classes, and� is the class conditional covariance matrix (assumed to

be same for positive/background [190, 191]). The background class statistics,(� ; � 0), can be

estimated ef�ciently of�ine using an online update formula operating on boxes from all images

from the dataset [190, 191] as follows. GivenN boxes and their corresponding classi�cation

head features after ROI [42] pooling from each image. We use an online batch update equation

to estimate� and� 0. Let � old; � old
0 be the estimated covariance matrix and mean respectively

usingm samples and� current, � current
0 be the covariance matrix and mean for theN samples. The
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covariance matrix and mean form + N samples can be estimated as follows

�̂ old =
m � 1

m + N � 1
�̂ old +

N � 2
m + N � 1

�̂ current+

m � N
(m + N ) � (m + N � 1)

� (� old
0 � � current

0 )( � old
0 � � current

0 )T

(6.1)

� old
0 =

m � � old
0 + N � � current

0

m + N
(6.2)

m  m + N (6.3)

This step needs to be performed only once before the discovery process.

We use the classi�er score,(wT f + b), to evaluate the association of the instance featuref

to a slot. An added bene�t of this closed-form solution is that toupdatethe classi�er with a new

instance, we only need toupdate� + .

Different slot representationsexhibit different performance and scalability characteristics,

and understanding them are crucial for the decision making process of the retrieval module.

Centroids are fast to calculate, but not as accurate, whereas classi�ers are slow, but accurate.

Recall thatM s is the stable long term memory, representing classes (known or discovered)

with enough samples; andM w is the volatile short term memory, storing `novel' concepts we

encounter, adding/deleting slots frequently, and often with few instances. Therefore, we use

classi�ers forM s, where a sloti is (wi ; bi ) or (� +
i ; � +

i ; � � ; � ; � � ); and centroids forM w , where

a slotj is (� C
j ; � j ) (� j is number of instances, needed for cumulative moving average). Note that

since(� � ; � � ; �) are shared across all slots inM s, the implementation of bothM s andM w are

similar. As previously mentioned,M s is initialized with `semantic priors', which are computed

using the detector's outputs on the training set;i.e., we take detections with score> 0:9 and
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compute a slot representation for each class inM s. We limit the total number of slots inM s and

M w combined to2000.

Retrieval: The retrieval module is tasked with making decisions for our method. It takes as input

the current state of storage and the features of the region being considered, and makes a decision.

For decision making, we draw inspiration from the intuitive item recognition model [192]. Given

a region, we invoke the Semantic MemoryM s with classi�er slot representations for each known

(includes previously discovered) objects and use it to determine if the new region corresponds to

a known class. As mentioned above, the association with a slot inM s is evaluated using the

classi�er score. If so, we update the matching(� +
i ; � +

i ) in M s (`UpdateM s' in Figure 6.3). If

the instance does not correspond to any known object, it likely implies that the region potentially

contains a `novel' object. The retrieval process continues by invoking the Working MemoryM w

to check if this region corresponds to a slot inM w or a new singleton slot needs to be created

(`UpdateM w ' or `Create inM w ' respectively, in Figure6.3). This is done by computing the

cosine similarity between the region's feature and centroids of all the slots inM w . If a slot in

M w has high similarity with the region, then that slot centroid is updated using a moving average.

If the region cannot be associated with any of the slots inM w , a new slot is created.

Memory Consolidation: The Working MemoryM w is responsible for discovering new con-

cepts, and after consistent/repeated occurrence of these concepts, they should be amalgamated

with the Semantic memoryM s. Towards this, we propose a memory consolidation step, where

representations formed in the Working Memory are added to the Semantic Memory, extending

our repertoire of known categories. To move slots fromM w to M s, we train an LDA classi�er

on the centroids inM w . A nä�ve consolidation step is to use these new classi�ers as slots inM s.

However, since the slots inM w are essentially online learned clusters, we often encounter frag-
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mented clusters for one concept. To merge multiple clusters of the same categories, we perform

an iterativemerge stepformulated as a graph clustering problem, where each slot is a node and

edge weights are based on how well classi�ers �re on other slots. We obtain connected compo-

nents using MinCut and proceed to merge the samples from slots in the same component. This

step gives us the �exibility of re-assigning samples of one slot to another based on its relative

af�nity. The detailed algorithm for our proposed merge step is shown in Algorithm1

Algorithm 1 Merge Clusters
1: Input: W, b, MemoryM , ClusterC,
2: while rounds< r max do
3: wj (x) = W[j; :]T x + b[j ]
4: A = [ aij ] = 1

2(max(0; wi (M [j; :])) + max(0; wj (M [i; :])))
5: D = diag(A � 1)
6: L = D � A
7: [V; E] = eig(L)
8: n = where(E < 0:01)
9: N = kmeans(V[:; n]; len(n))

10: for clusterc 2 N do
11: if len(c) > 1 then
12: ca  largest cluster inc with classi�er (Wa, ba)
13: for cn 2 c n f cag do
14: for x 2 cn do
15: af�nity a = ( W T

a x + ba) � (W T
n x + bn )

16: if af�nity > 0 then
17: cn  cn n f xg;ca  ca [ f xg
18: end if
19: end for
20: end for
21: end if
22: end for
23: end while
24: return W, b

Though less fragmented, the resulting slots after the merge operation can be incoherent and

lead to semantic drift [63]. E.g., samples from a smaller slot (say �re hydrant) can get merged

with a larger slot (say bottle) due to their visual af�nity to the bottle centroid. To ensure that slots
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consolidated intoM s are coherent, we perform a �nalre�ne step, where we remove all samples

from the slot that do not activate its classi�er (i.e., wT x + b < 0). Refer to Algorithm2 for a

step-wise pseudo-code for the proposed re�ne operation. After memory consolidation,M w is

reinitialized to its original state (i.e., null), and the number of slots increase inM s.

Algorithm 2 Re�ne Clusters
1: Input: W, b, MemoryM , ClustersC, number of clustersm
2: for k 2 f 1; 2; � � � ; mg do
3: for f k in C[k] do
4: if W[k; :]T f k + b[k] < 0 then
5: Remove sample fromC[k]
6: ck = len(C[k])
7: M w [k; :] = (ck �M [k;:]� f k )

ck � 1 ; ck = ck � 1
8: end if
9: end for

10: end for
11: return W, b, M

Discovery set: Given a dataset, we perform our discovery process in a sequential manner. This

allows us to abstain from making assumptions about the availability of data all at once. To

discourage the network from memorizing [193], and to leverage the fact that errors made by

classi�ers on different images will be different [169], we split the discovery dataset into two

disjoint sets (c.f. [193]): D1 andD2. First, we run discovery and localization onD1 (discovery

set) and �ll the storage slots. Then, after memory consolidation, we use classi�ers inM s on D2

(validation set) to �nd more examples. The expectation is that the classi�ers will �nd correct

and diverse samples, but not detect error modes from the �rst setD1. After updatingM s using

these samples, we swapD1 andD2, and continue the process. Refer to Algorithm3 for the entire

discovery process.
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Algorithm 3 Overall Pipeline
1: Input: Discovery SetD containing known object categoriesOk ; covariance matrix� , mean

� 0; StorageS containing Semantic, Working memory (M s; M w).
2: Initialization: M s  semantic prior
3: for Truedo
4: for I 2 D 1 do
5: f; r = encode(I ) // Extract features and ROIs
6: �ag = retrieve(S; f )
7: updateor create(�ag,M s, M w , f)
8: end for
9: �lter( M w) // Remove small clusters

10: mergeclusters(M w , Ww , bw)
11: re�ne clusters(M w , Ww , bw)
12: re�ne clusters(M s, Ws, bs)
13: for I 2 D 2 do
14: f; r = encode(I ) // Extract features and ROIs
15: �ag = retrieve(S; f )
16: if �ag == `in M s' then
17: update(M s, f)
18: end if
19: end for
20: mergeclusters(M s, Ws, bs)
21: re�ne clusters(M s, Ws, bs)
22: D1; D2 = D2; D1

23: end for

6.4 Experimental Setup

6.4.1 Benchmark Datasets

Labeled and Discovery Datasets: Our benchmark builds on two datasets: (1) PascalVOC

2007 [35], which has 10k images with annotations for 20 classes, and (2)COCO 2014 [26]

which has� 80k train and 5k validation images with annotations for 80 classes. Our benchmark

assumes VOC is theknownset, with 20knownclasses, and COCO represents the in-the-wild

real-world dataset which we use to benchmark concept discovery and localization. Out of the 80
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Table 6.1: Classes removed from ImageNet for each novel class in COCO.

Novel ImageNet Novel ImageNet Novel ImageNet Novel ImageNet
Class Class Class Class Class Class Class Class

toilet toilet seat teddy bear teddy kite kite stop sign street sign

tennis racket racket snowboard� carrot � zebra zebra

oven microwave keyboard
omputer keyboard

typewriter keyboard
scissors � �re hydrant �

mouse mouse clock
analog clock
digital clock
wall clock

frisbee � apple �

hair drier hand blower cup measuring cup & cup traf�c light traf�c light toaster toaster

bowl mixing bowl;soup bowl microwave microwave bench park bench book bookcase;comic book

orange orange elephant
Indian elephant
African elephant

tie
bolo tie
bow tie
Windsor tie

banana banana

knife letter opener pizza pizza fork forklift sandwich �

umbrella umbrella bear

koala bear & brown bear
American black bear
ice bear & sloth bear
giant panda

vase vase toothbrush �

spoon wooden spoon giraffe � sink � wine glass beer glass

handbag � cell phone
cellular telephone
dial telephone
pay-phone

broccoli broccoli refrigerator refrigerator

laptop laptop remote remote control surfboard � hot dog hotdog

baseball bat � sports ball

baseball & basketball
croquet ball & golf ball
ping-pong ball & rugby ball
soccer ball & tennis ball
volleyball

skateboard � bed studio couch

donut � truck
�re engine & garbage truck
pickup & tow truck
trailer truck

skis � parking meter parking meter

suitcase � cake � baseball glove� backpack backpack

COCO classes, 60 classes that do not overlap with VOC are treated asnovelor unknownfor eval-

uation. We use ImageNet [24] for pretraining, but do not use any class similar to the 60unknown

classes (discussed later).

Justi�cation and Discussion. Dif�culty: Even with 60 unknowns, this is an extremely challeng-

ing problem setup, and no other discovery benchmark matches its scale and dif�culty; and no

current approach can scale to this realistic setup. Another challenge is the different distribution

of images – COCO images are more complex, have more objects per image, and there is a large
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portion of the discovery dataset which do not have any known class (distractor images). This is

also a departure from standard discovery datasets, where all images contain at least one of the

objects of interest, providing a strong signal.Semantic drift:Another bene�t is that there are un-

known categories (e.g., bear, zebra, truck, laptop) available, which are visually quite similar to the

20 known categories (e.g., dog, horse, car, tv, monitor) from VOC. A discovery and never-ending

approach needs to successfully separate these classes to avoid semantic drift [63]. Localization

focus:Most importantly, these are detection datasets with bounding box labels, which are suited

for evaluating localization.Unlabeled unknowns:Note that an approach can certainly discover

more than the available 60 unknowns objects. However, due to the lack of labels, we can only

evaluate the quantitative performance of part of the discovered and localized objects and visualize

other discovered unknowns.

Pretraining Dataset: Pretraining on ImageNet 1000 classes, a mainstay in object recognition [39,

42,189,194–196], creates an issue for any discovery setup – these 1000 classes might overlap with

unknown classes being evaluated. Therefore, to avoid all ambiguity, we identify and eliminate

68 ImageNet classes similar to the 60novelCOCO classes; and refer to this split as ImageNet� .

In Table6.1, we show classes removed from ImageNet for every novel class in COCO dataset.

Training backbone : We train a ResNet-101 [197] model on the 932 ImageNet� classes, using

stochastic gradient descent (SGD) with an initial learning rate, momentum, weight decay of0:1,

0:9, 1 � 10� 4, respectively and a minibatch size of256 on 8 GPUs. We train for90 epochs

and decrease the learning rate by a factor of10 every30 epochs. This model achieves top-1/5

accuracy of 78.12/93.97% on the ImageNet� val set. Comparison of this to the same model

trained on ImageNet, which gets 76.4/92.9% on ImageNet val set, ensuring that these models are

reasonably similar.
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Training knowndetector: Using ImageNet� model weights as initialization, we train a ResNet-

101 Faster R-CNN on VOC 2007 train set for 20 known classes (knowndetector), using SGD for

10 epochs with a minibatch size of24 on 4 GPUs. We use an initial learning rate of0:01 and

decrease it by a factor of10 after 8 epochs. This ImageNet� -pretrained model achieves 72.03

mAP on the VOC 2007 test set (compare to ImageNet-pretrained model, which gets 74.44 mAP).

6.4.2 Evaluation Metrics

Evaluating concept discovery and localization is quite challenging. The two families of

approaches discussed in the introduction evaluate on different sets of metrics. For completeness,

we report on all metrics used by related approaches, despite their shortcomings, and highlight

some metrics that are useful for future works.

Co-localization/Recall Metrics: Several contemporary approaches [101,143] used three

co-segmentation/localization metrics to evaluate concept discovery.CorLoc (correct localiza-

tion) [143] is de�ned as the percentage of images in whichany single objectis correctly localized

with intersection-over-union (IoU)> 0.5 with the ground-truth.CorRet (correct retrieval) [143]

is de�ned as the mean percentage ofk nearest neighbors (k=10), identi�ed by retrieval for each

image, that belong to the same (ground-truth) class as the image itself.DetRate (detection

rate) [101] is the standard recall measure. There are important shortcomings of the metrics de-

scribed above. CorLoc and DetRate measure the localization capabilities anddo notre�ect the

discovery performance. Such metrics are more suitable for tasks like co-segmentation/localization

(for which they were originally proposed). Neither of these metrics measure the number of ob-

jects actually discovered by the algorithm. Moreover, CorLoc and CorRet assume the number
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of instances per image is 1, which is overly simplistic and does not hold for datasets like COCO

(or even for most VOC images). Finally, DetRate is simply the recall of the region proposal

network [189] and does not give any useful information about the discovery algorithm itself. We

report these metrics for completeness, but they are not appropriate for our benchmark.

Discovery/Pattern-mining Metrics: Some approaches in object discovery [145,146] and visual

pattern mining [177,193] explored forms of Purity-Coverage plots and/or mean Average Previ-

sion (mAP) to evaluate their mining or discovery methods. Following [145,146,177], we argue

that it is natural to evaluate concept discovery methods using such clustering-based metrics as

opposed to co-segmentation metrics. We report Area-under-the-curve (AuC) of the Cumulative

Purity vs. Coverage plots from [177]. Along with this, we also report the number of novel ob-

jects discovered to evaluate the ef�cacy of the discovery process. We contend that these metrics

together offer a fair assessment across methods.

Details. To computecumulative purity, we �rst compute purity of all the clusters and sort them

in the descending order of their purity. Then, for thekth point on the curve, we compute the

average purity of top-k clusters and plot it against coverage. We de�nepurity of a cluster as

maxc2C
# of samples assigned to classc

Total # of samples in cluster, whereC is the set of all classes in COCO. A sample of a cluster

is assigned to classc if it has IoU � threshold with ground-truth box (of classc) in the image.

We de�necoverageas the fraction of ground-truth boxes covered by our method,i.e., if there is

at least one proposal with IoU� threshold with the ground-truth.

OracleDetection Metric: We also evaluate our approach by training an object detector on the

discovered clusters and evaluating it on an held-out set (COCO-minival). We assume the avail-

ability of an `oracle,' in the form of ground-truth annotations to assign class labels to each cluster
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Table 6.2: Large-scale Object discoveryon
the entire COCO train2014 (80k images).
Comparisons with scalable clustering methods
usingAuC for unknownclasses.

Method AuC@0.5 AuC@0.2 #disc. objs

K-means 3.34 7.23 42

FINCH [198] 3.03 6.99 42

Ours 3.60 9.11 46

Table 6.3: Smaller-scale Object discoveryon
subsets of COCO train2014.

Method #imgs. CorLoc CorRet DetRate

OSD [102] 2.5k 6.62 80.00 4.73
OSDy 2.5k 6.34 70.00 5.17
Ours 2.5k 43.00 64.22 48.56

rOSD [101] 20k 15.77 100.0 11.56
Ours 20k 41.41 64.60 46.81

y : OSD with ResNet-101 Faster R-CNN proposals and

classi�cation-head features (same asOurs).

based on majority voting. We use different IoU thresholds for class assignment (0.2/0.5). After

training a detector, all boxes rejected by all the classi�ers are treated as background. We evaluate

using AP at 0.2 and 0.5 IoU. We do not perform any bounding box regression. This provides

proxy results, as if we used a human-annotator to provide a single label (out of 60unknown

classes) for each cluster. Since these are reproducible `oracle' labels, we encourage future works

to continue reporting this metric.

6.5 Results and Analysis

6.5.1 Baselines

Object discovery baselines: We compare our approach with two recent state-of-the-art object

discovery methods: OSD [102] and rOSD [101]. OSD is an unsupervised method that solves an

optimization problem to discover and match object classes among images in a collection.rOSD

builds on [102] and is the �rst large-scale method to perform discovery of multiple objects.

Comparing our approach with other related methods such as [101,102,143,144] is not ap-

propriate due several reasons: (1) they perform discovery on VOC, which is eight times smaller
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in scale compared to COCO, and (2) they do not assume knowledge of known classes. Un-

fortunately, adapting their of�cial public code to scale to COCO was unsuccessful. [146,183] is

closest to our setting, but these methods also suffer from computational scalability and are unable

to perform discovery on cluttered environments in COCO.

Clustering baselines: In addition, we compare with two clustering methods: K-means and

FINCH [198]. K-means requires the number of clusters as input, which is hard to estimate;

therefore, we use the number of discovered slots from our approach for K-means for fairness.

FINCH [198] is a parameter-free clustering method that automatically discovers groupings in

the data based on the �rst nearest neighbors. We pick the clustering that is closest to our discov-

ered number of slots for fairness. Both K-means and FINCH do not scale well to large datasets

like COCO with millions of regions. To circumvent this issue, we cluster 150 proposals in 10000

images and do a greedy label propagation to get cluster assignments for all the images [199].

6.5.2 Object Discovery Results

Large-scale Quantitative Evaluation: We report theAuC results (unknownclasses) of our

large-scale setup on the COCO2014 train set in Table6.2, which uses all the 80k images. We rec-

ommend this setup for future comparisons. Since no other discovery approach can scale to these

many boxes and images, we can only compare our method with K-means and FINCH. Both base-

lines perform worse compared to our approach, because similarity computation of visual features

for clustering is not suf�cient to form coherent clusters [191]. Low AuC values across approaches

suggest there is tremendous scope for improvement in this domain. Our approach also discovers

more objects than these two baselines (46vs. 42), but there are fourteen categories that are are
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Table 6.4:Qualitative results (labeledunknown) (entire COCO train2014): Concepts discov-
ered by our approach which we can evaluate using the ground-truth annotations for the 60 `un-
known' classes.

Table 6.5:Qualitative results (unlabeledunknown) (entire COCO train2014): Concepts dis-
covered by our approach which we cannot evaluate since they are unlabeled (not in the 60 `un-
known' classes).

not discovered.

Smaller-scale Quantitative Evaluation: To compare with [102] (OSD), we modi�ed their code

(with some assumptions) to run on 2.5k images from COCO. We run our method on the same

split and report the results in Table6.3. Originally, OSD [102] used Randomized Prim proposals

with whitened HoG features (OSD in Table6.3). For fairer comparison, we replace their pro-

posals and features with those used by our approach (ResNet-101+Faster R-CNN) and report the

results as OSDy in Table6.3. Our approach handily outperforms OSD on CorLoc and DetRate,

whereas OSD performs better on CorRet. In fact, OSD with proposals and features from Faster

R-CNN performs worse compared to original OSD, consistent with [102]. One explanation is that

deep features are typically trained for image classi�cation while [102] requires region matching.
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Figure 6.4:Sample detections and class-wise AP on COCO minivalusing our object detectors
trained novel classes usingoraclelabels.

Moreover, since only few regions are localized by OSD, it results in fewer false positives, thereby

resulting in a higher CorRet.

Next, we compare with rOSD [101], the �rst method to scale up to 20k images from COCO

(we use the same split from [101]) and report the results in Table6.3 (20k). We observe a

similar pattern for each metric as earlier. We would like to reiterate that none of these metrics

(CorLoc, CorRet, and DetRate) adequately measure the object discovery performance and are

only provided for completeness.

Qualitative Results: We show some discovered clusters in Fig.6.4 from the COCO train set

which we evaluated in this section (60 labeledunknownin COCO). In Fig.6.5, we show some

discovered clusters which we could not evaluate because they are unlabeled in COCO (unlabeled

unknown). For more qualitative examples refer Figures6.7-6.13.

6.5.3 Object Detection Results

To demonstrate the performance of our approach on novel data, we evaluate detectors ob-

tained from our approach on COCO-minival using theOracle Detection Metric methodology

described inx6.4.2. Note that this is a purposeful bene�t of our VOC-COCO setup, where we
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can assume the availability of an `oracle' for the 60unknownclasses and train a detector from our

discovered clusters. In Table6.6, we report results by assigning labels with different ground-truth

IoU thresholds (0.2/0.5) and evaluating COCO AP at 0.2 and 0.5 IoU. We report AP results for

all 80 COCO objects, all 60 novel objects, and for novel objects whose performance is greater

than chance (Novely). Novely objects achieve> 5 AP performance, which is reminiscent of early

days of complex object detection.

Next, we show the per-class AP, for the model evaluated at 0.5 IoU for the discovered

classes in Fig.6.4. We also visualize the detections on COCO-minival for few random categories.

Evidently, the detectors display a lot of intra-class variation. We achieve the highest AP of

� 17:38%for the bear class and a lowest mAP of0:08%for traf�c lights.

Table 6.6:Detection performance (mAP)for object detectors on COCO minival, trained using
oraclelabels.y: mAP of classes with AP greater than chance.

Classes (#) GT-IoU: 0.5 GT-IoU: 0.2

AP@0.5 AP@0.2 AP@0.5 AP@0.2

All (80) 2.69 4.44 2.62 4.37
Novel (60) 1.87 3.50 1.76 3.42
Novely 5.23 6.47 5.45 6.40

6.5.4 Ablation Analysis

Finally, we evaluate several design choices in our framework. For tractability, we perform

all ablation studies on a randomly selected subset of5000training images from the COCO2014

train set. To ensure that results from the analysis translate to the entire dataset, we compare the

distribution of objects in this mini-train and the entire train set.

For every object in the dataset, we plot the fraction of images in the discovery (82081

images) and ablation (5000 images) set and show it in Fig.6.5. We can see that the distribution
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Figure 6.5: Fraction of images per class in the discovery and ablation sets.

of the training and ablation sets are very similar.

Semantic Memory Initialization: To understand how the initialization of Semantic Memory

M s with features of known categories in�uences the discovery process, we run the discovery

method without this initialization and report results in Table6.7 (rows 1-2), which demonstrates

the importance of prior knowledge. We use detection results to initializeM s (seex6.3). Here,

we discuss an alternate, higher-quality initialization, where we assume access to ground-truth

annotations for the 20 known classes in COCO (which might not be available in most scenar-

ios). For each known category, we compute the feature centroid of all boxes with IoU> 0:5

with ground-truth. Results in Table6.7 (row 3) shows that this helps discover more objects.

Memory Consolidation Component Analysis: We analyze the contribution of different com-

ponents of our memory consolidation step in Table6.8. For evaluation, all clusters with regions

from less than5 images are dropped. The merge step improves the AuC forunknownclasses be-
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Table 6.7: Ablation analysis
for different initializations for
M s on mini-train set.

Init.
(M s)

CorLoc CorRet AuC #disc.
objs

@0.5 @0.2

� (Null) 40.21 61.31 2.31 8.00 27
Det. Scores 40.88 61.83 2.97 8.46 27
GT Overlap 40.96 61.77 2.77 8.65 30

Table 6.8: Memory consolida-
tion component analysis per-
formed on mini-train set.

Method
CorLoc CorRet AuC #disc.

objs
@0.5 @0.2

Nä�ve 42:57 63:12 3:70 9:60 44
+ Merge (M) 42:57 62:21 3:80 9:79 44
+ M + Re�ne 41:20 65:88 4:02 10:68 43

Table 6.9: Recall of
VOC2007 detectors on the
COCO2014 train set.

Classes (#) ImageNet ImageNet�

@0.5 @0.2 @0.5 @0.2

All (80) 44.26 57.49 46.33 59.29
VOC (20) 71.26 80.07 71.67 80.47
Novel (60) 35.26 49.96 37.88 52.23

cause it reassigns cluster memberships based on af�nity scores. The re�ne step further improves

the purity of a cluster by dropping all incoherent samples, which increases AuC and CorRet, but

drops CorLoc slightly.

Recall Analysis: Since most discovery approaches, including ours, rely on region proposals, we

explore how good are VOC-trained proposal generators for unseen `novel' classes. We compute

the recall of these proposals at IoU thresholds of0:2 and0:5 on the entire COCO2014 train split

and report results in Table6.9for all classes (`All'), for 20 known VOC classes (`VOC'), and for

60 unknown classes (`Novel'). As we can see, the recall for unknown classes signi�cantly lags

behind known classes. This gives us a performance upper-bound for all discovery methods dis-

cussed in this work. This also strongly suggests that future research in better proposal generators

is needed that can generalize to unseen categories.

Discovery Rounds: While our approach can be run in a never-ending fashion, to understand

how many rounds are needed for this dataset we run our method for multiple rounds and show

the results in Table6.10. As the number of rounds increase, our approach discovers more objects

with an increasing AuC. However, after three rounds, the performance saturates with no increase

in number of discovered objects. Therefore, in our main experiments, we run our method for

three rounds and report the results.

Discovery Threshold: During the retrieval operation a feature is assigned to a cluster inM w
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Figure 6.6: Figure showing the plots of Cumulative Purity vs Coverage, Discovered objects vs
Coverage and Coverage vs Number of clusters. These plots are helpful for comparison across
future discovery methods. In each case the higher the curve the better. The plots in top row are
evaluated with an IoU threshold of0:5 and the bottom row with a threshold of0:2.

based on a threshold on the cosine similarity of the feature with the centroid of the cluster. This

threshold indirectly controls the number of clusters and thereby, the number of objects discovered

by our pipeline. In Table6.11we perform discovery with various thresholds. We run our full

pipeline with a threshold of0:7.

To facilitate comparison with future discovery methods, in Fig.6.6 we provide the plots

of Cumulative Purity (column-1) and Number of discovered objects (column-2) vs Coverage

and Coverage vs # of clusters (column-3) for IoU thresholds of0:5 and0:2 (top and bottom)

respectively.
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Table 6.10: Number of discovery iterations.

Rounds CorLoc CorRet AuC #disc.
objs

@0.5 @0.2

1 40:09 66:22 3:84 10:05 41
2 42:21 66:07 4:27 10:97 45
3 42:52 66:09 4:47 11:27 49
4 42:66 66:39 4:53 11:27 47

Table 6.11: Discovery threshold

Threshold CorLoc CorRet AuC # objs

@0.5 @0.2

0.50 42:73 48:60 0:80 3:26 3
0.55 42:73 51:76 1:17 3:21 5
0.60 42:73 53:12 1:86 5:45 14
0.65 42:73 56:24 2:91 7:86 26
0.70 42:57 63:12 3:70 9:60 44
0.75 More than 2000 clusters

6.6 Conclusion

We presented a dual memory formulation, which can exploit prior knowledge about known

objects to discover and localize novel categories in-the-wild. We perform extensive experiments

to validate our claims. However, as the raw numbers indicate, there is a lot of scope for improving

current object discovery and localization methods, especially for complex scenes and realistic

benchmarks.
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Figure 6.7:Qualitative results: Clusters discovered by our approach.
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Figure 6.8:Qualitative results (cont.): Clusters discovered by our approach.
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Figure 6.9:Qualitative results (cont.): Clusters discovered by our approach.
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Figure 6.10:Qualitative results (cont.): Clusters discovered by our approach.
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Figure 6.11:Qualitative results (cont.): Clusters discovered by our approach.
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Figure 6.12:Qualitative results (cont.): Clusters discovered by our approach.
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Figure 6.13:Qualitative results (cont.): Clusters discovered by our approach.
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Chapter 7: MOST: Multiple Object localization with Self-supervised Trans-

formers for object discovery

7.1 Introduction

Object detectors are important components of several computer vision systems like visual

relationship detection [200,201], human-object interaction detection [202–205], scene graph gen-

eration [206] and object tracking [207,208] etc. Performance of object detectors is heavily reliant

on the availability of training data. However, annotating large object detection datasets can be

expensive and time consuming [26,209]. Additionally, the vocabulary of object detectors is lim-

ited by the training datasets and such detectors often fail to generalize to new categories [210].

This strategy is not scalable and a more effective approach is warranted. Object discovery is one

such task that has the potential to address these concerns.

Object discovery is the problem of identifying and grouping objects/parts in a large collec-

tion of images without human intervention [145–147,185]. The �rst step in object discovery is

to obtain region proposals and later group them semantically. Previous works on discovery used

Selective Search [40], randomized Prim's [211] or a region proposal network (RPN) [189] to get

object proposals. [101,102,212] used inter-image similarity to construct a graph and performed

optimization or ranking, to localize objects without any supervision. Such methods are computa-
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Figure 7.1: Top: Methods like LOST [213] (shown in �gure), TokenCut [214] identify and
localize the most salient foreground object and hence can detect only one object per image.
Bottom: MOST is a simple, yet effective method to localize multiple objects per image without
training.

tionally expensive and often fail to scale to datasets larger than 20000 images. [103] used region

proposals from an RPN and proposed a never ending learning approach and is the �rst method

shown to scale to� 100000 images. However, these region proposal methods are often of low

quality, and therefore reduce the performance of discovery systems. Recently, LOST [213] and

TokenCut [214] leveraged the object segmentation properties of transformers [37] trained using

self-supervised learning (DINO [57]) to obtain high quality object proposals. They demonstrated

signi�cant improvements over state-of-the-art on object discovery, salient object detection and

weakly supervised object localization benchmarks.

However, both LOST [213] and TokenCut [214] assume the presence of a single salient

object per image and hence, can localize only one object as shown in Fig7.1(top). This assump-

tion may hold for object centric datasets like ImageNet [24] but is not true for scene-centric real

world datasets like PASCAL-VOC [215] and COCO [26]. In this work, we address the problem

of localizing multiple objects per image and demonstrate the effectiveness of our approach on the

task of unsupervised object localization and discovery on several standard benchmarks.
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We propose a new object localization method called “Multiple Object localization with

Self-supervised Transformers” (MOST) which is capable of localizing multiple objects per im-

age without using any labels. We use the features extracted from a transformer [37] network

trained with DINO [57]. Our method is based on two empirical observations; 1) Patches within

foreground objects have higher correlation with each other than the ones on the background [213]

and 2) The similarity map computed using the features of a foreground object with all the features

in the image is usually more localized and less noisier than the one computed using the feature

of a background. Our algorithm analyzes the similarities between patches exhaustively using a

fractal analysis tool called box counting [216]. This analysis picks a set of patches that most

likely lie on foreground objects. Next, we perform clustering on the patch locations to group

patches belonging to a foreground object together. Each of these clusters are calledpools. A

binary mask is then computed for eachpool and a bounding box is extracted. This capability

enables the algorithm to extract multiple bounding boxes per image as shown in Fig.7.1 (bot-

tom). We demonstrate thatwithout any training , our method can outperform state-of-the-art

object localization methods that train class agnostic detectors to detect multiple objects. To prove

the effectiveness of MOST, we demonstrate results on several object localization and discovery

benchmarks. On self-supervised pre-training for object detectors, using MOST shows consistent

improvement across multiple downstream tasks using6� fewer boxes. When compared against

other self-supervised transformer-based localization methods, MOST achieves higher recall with

and without additional training. We summarize the contributions of our work below.

• We propose MOST, an effective method to localize and discover multiple objects per image

without supervision using transformers trained with DINO.
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• We perform exhaustive experiments to assess the performance of MOST on several local-

ization and discovery benchmarks and show signi�cant improvements over the baselines.

The chapter is organized as follows. In Section7.2we discuss related works on object localization

and discovery. We describe our approach in detail in Section7.3. We describe the experimental

setup and present results in Section7.4and conclude in Section7.5.

7.2 Related Works

Unsupervised Object Localization and Discovery: Object category discovery can be broadly

segregated into image-based [171–176] and region-based methods [101–103,143–146,177,212–

214]. Region-based methods start by generating object proposals and later group them into co-

herent semantic groups. Image-based approaches on the other hand, assume the localization

task to be solved and focus solely on the semantic grouping. Our current method is closer to

the former. Voet al., [101, 102, 212] localize regions in images by constructing an inter-image

similarity graph between regions and partitioning it using optimization or ranking. Due to the

quadratic nature of the graph, these methods cannot scale to large datasets beyond tens of thou-

sands of images. Our current work does not compute inter-image similarity between regions and

scales linearly with number of images. Leeet al., [146] proposed object graphs that incorporates

knowledge about a few known categories to facilitate the discovery of novel categories. MOST

does not assume any prior knowledge and has the ability to discover objects from scratch. Leeet

al., [145] extend object graphs to a curriculum based discovery pipeline, that learns to discover

easy objects �rst and progressively proceeds to discover the harder ones. Along similar lines,

Rambhatlaet al., [103] proposed a large scale discovery pipeline, similar to [146] that leverages
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prior knowledge about a few categories. Authors of [103] use an RPN [189] trained on known

categories as the localization method. In contrast to that, MOST localizes objects in images using

features of a transformer [37] trained with DINO [57].

Object localization using self-supervised networks: Recently, CNNs [5] and Transformers [37]

trained in a self-supervised fashion, were shown to exhibit object localization/segmentation prop-

erties [57,217]. This property is of particular interest as it has the potential to facilitate research

on unsupervised localization, detection and segmentation. [213] is a simple method, based on the

observation that the key features of the last self attention layer of a transformer, trained using

DINO, has certain af�nity. They construct a map of inverse degree to extract bounding boxes on

objects in an unsupervised fashion. This method was shown to outperform recent state-of-the-art

methods by a signi�cant margin. [214] proposed an alternate method for localizing objects using

self-supervised transformers, based on normalized cut [218]. TokenCut [214] constructs an undi-

rected graph based on token feature similarities and uses normalized cut to cluster foreground and

background patches. Spectral clustering was used to solve the graph-cut and they show that the

eigen vector corresponding to the second smallest eigenvalue provides a good cutting solution.

TokenCut outperforms LOST on unsupervised object discovery. In addition to discovery, [214]

also demonstrated impressive results on unsupervised saliency detection and weakly supervised

object localization. Kyriaziet al., [219] proposed deep spectral methods, that performs normal-

ized cut [218] but using an af�nity matrix computed using semantic and color features. Since this

method is very similar to TokenCut and achieves lower performance, we only compare with the

latter in this work. However, one limitation of LOST and TokenCut is that they can localize only

one object per image. Our proposed method, MOST can automatically localize multiple objects

per image and outperforms LOST and TokenCut on standard discovery benchmarks.
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Figure 7.2:Overview of MOST: MOST operates on features extracted from transformers trained
using DINO. The features are used to compute the outer productA. Each row ofA is analyzed by
the entropy-based box analysis (EBA) module that identi�es tokens extracted from foreground
patches. These patches are clustered using spatial locations as features to formpools. Eachpool
is then post-processed to generate a bounding box.

7.3 Approach: MOST

MOST can be used to localize multiple objects in an image. Our approach, illustrated in

Fig. 7.2, �rst identi�es a set of tokens that are computed from patches on foreground objects.

These tokens are then clustered and each cluster, namedpool, is used to obtain a bounding box.

Next, we discuss a few preliminaries in Section7.3.1followed by our proposed solution in Sec-

tion 7.3.2.

7.3.1 Preliminaries

Fractals : Fractals are patterns, driven by the property of self-similarity, that repeat in a never

ending fashion. Fractals can be described by an underlying dynamical system and are often

created by repeating a simple process inde�nitely. Fractals can occur in the nature, callednatural
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fractals or, can be created arti�cially by repeating a mathematical equation in a recursive fashion,

calledmathematicalfractals. Common examples ofnatural fractals include branching patterns of

trees, lightning bolts, seashells, galaxies etc. A typical example ofmathematicalfractals include

the popular Mandelbrot Set.

Fractal Analysis : Fractal analysis investigates the fractal nature of the data. Two popular fractal

analysis methods include Box Counting and Lacunarity analysis. In this work we adopt the Box

Counting method to localize objects from the attention maps of transformers trained using self-

supervision.

Box Counting: Box counting is a method of analyzing a pattern by breaking and analyzing it

at smaller scales. This is done by performing a raster scan of the pattern at different scales and

computing appropriate metrics to assess its fractal nature. In this work, we use a sliding window

scan.

Vision Transformers: ViTs [7] operate on learned embeddings, called tokens, generated from

non-overlapping image patches of resolution P� P (typically P=8/16) that form a sequence. To

be precise, an image I of shapeH � W � 3 is �rst divided into non-overlapping patches of

resolutionP � P� 3, generating a total of N =HW=P2 patches. Next, each patch is embedded

via a trainable linear layer to generate a token of dimensiond to form a sequence of patches. An

extra[CLS] token [56] is added to this sequence, whose purpose is to aggregate the information

from the tokens of the sequence. Typically, a projection head is attached to the[CLS] to train the

network for classi�cation.

DINO : DINO [57] combines self-training and knowledge distillation without labels for self su-

pervised learning. DINO constructs two global views and several local views of lower resolution,

from an image. DINO consists of a teacher and a student network. The student processes all the
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crops while the teacher is operated only on the global crops. The teacher network then distills

its dark knowledge to the student. This encourages the student network to learn local to global

correspondences. In contrast to other knowledge distillation methods, DINO's teacher network

is updated dynamically during training using exponential moving average. DINO was shown to

perform on par or better than several baselines on several tasks of image retrieval, copy detec-

tion, instance segmentation etc. The property of importance to the current work, is the ability of

DINO to localize foreground regions of semantic entities in an image. [213, 214] leverage this

property to localize the salient object in an image by using the key features from the last self-

attention layer. Similar to [213,214], we concatenate the key features of all the heads in the last

self-attention layer to obtain the input to MOST.

7.3.2 Multiple object localization

Preprocessing: The input to our method is ad-dimensional featureF 2 RN � d, extracted from

an image using a neural network. Here,N denotes the number of spatial locations in the feature

map, in case of a CNN, or number of tokens, in case of a transformer network. The aim is to

identify subsets of tokens, which we callpools, that can be used to localize all the objects in an

image. We do not make any assumption on the number of objects present in the image. Given

the featureF , we compute an outer product matrixA = FF T 2 RN � N . Rowi of matrix A, i.e.,

A[i; :] encodes a similarity map of a token at locationi with all the other tokens inF . This map

can be used to localize objects based on the following observations. 1) Tokens within foreground

patches have higher correlation than the ones on background patches [213]. 2) Additionally, the

similarity map computed using the token of a foreground patch with all the other tokens is usu-
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ally more localized and less noisy than the one computed using the token of a background patch.

This is true as objects are usually more localized than the background in most images. We adopt

techniques from fractal analysis to analyze each map and separate the maps of the foreground

tokens from the background.

Entropy-based Box Analysis (EBA): The proposed entropy based box analysis module per-

forms a fractal analysis method, called box counting to segregate similarity maps of tokens on

foreground patches from those of background. As shown in Fig.7.2, we perform a raster scan

with increasing box sizes on each map. Traditionally, measures like lacunarity [220] are com-

puted within each box to analyze the pattern. In this work, we average the elements within each

box. This can be implemented ef�ciently using pooling operations. Next, we compute the en-

tropy of the resulting downsampled maps as a measure of the likelihood of it belonging to a token

on a foreground patch. A map of dimensionn � n has a maximum entropy oflog(n2). We use

a threshold of the form� = a + blog(n2) (we usea = 1; b = 0:5 in this work). A downsampled

map belongs to a token on a foreground patch if its entropy� � . Finally, we perform a majority

voting among all the downsampled maps to decide if the original similarity map belongs to a

token on a foreground patch.

Clustering: The EBA module, identi�es a setS = f pjp 2 f 1; 2; � � � ; N gg, that contains the spa-

tial locations of tokens computed from foreground patches. Often, highly redundant neighboring

tokens are identi�ed. We group neighboring tokens with the help of a clustering step to obtain

pools. We convert the linear indexp of the tokens to cartesian coordinates(x; y), and use that as

the feature for clustering. Manhattan distance is used as the dissimilarity metric with a threshold

� (� = 2 i.e. Moore neighborhood). Since, the number of pools is not known a-priori, we use a

density-based clustering method, DBSCAN [221] which automatically identi�es the number of
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clusters from the data.Poolsidenti�ed by the clustering step are then post-processed to obtain

bounding boxes on foreground objects.

Post-processing: The clusters, calledpools, obtained from the clustering step are then post-

processed to obtain one box perpool. ConsiderM poolsidenti�ed by the clustering step, i.e.Ci ,

wherei 2 f 1; 2; � � � M g. Eachpool Ci is a set of token locationsCi = f pi jpi 2 f 1; 2; � � � ; N gg.

We leverage the �rst observation mentioned above to obtain a bounding box from thepool as

follows. First, we build a binary similarity matrix̂A = A > 0. Next, within the tokens in the

pool, we identify the one with lowest degree in̂A, called thecoretoken,c� .

c� = arg min
c2Ci

dc where dc =
NX

j =1

Â[c; j ]

Authors of LOST [213] report that tokens with low degrees most likely fall within an object.

Next, we remove the tokens from the pool that do not correlate positively withc� to form a

reducedpool C�
i . This ensures that all the tokens in the current pool lie on the same foreground

object. Next, a binary mask is constructed by computing the sum of similarities of token features

in C�
i with the features of all the tokens, i.e.mi

k = 1(
P

c2C�
i

f T
k f c � 0). Finally, connected

component analysis is performed on the binary mask and the bounding box of the island that

containsc� is selected as the region containing the object. We repeat this process for all theM

poolsto generateM bounding boxes per image. Note that,M is not assumed to be known a-

priori and is decided automatically by our method. Additionally, we remove trivial boxes i.e.,

boxes which have area less than than a threshold (256) or cover the whole image.

Implementation Details: For all our experiments, we use the ViT-S/16 and ViT-B/8 [7] models

trained with DINO [57] to extract the features. We concatenate the key features of all the heads
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from the last self-attention layer to use as the input to our method.

7.4 Experiments

In this section we describe, in detail, the experimental setup used for evaluation. We eval-

uate our method on two setups, namely the localization setup, and the discovery setup. We

begin by describing the datasets and metrics in Sec.7.4.1. We describe the evaluation setups in

Sec.7.4.2. We describe the baselines in Sec.7.4.3. Sec.7.4.4compares our method against

contemporary work. We then describe ablation experiments in Sec.7.4.5and show qualitative

results in Sec.7.4.7.

7.4.1 Datasets and Metrics

We use the PASCAL-VOC [215] (2007, 2012 splits) and the COCO [26] (COCO20k [101]

and COCO splits) datasets in our experiments. The PASCAL VOC [215] 2007 and 2012 train-

val sets consists of 5011, 11540 images respectively, spanning twenty objects. The PASCAL

VOC [215] test set consists of 4952 images. The COCO [26] 2014 train set consists of� 110k

images containing over eighty objects and the COCO minival set consists of 5000 images. We

do not use any class or bounding box annotations for our method except for evaluation.

For thelocalizationsetup, we use the average precision at different thresholds ([0.5:0.95],

0.5 and 0.75), average recall (AR1, AR10 and AR100) and Correct Localization (CorLoc) metrics

for evaluation. CorLoc is de�ned as the fraction of the images in which atleast one object is

localized with an IoU greater than a threshold (0.5 in this work). AP, AR are de�ned in the

usual way. For the object discovery setup, we report both the PASCAL VOC style AP50 and
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Table 7.1:Results on unsupervised pre-training of object detectors. We train object detectors
in a self-supervised fashion on COCO dataset using different localization methods and compare
their performance on the downstream tasks of semi and fully supervised object detection. COCO
train set is used for �ne-tuning andk% refers to the number of labeled samples used for training.
Results are reported using AP[0.50:0.95] (denoted as AP), AP0:50, and AP0:75 on COCO valida-
tion set.

Method
Boxes

per
image

VOC 07+12 COCO

k = 10% fully supervised k = 1% k = 2% k = 5% fully supervised

AP AP50 AP75 AP AP50 AP75 AP AP AP50 AP75

LOST [213] 1 40.88 60.31 44.36 63.58 83.27 70.48 12.83� 0.32 17.23� 0.30 23.43� 0.38 44.30 62.80 48.40

TCut [214] 1 41.14 60.59 44.35 63.79 83.56 70.70 13.13� 0.38 17.27� 0.21 23.27� 0.23 43.80 62.30 47.50

SS [40]
5 39.12 57.51 42.29 63.44 83.14 70.35 13.57� 0.38 17.87� 0.32 23.17� 0.40 44.30 62.80 48.10

10 40.76 60.00 44.46 64.23 83.44 71.55 13.73� 0.29 18.00� 0.26 22.83� 0.25 43.90 62.60 47.60

15 42.14 61.41 45.86 64.24 83.74 71.41 13.87� 0.29 18.23� 0.40 23.13� 0.11 44.30 62.60 48.30

MOST 4.65 43.03 63.29 46.61 64.34 84.12 71.77 13.93� 0.38 18.13� 0.25 22.63� 0.11 44.80 63.50 49.00

SS 30 42.12 61.20 45.71 64.84 83.98 71.76 14.47� 0.35 18.23� 0.42 23.57� 0.21 44.00 62.30 47.80

MOST 13.09 44.40 63.83 48.28 65.24 84.24 72.37 14.83� 0.21 18.30� 0.17 23.43� 0.45 45.20 64.00 49.00

COCO style AP[50:95] metrics along with area under the purity-coverage plots [103, 177]. We

refer interested readers to [103] for de�nitions of purity and coverage.

7.4.2 Setups

Localization setup: This setup evaluates the localization performance of methods. We evalu-

ate models on a) unsupervised pre-training, b) unsupervised saliency detection, c) single object

localization and d) weakly supervised localization. For unsupervised pre-training, localization

methods are used to train object detectors in an unsupervised fashion and their performance is

evaluated on the downstream task of object detection. In this work, we use the recently proposed

DETReg [222] as the pre-training strategy which uses a Deformable DeTR [12] architecture.

DETReg uses an object localization method and pre-trains an object detector in an unsupervised

fashion. We evaluate the pre-trained model on the downstream tasks of semi-supervised, fully-

supervised and class-agnostic object proposal generation. In the semi-supervised setting, models

are trained on the PASCAL-VOC(07+12) and COCO train sets without labels and are �ne-tuned
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on k% of labeled data similar to [222]. In the fully supervised setting, pre-trained models are

�ne-tuned on the full PASCAL-VOC and COCO dataset using all the labels. For the class-

agnostic object proposal generation, models are pre-trained on COCO dataset without labels and

the generated object proposals are evaluated on the COCO validation set similar to [222].

We follow the settings used in [213, 214] for single object localization and evaluate on

PASCAL-VOC 2007, PASCAL-VOC 2012 and COCO20k. Similarly, we report results of weakly

supervised object localization on CUB-200 [223] and Imagenet [24] and for unsupervised saliency

detection on ECSSD [2], DUTS [3] and DUT-OMRON [4].

Discovery setup: This setup evaluates the object discovery performance. Similar to [213] we

use the regions obtained by our localization method, to perform K-means clustering and use

the resulting cluster labels to train Faster-RCNN object detectors on PASCAL-VOC 2007, 2012

trainval and COCO20k train sets. We report results of these experiments on the PASCAL-VOC

2007 test and COCO minival sets respectively. In addition to this, we report the performance of

our discovery method on COCO train set, similar to the large scale discovery in [103].

7.4.3 Baselines

For the localization setup, we compare our method against two recently proposed self-

supervised transformer-based object localization methods, TokenCut [214], LOST [213] and an

unsupervised region proposal method Selective Search [40]. On the discovery setup, we compare

against LOST [213] and [103]. LOST [213] and TokenCut [214] are two recently proposed

object localization methods that leverages self supervised transformers to localize novel objects,

similar to our method. [103] is an object discovery method that considers the twenty objects of
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PASCAL VOC as the known objects and leverages this information to discover novel objects.

Since, our current method does not assume any prior knowledge, we compare our method to the

performance on unknown objects. Note that we do not compare with other discovery methods

such as OSD [102], rOSD [101] and LOD [212] as LOST outperforms them.

7.4.4 Comparison with contemporary methods

In this section we compare our method against contemporary works on both, thelocaliza-

tion anddiscoverysetups.

Localization setup: Table 7.1 compares the results of all the localization methods on unsu-

pervised pre-training of object detectors. We use average precision at different IoU thresholds

([0.50:0.95]: AP, 0.5: AP0:50, 0.75: AP0:75) for evaluation. On the semi-supervised setting, on

VOC 07+12 (k = 10%), the self-supervised transformer based methods (LOST, TokenCut and

MOST) outperform SS [40] with fewer boxes per image. In particular, TokenCut (denoted as

TCut in Table7.1) which outputs only one box per image, outperforms SS, using ten boxes per

image, by� 0:4 points on mAP. MOST which outputs an average of4:65 boxes per image out-

performs TokenCut (the best performing self-supervised transformer based method) by1:89, 2:7

and2:26 percentage points on AP, AP50, and AP75 respectively. This can be attributed to the

ability of MOST to output multiple foreground regions resulting in more samples for pre-training

which is not possible in the case of TokenCut. MOST outperforms SS, that outputs 30 boxes per

image, by0:91, 2:09 and0:9 points on AP, AP50, and AP75 respectively using almost6� fewer

boxes per image and this can be attributed to the ability of MOST to generate high quality pro-

posals. On COCO, MOST outperforms TokenCut by0:8 and0:86 on the 1% and 2% setting of
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Table 7.2:Unsupervised class agnostic re-
gion proposal evaluation on COCO vali-
dation set: We compare the performance
of region proposals of DETReg trained us-
ing different localization methods. Rk is
Recall@k

Method
Boxes per

image
AP AP50 AP75 R1 R10 R100

LOST [213] 1 0.1 0.5 0 0.4 1.4 3.9
TCut [214] 1 0.3 1 0.1 0.6 1.9 4.6

SS [40]
5 0.1 0.4 0 0.1 1 4.2
10 0.1 0.3 0 0.1 1.1 4.4
15 0.1 0.3 0 0.1 1 4.1
30 0.1 0.3 0 0.1 1 4

MOST 4.65 0.8 1.4 1 0.6 1.9 4.4

Table 7.3:Results on unsupervised saliency detec-
tion: We compare MOST to state-of-the-art unsuper-
vised saliency detections methods. Top results are in
bold and second best is highlighted inblue. Ability
to detect multiple objects in images is a good tradeoff
for a slight drop in performance on saliency detection

Method ECSSD DUTS DUT-OMRON

maxF� IoU Acc (%) maxF� IoU Acc (%) maxF� IoU Acc (%)

DeepUSPS [224] 58.4 44.0 79.5 42.5 30.5 77.3 41.4 30.5 77.9

BigBiGAN [225] 78.2 67.2 89.9 60.8 49.8 87.8 54.9 45.3 85.6

E-BigBiGAN [225] 79.7 68.4 90.6 62.4 51.1 88.2 56.3 46.4 86.0

LOST [213] 75.7 62.5 88.0 61.8 52.0 87.1 47.4 40.2 79.6

TCut [214] 80.3 71.2 91.8 67.2 57.6 90.3 60.0 53.3 88.0

MOST 79.1 63.1 89.0 66.6 53.8 89.7 57.0 47.5 87.0

semi-supervised learning. MOST using ViT-B/8, that outputs 13.09 boxes on average per image

outperforms SS (with 30 boxes) by0:36, 0:17on 1% and 2% respectively.

On the fully supervised setting, MOST outperforms LOST and TokenCut by 0.76 and 0.55

(AP) percentage points respectively on VOC 07+12. On COCO, MOST outperforms them by

0.50 and 1 points respectively. On VOC 07+12, MOST using ViT-B/8 (13.09 boxes per image)

outperforms SS (with 30 boxes per image) by 0.40. On the much harder COCO dataset, MOST

outperforms SS 1.20 (AP) percentage points using2� fewer boxes per image.

In Table7.2 we report the class agnostic object proposal evaluation of DETReg trained

using different localization methods. We report average precision at different IoU thresholds

(AP, AP50, AP75) and recall@1, 10 and 100 proposals per image (denoted as R1, R10, and

R100) to evaluate the quality of region proposals. Note that the numbers in the table are low

because of the unsupervised nature of training. All the self-supervised transformer-based meth-

ods achieve performance better than SS with far fewer boxes. In recall, TokenCut and MOST

perform on par with each other and outperform rest of the methods with signi�cant improve-
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ments. MOST achieves the highest performance on average precision among all the methods.

It can achieve higher precision and recall because of its ability to output multiple high quality

regions per image. While LOST and TokenCut output high quality boxes, they cannot output

more than one box per image. SS on the other hand, outputs multiple boxes but with poor quality.

Table 7.4: Results on single-object localiza-
tion: Comparison of MOST with recent ob-
ject discovery methods on VOC 2007, 2012 and
COCO20k. CorLoc is used as the metric. Top
results are in bold.

Method VOC 2007 VOC 2012 COCO20k

rOSD [101] 54.5 55.3 48.5

LOD [212] 53.6 55.1 48.5

DINO-segy [57] 45.8 46.2 42.1

LOST [213] 61.9 64.0 50.7

TokenCut [214] 68.8 72.1 58.8

LOST [213] + CAD 65.7 70.4 57.5

TCut [214]+CAD 71.4 75.3 62.6

MOST 74.8 77.4 67.1

MOST can easily be extended to unsupervised

saliency detection. We experiment with EC-

SSD [2], DUTS [3] and DUT-OMRON [4]

datasets and use the metrics used by [213,214]

for evaluation. All these datasets require meth-

ods to segment the salient object in an im-

age. Hence, naively using MOST does not

perform well. To extend MOST for saliency

detection, we select the largestpool and use

the similarity map computed using its tokens

as the saliency map. In Table7.3, we compare

MOST with TokenCut and LOST on the three

datasets. MOST outperforms LOST comfort-

ably on all the metrics, datasets and fares com-

petitively against TokenCut. We believe that the ability to detect multiple objects in images is a

good tradeoff for a slight drop in performance on saliency detection.

Table 7.4 compares the results of our method on single object localization with recent

methods on PASCAL VOC 2007, 2012 and COCO20k respectively. We use the CorLoc metric

to evaluate methods. Note that MOST is a multiple object localization method and this setup
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evaluates the ability of methods to output a single region. Since MOST outputs multiple boxes,

we use the heuristic, average best overlap (for evaluating object proposals in [40]), to select

one region per image. The numbers reported for MOST in this table are the “best” case sce-

nario. We outperform LOST by12:9, 13:4 and16:4 percentage points on VOC 2007, 2012 and

COCO20k respectively. We outperform TokenCut [214] by 6, 5.3 and 8.3 percentage points on

the three datasets respectively. To obtain multiple regions per image, authors of LOST train

a foreground object detector using the regions obtained by their method as supervision, called

LOST+CAD [213]. This method can output multiple boxes per image and from Table7.4, even

without any training, our method outperforms LOST+CAD and TokenCut+CAD by 9.1, 7, 9.6

and 3.4, 2.1, 4.5 percentage points on VOC 2007, 2012 and COCO20k respectively. We evaluate

MOST on weakly supervised object localization on CUB-200 [223] and Imagenet [24] datasets

respectively in a similar fashion and achieve a CorLoc of 92.42 (vs. 91.8 of TokenCut) on CUB-

200 and a CorLoc of 71.4 (vs. 65.4 of TokenCut).

Discovery Setup: This setup evaluates the true object discovery performance as the localized

boxes are used to discover semantic groups. Following LOST [213], we �rst cluster the features

of the localized objects using K-means clustering. To extract feature of a region, we resize the

bounding box to224� 224and extract features from DINO. We use the representation of the

[CLS] token as the region's feature. Next, we perform hungarian matching [226] to assign a

ground truth class to each cluster id and train a Faster RCNN [189] object detector. For VOC

2007 and 2007+2012 trainval splits, we use 20, 25, 30 and 40 clusters. We use 80, 90 and 100

clusters for COCO20k train split. We report the results of experiments on VOC 2007, 07+12

trainval sets on VOC 2007 test set. For experiments on COCO20k, we report results on the

COCO validation set. Results are tabulated in Table7.5. MOST outperforms LOST in most
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Table 7.5:Results on object discovery: Comparison of MOST with recent works on unsuper-
vised object discovery. We experiment with four cluster numbers,i.e., 20, 25, 30, 40, on VOC
2007, 2007+12 and three cluster numbers,i.e., 80, 90, 100 on COCO20k.

Metric Train� VOC 2007 VOC 07+12 COCO20k

Clusters� 20 25 30 40 20 25 30 40 80 90 100

AP
LOST [213] 9.15 9.23 9.64 10.1110.95 12.05 12.14 12.97 2.66 2.91 2.86
MOST 9.20 10.27 10.07 11.0910.12 12.84 12.89 13.30 3.13 3.18 3.32

AP50
LOST [213] 26.32 26.51 27.78 29.4629.35 32.53 33.27 34.80 7.17 7.72 7.87
MOST 25.35 28.92 28.19 31.3127.04 34.09 34.40 34.54 8.13 8.14 8.76

settings with the margin of improvement higher for more number of clusters and more cluttered

datasets like COCO.
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Figure 7.3:Recall analysis: Comparison of recall values of MOST, MOST+CAD with LOST
and LOST+CAD. LOST generates one bounding box per image. MOST+CAD, MOST have
higher recall and cover more ground-truth objects for a �xed set of boxes.

Finally, we evaluate the performance of MOST on large-scale object discovery setup intro-

duced in [103]. For this setup, we use the area under the purity coverage plot as the metric. [103]

automatically identi�es the number of clusters and obtains an AuC@0.5 of 3.6% on the COCO

2014 train set. We extract the DINO [CLS] token features of regions obtained from MOST for
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K-Means clustering. To avoid specifying the number of clusters manually, we employ the “knee-

dle” method [227] to get the optimal number of clusters. We plot the inertia, i.e. sum of squared

distances of samples to their closest cluster center, as a function of the number of clusters, and

detect the elbow point using the “kneedle” method [227]. We choose the number of clusters at

the elbow point as the optimal value. Next, we randomly sample 10000 features from the whole

dataset and cluster them using K-means with the optimal number of clusters. This subsampling

avoids loading all the features into memory. MOST + optimal K-means achieves an AuC@0.5

of 8.74% on COCO 2014 train set. We use the cluster labels to train an object detector on the

COCO train set and achieve an AP/AP50 of 3.9/9.5% compared to 5.2% AP50 obtained by [103]

on COCO validation set.

7.4.5 Ablation Experiments

Recall of boxes: To analyze the object localization performance of MOST, we compare the re-

call of MOST and MOST+CAD with LOST and LOST+CAD on VOC 07, 12 and COCO20k

datasets in Fig.7.3. The x-axis represents the maximum number of boxes allowed per image

and the y axis plots the recall. LOST and TokenCut generate only one box per image and hence

have �xed recall in all the plots. MOST can generate more boxes and hence have higher recall

than LOST and TokenCut. [213] trains a class agnostic detector (CAD) to output multiple boxes

per image using the output of LOST as supervision. Without a single step of training, MOST

performs competitively against LOST+CAD on all the datasets. With a class agnostic detector,

MOST+CAD outperforms LOST, TokenCut and their CAD counterparts comfortably on all the

datasets. On COCO20k, a much harder dataset, MOST+CAD outperforms all the methods with
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Figure 7.4:Effect of kernel size: Different kernel sizes can identify different tokens as belonging
to the foreground. Multiple kernels help eliminate noisy predictions (�rst triplet) and missed
predictions (second triplet).

a signi�cant margin demonstrating its superior localization abilities.

Effect of kernel size: The EBA module performs box analysis in a sliding window fashion using

boxes of different sizes. We implement this ef�ciently using pooling operations. We visualize the

effect of the size of pooling kernels on the �nal output in Fig.7.4. We observe that the majority

voting performed in EBA, helps in removing noisy predictions in the �rst triplet, where a box

identi�ed by kernel of size 1 is eliminated by majority voting of kernels with larger receptive

�eld. In the second triplet in Fig.7.4, an object which was missed by the lower order kernels

(k=[1,4]), can be picked up with a higher order kernel (k=5).

Effect of clustering: MOST performs clustering with the token locations as features to obtain

pools. Each pool contains tokens belonging to a foreground object. We show the effect of clus-

tering qualitatively in Fig.7.5. In Fig. 7.5 (top), the �rst image in each pair shows the output of

MOST without the clustering step and the second image shows the output with clustering. We

observe that, without clustering, each token can generate a bounding box resulting in noisier out-

puts. In the bottom row of Fig.7.5, we observe that each pool focuses on one foreground object

and illustrate the bounding boxes extracted from eachpool.

Effect of backbone and patch size: We study the effect of backbone on MOST in Table7.6.

Larger backbones with smaller patch size result in higher performance on CorLoc. Larger back-
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Figure 7.5:Top: Figure demonstrating the effect of clustering in MOST. Eliminating the cluster-
ing results in noisier outputs.Bottom: Eachpool can focus on different foreground instance.

Table 7.6: Effect of backbone
of MOST on single-object
localization

Backbone VOC 2007 VOC 2012 COCO20k

ViT-S/8 84.25 86.00 80.50
ViT-S/16 74.80 77.40 68.60
ViT-B/8 85.40 87.00 81.73
ViT-B/16 72.72 76.28 67.20

Table 7.7: Results of CAD
trained on COCO train split.
Results reported in mAP

Train � COCO

Test� VOC07 VOC07 VOC12 COCO
trainval test trainval minival

AP 12.55 12.81 14.23 4.65
AP50 31.42 32.11 35.49 11.42

Table 7.8: Results of OD
trained on COCO train split.
Results reported in mAP

Train � COCO

Clusters� 80 90 100

AP 3.89 3.72 3.90
AP50 9.23 8.98 9.47

bone with larger patch size, on the other hand, achieve lower performance than a smaller back-

bone. We observe that backbones with a smaller patch size can localize more objects, especially

smaller ones (refer to Fig.7.10) resulting in a higher CorLoc. In Fig.7.10, each row consists of

three pairs of images. In each pair, the left and right images show the output of MOST using a

ViT-S/16 and ViT-S/8 backbone respectively. From row-1,2 we can see that MOST with ViT-S/8

backbone can localize smaller objects which were missed by the backbone with a larger patch

size. This comes at the cost of noisier outputs as shown in row-3 of Fig.7.10. In Table7.9, we

show the impact of patch size on unsupervised saliency detection. A smaller patch size improves

the F1 score but negatively effects the Jaccard index and accuracy for saliency detection.7.10.

Effect of EBA: The task of the EBA module is to identify seeds (i.e., location of feature maps

containing an object instance). We study the effect of EBA, by replacing it with the strategy used
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Table 7.9: Impact of patch size on unsupervised
saliency detection

Backbone ECSSD DUTS DUT-OMRON

maxF� IoU Acc (%) maxF� IoU Acc (%) maxF� IoU Acc (%)

ViT-S/8 82.1 59.5 88.2 71.7 63.1 89.4 58.4 44.5 86.9

ViT-S/16 79.1 63.1 89.0 66.6 53.8 89.7 57.0 47.5 87.0

Table 7.10: Effect on kernel size on CorLoc on
VOC 2007 trainval. Column header [a-b;c] - in-
terval [a,b] with increments of c

Filter size 1 [1-2;1] [1-3;1] [1-4;1] [1-5;1] [1-7;2] [2-8;2] [1-9;2]

CorLoc 72.50 72.50 74.82 74.78 74.84 74.50 74.74 74.82

Table 7.11: Results on class-agnostic object
detection: Comparison of MOST with recent
works on class-agnostic object detection. We
train Faster R-CNN models on VOC 2007,
2012 trainval and COCO20k train splits and re-
port results on VOC2007, VOC2012 trainval,
VOC2007 test and COCOminival splits.

Metric Train� VOC 2007 VOC 2012 COCO20k

Test� VOC07 VOC07 VOC12 COCO VOC07 VOC07 VOC12 COCO VOC07 VOC07 VOC12 COCO

trainval test trainval minival trainval test trainval minival trainval test trainval minival

AP
LOST [213] 9.38 10.28 10.00 2.33 11.09 10.86 12.52 2.95 9.69 9.47 10.73 3.10

MOST 10.72 10.78 11.39 2.73 11.51 11.20 13.20 3.03 11.31 10.94 12.22 3.71

AP50
LOST [213] 27.30 27.22 28.67 7.05 30.26 29.18 33.34 8.55 27.52 26.31 30.17 8.96

MOST 29.40 28.63 31.95 7.22 31.04 29.79 34.32 8.95 30.72 29.45 33.01 10.51

by LOST [213]. We use top-100 patches and this system achieves a CorLoc of 63.66 (compared

to 74.84 of MOST). The EBA module can automatically pick the right seeds (rather than �xed

100 seeds of LOST) to localize multiple objects. This experiment demonstrates the bene�t of the

proposed EBA module.

Timing analysis: We perform a timing analysis, and on average, LOST takes 0.008s per image

while MOST takes 0.3s. MOST obtains a recall of 0.19, 0.21, and 0.08 on VOC07, VOC12, and

COCO20k respectively (compared to 0.13, 0.15, and 0.03 of LOST). This translates to localizing

an additional 750, 2400, and 7200 instances than LOST on VOC07, VOC12, and COCO20k

respectively. We believe the additional time taken by MOST is justi�ed by the improvement in

recall performance which is essential for an object localization method.

Effect of kernel: In Table7.10, we show the effect of the kernel sizes in the pooling layers on

the CorLoc performance on PASCAL VOC 2007 dataset. We observe that after kernel size 2,

the performance of MOST is robust to different �lter sizes. Due to longer runtimes, we use �ve

�lters of sizesk = 1 � 5 for all the experiments.
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7.4.6 Additional Experiments

Experiments on COCO dataset: We train a Faster R-CNN style class agnostic (CAD) and class

aware (OD) detectors on the 80k images of COCO 2014 train images and report results in Ta-

ble 7.7 and 7.8 respectively. We use the DINO [57] Resnet [5] 50 weights as initialization

and train the detector for 48000 iterations with a batch size of 16 and an initial learning rate

of 0.02 on 8 gpus with SynchBatchNorm. The learning rate is dropped at 36000 and 44000

iterations respectively. We add an extra BatchNorm layer for the ROI head after conv5, i.e.

Res5ROIHeadsExtraNorm layer in detectron2. To the best of our knowledge, ours is the �rst

work to report results on COCO 2014 train set.

Class agnostic object detection: Next, we evaluate MOST on the task of category agnostic ob-

ject detection and report results in Table7.11. We use the regions obtained from MOST on the

VOC 2007, 2012 trainval sets and COCO20k train set as supervision to train class agnostic object

detectors and report results on VOC 2007 trainval, VOC 2007 test, VOC 2012 trainval and COCO

minival splits. We use DINO's pretrained weights as initialization to train the object detectors

with same hyper-parameters as [213]. We observe consistent improvements across all training

and validation sets. When trained on VOC2007, MOST improves upon LOST by 0.91/2 AP/AP50

points averaged across all the validation sets. On VOC 2012, MOST improves upon LOST by

0.38/0.69 points across all validation sets. Margin of improvement is larger when trained on

COCO20k, a more cluttered and complex dataset than VOC 2007 and 2012, where it improves

upon LOST by 1.30/2.68 mAP points across all the validation sets.
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7.4.7 Qualitative Results:

In this section, we show some qualitative results.

We show the results of object localization using MOST on PASCAL-VOC 2007, 2012 and

COCO20k datasets in Fig.7.6-7.8 respectively. In contrast to recent transformer based object

localization and discovery methods [213, 214], MOST can localize multiple objects per image

and can do so, without a single round of training. MOST has the potential to localize objects like

poles, windows, wall arts and bulletin boards etc. which are typically not in the vocabulary of

common object detection datasets [26,209].

In Fig. 7.9 (left) we show the result of object discovery using the output of MOST on

VOC 2007 test set. We use K-Means to cluster the regions into 20 clusters and train a Faster

R-CNN [189] style detector. Similarly, in Fig.7.9 (right) we show the results a Faster RCNN

detector with 80 clusters on COCO minival set.

MOST can easily be extended for the task of unsupervised saliency detection. We choose

the object identi�ed by the largestpool as the salient object and demonstrate results on EC-

SSD [2], DUTS [3] and DUT-OMRON [4] datasets in Figures7.11-7.13respectively. Each row

shows two examples of input and the output of MOST. In each example, the �rst image is the

input, the second image is the mask generated using the largestpool, i.e. the output. The third

image is the output mask when all thepoolsare used and the fourth image is the ground truth.

When only one salient object exists in the input (row-1 of Fig.7.11-7.13) using all the

pools results in segmenting non salient objects. In the presence of multiple instances of the

salient object (row-2 of Fig.7.11-7.13), picking the largestpool results in segmenting only a

single instance. Finally, in row-3 of Fig.7.11-7.13, we show some failure cases of MOST. Since
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Figure 7.6: Object localization on PASCAL-VOC 2007.

Figure 7.7: Object localization on PASCAL-VOC 2012.

Figure 7.8: Object localization on COCO20K.
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Figure 7.9:Multi-object discovery(MOST + OD). Predictions performed by the class-aware
detector on COCO minival (left) and VOC07 test (right). Each class is denoted with a different
color.)

Figure 7.10:Effect of patch size: Each row illustrates three pairs of images showing results of
MOST using ViT-S/16 (left) and ViT-S/8 backbones respectively. MOST with ViT-S/8 backbone
can localize smaller objects (row 1-2) but results in noisier outputs (row-3).
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Figure 7.11: Unsupervised saliency detection on ECSSD [2] dataset using MOST.
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Figure 7.12: Unsupervised saliency detection on DUTS [3] dataset using MOST.
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Figure 7.13: Unsupervised saliency detection on DUT-OMRON [4] using MOST.
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all the three datasets consists of a majority of images with a single instance, we choose the the

mask generated from the largestpoolas our output.

7.5 Conclusion

We present MOST, an effective method for localizing multiple objects in complex images

without a single annotation. MOST leverages object segmentation properties of transformers

trained using DINO [57]. We show that the ability of MOST to localize multiple objects in an

image is very effective on several object localization and discovery benchmarks. In particular,

MOST outperforms recent state-of-the-art methods that train a class agnostic detector, on the

task of single object localization, without any training. Further, we show that MOST achieves

higher recall and covers more ground truth objects for a �xed set of boxes than LOST [213], a

contemporary work on object localization. Finally, we extend MOST to the task of unsupervised

saliency detection and report competitive results with recent works.
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Chapter 8: Summary and suggestions for future work

8.1 Summary

In this dissertation, we systematically identify problems faced by vision systems in-the-

wild and proposed effective solutions to mitigate them. In the case of learning-based systems,

problems occur in the input, model and output when deployed in the real world. In the �rst

part, we present R-SSL to improve the performance of object detectors trained on missing/sparse

annotations. R-SSL is based on the insight that sparsely annotated object detection can be for-

mulated as semi-supervised learning on regions. This formulations enables us to propose an

end-to-end system that is robust to high levels of sparsity in the data and achieves state-of-the-art

performance on several standard benchmarks.

In the second part, we observe that person re-identi�cation can be improved by precise spa-

tial alignment between two images. Current deep networks fail to align the content automatically

and hence perform poorly in surveillance settings. To this end, we propose and end-to-end sys-

tem that leverages a pose estimation network, OpenPose [36], to construct composite heatmaps

for each identity. These composite heatmaps are used to drive the alignment between images.

Further, to prevent noisy frames in a video to distract the re-identi�cation, we propose a temporal

attention pooling layer to enhance the contribution of informative frames and suppress the effect

of noisy/occluded frames for computing the �nal representation. We show the effectiveness of
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precise alignment for person re-identi�cation through extensive experiments.

In the �nal part, we present two approaches for object discovery in a large corpus of un-

labeled images. The �rst of these discusses a dual memory formulation that consists of two

memory modules: Semantic and Working memory. The semantic memory stores past knowledge

while the working memory processes and stores recently acquired knowledge. Our proposed

approach works in an online fashion and leverages knowledge about known objects to discover

new ones. We propose a benchmark to train and evaluate future object discovery methods which

was lacking in prior work. Additionally, we propose an “oracle” detection metric that evaluates

discovery methods on their practical utility. We perform all our experiments on the challenging

COCO dataset and to the best of our knowledge is the �rst method to scale to� 100000images.

Our second object discovery method, called MOST, leverages the object localization prop-

erty of self-supervised transformers. MOST is inspired by the following observations: 1) patches

within foreground objects have higher correlation with each other than the background and 2)

the similarity map computed using the features of a patch on the foreground object with all the

features in the image is more localized and less noisier than those of background patches. We use

box counting from fractal analysis to identify patches on foreground objects which are then used

to generate bounding boxes on the objects in the image. We evaluate the effectiveness of MOST

on several localization and discovery benchmarks and show signi�cant improvement over prior

work. Next, we are going to discuss a few directions for future research.
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8.2 Suggestions for Future Research

Continual self-supervised learning: Self-supervised deep neural nets are known to get better

with more data. Existing self-supervised learners are trained on datasets of �xed size and if new

data is collected, they need to be trained again from scratch. With data being uploaded to social

media, in the form of images and videos, at increasing rates, it is important to design models

that can learn from data in a continuous fashion. Continual self-supervised learning results in

catastrophic forgetting [228] and techniques to mitigate this are warranted. Techniques used for

never ending object discovery presented in this work like a replay memory/buffer [228] can be

used to alleviate the effects of catastrophic forgetting.

Improved architectures for multi-modal retrieval : Real world has abundant information other

than images and videos. We as humans have �ve senses using which we experience the environ-

ment. Studies show that infants learn sounds in relation to objects [229]. Leveraging multiple

modalities like sound, in conjunction with images and videos can help improve visual understand-

ing in-the-wild. Existing works on multi-modal processing, use separate branches to process each

modality separately followed by some form of late fusion. One potential future direction can be to

study a common architecture that processes the multiple modalities independently followed by a

progressive fusion of other modalities to improve the cross modal information exchange. Studies

in neuroscience [230] suggest neurons that respond to stimuli from multiple modalities and de-

signing better architectures to mimic this behaviour can help improve multi-modal understanding

of scenes.

Sub-action discovery and formal grammar for human-centric actions: Action recognition is

an active area of research in computer vision. Most action recognition systems show promising
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results on trimmed videos. However, in the real world, the majority of videos are untrimmed,

where an action of interest may occur only in a small part of a long video. The challenge is

to temporally localize an action of interest, while ignoring other irrelevant actions and the back-

ground. Actions can be modeled as a sequence of semantically meaningful sub-actions of varying

lengths depending on the action. For example, the Olympic sport of “long-jump” has sub-actions

of “sprinting” and “jumping”. Different actions share a common set sub-actions. For example,

the action “triple jump” is a combination of “sprinting” followed by “leaping” and “hurdles” is

a series of “sprinting” followed by “leaping”. Manually annotating such sub-actions is a highly

subjective task and requires signi�cant annotation efforts. Using the techniques presented in this

dissertation, one promising direction of research is to design methods that can automatically dis-

cover sub-actions from a collection of untrimmed videos. The discovered sub-actions can then

be used to construct a formal grammar for actions in the form of a �nite state machine (FSM).

FSMs naturally lends themselves to detecting novel classes as actions ending in a reject state are

unknown.
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[33] Tsung-Yi Lin, Piotr Dolĺar, Ross B. Girshick, Kaiming He, Bharath Hariharan, and Serge J.
Belongie. Feature pyramid networks for object detection.2017 IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), pages 936–944, 2017.

[34] Andrei Barbu, David Mayo, Julian Alverio, William Luo, Christopher Wang, Dan Gutfre-
und, Josh Tenenbaum, and Boris Katz. Objectnet: A large-scale bias-controlled dataset for
pushing the limits of object recognition models. InNeurIPS, pages 9448–9458, 2019.

[35] M. Everingham, L. Van Gool, C. K. I. Williams, J. Winn, and A. Zisserman. The pascal vi-
sual object classes (voc) challenge.International Journal of Computer Vision, 88(2):303–
338, June 2010.

[36] Z. Cao, T. Simon, S. Wei, and Y. Sheikh. Realtime multi-person 2d pose estimation using
part af�nity �elds. In CVPR, 2017.

[37] Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N.
Gomez, �ukasz Kaiser, and Illia Polosukhin. Attention is all you need. InProceedings
of the 31st International Conference on Neural Information Processing Systems, NIPS'17,
page 6000–6010, Red Hook, NY, USA, 2017. Curran Associates Inc.

[38] Alex Krizhevsky, Ilya Sutskever, and Geoffrey E. Hinton. Imagenet classi�cation with
deep convolutional neural networks. In F. Pereira, C. J. C. Burges, L. Bottou, and K. Q.
Weinberger, editors,Advances in Neural Information Processing Systems 25, pages 1097–
1105. Curran Associates, Inc., 2012.

[39] Ross Girshick, Jeff Donahue, Trevor Darrell, and Jitendra Malik. Rich feature hierarchies
for accurate object detection and semantic segmentation. InProceedings of the IEEE
conference on computer vision and pattern recognition, pages 580–587, 2014.

[40] J.R.R. Uijlings, K.E.A. van de Sande, T. Gevers, and A.W.M. Smeulders. Selective search
for object recognition.International Journal of Computer Vision, 2013.

[41] Pedro Felzenszwalb, David McAllester, and Deva Ramanan. A discriminatively trained,
multiscale, deformable part model. In2008 IEEE Conference on Computer Vision and
Pattern Recognition, pages 1–8, 2008.

[42] Ross Girshick. Fast r-cnn. InProceedings of the 2015 IEEE International Conference
on Computer Vision (ICCV), ICCV '15, pages 1440–1448, Washington, DC, USA, 2015.
IEEE Computer Society.

[43] Jifeng Dai, Yi Li, Kaiming He, and Jian Sun. R-fcn: Object detection via region-based
fully convolutional networks. In Daniel D. Lee, Masashi Sugiyama, Ulrike von Luxburg,
Isabelle Guyon, and Roman Garnett, editors,NIPS, pages 379–387, 2016.

[44] Bharat Singh and Larry S Davis. An analysis of scale invariance in object detection-snip.
CVPR, 2018.

156



[45] Bharat Singh, Mahyar Najibi, and Larry S Davis. SNIPER: Ef�cient multi-scale training.
NeurIPS, 2018.

[46] Mahyar Najibi, Bharat Singh, and Larry S Davis. AutoFocus: Ef�cient multi-scale infer-
ence.ICCV, 2019.

[47] Kaiming He, Georgia Gkioxari, Piotr Dollár, and Ross Girshick. Mask r-cnn. In2017
IEEE International Conference on Computer Vision (ICCV), pages 2980–2988, 2017.

[48] Alexander Kirillov, Ross B. Girshick, Kaiming He, and Piotr Dollár. Panoptic feature
pyramid networks. InCVPR, pages 6399–6408. Computer Vision Foundation / IEEE,
2019.

[49] Alexander Kirillov, Kaiming He, Ross B. Girshick, Carsten Rother, and Piotr Dollár.
Panoptic segmentation. InCVPR, pages 9404–9413. Computer Vision Foundation / IEEE,
2019.

[50] Justin Johnson Georgia Gkioxari, Jitendra Malik. Mesh r-cnn. InICCV, 2019.

[51] Zhi Tian, Chunhua Shen, Hao Chen, and Tong He. Fcos: Fully convolutional one-stage
object detection. InProceedings of the IEEE/CVF international conference on computer
vision, pages 9627–9636, 2019.

[52] Kaiwen Duan, Song Bai, Lingxi Xie, Honggang Qi, Qingming Huang, and Qi Tian. Cen-
ternet: Keypoint triplets for object detection. InProceedings of the IEEE/CVF Interna-
tional Conference on Computer Vision (ICCV), October 2019.

[53] Tom Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared D Kaplan, Prafulla
Dhariwal, Arvind Neelakantan, Pranav Shyam, Girish Sastry, Amanda Askell, Sandhini
Agarwal, Ariel Herbert-Voss, Gretchen Krueger, Tom Henighan, Rewon Child, Aditya
Ramesh, Daniel Ziegler, Jeffrey Wu, Clemens Winter, Chris Hesse, Mark Chen, Eric
Sigler, Mateusz Litwin, Scott Gray, Benjamin Chess, Jack Clark, Christopher Berner, Sam
McCandlish, Alec Radford, Ilya Sutskever, and Dario Amodei. Language models are few-
shot learners. In H. Larochelle, M. Ranzato, R. Hadsell, M.F. Balcan, and H. Lin, editors,
Advances in Neural Information Processing Systems, volume 33, pages 1877–1901. Cur-
ran Associates, Inc., 2020.

[54] NLLB Team, Marta R. Costa-juss�a, James Cross, Onur Çelebi, Maha Elbayad, Kenneth
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[109] Aäron van den Oord, Yazhe Li, and Oriol Vinyals. Representation learning with contrastive
predictive coding.ArXiv, abs/1807.03748, 2018.

[110] Piyush Sharma, Nan Ding, Sebastian Goodman, and Radu Soricut. Conceptual captions:
A cleaned, hypernymed, image alt-text dataset for automatic image captioning. InPro-
ceedings of ACL, 2018.

[111] Jiasen Lu, Dhruv Batra, D. Parikh, and Stefan Lee. Vilbert: Pretraining task-agnostic
visiolinguistic representations for vision-and-language tasks. InNeurIPS, 2019.

[112] Rico Sennrich, Barry Haddow, and Alexandra Birch. Neural machine translation of rare
words with subword units. InProceedings of the 54th Annual Meeting of the Associa-
tion for Computational Linguistics (Volume 1: Long Papers), pages 1715–1725, Berlin,
Germany, August 2016. Association for Computational Linguistics.

[113] Fuxiao Liu, Yinghan Wang, Tianlu Wang, and Vicente Ordonez. Visualnews : A large
multi-source news image dataset.arXiv: Computer Vision and Pattern Recognition, 2020.

[114] G. Song, B. Leng, Y. Liu, C. Hetang, and S. Cai. Region-based quality estimation network
for large-scale person re-identi�cation. InAAAI, 2018.

[115] J. Dai, P. Zhang, H. Lu, and H. Wang. Video person re-identi�cation by temporal residual
learning.IEEE Trans. on Image Processing, 2018.

[116] D. Wu, B. Li, and H. Jiang. Normalization and transformation techniques for robust
speaker recognition. In France Mihelic and Janez Zibert, editors,Speech Recognition,
chapter 17. IntechOpen, Rijeka, 2008.

[117] C. Su, J. Li, S. Zhang, J. Xing, W. Gao, and Q. Tian. Pose-driven deep convolutional
model for person re-identi�cation. InICCV, 2017.

[118] Z. Zheng, L. Zheng, and Y. Yang. Pedestrian alignment network for large-scale person
re-identi�cation. IEEE Trans. on Circuits and Systems for Video Technology, 2017.

162



[119] H. Zhao, M. Tian, S. Sun, J. Shao, J. Yan, and S. Yi. Spindle net: Person re-identi�cation
with human body region guided feature decomposition and fusion. InCVPR, 2017.

[120] X. Zhang, H. Luo, X. Fan, W. Xiang, Y. Sun, Q. Xiao, W. Jiang, C. Zhang, and
J. Sun. Alignedreid: Surpassing human-level performance in person re-identi�cation. In
arXiv:1711.08184v2, 2018.

[121] Shih-En Wei, Varun Ramakrishna, Takeo Kanade, and Yaser Sheikh. Convolutional pose
machines. InCVPR, 2016.

[122] Y. Liu, J. Yan, and W. Ouyang. Quality aware network for set to set recognition. InCVPR,
2017.

[123] Z. Zhou, Y. Huang, W. Wang, L. Wang, and T. Tian. See the forest for the trees: Joint
spatial and temporal recurrent neual networks for video-based person re-identi�cation. In
CVPR, 2017.

[124] N. McLaughlin, J.M. del Rincon, and P. Miller. Recurrent convolutional network for video-
based person re-identi�cation. InCVPR, 2016.

[125] S. Li, S. Bak, P. Carr, and X. Wang. Diversity regularized spatiotemporal attention for
video-based person re-identi�cation. InCVPR, 2018.

[126] Yair Pinto, Andries R. van der Leij, Ilja G. Sligte, Victor A. F. Lamme, and H. Steven
Scholte. Bottom-up and top-down attention are independent.Journal of Vision, 13(3):16,
2013.

[127] Farhan Baluch and Laurent Itti. Mechanisms of top-down attention.Trends in Neuro-
sciences, 34(4):210 – 224, 2011.

[128] Y. Suh, J. Wang, S. Tang, T. Mei, and K.M. Lee. Part-aligned bilinear representations for
person re-identi�cation. InECCV, 2018.

[129] S. Xu, Y. Cheng, K. Gu, Y. Yang, S. Chang, and P. Zhou. Jointly attentive spatial-temporal
pooling networks for video-based person re-identi�cation. InICCV, 2017.

[130] Alexander Hermans, Lucas Beyer, and Bastian Leibe. In defense of the triplet loss for
person re-identi�cation.CoRR, abs/1703.07737, 2017.

[131] Martin Hirzer, Csaba Beleznai, Peter M. Roth, and Horst Bischof. Person re-identi�cation
by descriptive and discriminative classi�cation. In Anders Heyden and Fredrik Kahl, edi-
tors,Image Analysis, pages 91–102, Berlin, Heidelberg, 2011. Springer Berlin Heidelberg.

[132] Taiqing Wang, Shaogang Gong, Xiatian Zhu, and Shengjin Wang. Person re-identi�cation
by video ranking. InECCV 2014, pages 688–703, 2014.

[133] Liang Zheng, Zhi Bie, Yifan Sun, Jingdong Wang, Chi Su, Shengjin Wang, and Qi Tian.
Mars: A video benchmark for large-scale person re-identi�cation. InECCV, pages 868–
884, 2016.

163



[134] P. F. Felzenszwalb, R. B. Girshick, D. McAllester, and D. Ramanan. Object detection with
discriminatively trained part-based models.IEEE Transactions on Pattern Analysis and
Machine Intelligence, 32(9):1627–1645, Sept 2010.

[135] A. Dehghan, S. M. Assari, and M. Shah. Gmmcp tracker: Globally optimal generalized
maximum multi clique problem for multiple object tracking. In2015 IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), pages 4091–4099, June 2015.

[136] X. Zhu, X. Jing, X. You, X. Zhang, and T. Zhang. Video-based person re-identi�cation by
simultaneously learning intra-video and inter-video distance metrics.IEEE Transactions
on Image Processing, 27(11):5683–5695, Nov 2018.

[137] J. Chen, Y. Wang, and Y. Y. Tang. Person re-identi�cation by exploiting spatio-temporal
cues and multi-view metric learning.IEEE Signal Processing Letters, 23(7):998–1002,
July 2016.

[138] Hao Liu, Zequn Jie, Jayashree Karlekar, Meibin Qi, Jianguo Jiang, Shuicheng Yan, and Ji-
ashi Feng. Video-based person re-identi�cation with accumulative motion context.CoRR,
abs/1701.00193, 2017.

[139] Liang Zheng, Hengheng Zhang, Shaoyan Sun, Manmohan Krishna Chandraker, and
Qi Tian. Person re-identi�cation in the wild.2017 IEEE Conference on Computer Vi-
sion and Pattern Recognition (CVPR), pages 3346–3355, 2017.

[140] S. Liao, Y. Hu, Xiangyu Zhu, and S. Z. Li. Person re-identi�cation by local maximal
occurrence representation and metric learning. In2015 IEEE Conference on Computer
Vision and Pattern Recognition (CVPR), pages 2197–2206, June 2015.

[141] F. M. Khan and F. Br�emond. Multi-shot person re-identi�cation using part appearance
mixture. In2017 IEEE Winter Conference on Applications of Computer Vision (WACV),
pages 605–614, March 2017.

[142] Zhun Zhong, Liang Zheng, Donglin Cao, and Shaozi Li. Re-ranking person re-
identi�cation with k-reciprocal encoding. InComputer Vision and Pattern Recognition
(CVPR), 2017 IEEE Conference on, pages 3652–3661. IEEE, 2017.

[143] Minsu Cho, Suha Kwak, Cordelia Schmid, and Jean Ponce. Unsupervised Object Discov-
ery and Localization in the Wild: Part-based Matching with Bottom-up Region Proposals.
In CVPR - IEEE Conference on Computer Vision & Pattern Recognition, pages 1201–
1210, Boston, United States, June 2015. IEEE.

[144] Suha Kwak, Minsu Cho, Ivan Laptev, Jean Ponce, and Cordelia Schmid. Unsupervised
Object Discovery and Tracking in Video Collections. InICCV - IEEE International Con-
ference on Computer Vision, pages 3173–3181, Santiago, Chile, December 2015. IEEE.

[145] Y. J. Lee and K. Grauman. Object-graphs for context-aware category discovery. In2010
IEEE Computer Society Conference on Computer Vision and Pattern Recognition, pages
1–8, June 2010.

164



[146] Yong Jae Lee and Kristen Grauman. Learning the easy things �rst: Self-paced visual
category discovery. InCVPR, pages 1721–1728. IEEE, 2011.

[147] J. Sivic, B. C. Russell, A. A. Efros, A. Zisserman, and W. T. Freeman. Discovering objects
and their location in images. InTenth IEEE International Conference on Computer Vision
(ICCV'05) Volume 1, volume 1, pages 370–377 Vol. 1, Oct 2005.

[148] Edward L. Bennett, Marian C. Diamond, David Krech, and Mark R. Rosenzweig. Chemi-
cal and anatomical plasticity of brain.Science, 146(3644):610–619, 1964.

[149] Angeline S Lillard and Alev Erisir. Old dogs learning new tricks: Neuroplasticity beyond
the juvenile period.Developmental review : DR, 31 4:207–239, 2011.

[150] Scott P. Johnson, Dima Amso, and Jonathan A. Slemmer. Development of object concepts
in infancy: Evidence for early learning in an eye-tracking paradigm.Proceedings of the
National Academy of Sciences, 100(18):10568–10573, 2003.

[151] Gibson J J.“The theory of affordances,” in Perceiving, Acting, and Knowing. Towards an
Ecological Psychology.Hoboken, NJ: John Wiley & Sons Inc., 1977.

[152] Scott P. Johnson. How infants learn about the visual world.Cognitive science, 34 7:1158–
1184, 2010.

[153] Graham Nuthall. The role of memory in the acquisition and retention of knowledge in
science and social studies units.Cognition and Instruction, 18(1):83–139, 2000.

[154] Katherine Nelson. Language in cognitive development: Emergence of the mediated mind.
Mind, Culture:76–79, 01 1998.

[155] Xiaodan Liang, Si Liu, Yunchao Wei, Luoqi Liu, Liang Lin, and Shuicheng Yan. To-
wards computational baby learning: A weakly-supervised approach for object detection.
In Proceedings of the IEEE International Conference on Computer Vision, 2015.

[156] Kenneth Marino, Ruslan Salakhutdinov, and Abhinav Gupta. The more you know: Us-
ing knowledge graphs for image classi�cation. InProceedings of the IEEE International
Conference on Computer Vision, 2017.

[157] Xiaolong Wang, Yufei Ye, and Abhinav Gupta. Zero-shot recognition via semantic em-
beddings and knowledge graphs. InCVPR, 2018.

[158] R.C. Atkinson and R.M. Shiffrin. Human memory: A proposed system and its control
processes. In Kenneth W. Spence and Janet Taylor Spence, editors,Psychology of Learning
and Motivation, volume 2, pages 89–195. Academic Press, 1968.

[159] Xinlei Chen, Abhinav Shrivastava, and Abhinav Gupta. Neil: Extracting visual knowledge
from web data. InProceedings of International Conference on Computer Vision (ICCV),
December 2013.

165



[160] Santosh K. Divvala, Ali Farhadi, and Carlos Guestrin. Learning everything about anything:
Webly-supervised visual concept learning. InProceedings of the 2014 IEEE Conference
on Computer Vision and Pattern Recognition, CVPR '14, page 3270–3277, USA, 2014.
IEEE Computer Society.
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[194] K. He, G. Gkioxari, P. Dolĺar, and R. Girshick. Mask r-cnn. In2017 IEEE International
Conference on Computer Vision (ICCV), pages 2980–2988, Oct 2017.

[195] Abhinav Shrivastava, Abhinav Gupta, and Ross Girshick. Training region-based object
detectors with online hard example mining. InProceedings of the IEEE conference on
computer vision and pattern recognition, pages 761–769, 2016.

[196] Tsung-Yi Lin, Priya Goyal, Ross B. Girshick, Kaiming He, and Piotr Dollár. Focal loss
for dense object detection.IEEE Trans. Pattern Anal. Mach. Intell., 42(2):318–327, 2020.

[197] Kaiming He, X. Zhang, Shaoqing Ren, and Jian Sun. Deep residual learning for image
recognition.2016 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
pages 770–778, 2016.

168



[198] Vivek Sharma M. Saquib Sarfraz and Rainer Stiefelhagen. Ef�cient parameter-free clus-
tering using �rst neighbor relations. InProceedings of the IEEE Conference on Computer
Vision and Pattern Recognition (CVPR), pages 8934–8943, 2019.

[199] Rob Fergus, Yair Weiss, and Antonio Torralba. Semi-supervised learning in gigantic image
collections. InNIPS, volume 1, page 2. Citeseer, 2009.

[200] Cewu Lu, Ranjay Krishna, Michael Bernstein, and Li Fei-Fei. Visual relationship detection
with language priors. InEuropean Conference on Computer Vision, 2016.

[201] Ranjay Krishna, Yuke Zhu, Oliver Groth, Justin Johnson, Kenji Hata, Joshua Kravitz,
Stephanie Chen, Yannis Kalantidis, Li-Jia Li, David A. Shamma, Michael S. Bernstein,
and Li Fei-Fei. Visual genome: Connecting language and vision using crowdsourced
dense image annotations.International Journal of Computer Vision, 123:32–73, 2016.

[202] Ankan Bansal, Sai Saketh Rambhatla, Abhinav Shrivastava, and Rama Chellappa. Detect-
ing human-object interactions via functional generalization.Thirty-Fourth AAAI Confer-
ence on Arti�cial Intelligence, 2020.

[203] Masato Tamura, Hiroki Ohashi, and Tomoaki Yoshinaga. Qpic: Query-based pair-
wise human-object interaction detection with image-wide contextual information.2021
IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), pages
10405–10414, 2021.

[204] Tiancai Wang, Tong Yang, Martin Danelljan, Fahad Shahbaz Khan, X. Zhang, and
Jian Sun. Learning human-object interaction detection using interaction points.2020
IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), pages 4115–
4124, 2020.

[205] Georgia Gkioxari, Ross B. Girshick, Piotr Dollár, and Kaiming He. Detecting and recog-
nizing human-object interactions.2018 IEEE/CVF Conference on Computer Vision and
Pattern Recognition, pages 8359–8367, 2018.

[206] Danfei Xu, Yuke Zhu, Christopher Bongsoo Choy, and Li Fei-Fei. Scene graph generation
by iterative message passing.2017 IEEE Conference on Computer Vision and Pattern
Recognition (CVPR), pages 3097–3106, 2017.

[207] Nicolai Wojke, Alex Bewley, and Dietrich Paulus. Simple online and realtime tracking
with a deep association metric. In2017 IEEE International Conference on Image Process-
ing (ICIP), pages 3645–3649. IEEE, 2017.

[208] Zhongdao Wang, Liang Zheng, Yixuan Liu, and Shengjin Wang. Towards real-time multi-
object tracking.The European Conference on Computer Vision (ECCV), 2020.

[209] Agrim Gupta, Piotr Dollar, and Ross Girshick. LVIS: A dataset for large vocabulary in-
stance segmentation. InProceedings of the IEEE Conference on Computer Vision and
Pattern Recognition, 2019.

169



[210] Akshay Dhamija, Manuel Gunther, Jonathan Ventura, and Terrance Boult. The overlooked
elephant of object detection: Open set. InProceedings of the IEEE/CVF Winter Confer-
ence on Applications of Computer Vision (WACV), March 2020.

[211] Santiago Manen, Matthieu Guillaumin, and Luc Van Gool. Prime object proposals with
randomized prim's algorithm. In2013 IEEE International Conference on Computer Vi-
sion, pages 2536–2543, 2013.

[212] Huy V. Vo, Elena Sizikova, Cordelia Schmid, Patrick Pérez, and Jean Ponce. Large-scale
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