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This Dissertation is comprised of two main projects, addressing questions in neuroscience

through applications of generative modeling. Project #1 (Chapter 4) is concerned with how

neurons in the brain encode, or represent, features of the external world. A key challenge here is

building artificial systems that represent the world similarly to biological neurons. In Chapter 4,

I address this by combining Helmholtz’s “Perception as Unconscious Inference”—paralleled by

modern generative models like variational autoencoders (VAE)—with the hierarchical structure

of the visual cortex. This combination results in the development of a hierarchical VAE model,

which I subsequently test for its ability to mimic neurons from the primate visual cortex in

response to motion stimuli. Results show that the hierarchical VAE perceives motion similar to

the primate brain. I also evaluate the model’s capability to identify causal factors of retinal motion



inputs, such as object- and self-motion. I find that hierarchical latent structure enhances the linear

decodability of data generative factors and does so in a disentangled and sparse manner. A

comparison with alternative models indicates the critical role of both hierarchy and probabilistic

inference. Collectively, these results suggest that hierarchical inference underlines the brain’s

understanding of the world, and hierarchical VAEs can effectively model this understanding.

Project #2 (Chapter 5) is about how spontaneous fluctuations in the brain are spatiotempo-

rally structured and reflect brain states such as resting. The correlation structure of spontaneous

brain activity has been used to identify large-scale functional brain networks, in both humans and

rodents. The majority of studies in this domain use functional MRI (fMRI), and assume a disjoint

network structure, meaning that each brain region belongs to one and only one community. In

Chapter 5, I apply a generative algorithm to a simultaneous fMRI and wide-field Ca2+ imaging

dataset and demonstrate that the mouse cortex can be decomposed into overlapping communities.

Examining the overlap extent shows that around half of the mouse cortical regions belong to mul-

tiple communities. Comparative analyses reveal that network structure derived from Ca2+ signals

reproduces many aspects of fMRI–derived network structure. Still, there are important differences

as well, suggesting that the inferred network topologies are ultimately different across imaging

modalities. In conclusion, wide-field Ca2+ imaging unveils overlapping functional organization

in the mouse cortex, reflecting several but not all properties observed in fMRI signals.

The introduction (Chapter 1) is divided similarly to this abstract: sections 1.1 to 1.8

provide background information about Project #1, and sections 1.9 to 1.13 are related to Project

#2. Chapter 2 includes historical background, Chapter 3 provides the necessary mathematical

background, and finally, Chapter 6 contains concluding remarks and future directions.



Figure 1: This graphical abstract, crafted by ChatGPT and DALL�E, encapsulates the essence
of my PhD research. The creation process involved feeding the abstracts of my two key papers
to ChatGPT, resulting in a representation with both accuracies and artistic liberties. Notably,
the phrases “neural code” and “generative modeling” are subtly integrated into the background,
aligning with the Dissertation’s themes. The image features portrayals of a big mouse and what
appears to be a sagittal slice from the primate brain, loosely reflecting the scope of my projects.
Although, a macaque monkey brain would have been more precise than the depicted human brain.
The artwork accurately reflects the need for three monitors and four laptops to do good work in
science. However, contrary to the illustration, my office has never been home to such a sizable
gathering of mice (as far as I’m aware).
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Preface

I was admitted to the University of Maryland to work on condensed matter physics and

quantum information theory. But here I am, writing a dissertation about neuroscience and

artificial intelligence. In other words... not physics. I feel fortunate that the University of

Maryland generally provides a welcoming environment for interdisciplinary research, and I am

grateful to the physics department for hosting me and allowing me to go after my interests. I never

experienced any significant bureaucratic difficulties in this regard; however, I still feel compelled

to write a few lines and justify my decision to switch the topic of my research.

I switched to neuroscience for the same fundamental reason that originally led me into

physics: because I am interested in understanding the nature of reality. With time, I realized

that an important element is consistently overlooked in physics—the role of the observer is often

sidelined. We tend to make theories about physical reality but rarely pause to think about how

our limited access to the world and the limited computational capacities of the human brain might

influence the construction of our theories about reality. Assessing the impact of our imperfect

perceptual and reasoning abilities on our grasp of reality remains an unresolved challenge. This

question cannot be adequately addressed by neglecting the observer’s role within the realm of

physics. Instead, it necessitates an exploration of the human mind and intelligence, which consti-

tute at least half of the equation.

ii



The issues surrounding observers have fascinated some of the most interesting thinkers in

physics. In particular, John Archibald Wheeler wrote an article in 1990, introducing his “it from

bit” doctrine, which suggests that information is fundamental to the physics of the universe and

all things physical are information-theoretic in origin [1].

Information is a dyadic relationship between a sender and a receiver. It requires participa-

tion from both the observed, and the observer. Mainstream physics has been mostly preoccupied

with the former, ignoring the latter [2]. And maybe for good reason. Theorizing about some

complex agent that is making observations about a system is much more challenging than making

theories about reduced and simplified systems, as is typical in most of physics (e.g., the Standard

Model). However, it turns out even a system comprised of a single quantum particle and an

observer cannot be cleanly separated. Niels Bohr initially introduced the idea that there must be

some nonzero overlap between the subject and the object, quantified by Plank’s constant ~, which

he referred to as “quantum of action”. In Bohr’s own words [3]:

“The finite magnitude of the quantum of action prevents altogether a sharp

distinction being made between a phenomenon and the agency by which it is

observed.” — Niels Bohr, Atomic Theory and the Description of Nature, 1934

Bohr’s ideas were the main source of inspiration for Wheeler when he introduced his

notion of a “Participatory Universe”, stating that the observer and the observed cannot be cleanly

separated. Instead, they both participate in creating reality (Fig. 2). Despite this, the majority of

efforts in physics still neglect the observer 1.

1Notable exceptions include non-equilibrium statistical mechanics and thermodynamics, and in particular, the
ongoing research on Maxwell’s Demon [4]; see refs. [5–9] for example.
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Figure 2: Wheeler’s “Participatory Universe” highlights the role of observers in physics. Image
adapted from a lecture by Amanda Gefter, 2019.

I was convinced that calculating Feynman diagrams or diagonalizing Hamiltonians were

not going to reveal any significantly new insights about the nature of reality. Instead, I became

interested in studying the brain, as this seemed more conducive to my ultimate interests.

How does one study the brain? I did not know much about the brain or how research is

performed in neuroscience. I did not know how to write code or work with complex biological

data. All I knew was solving some equations in highly idealized cases. For these reasons, I still

had my doubts, until I stumbled upon a quote from Ernst Mach, a physicist and philosopher who

also made contributions to cognitive sciences and physiology:

“The foundations of science as a whole, and of physics in particular, await their

next greatest elucidations from the side of biology, and especially, from the

analysis of the sensations.” — Ernst Mach, Analysis of Sensations, 1890 [10]

At this point, I knew I had to go for it.
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Chapter 1: Introduction

This Dissertation is composed of two projects. The �rst project is about the problem of

neural coding, or how neurons in the brainencodeor representthe external world. The second

project is about howspontaneous activityin the brain in the absence of any external stimulation is

spatially organized. In the present Chapter, I will provide the necessary background information

and motivation for these projects. Sections 1.1 to 1.8 correspond to the �rst project, and sections

1.9 to 1.13 are related to the second project. The rest of the Dissertation is organized as follows:

ˆ Chapter 2: Contains philosophical and historical background. When I switched from

physics to neuroscience, I was told we have to \map these receptive �elds". But why? I

was also told we need to \compute correlations of these brain regions". But why? At the

time, I could not fully appreciate why I was doing what I was doing. This was because

of my limited understanding of di�erent research traditions in neuroscience, and how they

have come to be. The historical perspective provided in Chapter 2 illuminates these prac-

tices, tracing their historical evolution to the present day. If you are a physicist considering

switching to neuroscience: Chapter 2 is for you.

ˆ Chapter 3: Contains necessary technical background onvariational inferenceand gener-

ative models such asvariational autoencoders(VAE). I go over the basics of variational
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inference, derive the VAE loss function, and explore some other details related to VAEs.

Variational inference is a statistical framework that has found application in a wide variety

of problems, including both Chapters 4 and 5 in this Dissertation. In Chapter 4, I use a VAE

as a perceptual model of motion processing and compare its representations to neurons from

the motion processing pathway of primates. In Chapter 5, I employ an algorithm based on

variational inference that infers a lower-dimensional description of the high-dimensional

correlation structure of the mouse cortex.

ˆ Chapter 4: Here I present the results for the �rst main project in this Dissertation, which is

about neural coding of motion in primates. Chapter 4 is concerned with understanding the

coding properties of biological and arti�cial neurons in the domain of motion perception. I

demonstrate how drawing inspiration from Helmholtz's inferential approach to perception,

combined with inspiration from the hierarchical architecture of the visual cortex, can be

used to build e�ective computational models that resemble motion processing in the primate

brain. Additionally, the model achievesoptic 
ow parsing, a di�cult computation that has

been debated by vision scientists since the 1950s.

ˆ Chapter 5: Contains the results for the second main project in this Dissertation, which

is about cortical network organization in mice. In Chapter 5, I show how a simultaneous

functional MRI and wide-�eld calcium imaging dataset can be used to gain complementary

insights into the functional organization of the mouse cortex during resting state.

ˆ Chapter 6: I end with some concluding remarks and ideas for future work.

2



1.1 Visual processing and representations in the brain

For millennia, humans have sought to understand the connection between the world we

perceive and the reality that exists beyond our senses. Plato's Allegory of the Cave, one of

the earliest recorded examples, proposed that our perceptions might be mere shadows of true

existence.

This curiosity persisted into more modern work. Helmholtz, examining optical illusions

and the limitations of human sensory organs, concluded that perception is not merely passive

reception but involves an active process of inference about the causes of sensory inputs [11].

Recent advances in neuroscience have begun to identify how neurons in the brain represent

speci�c aspects of the external world. The groundbreaking work of Hubel & Wiesel uncovered

that certain neurons in the visual cortex are activated by oriented edges [12{14], revealing the

concept ofreceptive �eld|a speci�c area within the visual �eld that can be used to trigger a

response in a neuron. See Alonso and Chen [15] for a review.

The study of \what" neurons are selective to, and \how" they gain their selectivity, are

considered two main pillars of systems neuroscience [16]. For instance, the primary visual cortex

contains edge-selective neurons that develop their speci�city by integrating signals from thalamic

neurons with center-surround receptive �elds (Fig. 1.1).

To investigate the selectivity of neurons across various visual areas, it is crucial to examine

the anatomical structure of the visual cortex, which is the subject of the next section.
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Figure 1.1: Receptive �eld integration in visual neurons.(a) A mechanistic model depicting
how orientation-selective simple V1 cell responses arise. The simple cell receives input from
multiple center-surround cells that are excited by light presented in a small, circular central area
(\ + " signs) and inhibited by light in the surrounding area (\� " signs). (b) Similarly, complex V1
cells gain their selectivity by pooling from multiple simple cells that respond to edges of similar
orientation. From David Hubel's book, \Eye, Brain, and Vision", 1988 [17].

1.2 Hierarchical architecture of the visual cortex

The term \hierarchy" has diverse interpretations across various contexts. Here, we address

its anatomical or structural de�nition. Connections between cortical areas can be directionally

characterized based on their layers of origination and termination [18]. Here, \layer" refers to the

laminar organization of the primate cortex, another important organizational principle of cortical

architecture. While a deep dive into this topic is beyond our current scope, interested readers can

consult a review on the subject by Douglas and Martin [19]. See also Mountcastle [20].

Consider a pair of brain regionsA andB. When super�cial layers of regionA project axons

to layer 4 of regionB, regionA is described as having \feedforward" connections to regionB.

This is because layer 4 is typically seen as the input layer of sensory cortical areas. Conversely,

when axons from either super�cial or deep layers of regionB connect to any layer (excluding
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layer 4) of regionA, regionB is described as having \feedback" connections to regionA. In a

comprehensive review, Felleman and Van Essen [21] employed these rules to label each member

of any connected pair of cortical regions as \higher" or \lower", allowing arrangement of the

areas into a self-consistent hierarchy (Fig. 1.2).

While this anatomical con�guration suggests a linear progression, the actual organization

of the visual cortex deviates from a strict \tree-like" hierarchy. Other connectivity motifs like

recurrent, lateral, and skip connections that bypass intermediate stages are also prevalent in the

cortex. See Hegde and Felleman [22] and Vezoli et al. [23] for a nuanced discussion around

this topic. Nevertheless, for our purposes, considering this hierarchy as a �rst approximation is

bene�cial. With this structure in mind, let us now explore the features encoded by neurons in

higher visual areas.

1.3 The functional characteristics of higher visual areas

In this section, we will examine the higher visual areas as delineated within the visual

processing hierarchy, based on the framework proposed by Felleman and Van Essen [21]. Our

focus will be on the distinct functions and characteristics of these higher visual areas, exploring

their contribution to complex visual perception and cognitive processes.

1.3.1 Motion processing

Examples of higher visual areas include regions like the middle temporal area (MT) and me-

dial superior temporal area (MST), with MST primarily drawing inputs from MT. The anatomical

positioning of MT and MST within the macaque monkey brain is shown in Fig. 1.3.
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Figure 1.2: Hierarchy of the primate visual areas. From Felleman and Van Essen [21], 1991.
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Studies performed on MT and MST have been central to our understanding of visual motion

processing. A landmark paper by Zeki [24] was pivotal in highlighting the importance of area MT

(also known as V5) for motion perception in primates, showing that it contains a high proportion

of direction-selective cells. Following up, Maunsell and Essen [25] provided a detailed analysis of

the receptive �eld properties of MT neurons, solidifying their role in processing speci�c aspects

of visual motion such as velocity direction and magnitude (speed). Subsequent research began

to explore the intricacies of motion integration. Albright [26] demonstrated that MT neurons

are sensitive not just to simple motion but also to more complex patterns like the direction of

motion in three-dimensional space. Nishimoto and Gallant [27] developed a three-dimensional

spatiotemporal receptive �eld model to successfully predict the responses of MT neurons to

complex, naturalistic movie stimuli, highlighting the dynamic interplay between space and time

in motion processing within the MT. Finally, Cui et al. [28] showed that MT neurons gain their

complex motion selectivity through diverse surround-suppression in
uences.

Moving up the hierarchy, the adjacent MST region was shown by Tanaka et al. [30] to

contain neurons that respond to more complex motion patterns, such as radial, circular, and spiral

motions, suggesting a role in analyzing more intricate motion dynamics and potentially aiding

in self-motion perception. A seminal paper by Du�y and Wurtz [31] demonstrated that MST

is crucial for the perception of self-motion (or optic 
ow) by identifying neurons within MST

that respond to large-�eld motion consistent with an observer moving through the environment.

Following this, Graziano et al. [32] de�ned a continuous circular spiral motion space composed

of expansion, contraction, clockwise rotation, and counterclockwise rotation, and showed that

MST neurons are tuned to such spiral motions. Further expanding on the diverse functions of

MST, studies like that of Page and Du�y [33] explored its role in navigation, �nding neurons in
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