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The medical research field is experiencing a remarkable evolution due to the application

of data science and machine learning techniques and new developments in these fields. The

accessibility of large datasets, enhanced computing capabilities, and advanced algorithms have

opened up new possibilities to extract valuable insights, identify patterns, and develop predictive

models from complex biomedical data. This integration has the potential to revolutionize medical

research, resulting in enhanced diagnostic capabilities, personalized treatment approaches, and

ultimately, improved patient care.

In this dissertation, I explore the impact of data science and machine learning in medical

research, with a specific focus on the diagnosis of movement disorders and age-related hearing

loss. In the first of these domain areas, I use data from a wearable sensor to accurately iden-

tify individuals with Parkinson’s disease based on their movements during several motor tasks.

I demonstrate that applying machine learning to wearable sensor data can achieve diagnostic



accuracy surpassing that of movement disorder experts in routine clinical settings for differenti-

ating Parkinson’s disease from controls and is comparable to expert clinicians for distinguishing

Parkinson’s disease from other parkinsonian disorders. I also found that repeating mobility tasks

is unnecessary for improving diagnostic accuracy. I propose several steps to simplify mobility

test protocols, which can save time and effort for both clinicians and participants without com-

promising accuracy. Specifically, using a single sensor, a single mobility task, and just one trial

of each task for the classification tasks explored in this study can streamline the process. This

approach facilitates the practical application of wearable sensors as a diagnostic tool in clinical

settings.

In the second domain area, I study age-related hearing loss by constructing ensemble mod-

els to examine data from participants with diverse ages and varying degrees of hearing loss. By

integrating audiometric, perceptual, electrophysiological, and cognitive data, I predict speech

perception in challenging auditory conditions like noise, reverberation, and time compression.

Leveraging machine learning techniques, my objective is to identify the variables that are highly

predictive of demanding speech-perception conditions, thereby confirming existing associations

and potentially uncovering novel ones. The findings underscore the critical role of audiometric

thresholds, particularly within the 1–4 kHz range, and emphasize the utility of composite vari-

ables spanning multiple frequencies in accurately predicting speech perception. Furthermore,

basic temporal processing ability demonstrates a moderate influence, whereas cognitive factors

and extended high-frequency thresholds exhibit limited to negligible predictive capability in this

context. Continued research and exploration of associations will contribute to a deeper under-

standing of the complex interplay between speech perception, aging, hearing loss, and cognition.
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Chapter 1: Introduction

The �eld of medical research is undergoing a paradigm shift with rapid advancements

through the application of data science and machine learning (ML) [1–3]. The increasing avail-

ability of large datasets, improvements in computational power, and the development of sophis-

ticated algorithms have paved the way for the application of these technologies in uncovering

valuable insights, patterns, and predictive models from vast volumes of complex biomedical

data [4–6]. This integration holds immense potential for transforming the landscape of medi-

cal research, leading to improved diagnostics, personalized treatments, and ultimately, enhancing

patient care [7,8].

Historically, medical research has relied on statistics and hypothesis-driven investigations,

which typically involve controlled experiments and observational studies [9–11]. Although this

conventional approach has yielded signi�cant breakthroughs, it is often time-consuming, expen-

sive, and limited in its ability to capture the intricate interactions of multiple variables that are

inherent in complex biological systems. Furthermore, traditional statistical methods often face

challenges when dealing with enormous datasets, intricate patterns, and non-linear relationships

that are commonly encountered in the healthcare domain [12].

In recent years, data science and ML anlayses have emerged as promising alternatives to

extract meaningful insights from diverse and extensive data sources within the medical research
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�eld [13–15]. The accumulation of healthcare data has grown exponentially, propelled by elec-

tronic health records, genomics, wearable devices, medical imaging, and other sources. These

vast repositories of information contain a wealth of knowledge that, when analyzed using ad-

vanced ML algorithms, can unlock invaluable discoveries, facilitate high-quality patient care,

optimize operational ef�ciency, and improve overall healthcare outcomes.

Machine learning offers a novel approach to leverage the potential of complex and diverse

healthcare data [16–19]. ML algorithms can handle structured and unstructured data, allowing

researchers to extract knowledge from various sources, including patient records, clinical trials,

medical literature, and real-time monitoring systems [20]. ML allows medical professionals to

more deeply understand the intricate mechanisms underlying various health conditions, allow-

ing informed decision-making and the identi�cation of anomalies, patterns, and trends, while

simultaneously reducing the potential for human error [21]. Moreover, ML techniques enable

the development of predictive models that can aid in accurate prognoses, early detection of dis-

eases, and personalized treatment recommendations [22–24]. The �eld of medical research holds

signi�cant potential for progress and innovation, driven by advancements in data science and

ML.

This dissertation aims to comprehensively explore the impact of data science and ML in

medical research, with a particular focus on speci�c applications, such as movement disorder di-

agnosis and age-related hearing loss. First, for movement disorder diagnosis, I focused on Parkin-

son's disease (PD), the most common movement-related neurodegenerative disorder, affecting an

estimated 7–10 million people worldwide [25]. Several risk factors, including age, gender, and

race/ethnicity, have been associated with an increased likelihood of developing PD [26]. PD

primarily impairs movement, causing symptoms such as tremors, rigidity, bradykinesia (slow-
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ness of movement), and postural instability. However, its impact extends beyond motor function,

leading to non-motor complications such as cognitive decline, sleep disturbances, and autonomic

dysfunction, all of which signi�cantly reduce quality of life. Given the progressive nature of PD

and the challenges in distinguishing it from controls and other movement disorders [27], there

is a critical need for improved diagnostic approaches. For this study, I analyzed data from par-

ticipants with PD, other parkinsonian disorders, and healthy controls as they performed various

motor tasks while wearing a sensor on their lower back in a clinical setting hallway. By em-

ploying ML techniques, I identi�ed strategies to streamline and simplify both mobility testing

and subsequent data analysis. This approach reduced the time and effort required by clinicians

and participants while maintaining high predictive performance in diagnosing (or supporting the

diagnosis of) PD. Additionally, I examined the reliability of mobility tasks when repeated twice,

revealing differences in reliability between PD and control groups and within PD subgroups

strati�ed by disease severity. I also addressed potential challenges of applying ML to datasets

resembling real clinical scenarios, particularly for distinguishing PD from a heterogeneous group

of participants with various non-PD parkinsonian disorders, and demonstrated effective strategies

to overcome these challenges.

Second, to study age-related hearing loss, I developed ensemble models to analyze data

from participants with varying ages and hearing loss. I utilized a combination of audiometric,

perceptual, electrophysiological, and cognitive data to predict speech perception in challenging

conditions such as noise, reverberation, and time compression. Employing ML techniques, my

objective was to identify the variables that are predictive of demanding speech-perception condi-

tions, and thereby validate known associations from previous studies and potentially uncover new

associations. My results indicate that speech perception is best predicted using variables related
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to audiometric thresholds, speci�cally focusing on the range between 1 and 4 kHz, including the

use of new composite variables across frequencies. Basic temporal processing ability also plays

a moderate role in predicting speech perception. However, cognitive factors and extended high-

frequency thresholds have minimal to no predictive ability in this regard. Further research and

exploration of associations will contribute to our understanding of the complex interplay between

speech perception, aging, hearing loss, and cognition.

To achieve the stated research objectives, this dissertation is structured as follows:

Chapter 2 Describes different fundamental concepts related to applying machine learning in

studying Parkinson's disease and human hearing.

Chapter 3 This chapter discusses my research focused on simplifying instrumented mobility

testing to enhance the integration of wearable sensors for PD diagnosis in clinical settings. This

work was conducted in collaboration with Professors Rainer von Coelln and Lisa M. Shulman at

the University of Maryland School of Medicine as primary collaborators, along with additional

contributors. My role included performing data analyses, interpreting results, and drafting the

manuscript, which was published in the journalSensorsas:

Rana M. Khalil, Lisa M. Shulman, Ann L. Gruber-Baldini, Sunita Shakya, Rebecca Fend-

erson, Maxwell Van Hoven, Jeffrey M. Hausdorff, Rainer von Coelln, and Michael P. Cummings.

Simpli�cation of mobility tests and data processing to increase applicability of wearable sensors

as diagnostic tools for Parkinson's disease.Sensors, 24(15):4983, 2024 [28].

Chapter 4 This chapter describes my research on evaluating the test–retest reliability of mobility

tasks by examining machine learning models based on wearable sensor-derived measures and
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statistical metrics. Collaborating again with Professors Rainer von Coelln and Lisa M. Shulman,

along with other contributors, I conducted the analyses, interpreted the �ndings, and drafted the

manuscript, which was published in the journalSensorsas:

Rana M. Khalil, Lisa M. Shulman, Ann L. Gruber-Baldini, Sunita Shakya, Jeffrey M. Haus-

dorff, Rainer von Coelln, and Michael P. Cummings. Machine learning and statistical analyses of

sensor data reveal variability between repeated trials in Parkinson's disease mobility assessments.

Sensors, 24(24):8096, 2024 [29].

Chapter 5 This chapter presents my research on leveraging machine learning and wearable sen-

sors to distinguish PD from other parkinsonian disorders, addressing diagnostic challenges, and

streamlining work�ows. In collaboration with Professors Rainer von Coelln, Lisa M. Shulman,

and other contributors, I was responsible for data analysis, result interpretation, and manuscript

preparation. This work is published in the journalBiomedicinesas:

Rana M. Khalil, Lisa M. Shulman, Ann L. Gruber-Baldini, Stephen G. Reich, Joseph M.

Savitt, Jeffrey M. Hausdorff, Rainer von Coelln, and Michael P. Cummings. Applying wearable

sensors and machine learning to the diagnostic challenge of distinguishing Parkinson's disease

from other forms of parkinsonism.Biomedicines, 13(3):572, 2025 [30].

Chapter 6 Describes my research in applying machine learning to study the relationship be-

tween audiometric data, speech perception, temporal processing, and cognition. This was a

collaborative work with Alexandra Papanicolaou, Dr. Bobby E. Gibbs, II, Professors Samira

Anderson, Sandra Gordon-Salant, and Matthew J. Goupell from the Department of Hearing and

Speech Sciences, University of Maryland. I was responsible for all data pre-processing, analyses,
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initial interpretations, and writing the initial manuscript draft. The paper has been published in

the IEEE International Conference on Acoustics, Speech, & Signal Processing (ICASSP) as:

Rana M. Khalil, Alexandra Papanicolaou, Renee Ti Chou, Bobby E. Gibbs, Samira An-

derson, Sandra Gordon-Salant, Michael P. Cummings, and Matthew J. Goupell. Using machine

learning to understand the relationships between audiometric data, speech perception, temporal

processing, and cognition. In ICASSP 2023 — 2023 IEEE International Conference on Acous-

tics, Speech and Signal Processing (ICASSP), pages 1–5, 2023 [31].

Chapter 7 This chapter outlines potential directions for future research.

Appendix A Presents the supplementary material for Chapter 3.

Appendix B Presents the supplementary material for Chapter 4.

Appendix C Presents the supplementary material for Chapter 5.

Appendix D Presents the supplementary material for Chapter 6.
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Chapter 2: Related Work

2.1 Machine Learning for Wearable Sensor Data in Parkinson's Disease

Wearable devices, equipped with sensors capable of capturing a wide range of movement

data, offer a unique opportunity to gather rich and continuous information about individuals in

their daily lives. However, the sheer volume and complexity of this data present signi�cant

challenges for traditional analytical methods. This is where machine learning plays a crucial

role. In this section, we review relevant machine learning (ML) techniques applied to diagnose

Parkinson's disease (PD) participants or monitor PD-related symptoms.

2.1.1 Diagnosis of Parkinson's Disease

Several studies have been conducted to explore different aspects of PD assessment and

diagnosis using advanced technologies and machine learning algorithms. The studies differ in

wearable sensor type and position, incorporated mobility tasks, signal processing approach, cal-

culated features, and ML analyses. These studies provide valuable insights into the development

of digital biomarkers, quanti�cation of motor impairment, remote tracking of disease progres-

sion, and gait analysis for PD.

One noteworthy study employed deep learning techniques to identify digital biomarkers for
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self-reported PD [32]. Deep convolutional neural networks were utilized to analyze smartphone-

based gait data from a simple walking task, achieving an impressive area under the receiver-

operating characteristic curve (AUCROC) of 0.86. To overcome spatial and temporal biases in

real-world motion records, the researchers proposed a data augmentation technique. The study

highlighted the signi�cance of resting tremor as an indicator of Parkinsonian movement, enabling

ef�cient PD screening in the general population.

In another study, the goal was to quantify motor impairment in PD by utilizing an in-

strumented Timed Up & Go test [33]. Reliable measures were sought to differentiate between

healthy individuals and those with PD. Through feature selection and classi�cation techniques,

the researchers compared individual measures and identi�ed the unique motor pattern of PD sub-

jects. Chosen classi�ers included the linear and quadratic discriminant analysis (LDA and QDA,

respectively) and the Mahalanobis classi�er (MC). The instrumented Timed Up & Go test was

found to effectively characterize motor impairment in PD, offering a valuable tool for evaluation

and potential monitoring of disease progression.

Arora et al. [34] conducted a pilot study exploring the potential of smartphones in detect-

ing and monitoring PD symptoms. Participants used smartphones with specialized applications

to assess various motor symptoms, including voice, posture, gait, �nger tapping, and response

time. By leveraging smartphone built-in sensors, the researchers aimed to capture and analyze

these motor symptoms associated with PD. They achieved high accuracy rates, exceeding 96%

in classifying PD participants from control subjects, using random forest (RF) classi�ers.

Speci�c aspects of PD assessment and monitoring have also been investigated. In one study,

RF feature classi�cation was employed to quantify correlations between motor symptoms across

different motor tasks and clinical conditions in PD [35]. Using data collected from a motion
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capture suit, speci�c metrics characterizing each motor task were identi�ed. The Embedded Gait

Analysis using Intelligent Technology (eGaIT) was utilized in a separate study to objectively and

automatically classify speci�c stages and motor signs in PD [36]. By combining sensor-derived

signals with classi�ers such as Linear LDA, AdaBoost, and Support Vector Machines (SVM),

the eGaIT system achieved an overall classi�cation rate of 81%, successfully distinguishing PD

patients from controls. The system demonstrated increased accuracy with higher levels of motor

impairment and advanced stages of PD.

Oung et al. [37] explored the use of wearable multimodal sensors, including accelerom-

eters, gyroscopes, and magnetometers, to classify individuals with PD. The proposed SVM

and Probabilistic Neural Network (PNN) classi�ers exhibited high average accuracy, sensitiv-

ity, speci�city, and receiver operating characteristic curve (ROC) values above 88%. The study

investigated various feature extraction methods, comparing time domain and frequency domain

analyses, and reported promising results with the proposed classi�er.

Tien et al. [38] aimed to determine the most sensitive gait and mobility measures re�ect-

ing PD motor stages and identify the optimal sensor location for each stage. They found that

upper-limb sensor measures were effective in discriminating between controls and early PD,

trunk sensor measures were prominent in mid-stage PD, and stride timing and regularity were

discriminative in more advanced stages. Sensor location and corresponding gait features signif-

icantly in�uenced the discriminatory value, as revealed by the random under-sampling boosting

(RUSBoost) classi�cation algorithm. Measures obtained from challenging walks were effective

in detecting mobility impairments in the early stages but were less sensitive in the later stages of

the disease.

Additionally, smartphone-based gait assessment and crowdsourced data were investigated
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for inferring PD severity in a comparative study [39]. Various classi�cation algorithms, including

bagged trees, SVM, K-nearest neighbors (KNN), and RF were compared. The RF classi�er

showed the highest accuracy in distinguishing subjects from controls and assessing PD severity.

A comprehensive analysis assessing the postural behavior of early-mild PD subjects using

accelerometers was proposed by Palmerini et al. [40]. The authors computed several measures

and employed feature selection techniques and different classi�ers to characterize early-mild PD

and control subjects. The results demonstrated remarkably low misclassi�cation rates, as low as

5%, using subsets of three features. Various commonly used classi�ers, such as LDA, QDA, MC,

logistic regression (LR), KNN, and SVM were integrated into the feature selection procedure,

which was based on a wrapper approach and aimed to optimize predictive accuracy.

Several studies focused on the development and comparison of machine learning algo-

rithms for PD diagnosis and assessment. LR, PNN, and SVM classi�ers were compared for

discriminating between normal and PD subjects [41]. This study focused on the effects of deep

brain stimulation of the subthalamic nucleus (DBS-STN) on ground reaction force (GRF). The

PNN classi�er outperformed LR and SVM based on higher AUCROC and lower negative like-

lihood ratio values (NLR). Evaluating treatment effects, the study revealed that DBS-STN alone

was more effective than medication alone, and the greatest improvements occurred with both

treatments combined. Similarly, various classi�cation methods including Neural Network (NN),

Regression, and Decision tree (DT) were used for diagnosing PD [42]. The NN classi�er achieved

the highest classi�cation accuracy with a score of 92.9% correct classi�cation rate.

A comprehensive review of the literature identifying previous studies that utilized wearable

sensors for PD assessment is provided in Section 3.1.

11



2.1.2 Detecting Parkinson's Disease Motor Symptoms

Motor symptoms such as bradykinesia, dyskinesia, freezing of gait (FoG), and tremors are

key indicators of PD. Bradykinesia is characterized by a reduction in automatic movements such

as blinking or swinging of arms while walking, or by trouble initiating intentional movements or

just slowness of actions. Another movement problem, dyskinesia, involves involuntary, erratic,

and sometimes jerky movements. FoG in PD is often likened to the sensation of having one's

feet adhered to the ground, causing temporary immobility while the upper body remains mobile.

Tremors are typically observed during periods of rest, are slow, and commonly originate in one

hand, foot, or leg and eventually extend to involve both sides of the body. Researchers have

dedicated their efforts to estimating the severity of PD symptoms and developing methods for

continuous monitoring. For instance, one study focused on using wearable sensors to assess

the severity of symptoms and motor �uctuations in PD patients [43]. A SVM classi�er was

implemented to estimate tremor, bradykinesia, and dyskinesia severity from accelerometer data

features. The study analyzed the effect of various parameters on the estimation of clinical scores,

including window duration for segmenting accelerometer data, SVM kernels, and data features

derived from different motor tasks. The study achieved average estimation errors of 3.4% for

tremor, 2.2% for bradykinesia, and 3.2% for dyskinesia. Another study investigated the data

collected from wearable sensors that are most valuable for training symptom detection models

in PD [44]. This study trained machine learning classi�ers, including statistical ensembles (RF)

and convolutional neural networks (CNN), to detect the presence of tremor or bradykinesia. The

effects of the number and location of sensors, types of tasks, number of data collection sessions,

and the number of individuals involved were evaluated. The results showed that a single wearable
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sensor on the back of the hand was suf�cient for detecting bradykinesia and tremor in the upper

extremities. Both RF and CNN-based models were effective in detecting PD symptoms, with

CNN models showing comparable performance to RF classi�ers. Cole et al. [45] developed

and evaluated dynamical machine-learning algorithms that track the presence and severity of

tremors and dyskinesia in PD. These algorithms analyze signals from hybrid sensors combining

3-D accelerometers and surface-electromyographic modalities. The comparative analysis showed

that dynamic neural networks (DNNs), dynamic support vector machines (DSVMs), and hidden

Markov models (HMMs) performed equally well, maintaining error rates below 10% for dynamic

tracking. Dynamic rather than static machine learning algorithms were used to leverage the time-

varying nature of tremor and dyskinesia, enabling accurate detection of these disorders in the

presence of unscripted and unconstrained voluntary movements.

Furthermore, several studies have speci�cally targeted individual PD symptoms. These

studies have delved into various aspects of symptom assessment and monitoring. The sections

below summarize some of these studies.

2.1.2.1 Bradykinesia

In a previous study, the researchers explored the application of deep learning in monitor-

ing motor symptoms, with a speci�c focus on detecting bradykinesia [46]. They compared deep

learning based on CNNs with standard machine learning pipelines. These pipelines typically in-

volve the use of expert-de�ned features and algorithms such as boosting, DT, KNN, and SVM.

The �ndings revealed that deep learning surpassed other state-of-the-art machine learning algo-

rithms, achieving a classi�cation rate improvement of at least 4.6%, indicating their potential for
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PD assessment. Another relevant work introduced a novel machine-learning method for the as-

sessment and quanti�cation of bradykinesia using a waist-worn triaxial accelerometer [47]. The

method combined an SVM classi�er for gait detection, a speci�c signal processing technique

to identify strides, and a characterization of these strides based on their frequency content. The

dichotomic detection of bradykinesia based on frequency content achieves an accuracy of over

90%. Moreover, bradykinesia severity, as measured by the Uni�ed Parkinson's Disease Rat-

ing Scale (UPDRS) scores, is approximated using a regression model with errors below 10%.

Similarly, a methodology utilizing wireless, wearable accelerometers to automatically detect the

severity of bradykinesia in patients with motor diseases was introduced in an another study [48].

By analyzing unstructured daily life activities, the novel method achieved symptom severity ac-

curacies ranging from 70% to 86% based on UPDRS scores. This work presented a bradykinesia

pro�ler that eliminated segment overlap and calculated the con�dence of the resulting events. For

segment classi�cation, six classi�ers were employed: KNN, Parzen classi�er, Parzen density-

based classi�er, binary decision tree (BDT), backpropagation neural network (BPNN) classi�er,

and support vector classi�er (SVC).

2.1.2.2 Dyskinesia

An objective and automatic procedure to evaluate the severity of levodopa-induced dysk-

inesia (LID) in PD patients was developed in a previous work [49]. The patients engaged in

approximately 35 functional tasks while wearing triaxial accelerometers placed at six different

body positions. A neural network was trained to assess LID severity in real-life situations using

various accelerometer signal variables. The neural network achieved the accurate classi�cation
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of dyskinesia presence or absence with success rates of 93.7% for the arm, 99.7% for the trunk,

and 97% for the leg. Analysis of the neural networks revealed novel variables that are relevant

for assessing LID severity. Belgiovine et al. [50] presented a LID detection system that utilizes

machine learning algorithms along with smartwatch data and a smartphone to detect LID in both

upper-limbs and lower-limbs of PD patients. The study implemented SVM and DT in the LID

detection system and found that on average, the SVM algorithm outperformed the DT algorithm

and that the LID detection at the lower limbs exhibited better performance compared to LID

detection at the upper limbs.

2.1.2.3 Freezing of Gait (FoG)

The aim of one study was to FoG events in patients with PD using signals from wear-

able sensors [51]. The methodology consists of four stages: replacing missing values, removing

low-frequency components, calculating signal entropy, and testing four classi�cation algorithms

(Nä�ve Bayes, RFs, DTs, and Random Tree (RT)) for FoG detection. The evaluation involved

various sensor con�gurations to determine the optimal set for detecting FoG episodes. The re-

sults showed that the proposed methodology achieved 96.1% accuracy in detecting FoG events

using signals from all sensors and the Random Forests classi�cation algorithm. What sets this

methodology apart from others is its independence from experimental conditions and partici-

pants, reliance on motor-related signals from affected body parts, and suitability for long-term

monitoring to assess disease progression. Another wearable accelerometer-based methodology

was proposed in a different study [52]. This study aimed to achieve three objectives: quantifying

gait parameters objectively using data from wearable accelerometers, comparing the estimated
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gait parameters from the proposed algorithm with those obtained from the 3D motion capture

system in terms of mean error rate and Pearson's correlation coef�cient (PCC), and employing

ML techniques for automatic discrimination between FoG and non-FoG patients. The proposed

methodology, utilizing only accelerometer data, achieved good accuracy of approximately 88%

for estimating spatiotemporal gait parameters using an SVM classi�er, making it a cost-effective

alternative for assessing FoG patients. Additionally, it demonstrated a high correlation between

accelerometer-based and 3D motion capture system-based gait parameters for concurrent validity,

with an error rate of less than 10%. Furthermore, it presented the �rst classi�cation study using

gait parameters for classi�cation. Naghavi et al. [53] investigated the impact of data imbalance

on the performance of classi�ers in predicting the FoG. They applied three approaches: using

ensemble classi�ers, adding synthetic FoG samples to the training dataset for improved balance,

and increasing the misclassi�cation cost for the minority class (FoG). They utilized time series

signals as inputs and extracted features from 2-second windows, with six successive windows

feeding into the classi�er. The results showed that the ensemble classi�er, formed by SVMs,

KNN, and Multi-Layer Perceptron using bagging techniques, achieved the highest performance

(F1 = 90.7) when synthetic FoG samples were added to the training set and the class cost was set

twice as high as normal gait. The model successfully identi�ed 97.4% of the onset FoG events,

with 66.7% being accurately predicted before the actual onset of a potential FoG episode. De-

spite the limited frequency of events, this study demonstrated the potential of the algorithm to

accurately predict gait events and provide preventive cueing. Another improved system was pre-

sented utilizing sensor signals and employing a patient-dependent model for FOG detection in PD

patients [54]. The Long Short Term Memory (LSTM) network-based patient-dependent model

was adopted for FoG detection, and a comparison was made with traditional machine learning
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methods such as SVM. The results demonstrated the superiority of the LSTM model, achiev-

ing an average accuracy of 83.4% compared to 79.5% for SVM. In this study, the hybrid discrete

wavelet transform – fast Fourier transform (DWT-FFT) features were used for the SVM classi�er,

while LSTM was directly applied to the network without feature extraction, reducing computa-

tional time. The researchers of an additional work proposed a wearable assistant, consisting of

a smartphone and wearable accelerometers, designed for real-time detection of FoG [55]. The

system utilizes machine learning techniques to automatically detect FoG episodes and provides

rhythmic auditory cueing or vibrotactile feedback to prompt the patient to resume walking. In

user-dependent settings, the �nal system achieved an average sensitivity and speci�city of over

95% and a mean detection latency of 0.34 seconds. Their work aims to improve FoG detection

performance using machine learning techniques and deploy the system on a smartphone as an un-

obtrusive and cost-effective wearable assistant. To achieve this, they evaluated various machine

learning algorithms using a real FoG dataset and assessed their accuracy and detection latency.

They conducted experiments to optimize sensor placement and sensory-data window size, consid-

ering wearability and computational costs. Based on these evaluations, they developed a system

for online FoG detection using a smartphone and wearable sensors, providing auditory feedback

upon FoG detection.

2.1.2.4 Tremor

Algorithms using wearable sensors to estimate total Parkinsonian tremor during various

free body movements were developed in one study [56]. The researchers employed two methods:

an ensemble model based on gradient tree boosting and a deep learning model based on LSTM
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networks. The analysis revealed that the gradient tree boosting method exhibited a high corre-

lation between the estimated and clinically assessed tremor subscores, whereas the LSTM-based

method demonstrated a moderate correlation. Their proposed ML algorithm comprised feature

extraction and regression models. The feature extraction process involved extracting a number

of features from every 5-second segment of data, while the regression model estimated a tremor

subscore for each 10-minute duration of the data. Additionally, they explored the potential of the

gradient tree boosting model in estimating resting and action tremor. The model demonstrated a

high correlation with the UPDRS-III assessment for resting tremor and a moderate correlation for

action tremor. These results support the reliability of their developed tremor estimation method,

combined with wearable sensors, in providing accurate assessments of tremor severity experi-

enced by PD subjects throughout a typical day. Another study measured the tremor signals of

patients with PD using a wrist-watch-type wearable device equipped with an accelerometer and a

gyroscope [57]. Various machine-learning algorithms, including DT, SVM, discriminant analysis

(DA), RF, and KNN, were explored to automatically score the severity of Parkinsonian tremor

using selected features obtained through a pairwise correlation strategy. Compared to existing

methods, the approach achieved high accuracy of 85.5% and the smallest margin of error in esti-

mating the UPDRS, which is already used in clinical practice. An automated method for assessing

both resting and action/postural tremor using accelerometers placed on various body segments

of patients was suggested in a third study [58]. Features indicative of low-frequency move-

ments were extracted to differentiate tremor from other PD symptoms. Selected features were

incorporated into hidden Markov models (HMMs) for tremor severity and body action/posture

recognition. HMMs were employed to incorporate the time-dependent nature of the symptom

and improve classi�cation accuracy. The results demonstrated the effectiveness of the proposed
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method in quantifying tremor severity with 87% accuracy, discriminating resting from postural

tremor, and distinguishing tremor from other Parkinsonian motor symptoms such as bradykinesia

and Levodopa-induced dyskinesia during daily activities.

2.1.3 Detecting Medication States in Parkinson's Disease Patients

In PD, patients often experience �uctuations in their motor symptoms depending on whether

they are in an “on” or “off” medication state. Levodopa, often combined with carbidopa, is a

commonly prescribed medication for PD that helps replenish dopamine levels in the brain and

alleviate motor symptoms during the “on” state. The “on” state refers to a period when the medi-

cation is effectively controlling the symptoms, resulting in improved motor function. During this

time, individuals may experience reduced rigidity, tremors, and improved mobility. On the other

hand, the “off” state occurs when the medication's effects wear off, leading to a return of symp-

toms and a decrease in motor control. This �uctuation can signi�cantly impact the daily lives of

Parkinson's patients and their ability to perform daily activities. A framework for detecting “on”

and “off” states in PD patients by leveraging wearable accelerometer data obtained from patient

diaries was developed by Aich et al. [59]. The algorithm utilized a combination of statistical fea-

tures and spatiotemporal gait features as inputs to four different classi�ers: RF, SVM, KNN, and

Nä�ve Bayes. Among the classi�ers, random forest demonstrated the highest accuracy, reaching

96.7%. Some key �ndings include the successful use of accelerometer signals in combination

with machine learning techniques for detecting medication states. Additionally, the knee-based

placement of wearable devices showed better performance compared to wrist- and ankle-based

wearable sensors. A patient-speci�c algorithm for classifying medication states in PD patients
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was presented in a separate analysis [60]. The approach involved extracting temporal and spectral

features from ambulatory signals and applying a semi-supervised classi�cation algorithm utiliz-

ing K-means and self-organizing tree map clustering methods. Two types of cluster labeling:

hard and fuzzy labeling were introduced. The average accuracy obtained using K-means and

fuzzy labeling on the trunk and more sensors readings from the affected leg was 76%. A corre-

lation between the accuracy for individual patients and the severity of dyskinesia as well as the

improvement of PD symptoms with medication was observed. In an additional study [61], the

authors developed a data fusion approach to automatically identify different medication states of

patients with PD by combining multi-dimensional data from body-worn inertial sensors. The pro-

posed approach utilized signal processing algorithms such as time-frequency analysis and tensor

decomposition to extract features representing spectral, temporal, and spatial behavior of body

motion data. An SVM classi�er was trained and tested achieving an overall average accuracy of

78%. The classi�er kernel (linear vs. radial basis) and the cost parameter were tuned using grid

search and 4-fold cross-validation on the training data set.
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2.2 Machine Learning for Human Hearing Data

Machine learning techniques have been increasingly employed in the �eld of audiology to

predict and analyze various aspects of hearing loss and related conditions. This section provides

an overview of recent research efforts focusing on the application of machine learning algorithms

in predicting age-related hearing loss, noise-induced hearing loss, sudden sensorineural hearing

loss, predicting speech perception, and clustering of audiometric pro�les.

2.2.1 Age-related Hearing Loss

Presbycusis, also known as age-related hearing loss (ARHL), is a gradual decline in hear-

ing ability that occurs as a natural part of the aging process. Age-related hearing loss can have

various causes, with the most common being changes that take place in the inner ear during ag-

ing. However, ARHL can also result from changes in the middle ear, complex alterations along

the nerve pathways connecting the ear to the brain, the cumulative impact of prolonged exposure

to loud noise, viral or bacterial infections, heart conditions or stroke, head injuries, tumors, or

certain medications. Several studies have explored the use of machine learning for predicting

age-related hearing loss. These studies utilize audiometric data and demographic information to

develop predictive models. For instance, the researchers have employed different ML models to

predict the presence and severity of ARHL based on audiometric thresholds, speech perception

scores, and age-related factors. Hoppe et al. [62] employed two different model approaches, in-

cluding a generalized linear model (GLM) and a random forest regression model (RFR), to inves-

tigate the relationship between pure-tone hearing loss, age, and speech perception. The models

were applied to a large clinical dataset comprising 19,801 ears with varying degrees of hearing
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loss. The aim was to estimate the age-related decline in speech recognition for different audio-

gram types. Results revealed that speech scores were in�uenced by the speci�c type of hearing

loss and the individual's age group. Age effects were observed across all degrees of hearing loss,

with speech recognition deteriorating by up to 25% throughout the lifespan, even when pure-tone

thresholds remained constant. The most signi�cant decline was observed in a speci�c type of

audiogram during the �fth decade of life, with a reduction of 10% per decade. Interestingly,

this age-related decline in speech recognition could not be solely attributed to elevated hearing

thresholds measured by pure-tone audiometry. Additionally, using pure-tone thresholds and age

as inputs and speech recognition as the target variable, the performance of the RFR model was

compared to the GLM approach. Unlike the RFR, the GLM required prede�ned assumptions

about the qualitative relationship between input and target variables, whereas the RFR did not

rely on a prede�ned equation framework. In comparison to previous studies, the RFR model pro-

vided more detailed information regarding the time course and extent of degradation in speech

recognition. Both the GLM and RFR models con�rmed an age-related decline in speech recog-

nition after accounting for pure-tone sensorineural hearing loss (PTSL). This �nding indicates

that the measurable age-related decline in speech recognition is in�uenced by factors such as

age range, speci�c audiogram characteristics, and the speci�c application of speech audiometry.

Other studies showed that other factors, including central processing and cognitive decline, also

contribute to the deterioration of speech perception [63–65].

Ilyas et al. [66] presented a computer-aided method that utilizes auditory perception to

predict and prevent hearing loss. The method involved three predictive models: human age esti-

mation, prediction of hearing loss, and prediction of the level of hearing loss. The robustness of

the predictive models was demonstrated, with the human age estimation model achieving a Mean
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Absolute Error (MAE) value of 4.1 years, the hearing loss prediction model attaining an accu-

racy of 94%, and the level of hearing loss prediction model achieving an accuracy of 90%. The

proposed system required real-time interaction, where the subject responds to auditory stimuli.

Two tests were conducted: the �rst test involves the subject indicating when they stop hearing

a sound generated from lower to higher frequencies, while the second test involves the subject

indicating when they start hearing a sound generated from higher to lower frequencies. The cor-

responding audible frequencies and their mean were saved and provided as input to the different

predictive models. The �rst predictive model focused on estimating the age of an individual

based on their auditory responses compared the performance of four regression models including

Regression Forests (RF), Support Vector Regression (SVR), Adaboost, and Arti�cial Neural Net-

works (ANNs). The best accuracy was achieved using RF. The second predictive model aimed to

predict whether a person has hearing loss or not based on their auditory responses. The audible

frequencies and the real age were provided as input to this model. Five classi�ers were tested:

RF, SVM, LDS, Adaboost, and ANNs. The RF classi�er achieved the highest accuracy in this

prediction task. The third predictive model focused on predicting the severity or level of hearing

loss. Leave-One-Out-Cross-Validation (LOOCV) is performed using RF and SVM classi�ers,

considering six levels of hearing loss. The RF classi�er achieved again the highest accuracy in

predicting the level of hearing loss.

Another study aimed to examine the relationship between age and different audiometric

phenotypes in age-related hearing loss [67]. Longitudinal audiometric data collected from 343

adults aged 50-93 years were analyzed to determine if metabolic phenotypes increase with age

compared to sensory phenotypes. A QDA model was utilized to classify audiograms into four

phenotypes: Older-Normal, Metabolic, Sensory, and Metabolic + Sensory. The results showed

23



that although hearing loss increased with age, the audiometric phenotypes remained stable for

the majority of ears (61.5%) over an average of 5.5 years. For ears with changing phenotypes,

most transitioned to a Metabolic or Metabolic + Sensory phenotype. Additionally, the study

aimed to characterize the longitudinal declines in hearing sensitivity for each audiometric pheno-

type. Longitudinal analyses revealed that each phenotype exhibited a unique pattern of threshold

changes. Generalized linear mixed models (GLMM) were used to estimate threshold changes

per year for each phenotype at different frequencies. The results demonstrated that the Metabolic

and Metabolic + Sensory phenotypes were more likely with increasing age. The average age of

individuals classi�ed within these phenotypes was older compared to other phenotypes. These

�ndings support the notion that gradual age-related metabolic declines contribute signi�cantly to

age-related hearing loss.

Further analysis was performed to assess the accuracy of a machine learning algorithm in

predicting a person's audiometric con�guration using limited demographic information, hearing

loss data, and self-reported dif�culty hearing [68]. The National Health and Nutrition Exam-

ination Survey (NHANES) database (https://www.cdc.gov/nchs/nhanes/index.

htm), consisting of 9,256 cases, was utilized to train and test three machine learning algorithms,

namely RF, SVM, and KNN. The Wisconsin Age-Related Hearing Impairment Classi�cation

Scale (WARHICS) [69] was employed to classify audiometric data into eight categories. Among

the tested algorithms, the RF machine learning algorithm demonstrated the best �t, utilizing a

few variables such as the slope between 2 and 4 kHz, gender, age, military experience, and self-

reported hearing ability. With this method, 54.8% of individuals were correctly classi�ed, while

34.4% were predicted to have a milder hearing loss than measured, and 10.8% were predicted to

have a more severe loss than measured. The objective of this study was to assess the accuracy
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of predicting audiometric con�gurations using limited information that one might typically have

when utilizing uncalibrated equipment in a person's home.

2.2.2 Noise-induced Hearing Loss

Machine learning has shown promise in predicting noise-induced hearing loss (NIHL), a

common occupational and recreational health concern that is usually caused by exposure to ex-

cessively loud sounds and cannot be medically or surgically corrected. A pilot study aimed to

demonstrate the feasibility of developing machine learning models to predict hearing impair-

ment in individuals exposed to complex industrial noise [70]. Audiometric and noise exposure

data were collected from a population of screened workers (n = 1113) in 17 factories in China.

Four machine learning algorithms (SVM, neural network multilayer perceptron, RF, and adaptive

boosting) were used to develop both classi�cation and regression models for predicting NIHL.

Age, exposure duration, equivalent A-weighted sound pressure level, and median kurtosis were

used as the input for the four algorithms. The models achieved a prediction accuracy between

78.6% and 80.1%, indicating their usefulness in assessing hearing impairment from complex oc-

cupational noise exposures. The SVM model performed the best among the classi�cation models,

while the multilayer perceptron regression model had the best performance for the quantitative

prediction of noise-induced hearing loss. Farhadian et al. [71] analyzed the potential of arti�cial

neural networks (ANNs) and logistic regression (LR) techniques for estimating hearing impair-

ment in industrial workers. A total of 210 workers from a steel factory in Iran were selected,

and their occupational exposure histories and hearing loss thresholds were analyzed. Personal

noise exposures were also measured. Five variables in�uencing hearing loss were used as input
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features, and hearing loss thresholds were the target feature for prediction. Multilayer feedfor-

ward neural networks and LR models were developed. Among the studied workers, 74.2% had

normal-hearing thresholds, 23.4% had slight hearing loss, and 2.4% had moderate hearing loss.

The best neural networks achieved an accuracy of 88.6% and a kappa coef�cient of 66.3 for pre-

dicting the grades of hearing loss. Logistic regression achieved an accuracy of 84.3% and a kappa

coef�cient of 51.3. ANNs provided more accurate predictions than LR. This prediction method

can provide reliable and comprehensible information for occupational health experts. The study

con�rmed that ANNs are a suitable tool for analyzing complex phenomena like hearing loss,

especially when multiple variables interact in ways that are not fully understood. Similarly, Ali-

abadi et al. [72] used ANNs to predict the hearing loss threshold among noise-exposed workers.

Workers from a steel factory were selected (n = 210), and their occupational exposure histories

and audiometric test results were collected. Five variables that can in�uence hearing loss were

used to develop the prediction model. Multilayer feed-forward neural networks with different

structures were created. The best neural network model, consisting of one hidden layer and ten

neurons, accurately predicted the hearing loss threshold with an RMSE of 2.6 dB and an R2 of

0.89. The results con�rmed that ANNs provided more accurate predictions compared to multiple

regressions. The effectiveness of applying Gradient Descent with Adaptive Momentum (GDAM)

to predict noise-induced hearing loss was investigated in a separate study [73]. The researchers

showed that GDAM exhibited good prediction results for both left hearing loss (LHL) and right

hearing loss (RHL). The Mean Square Error (MSE) for LHL was calculated to be2:18 � 10� 3,

and for RHL, it was2:30� 10� 3. The overall accuracy achieved for predicting NIHL in human

workers was approximately 99.4% for the left ear and 99% for the right ear. Although a high ac-

curacy of the prediction models was reported, incomplete information on the model construction
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created the risk of bias. A longitudinal, retrospective cohort analysis was presented in a study

to analyze historical hearing sensitivity data and identify factors associated with a signi�cant

change in hearing sensitivity among U.S. Air Force aviation-related personnel [74]. The study

included audiogram records for personnel on active duty in 2013 who did not have non-noise-

related hearing loss. Potential predictor variables such as age, elapsed time in the cohort, gender,

and Air Force Specialty Code were examined. Random forest analyses were conducted to iden-

tify relevant predictors, and mixed effects models were �tted for statistical inferences. The �nal

dataset included 167,253 nonbaseline audiograms from 10,567 participants. The results showed

that the observed change in hearing threshold was small during the �rst 20 years of an individ-

ual's career and before the age of 50. Age and elapsed time since the baseline audiogram were

modestly associated with decreased hearing sensitivity. However, the association between age,

elapsed time, and likelihood of a signi�cant threshold shift (STS) was not statistically signi�cant.

Aircraft type, as determined by the Air Force Specialty Code, was not associated with any of

the hearing-related outcomes studied, despite expectations of differences based on aircraft type.

Furthermore, the factors assessed in this study explained less than one-quarter of the variability

in hearing sensitivity, suggesting that other factors not considered in this study or the de�nition

of the STS metric may account for the majority of changes in hearing sensitivity.

2.2.3 Sudden Sensorineural Hearing Loss

Sudden sensorineural hearing loss (SSNHL), also known as sudden deafness, is a rapid and

unexplained loss of hearing that occurs suddenly, either all at once or over a few days. It is typi-

cally caused by a malfunction in the sensory organs of the inner ear. It often affects only one ear.
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Prediction models based on machine learning techniques have been explored for SSNHL. Bing

et al. [75] developed predictive models for SSNHL using machine learning methods and deter-

mine the best performer for clinical application. A total of 1220 SSNHL patients were included

in the study and four machine learning techniques, including deep belief network (DBN), LR,

SVM, and multilayer perceptron (MLP), were employed. The original feature set consisted of

149 variables extracted from demographics, medical records, medications, pure tone audiometry,

and laboratory test results. The authors used expert knowledge and univariate statistics to derive

six subsets of features with subset-containment relations. The DBN model exhibited the best

predictive ability when tested with the raw data set of 149 variables, achieving an accuracy of

77.6% and an AUC of 0.84. However, the performance of DBN decreased after feature pruning.

On the other hand, LR, SVM, and MLP models demonstrated the opposite trend, with the best in-

dividual prediction powers achieved using only three variables. The ROC-AUC ranged from 0.79

to 0.81 and decreased as the size of input feature combinations increased. The authors claimed

that while DBN can be a robust prediction tool for SSNHL when provided with enough features,

LR is more practical for early prediction in routine clinical applications using three readily avail-

able variables. The researchers of another study proposed an ML-based model for predicting

cochlear dead regions (DRs) in patients with various etiologies of hearing loss [76]. The analy-

sis included 555 ears from 380 patients diagnosed with sensorineural hearing loss (SNHL). The

presence of DRs was detected using a threshold-equalizing noise (TEN) test. Data on sex, age,

affected ear, hearing loss etiology, word recognition scores (WRS), and pure-tone thresholds at

each frequency were collected. The patients were categorized into six groups based on the cause

of hearing loss. To develop the predictive model, two steps were employed. In the �rst step, a

classi�cation tree (CT) was constructed using recursive partitioning and regression. In the second
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step, LR and RF were used to build binary classi�cation models. The prediction models achieved

positive predictive values (PPVs) ranging from 21.6% to 62.1%. While the LR model had a lower

PPV compared to the CT or RF model, it exhibited a sensitivity of 59.7% as a function of fre-

quency. This suggests that the LR model could serve as a screening tool with high sensitivity for

detecting most DRs. The WRS, etiology types, and hearing thresholds at each frequency were

found to be informative factors in all three models. Possible predictive factors for determining

the presence of DRs were suggested based on the results. The effectiveness of �ve machine

learning models (adaptive boosting, KNN, MLP, RF, and SVM) for predicting hearing prognosis

in patients with SSNHL after 1 month of treatment was assessed in a comparative study [77].

Data from 227 patients (recovery: 106, no recovery: 121) were analyzed. Statistical hypothesis

tests were conducted to compare patients who did or did not recover in order to determine risk

factors. Variable selection was performed using an RF model based on mean decreases in the

Gini index and accuracy. Among the models tested, the SVM model achieved the highest accu-

racy of 75.4%, followed by the RF model with an accuracy of 73.9%. The AdaBoost and MLP

models had accuracies of 72.5%, while the KNN model had an accuracy of 65.2%. After variable

selection based on RF, all models except RF showed improved performance. The SVM model

with selected variables was found to be the most helpful for clinicians in predicting the hearing

prognosis of patients with SSNHL,

2.2.4 Hearing-impaired Speech Perception

Speech perception tests provide a measure of how well listeners understand speech in a con-

trolled environment. Machine learning approaches have been applied to predict speech perception
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abilities, which play a crucial role in everyday communication. For example, a prediction model

utilizing a Random Forest-based machine learning approach to estimate the Speech Discrimina-

tion Score (SDS) of a patient based on Pure Tone Average (PTA) thresholds was proposed by

Kim et al. [78]. A large-scale dataset from 12,697 subjects, who underwent both PTA and speech

discrimination tests, was collected to design and evaluate the prediction model. The accuracy of

predicting SDS levels was reported as 95.1% for the left ear and 96.6% for the right ear. Compar-

ison with other commonly used machine learning algorithms such as SVM and Multilayer Per-

ceptron revealed the effectiveness of the RF-based approach. Age groups were also predicted to

detect sudden changes in hearing at younger ages. The proposed scheme accurately predicted the

age groups of patients, with better prediction performance for the elder population compared to

the age groups between 0-49. This is because age-related hearing loss is less common in younger

age groups. An interesting observation was made from the classi�cation results for the 80-90 and

90-100 age bins. In the left ear, there were nearly twice as many misclassi�ed cases compared

to the right ear. While most cases were well-classi�ed with high accuracy, there were some parts

of the confusion matrix where a signi�cant number of misclassi�ed cases existed, exhibiting

different patterns for the left and right ears. These �ndings carry signi�cant implications for the

development of a feasible screening tool aimed at detecting malingering in tests related to hearing

loss. Haro et al. [79] proposed a computational model that combines a biophysical cochlear-nerve

(auditory-nerve) spike generator with a deep neural network (DNN) classi�er to simulate human

speech-in-noise perception. The model carried out a digit classi�cation task, mimicking human

behavior by using only acoustic sound pressure as input. The goals were to test the feasibil-

ity of using a spiking cochlear model to replicate human-like speech recognition, examine the

impact of cochlear model degradations on the digit-in-noise classi�er performance, and explore
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the effects of neural plasticity on cochlear degradation adaptation. The model achieved human-

like performance across various signal-to-noise ratios (SNRs) under normal-hearing cochlear

settings (normal auditory function and hearing thresholds), reaching 50% digit recognition accu-

racy at -20.7 dB SNR. This performance was comparable to eight normal-hearing participants.

The authors also simulated medial olivocochlear re�ex (MOCR) and auditory nerve �ber loss,

which resulted in decreased digit recognition accuracy at lower SNRs. Their �ndings support

the hypothesis that cochlear synaptopathy, a phenomenon that impairs speech comprehension in

noisy environments without affecting the clinical pure-tone threshold audiogram, primarily af-

fects communication in background noise rather than quiet environments. Despite implementing

adaptation through the DNN, the models were unable to fully recover normal-hearing perfor-

mance at the lowest SNRs, indicating limitations in performance recovery following peripheral

damage. The results demonstrated that the model achieved human-like performance and pro-

vided insights into the effects of peripheral hearing loss on speech-in-noise perception. Another

study aimed to identify key factors that distinguish individuals with clinically normal or “near-

normal” hearing in terms of their speech-in-noise perception and to develop a regression model

for predicting speech-in-noise dif�culties in this population [80]. Additionally, the study sought

to evaluate the potential effectiveness of the regression model as a diagnostic criterion for clin-

ical use. The speech-in-noise perception was assessed using a composite speech-in-noise score

(CSS) derived from three different speech-in-noise measures. Two subgroups were created based

on the CSS, representing individuals with the lowest and highest scores, respectively. These

groups were compared in terms of hearing thresholds, temporal perception, noise exposure, at-

tention, and working memory. A multiple linear regression model was developed using variables

with signi�cant differences between the two groups. Extended high-frequency (EHF) hearing
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and working memory emerged as signi�cant predictors of the CSS. A second regression model

was then constructed using these two predictors. The resulting regression formula was evalu-

ated using Monte Carlo cross-validation on the complete dataset, which accounted for 41% of

the total variance. The area under the receiver operating characteristics curve was 0.76, and the

root mean square error was 0.60. These �ndings indicate that both peripheral (auditory) and cen-

tral (cognitive) factors contribute to speech-in-noise dif�culties in normal-hearing adults. Lenatti

et al. [81] analyzed the performance of multivariate ML models in a speech-in-noise hearing

screening test and examine the contribution of measured features to hearing loss detection us-

ing explainability techniques. Seven ML techniques were trained and evaluated on a dataset of

215 tested ears, including those with and without hearing loss. The dataset included six input

features extracted from speech-in-noise testing and one output feature indicating the presence or

absence of hearing loss determined by pure-tone average. Random forest demonstrated the best

performance, followed by DT, SVM, LR, and gradient boosting. Post hoc explainability analysis

revealed that age, number and percentage of correct responses, and average reaction time were

the most relevant features in predicting hearing loss, while total test time had the least relevance.

The classi�cation performance was high in the balanced dataset used in the study (0.86 sensitiv-

ity, 0.85 speci�city), but further validation on a larger representative population is necessary to

evaluate the algorithms' performance in real-world settings.

2.2.5 Clustering of Audiometric Pro�les

In addition to prediction tasks, machine learning has been utilized for clustering audio-

metric pro�les to identify subgroups or patterns within a population. Unsupervised learning
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algorithms have been employed to group individuals based on similarities in their audiometric

data. This clustering analysis can aid in the characterization of different types or stages of hear-

ing loss and provide insights into the underlying mechanisms. To better understand the diverse

pro�les of hearing loss, Parthasarathy et al. [82] employed a Gaussian Mixture Model (GMM),

which allowed for the clustering of audiograms without making assumptions about frequency re-

lationships, interaural symmetry, or etiology. The GMM analysis identi�ed ten distinct types of

audiograms, characterized by varying degrees of high-frequency loss, �at loss, mixed loss, and

notched pro�les. These included patients with normal thresholds, notch-type audiograms, and

audiograms with varying degrees of high-frequency hearing loss at de�ection points of 8 kHz,

4 kHz, 2 kHz, and 1 kHz. Additionally, there was a �at-type audiogram with loss across all

frequencies, as well as audiogram types with varying degrees of low-frequency loss in addition

to sloping high-frequency loss. A separate GMM clustering of audiograms from the NHANES

dataset revealed six similar types, albeit without the more extreme hearing loss con�gurations

observed in the patient cohort. These detected classes exhibited predictable relationships with

age and sex. The prevalence of normal audiograms decreased with age, while the prevalence of

hearing loss increased. The mixed types tended to be associated with older age, while normal

and notch types were more prevalent among younger individuals. Traditionally, certain audio-

gram shapes, such as the 4000 Hz notch type and steeply sloping high-frequency loss type, have

been linked to noise overexposure and sensorineural hearing loss. In this study, these shapes also

showed a predominance of males, likely re�ecting historical differences in occupational noise

exposure between men and women. The researchers of another study conducted an examina-

tion of “presbycusis phenotypes” in a database consisting of 960 subjects ranging from 18 to 92

years old [83]. Each subject underwent 30 measures of peripheral hearing sensitivity. Cluster
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and principal component analyses (PCA) were employed to examine measures of central ten-

dency and dispersion with age and sex in the data. The goal was to identify natural classi�cations

that could help distinguish different presbycusis sub-types and their underlying bases. Surpris-

ingly, the analysis revealed that the hearing phenotypes did not naturally form discrete classes

of presbycusis. Instead, PCA identi�ed two components corresponding to the overall degree and

con�guration of loss. By applying the K-means algorithm, eight clusters were identi�ed. Upon

inspection, it was clear that the clusters formed have �uid and arbitrary boundaries, yet they

group similar phenotypes together. Although there are no categorical boundaries that delineate

presbycusis phenotypes, this analysis still allows for the identi�cation of sub-types, particularly

in the extremes of the data distributions.

A data-driven analysis was conducted on subjective data related to hearing disabilities

and handicaps to explore “bene�t patterns” resulting from rehabilitation in different audiometric

groups [84]. The study aimed to achieve three objectives: identify the bene�t patterns asso-

ciated with different audiometric groups, determine the priorities for hearing rehabilitation by

targeting speci�c hearing dif�culties and handicaps in need of improvement, and explore the

feasibility of implementing personalized post-�tting rehabilitation strategies. The methodology

employed involved unsupervised and supervised learning and comprised �ve main steps. The

�rst step involved dimensionality reduction using factor analysis. In the second step, the pro-

cessed dataset was divided into four subsets representing listeners from four distinct audiometric

groups. Archetypal analysis was then applied in the third step to identify the archetypal patterns

of bene�t. In the fourth step, listeners were clustered into bene�t pro�les. Finally, the importance

of each questionnaire item as a predictor was inferred in the �fth step. A total of 572 hearing-aid

users completed questionnaires assessing hearing dif�culties and hearing handicaps. Through the
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data-driven approach, four distinct bene�t pro�les (optimal, near-optimal, near-suboptimal, and

suboptimal) were identi�ed, with each pro�le varying across the different audiometric groups.

Among the groups with a low degree of high-frequency hearing loss (HLHF), priority was given

to rehabilitating hearing handicaps, while the groups with HLHF exceeding 50 dB HL prioritized

improvements in speech understanding.
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Part II

Movement Disorders
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Chapter 3: Simpli�cation of Mobility Tests and Data Processing to Increase

Applicability of Wearable Sensors as Diagnostic Tool for Parkin-

son's Disease

The work of this chapter has been published in the journal Sensors as: Rana M. Khalil, Lisa

M. Shulman, Ann L. Gruber-Baldini, Sunita Shakya, Rebecca Fenderson, Maxwell Van Hoven,

Jeffrey M. Hausdorff, Rainer von Coelln, and Michael P. Cummings. Simpli�cation of mobility

tests and data processing to increase applicability of wearable sensors as diagnostic tools for

Parkinson's disease.Sensors, 24(15):4983, 2024 [28].

Abstract

Quantitative mobility analysis using wearable sensors, while promising as a diagnostic tool

for Parkinson's disease (PD), is not commonly applied in clinical settings. Major obstacles in-

clude uncertainty regarding the best protocol for instrumented mobility testing and subsequent

data processing, as well as the added workload and complexity of this multi-step process. To

simplify sensor-based mobility testing in diagnosing PD, we analyzed data from 262 PD par-

ticipants and 50 controls performing several motor tasks wearing a sensor on their lower back

containing a triaxial accelerometer and a triaxial gyroscope. Using ensembles of heterogeneous

machine learning models incorporating a range of classi�ers trained on a set of sensor features,
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we show that our models effectively differentiate between participants with PD and controls, both

for mixed-stage PD (92.6% accuracy) and a group selected for mild PD only (89.4% accuracy).

Omitting algorithmic segmentation of complex mobility tasks decreased the diagnostic accuracy

of our models, as did the inclusion of kinesiological features. Feature importance analysis re-

vealed that Timed Up and Go (TUG) tasks to contribute the highest-yield predictive features,

with only minor decreases in accuracy for models based on cognitive TUG as a single mobility

task. Our machine learning approach facilitates major simpli�cation of instrumented mobility

testing without compromising predictive performance.

3.1 Introduction

Parkinson's disease (PD) is the most common neurodegenerative movement disorder and

affects an estimated 7–10 million people worldwide [25]. It is characterized by a range of motor

symptoms, including tremors [85, 86], bradykinesia [87, 88], rigidity [87, 89], a slow shuf�ing

gait with small steps [90–92], freezing of gait [93, 94], and imbalance [90, 95]. Among all these

motor symptoms, gait impairment and imbalance most substantially impact the quality of life of

PD patients, ultimately resulting in disability and loss of independence [96,97].

Currently, PD diagnosis is based on clinical assessment, including history and neurological

examination, which is inherently subjective in nature and depends on the level of experience of

the healthcare provider. Consequently, initial clinical diagnosis by movement disorders experts

has limited accuracy (79.6%, increasing to 83.9% at follow-up) and limited overall validity [27].

The need for objective, low-cost, reliable, and valid biomarkers that can accurately identify pa-

tients with PD was identi�ed as one of the top priorities in PD research by a National Institutes
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of Health/National Institute of Neurological Disorders and Stroke (NIH/NINDS) panel [98].

Wearable sensors containing accelerometers and gyroscopes show great promise in objec-

tively detecting the presence of key PD motor symptoms in a convenient and accessible man-

ner [99–103]. The widespread availability of wearable sensors makes it possible to quantitatively

assess mobility without costly equipment or a dedicated gait laboratory [104]. Used in instru-

mented mobility testing, these sensors provide highly granular data on gait, balance, and other

motor functions to identify features and patterns indicative of PD [105,106]. Ultimately, the ex-

pectation is for wearable sensors to support earlier detection and treatment of PD, leading to

better outcomes for patients [100, 107]. However, critical challenges have yet to be overcome

in order to turn sensors from research instruments into clinical tools widely used to support the

diagnosis of PD in clinical practice [108,109].

Studies on the use of wearable sensors to diagnose PD vary widely in terms of which

and how many sensors to use and where to place them [34, 37, 45, 110–114]. There is also a

large variation in which and how many instrumented mobility tasks participants are required to

perform [35, 37, 39, 115]. Moreover, the methods employed to process sensor data and derive

relevant features are complex and vastly different across studies [33,37,116–118].

We conducted a search of the literature from 2017 to 2024 to identify previous studies

that used wearable sensors for PD assessment. This involved reviewing three prior review arti-

cles [112–114] and performing a search of the PubMed database with the keywords “(wearable

OR IMU) AND Parkinson”, which yielded 72 relevant articles. Our survey revealed that the num-

ber of sensors used in these studies ranged from 1 to 18, and the number of tasks ranged from 1 to

14, occurring in various combinations (Figure 3.1). We categorized these studies into four groups

based on their objectives. The �rst group included studies focusing on PD diagnosis. There
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were 21 studies in this group, using between 1 and 18 sensors and from 1 to 12 tasks [119–139].

Among these, six studies used a single sensor placed on the lower trunk [124,132,135], foot [125],

wrist [130], or torso [136]. Additionally, 11 studies used data from a single mobility task—either

simple gait tasks [119,122,127,129,133,135,137–139] or more complex tasks [128,132]—with

only two of these studies also using a single sensor [132,135]. The second group, comprising 24

studies, focused on quantifying/monitoring the severity of PD symptoms [44, 56, 110, 140–160],

with 4 using a single sensor [140–143] and 7 using a single mobility task [142, 144–149]. Only

one study in this group used both a single sensor and a single mobility task [142]. The third

group, consisting of 15 studies, aimed to detect freezing of gait in PD [161–175], with 8 us-

ing a single sensor [161–166,172,173] and 2 using a single mobility task [167, 168]. The last

group included 12 studies that performed quantitative characterization of gait or identi�ed imbal-

ance in PD [111,176–186], with 3 using a single sensor [176–178] and 5 using a single mobility

task [111, 179–181, 186]. None of the studies from the third or fourth groups used both a single

sensor and a single mobility task. The detailed results of the surveyed studies are presented in

Supplementary Table A.1.
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Figure 3.1: Number of mobility tasks and sensors used in prior studies. The axes are in log2

scale.

The reviewed papers exhibit a variety of approaches using wearable sensors for PD as-

sessment, focusing on different tasks and parameters. Some studies emphasize the importance

of comprehensive data collection to train symptom detection models [44], objectively mea-

sure gait parameters [119, 122, 124, 126–128, 145, 160, 170, 176, 177, 180, 186], monitor daily

life activities [146,170], or detect early stages of the disease [111, 124, 133, 138, 174]. The

choice of the number of sensors and their placement is often driven by the speci�c objectives

of each study. For instance, capturing hand motor tests [120, 140, 154], assessing balance im-

pairments [111, 123, 142, 160, 182], and measuring dyskinesia severity [153] require speci�c

sensor setups. Sensors are commonly placed on the wrist for tremor and bradykinesia moni-

toring [56,130,140,144,150,152,154,156,173]; on the foot or shoe to measure gait parameters

and detect freezing gait and gait phases [119,125,129,145,162,171,179,180]; on the waist, hips,

torso, or lower back for general gait and balance analysis [124,126,135,136,164,165,172,178];
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and on the lower limbs to measure several key aspects of PD [137,158,168,175,185,186]. Some

studies integrate multiple sensor locations to capture a broader range of symptoms, such as axial

rigidity and postural instability, providing comprehensive data [110,121,131,138,139,146,148,

149, 151, 155, 170, 184]. Overall, the reviewed studies aim to balance detailed data capture with

practical application, ensuring accurate and relevant information for their speci�c goals.

Increasing the number of tasks (abscissa of Figure 3.1) is associated with more time re-

quired from both the patient and clinician, while an increasing number of sensors (ordinate)

indicates greater complexity in terms of maintaining, storing, and placing sensors, as well as

processing the data. Therefore, the goal of this project is rigorous simpli�cation of the number

of sensors, mobility testing, and data processing protocols based on a systematic and data-driven

analysis of comprehensive sensor-based mobility data.

Machine learning offers a powerful and �exible analytical approach to accomplish this goal

in a large-scale, high-dimensional, and complex dataset collected by wearable sensors [32,36,43,

45,52]. Furthermore, machine learning can identify and capture hidden patterns and relationships

that would be hard to detect using standard observation and statistical methods [12].

Although previous studies have successfully used machine learning and wearable sensors

for PD diagnosis [121,125,126,128,129,131,133,135–139], wearable sensors are still not com-

monly applied in clinical settings due to the complexity and variability of proposed protocols

for mobility testing and data processing. Our study objective is to employ machine learning

techniques to identify strategies that streamline and simplify the process, reducing the time and

effort required by both participants and clinicians while maintaining the predictive performance

of models to diagnose (or support the diagnosis of) PD based on instrumented mobility testing.

This will ease the application of wearable sensors as a diagnostic tool in clinical practice.
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As an initial step toward the simpli�cation of mobility testing, we used a single sensor

positioned on the lower backs of participants. Then, we show that sensor data collected from

participants performing a single mobility task in a conventional clinic hallway can effectively

differentiate individuals with PD from controls. Moreover, we demonstrate that manual segmen-

tation and complex calculations of kinesiological features, which have been prevalent in prior

studies [33, 35, 40, 110, 115, 187], may be unnecessary. Instead, algorithmic segmentation, fol-

lowed by the calculation of a small set of sensor-derived features from a single sensor and a single

mobility task, offers substantial simpli�cation of both mobility testing and data processing with-

out signi�cantly compromising predictive accuracy. Feature importance analysis revealed that

timed up and go (TUG) tasks, which include walking, turning, and sit-to-stand and stand-to-sit

transitions, provided more valuable information to our models than simpler mobility tasks such

as gait and sway assessments. These results suggest that substantial simpli�cation in mobility

testing with a wearable sensor and subsequent data analysis is possible without loss of diagnostic

accuracy for PD, facilitating the integration of wearable sensors into clinical practice.

3.2 Materials and Methods

3.2.1 Participants

Our study on sensor-based mobility analysis in parkinsonism (“Towards Next-Generation

Phenotyping in Parkinson Disease: Quantitative Analysis of Gait and Balance Using a Portable

Biosensor Device”) at the University of Maryland Movement and Memory Disorders Center

(UM-MMDC) enrolled a total of 368 participants between October 2015 and March 2020, includ-

ing 50 control participants and 318 participants with parkinsonism. Of those, 293 were diagnosed
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with idiopathic PD by a UM-MMDC movement disorder specialist, applying the UK Parkinson's

Disease Society Brain Bank Clinical Diagnostic Criteria [188]. All participants with parkinson-

ism were also enrolled in the Health Outcomes Measurement (HOME) study at UM-MMDC. The

HOME study is a naturalistic cohort study that collects patient- and clinician-reported data during

routine of�ce visits. In addition to HOME study participation, all 318 participants with parkin-

sonism plus 50 non-parkinsonian age-matched control participants were separately enrolled in the

mobility analysis in the parkinsonism study. Patients were excluded from the mobility analysis

study if they were unable to stand or walk without assistance (Hoehn & Yahr stage 5); presented

with other conditions unrelated to parkinsonism that, in the judgment of the treating physician,

signi�cantly interfere with gait and balance (e.g., advanced lower extremity arthritis or severe

lower extremity neuropathy); or failed to provide signed consent. A total of 24 of the study par-

ticipants had previously undergone deep brain stimulation (DBS) surgery (20 to the subthalamic

nucleus (STN), 3 to the globus pallidus internus (GPi), and 1 to the thalamic ventral intermedi-

ate (Vim) nucleus). All participants signed informed consent. A person accompanying a patient

(spouse/signi�cant other, sibling, or friend) was approached for enrollment as a control partici-

pant if they were of similar age to the patient and did not carry a diagnosis of parkinsonism or

another condition signi�cantly affecting their gait and balance. All study procedures for both

the HOME study and the mobility analysis study were approved by the University of Maryland

Institutional Review Board.

Of 318 participants with parkinsonism, 293 were diagnosed with idiopathic PD. The re-

maining 25 participants were diagnosed with other forms of parkinsonism. Participants with

non-PD forms of parkinsonism were excluded from data analysis for this study. Of 293 partic-

ipants with a diagnosis of idiopathic PD, one was unable to complete the study procedures and
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was excluded. Of the remaining 292 PD participants, 30 were excluded from our analysis due

to missing data (2 due to technical problems with the wearable sensor and 28 due to a lack of

important clinical data). None of the 50 control participants were excluded.

3.2.2 Clinical Evaluations

Participants were enrolled during routine outpatient visits at the UM-MMDC. All PD par-

ticipants underwent full clinical assessment according to the HOME study protocol, as previously

described [96, 189–191]. In brief, collected general data included basic demographics, Cumula-

tive Illness Rating Scale-Geriatrics (CIRS-G) [192], the Older Americans Resource and Services

(OARS) Disability Subscale [193] (activities of daily living (ADLs) and instrumental activities of

daily living (IADLs)), a questionnaire on the use of assistive devices and falls (ADF), PROMIS

Pro�le 29 [194], and the Montreal Cognitive Assessment (MoCA) [195]. PD-speci�c data in-

cluded PD duration (time since symptom onset and time since diagnosis), PD severity (Total and

Motor (Part III) Uni�ed Parkinson's Disease Rating Scale (UPDRS) [196], and modi�ed H&Y

staging [97, 197]). The HOME study is a naturalistic study, and patients are enrolled during

routine clinic visits and on their regular medications. For 87% of assessments performed for

this study, the patients rated themselves as being in a medication ON state. Patients who had

previously undergone DBS surgery were examined in the stimulation ON state, both for clinical

assessments and for the instrumented mobility testing.
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3.2.3 Assessment of Mobility

Mobility testing with a wearable sensor was performed using a previously published pro-

tocol [115, 198, 199]. We adopted the mobility testing protocol from the Memory and Aging

Project and the Minority Aging Research Study at the RUSH Alzheimer's Disease Center at

Rush University [200] based on the previous successful use of mobility data from this study

in parkinsonism. In brief, participants performed mobility tasks with a single wearable sensor

strapped to their lower back. For this study, the following data from �ve of those mobility tasks

were analyzed: 1. a 32-foot walk, where participants walk eight feet back and forth twice with-

out stopping, including three turns; 2. standing with eyes open, where participants stand with

their feet shoulder-width apart for 20 seconds with their eyes open; 3. standing with eyes closed,

where participants stand with their feet shoulder-width apart for 20 seconds with eyes closed; 4.

two trials of the timed up and go test (TUG), where participants stand up from a seated position

in a chair, walk eight feet to a line on the �oor, turn, walk back to the chair, make a second turn,

and sit down again; and 5. two trials of cognitive TUG (cogTUG), where participants perform

the TUG test while counting backwards from 100 in steps of 3.

3.2.4 Device and Data Collection

Preceding the mobility testing procedure, a small (106.6� 58 � 11.5 mm) lightweight

(55 g) sensor device (Dynaport MT, McRoberts B.V., The Hague, The Netherlands, technical

speci�cations:https://www.mcroberts.nl/products/movetest/ , accessed on 17

June 2024) was strapped to the participant's lower back with a neoprene belt around the waist.

This device contains a triaxial accelerometer (range:� 8 g; resolution: 1 mg) and a triaxial
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gyroscope (range:� 2000 dps; resolution: 70 dps) with 100 Hz sampling of three-dimensional

acceleration (vertical (az), mediolateral (ay), and anteroposterior (ax)) and rotation (yaw (gz),

pitch (gy), and roll (gx)) of the lower trunk. Recording by the sensor was controlled (started and

stopped) remotely via wireless Bluetooth signals from a notebook computer using a handheld

controller. To facilitate post hoc segmentation of individual mobility tasks, digital markers were

placed to label the beginning and end of each mobility task. At the end of each test session, the

sensor was removed from the participant and connected to an encrypted notebook computer for

data transfer. Raw data �les were then transferred to a secure data server.

3.2.5 Data Extraction

A custom-made, runtime-based Matlab graphic user interface (GUI) was used to view the

accelerometry data. The 32-foot walk, TUG, and cogTUG were identi�ed by the typical ac-

celerometry pattern of each of these tasks and by the digital markers recorded at the time of

mobility testing. The two 20 seconds segments corresponding to standing with eyes open and

closed, respectively, were identi�ed solely based on the digital markers recorded at the time of

mobility testing. The raw accelerometry data for each individual mobility task were saved as

separate �les for subsequent data processing.

Figure 3.2 presents an overview of the machine learning pipeline implemented in this study.

The following sections describe the steps of the work�ow in detail.
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Figure 3.2: Machine learning pipeline. The process started by collecting data from a wearable
sensor on three linear and three angular axes. Filtration was then applied to reduce noise in sig-
nals using a Butterworth �lter. The composite tasks were further processed by dividing them
into segments corresponding to the different subtasks. Using the six signals recorded for each
participant and task, a large set of time-domain and frequency-domain features was calculated.
The data were then shuf�ed multiple times, and a cross-validation framework was applied in each
iteration to generate train and test sets. Within each fold, forward feature selection was performed
on the training set, and a super-learner model was built. This model used a wide array of base
models and the �nal prediction was calculated by assigning a weight to the prediction of each
base learner. Finally, the performance of the model was evaluated using accuracy, sensitivity,
speci�city, and F1 score measures. Model interpretation was performed using SHapley Addi-
tive exPlanation (SHAP) analysis (see Supplementary Methods, Section A.1.1) to quantify the
contributions of features to the �nal model prediction. AP: anteroposterior direction; V: vertical
direction; ML: mediolateral direction.

3.2.6 Segmentation

Some motor tasks performed in this study are composed of several subtasks. For instance,

the TUG and cogTUG tasks consist of the following six components: sit to stand, two turns,

two walks, and stand to sit. The 32-foot walk task has seven parts representing the four walks

and three turns. We developed a segmentation procedure extending a previously described algo-

rithm [201] to include more tasks and subtasks. Our algorithm starts by excluding the stationary
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segments at the start and end of the signal. These stationary segments result if the recording

starts before the participant starts the task or the recording stops after the participant terminates

the task. The largest constant parts (with small slope change) common among the six channels

and found at the start or the end of the signal were de�ned as stationary segments and were

trimmed. Then, the turns of a task were detected by calculating the angular position from the

angular velocity in the vertical axis using the trapezoidal integration method [202]. The model

for turning �ts a line with three horizontal segments and two segments with constant slopes. The

transition points from zero to constant and from constant to zero slopes were used to mark the

starts and ends of the turns (Supplementary Figure A.1a). This method of determining the onset

and offset time points of 180� turns has been previously validated [203]. The same integration

method was applied to the acceleration data in the vertical direction (az) to determine the sit-to-

stand and stand-to-sit parts of the TUG and cogTUG tasks. Speci�cally, the start and the end

of the peak of the �tted line represent the sit-to-stand part, and the start and the end of the val-

ley represents the stand-to-sit part (Supplementary Figure A.1b). Finally, our algorithm marked

the segments not mapped as turns in the 32-foot walk task and those between the sit-to-stand

part and the �rst turn or between two turns in the TUG and cogTUG tasks as walking segments.

Supplementary Figures A.2 and A.3 show the different components extracted for a participant

performing the TUG and 32-foot walk tasks, respectively. Once we applied our segmentation

procedure, the time-domain and frequency-domain features described in the next section were

calculated separately for each subtask.
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3.2.7 Feature Engineering

For each of the six channels recorded for each participant and mobility test, we started

by applying a low-pass, 20 Hz, zero-lag, 4th-order Butterworth �lter [204] to reduce noise in

signals. Then, we derived the following sets of features from each signal: statistical mea-

sures consisting of 23 frequency-domain features (Supplementary Table A.2); 44 time-domain

features (Supplementary Table A.3); the top-ten power amplitudes from Discrete Fourier Trans-

form (DFT) and Lomb–Scargle Periodogram (LSP) [205, 206]; and three time-domain features

calculated across the signals of each pair of the six channels (Supplementary Table A.4). These

sensor-derived features were combined from several previous studies [37,59,118,207,208]. Ki-

nesiological features were calculated/extracted using a second custom-made, runtime-based, mo-

bility task-speci�c Matlab graphic user interface (GUI) as previously described [116, 117, 209].

Additionally, we included features not derived from the sensor data, including demographics and

other variables (e.g., age, race, gender, height, OARS, and ADF scores) as predictive variables.

Each participant was represented using a total of 26,515 features calculated from the six channels

of the segmented subtasks of the 32-foot walk, standing-with-closed-eyes task, standing-with-

open-eyes task, the segmented tasks of the TUG task (from the �rst trial and the second trial and

the mean of corresponding features from both trials), and the segmented subtasks of the cogTUG

task (from the �rst trial and the second trial and the mean of corresponding features from both

trials). Preprocessing steps were applied to the data before running machine learning models, in-

cluding removal of variables with constant or in�nite values, imputation of missing values using

the median of observed values, and normalization of each variable by subtracting its mean and

dividing it by its standard deviation.
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3.2.8 Feature Selection

To reduce the number of features, we applied forward feature selection. The goal was to

select an optimal subset of features that results in a simpler model with similar or better perfor-

mance. We started by ranking all features by their importance using a random forest model after

randomly undersampling the larger group. Then, the elbow point of the feature importance plot

was de�ned as the point that is farthest away from a straight line drawn from the �rst to the last

point of the plot. This elbow point was used as a cut-off threshold to select the set of candidate

features. If the size of this set wasnthr , then multiple models were trained using the top one, top

two, or . . . , topnthr important features. The best model was selected as the one that minimizes the

total Akaike information criterion (AIC) [210], and the corresponding set of features was used in

subsequent analyses. This variable reduction strategy results in fewer features compared to the

use of principal component analysis, as reported in similar studies [115,211,212], and retains the

original features.

3.2.9 Machine Learning Model

Prior to model training, we split the data into �ve groups. We used strati�ed sampling to

preserve the class frequencies within each group. Then, a nested-loop framework was applied,

where in each iteration of the inner loop, a �ve-fold cross-validation was implemented by choos-

ing four groups for training and one for testing of the model. This ensured that each participant

was included exactly once in the test data. The bene�t of this technique is that all observations

were used for both training and testing. Within each fold, the feature selection process described

in Section 3.2.8 was applied exclusively to the training data. Selected features from the training
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set were then applied to the corresponding test set to prevent data leakage and to ensure gen-

eralization [213]. In the outer loop, we created �ve replicates by randomly shuf�ing the whole

dataset using different random number generator seeds to create different combinations of partic-

ipants within each training and testing group. The �nal class of each participant was de�ned as

the majority vote of the predicted classes from the �ve outer loops.

Prior to constructing each classi�er, a balanced sampling process was applied to the training

sets, where the mean sample sizes of the two classes were calculated and used to undersample

the majority class and/or oversample the minority class. This mean-based sampling approach

provides a balance between simplicity and computational ef�ciency. An ensemble method com-

bining multiple machine learning algorithms was then applied to the training sets. This approach

is known to achieve performance equal to or better than any of the base learners. The user of a

super learner (SL) [214] was proposed as a stacked generalization using an ensemble of methods

that generates an optimal model by creating a weighted linear convex combination of a set of

base algorithms. The super-learner algorithm compares the performance of the user-chosen base

algorithms by applyingk-fold cross-validation to determine the weighted contribution of each

base algorithm to the ensemble. We used the R interface H2O with �ve-fold cross-validation

and a generalized linear model as a meta learner. For base models, we included a generalized

linear model (GLM) [215], distributed random forests (DRFs) [216], gradient boosting machines

(GBMs) [217], extreme gradient boosting (XGBoost) [218], and neural networks [219]. Hyper-

parameters of the base algorithms were selected using grid search criteria. The �nal ensemble

incorporated 327 base models, including 11 GLM models, 100 DRF models, 100 GBM mod-

els, 16 XGBoost models, and 100 neural network models. The class prediction thresholds were

selected based on the highest F1 score.
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Given the predicted class of each participant, the performance of the classi�cation model

was assessed using overall accuracy, area under the receiver operating characteristic curve (AUC-

ROC), sensitivity, speci�city, and F1 score.

3.2.10 Group Feature Importance

We employed the concept of group feature importance to assess the information of var-

ious mobility tasks in predicting the outcome of interest. Group feature importance refers to

the assessment of the collective information of a set of features within a speci�c category. All

features derived from each mobility task were grouped together to form �ve separate groups cor-

responding to the �ve mobility tasks. We also created an additional group by combining features

not derived from the sensor data, including demographics and other variables (e.g., age, race,

gender, height, OARS, and ADF scores). To measure group importance, we adapted the permu-

tation importance method for feature groups within the context of random forests, building upon

a previously outlined approach [220]. For each feature group, the grouped variables were simul-

taneously permuted, and the resultant mean decrease in accuracy prior to and post permutation

was computed.

3.2.11 Statistical Analysis

Data analysis was performed with R version 4.2.3 (2023-03-15) and RStudio. A two-tailed

Student's t-test was applied to compare continuous variables, and Pearson's� 2 test was used

to compare categorical variables between two groups. Results are presented as mean� s.d. for

continuous variables. Actualp values for the statistical tests are reported.
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For each performance metric of the models, we display both the computed values and their

respective 95% two-sided con�dence intervals (CIs). These intervals were derived via balanced

bootstrap resampling with 10K replicates and were adjusted using bias correction and accelera-

tion to better manage bias and skewness in the bootstrap distribution. The bootstrap replicates

were generated using the boot function in R package boot version 1.3–30 [221,222], and the

boot.ci function from the same package was used to generate the CIs.

3.3 Results

We collected wearable sensor data from 262 participants with PD (87% were in a medica-

tion ON state) and 50 age-matched controls. We partitioned PD participants by their modi�ed

Hoehn & Yahr (H&Y) stage, de�ning mild PD as H&Y� 2, moderate PD as H&Y 2.5 and 3, and

severe PD as H&Y 4 (note that H&Y 5 patients were excluded from this study). Although our

analysis encompasses four classi�ers to distinguish control participants from all PD, mild PD,

moderate PD, and severe PD groups, respectively, here, we focus on the results of our models for

all PD participants and mild PD participants only. The all-PD classi�er best mimics a routine clin-

ical situation with patients in various stages of PD. The mild-PD classi�er focuses on the group

of PD participants that is most similar to control participants, making these two groups the most

challenging to differentiate from one another. Results of the models for moderate- and severe-PD

participants are detailed in the Supplementary Results (Section A.2.1). Table 3.1 provides the

characteristics of the study cohort.

After the participants performed the �ve motor tasks (Section 3.2.3) wearing a Dynaport

MT sensor strapped to their lower back, we followed the experimental design described in Fig-
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ure 3.2 to predict the �nal class of each participant.

Table 3.1: Characteristics of the study cohort.

Feature
Controls
(n = 50 )

All PD
(n = 262 )

Mild PD
(n = 185 )

Age (years,�x � SD) 64.1� 9.8 66.9� 9.3 65.4� 9.1
Gender (%male) 38.0 62.0 58.4
Height (cm,�x � SD) 168.1� 10.9 172.2� 10.4 172.0� 10.3
UPDRS (total,�x � SD) – 35.5� 17.1 29.4� 13.4
UPDRS (motor-part III,�x � SD) – 22.2� 11.8 18.5� 9.7
Disease duration (years,�x � SD) – 7.8� 6.5 6.6� 5.6
H&Y ( �x � SD) – 2.2� 0.62 1.9� 0.26

stage 1 (n) – 12 12
stage 1.5 (n) – 4 4
stage 2 (n) – 169 169
stage 2.5 (n) – 35 –
stage 3 (n) – 25 –
stage 4 (n) – 17 –

3.3.1 Classi�cation of PD versus Control

By applying the forward feature selection approach, the total number of features was re-

duced from 25,705 to 9 for the all-PD classi�cation and 14 for the mild-PD classi�cation (Sup-

plementary Figures A.4–A.6). Eight of the selected features for the all-PD classi�cation were

derived from one or both trials of the cogTUG task; three features were from the second cogTUG

trial (cogTUG2), one feature was from the �rst cogTUG trial (cogTUG1), and four features were

the mean of the corresponding features from the two cogTUG trials (mean cogTUG). One fea-

ture was derived from the open-eyes standing task. For the mild-PD classi�cation, 13 of the 14

selected features were derived from the cogTUG task; 2 features were from cogTUG2, 1 feature

was from cogTUG1, and 10 were from mean cogTUG. One feature was from the eyes-closed

standing task. The selected cogTUG features for both classi�ers were derived from the turn,
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walk, and stand-to-sit components of the task, representing acceleration and rotational measures

along the vertical, mediolateral, and anteroposterior axes. None of the selected features for both

classi�ers were from the 32-foot walk or TUG tasks.

Among the 327 base models included in the ensemble classi�er, a gradient boosting ma-

chine model made the greatest weighted contribution to the �nal models (Supplementary Fig-

ures A.7 and A.8). The models trained on the selected features achieved an overall accuracy

of 92.6% (con�dence interval [CI] 88.8%, 94.9%) in distinguishing all-PD from control partic-

ipants and 89.4% (CI 84.3%, 92.3%) in distinguishing those with mild PD from control partici-

pants. Confusion matrices (prediction summaries) and performance metrics for the classi�ers are

presented in Tables 3.2 and 3.3, respectively.

Table 3.2: Confusion matrices of the classi�ers using controls and participants with Parkinson's
disease (PD). Rows represent actual classes, and columns represent predictions.

(a) Controls vs. All PD (b) Controls vs. Mild PD (H&Y � 2)

Controls PD Controls PD
Controls 41 9 Controls 36 14
PD 14 248 PD 11 174

Table 3.3: Classi�cation results of models in distinguishing controls from all Parkinson's disease
(PD) and mild-PD (H&Y� 2) participants. CI: 95% con�dence interval.

Controls vs. PD All PD Mild PD

Number of PD participants 262 185
Accuracy (CI) [%] 92.6 (88.8, 94.9) 89.4 (84.3, 92.3)
AUC-ROC (CI) 0.88 (0.83, 0.94) 0.83 (0.77, 0.90)
Sensitivity (CI) 0.95 (0.91, 0.97) 0.94 (0.90, 0.97)
Speci�city (CI) 0.82 (0.69, 0.91) 0.72 (0.58, 0.83)
F1 score (CI) 0.96 (0.93, 0.97) 0.93 (0.90, 0.96)

To further elucidate which mobility tasks were most relevant for the performance of our

models, we conducted a group feature importance analysis (see Section 3.2.10). Figure 3.3 illus-
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trates the group feature importance of the �ve mobility tasks and the non-sensor (demographic

and clinical) features. The highest-yield group was the one with cogTUG-derived features for

both models distinguishing controls from all-PD and mild-PD participants. A substantial de-

cline of at least 64% in importance was observed when comparing the cogTUG group with the

remaining groups for either model, underscoring the remarkable discriminatory power inherent

in the cogTUG features. More detailed individual feature-level importance scores and Shapley

additive explanation (SHAP) values were also calculated (Supplementary Figures A.4 and A.6,

Supplementary Methods (Section A.1.1), Supplementary Results (Section A.2.2)).

To identify potentially confounding factors that may impact our models, we conducted a

comparison of demographic and clinical characteristics between correctly classi�ed and misclas-

si�ed PD and control participants. A two-tailed Student's t-test was applied to compare continu-

ous variables, and Pearson's� 2 test was used to compare categorical variables between separate

groups. The comparison results are summarized in Table 3.4. For both classi�ers (all PD and

mild PD), false positives (FPs, i.e., controls falsely classi�ed as PD) were signi�cantly older

compared to the correctly classi�ed controls (true negatives, TNs). False negatives (FNs, i.e.,

PD participants classi�ed as controls) were younger compared to the correctly classi�ed PD par-

ticipants (true positives, TPs), but this difference was not statistically signi�cant. These results

suggest that older controls have movement characteristics that confuse the classi�er, but there

was no signi�cant difference in age between the correctly and falsely classi�ed PD participants.

Also, the mean Uni�ed Parkinson's Disease Rating Scale part III (UPDRSPIII) motor score of

the FNs (falsely classi�ed PD participants) was signi�cantly lower than that of TPs (correctly

classi�ed PD participants). In contrast to the UPDRSPIII scores, misclassi�ed PD participants

were evenly distributed among the different H&Y stages. Similarly, there was no signi�cant dif-
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ference in the medication state, sex, MoCA scores, or CIRS-G scores between the correctly and

falsely classi�ed PD participants, suggesting that these factors do not have a confounding impact

on model performance.

Figure 3.3: Group feature importance of models distinguishing controls from (a) all Parkin-
son's disease (PD) and (b) mild-PD (H&Y � 2) participants. Groups are ranked by their im-
portance calculated by permuting features within each group simultaneously and reporting the
mean decrease in accuracy between the original and permuted data. Under the null hypothesis
that there is no association between the group of predictor variables and the model prediction,
permutation should have no or little impact on predictive performance. More detailed individual
feature-level importance scores and Shapley additive explanation (SHAP) values are illustrated
in Supplementary Figures A.4 and A.6.

3.3.2 Strategies for Simplifying Mobility Testing and Its Associated Workload

One of the major obstacles preventing widespread use of wearable sensors for PD diag-

nosis is the increased burden in terms of time and effort in performing sensor-based mobility

testing and subsequent data processing and analysis. To overcome these obstacles, we �rst fo-

cused on possible simpli�cation of the data analysis process. As detailed above, our data pro-

cessing pipeline includes an algorithmic segmentation approach (Section 3.2.6) to calculate a set

of sensor-derived frequency-domain and time-domain features from the resulting task segments,
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Table 3.4: Clinical characteristics of correctly classi�ed and misclassi�ed controls and Parkin-
son's disease (PD) participants.

Controls PD

False Positive True Negative p False Negative True Positive p

All PD

UPDRSPIII – – – 15.8� 8.3 22.5� 11.8 0.006

MoCA – – – 28.6� 2.5 27.3� 3.0 0.075

CIRS-G – – – 4.7� 4.3 4.9� 3.4 0.88

Age 70.9� 7.3 62.6� 7.3 0.006 65.9� 6.8 66.9� 9.3 0.30

Sex (% male) 11.1 36.0 0.10 50.0 63.3 0.33

Medication state (% ON) – – – 85.7 70.6 0.44

H&Y (n) – 0.47

1 1 11

1.5 1 3

2 10 159

2.5 1 34

3 1 24

4 0 17

Mild PD

UPDRSPIII – – – 13.7� 7.4 18.7� 9.6 0.03

MoCA – – – 28.1� 1.9 27.5� 2.8 0.36

CIRS-G – – – 4.9� 4.4 4.4� 3.1 0.72

Age 71.5� 6.3 61.3� 6.3 4.0� 10� 5 65.2� 9.1 69.2� 7.5 0.12

Sex (% male) 42.9 36.1 0.71 45.5 60.9 0.32

Medication state (% ON) – – – 88.2 71.3 0.36

H&Y (n) – 0.38

1 1 11

1.5 1 3

2 9 160

referred to as “standard models” below. To evaluate the effectiveness of the automated segmen-

tation method and whether segmentation is necessary at all, we constructed alternative models

using features derived from data of the unsegmented tasks. These models decreased the accu-

racy in distinguishing PD from control participants by 3.2% and 5.1% for all-PD and mild-PD

classi�cations, respectively, compared to our standard models (Table 3.5, second column vs. �rst

column).

We also developed another set of models incorporating calculated kinesiological features

(see Section 3.2.7), in addition to the time- and frequency-domain features from the algorithmic
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segmentation tasks. These models also reduced the accuracy by 4.8% and 0.50% compared to our

standard models (Table 3.5, third column vs. �rst column). These �ndings show that algorith-

mic task segmentation increases diagnostic accuracy, but complex calculation of kinesiological

features does not. These time-consuming and labor-intensive additional steps required to calcu-

late the kinesiological features can therefore be eliminated without compromising the predictive

performance of our diagnostic models.

Table 3.5: Accuracy (%) of super-learner models using unsegmented tasks and a combination of
segmented tasks and calculated kinesiological features to distinguish controls from PD partici-
pants. The numbers in parentheses represent the difference in accuracy between each model and
the corresponding standard model, which used data from segmented tasks without incorporating
kinesiological features (same row).

With Segmented Tasks
and No Kinesiological

Features

With Unsegmented Tasks
and No Kinesiological

Features

With Segmented Tasks
and Kinesiological

Features

All PD vs. controls 92.6 89.4 (� 3.2) 87.8 (� 4.8)

Mild PD (H&Y � 2) vs. controls 89.4 84.3 (� 5.1) 88.9 (� 0.50)

As a second step towards simpli�cation of the overall work�ow, we focused on the tasks

of mobility testing itself, by assessing the predictive performance achievable with fewer mobility

tasks. Given the outsized importance of cogTUG features in the context of our models based on

data from all available mobility tasks (Figure 3.3), we examined the performance of two drasti-

cally simpli�ed models, using TUG- or cogTUG-derived features only, respectively, in addition

to the non-sensor (demographic and clinical) features. We applied the feature selection approach

to these single-task models (see Supplementary Table A.5 for the selected features). For the all-

PD classi�er, the TUG-only model and cogTUG-only model decreased the accuracy by 2.5%

and 3.2%, respectively (Table 3.6, columns 2 and 3, row 1). For participants with mild PD, ap-

plying the cogTUG-only model decreased the accuracy by 2.4%, whereas the accuracy dropped
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more substantially (by 11.7%) using the TUG-only model compared to the standard model based

on data from all tasks (Table 3.6, columns 2 and 3, row 2). These results suggest that sensor

data from a single appropriately chosen mobility task may be suf�cient to achieve satisfactory

performance in differentiating PD and control participants. Speci�cally, a dual task paradigm

(cognitive plus mobility task) like the cogTUG task achieves superior diagnostic performance to

a mobility task alone (like the TUG task) in identifying participants in the early stages of PD.

Table 3.6: Accuracy (%) of alternative models. TUG-only and cogTUG-only models used fea-
tures derived from the �rst trial, the second trial, and the mean of corresponding features from
both trials. TUG-duration and cogTUG-duration models used the durations of TUG and cogTUG
tasks. The numbers in parentheses represent the difference in accuracy between the respective
model and the corresponding all-task (standard) model (same row).

All Tasks TUG-Only cogTUG-Only TUG-Duration cogTUG-Duration

All PD vs. controls 92.6 90.1 (� 2.5) 89.4 (� 3.2) 83.3 (� 9.3) 84.0 (� 8.6)

Mild PD (H&Y � 2) vs. controls 89.4 77.9 (� 11.7) 87.2 (� 2.4) 78.7 (� 10.7) 77.0 (� 12.4)

Our observation that data from additional mobility tasks only offer a limited increase in

diagnostic accuracy led us to consider whether further radical simpli�cation would be possible

without compromising the performance of our models. Therefore, we tested whether the to-

tal duration of TUG or cogTUG tasks as a single feature may be suf�cient to build classi�ers

with predictive performance similar to that of our more comprehensive models described above.

Even though we found a signi�cant time difference between PD and control participants for both

TUG and cogTUG tasks (see Supplementary Results, Section A.2.3), the corresponding logistic

regression models using total duration as a single predictor variable decreased the accuracy in

distinguishing PD from control participants by at least 8.6% compared to our standard models

(Table 3.6, columns 4 and 5 compared to column 1). Based on these results, we conclude that

total TUG/cogTUG duration alone is not suf�cient to capitalize on the discriminatory potential
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of these complex tasks.

3.4 Discussion

Our study demonstrates the effectiveness of analyzing wearable sensor data to distinguish

PD participants from controls using the proposed machine learning pipeline for �ve mobility

tasks. By leveraging a large dataset comprising participants in different stages of PD and controls

performing �ve mobility tasks, along with a carefully selected subset of sensor-derived features

and suitable machine learning models, we achieved an accuracy of 92.6% in identifying partici-

pants across different PD stages, surpassing the accuracy of 81% previously reported for clinical

diagnosis by movement disorder experts [27]. We focused on our modeling results for all-PD

participants and for mild-PD participants speci�cally. The all-PD classi�er represents a typical

clinical scenario with patients at various stages, while the mild-PD classi�er targets the group

most similar to control participants, where differentiation is most challenging [223] and where

wearable sensors could be most clinically relevant.

Previously published studies have reported accuracies ranging from 73.5% to 96% in dis-

criminating between PD and control participants [33, 35–37, 39, 40, 42, 121, 128, 131, 135, 137,

139]. Some studies have utilized the AUC-ROC as a performance measure, with values ranging

from 0.86 to 0.99 [32,41,126], compared to an AUC of 0.86 for our model. Additional studies

have reported sensitivity and speci�city metrics, with sensitives ranging from 40% to 96.2% and

speci�city ranging from 82% to 96.9% [34, 38, 125, 136], as compared to 95% sensitivity and

82% speci�city in our case. Major differences between studies in terms of the number of par-

ticipants, PD severity, tasks conducted, types and quantity of sensors employed, and reported
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performance metrics likely account for these differences in diagnostic performance and make

direct comparison very challenging.

Analysis of group and individual feature importance revealed that the most important mo-

bility tasks for classifying PD participants are the TUG and cogTUG tasks (Figure 3.3). Both

tasks involve various everyday activities, including walking, turning, and sit-to-stand and stand-

to-sit transitions. Our results demonstrate that more complex mobility tasks with multiple mo-

bility subtasks provide diagnostically superior information compared to simpler motor tasks.

Models based on the cogTUG task as a classic cognitive–motor dual task, in particular, showed

superior performance in differentiating between participants with mild PD and controls (see Ta-

ble 3.6). Simpler tasks, such as standing with eyes open, standing with eyes closed, and the

32-foot walk were much less important. Previous studies have reported a strong correlation be-

tween these simpler motor assessments and PD [110, 224–227]. In the context of our study and

with the included mobility tasks and features, we demonstrate that simpler motor tasks are not as

informative as more complex ones and, thus, can be omitted from the battery of our mobility tests

with very minor loss of predictive performance. This is consistent with the results of a previous

study that utilized multiple sensors and a higher number of sensor-derived features [228]. How-

ever, our results show that further simpli�cation is possible using a single sensor and a reduced

set of features, even with a single mobility task.

In our machine learning framework, we implemented automatic segmentation of the com-

posite tasks into their subtask components, coupled with the calculation of many sensor-derived

features combined from prior studies. Segmentation of complex tasks into subtasks (e.g., sit

to stand, walk, and turn for the TUG and cogTUG tasks) increased the diagnostic accuracy of

our models compared to models based on unsegmented data (see Table 3.5). This automatic
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segmentation, as opposed to the use of manual annotations in other studies [33, 187], not only

expedites the processing but also minimizes subjective biases as a source of errors. Additionally,

we employed ensembles comprising disparate machine learning classi�ers. This approach distin-

guishes our study from others that primarily depend on individual models [33,38,40,42,110,111],

thereby improving predictive accuracy and robustness. Weighted ensembles have demonstrated

performance equal to or better than that of any constituent individual learner [214, 229], as they

leverage the diverse properties and strengths of various algorithms. Although we observed a mod-

est performance difference of approximately 1% between the ensembles and the models with the

highest weight in each ensemble, the process of �nding the optimal model requires searching

through multiple models and their respective hyperparameters.

Many kinesiological variables can be calculated based on signal processing and analysis

of accelerometric and gyroscopic data from a wearable sensor using a developed software. This

provides quantitative movement characterization in kinesiological terms, as demonstrated in pre-

vious studies [40,115,119,230]. However, these variables require additional manual input for the

developed software, and our analysis demonstrates that these kinesiological features are neither

necessary nor more helpful than analysis based on sensor-derived features alone in achieving bet-

ter model performance (see Table 3.5). This observation suggests that properties of movement

beyond those corresponding to conventional kinesiological variables were captured in our feature

set derived from data from a wearable sensor and that those properties were instrumental in ele-

vating the predictive performance of our models. Eliminating the additional data processing steps

required for the generation of kinesiological variables signi�cantly reduces the workload associ-

ated with sensor-based mobility testing and facilitates the use of quantitative mobility testing in

research (e.g., testing large numbers of participants) and clinical practice.
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Finally, we attempted radical simpli�cation of our models by examining the time to com-

plete either the TUG or cogTUG task as the only feature in our models. Total task duration was

signi�cantly shorter for controls compared to PD participants (see Supplementary Results, Sec-

tion A.2.3). However, using elapsed time alone as the basis for discriminating PD was markedly

less accurate than models including additional sensor-derived features (see Table 3.6). Another

study also showed moderate accuracy (AUC = 0.699) when discriminating between PD patients

and controls using the total duration of a TUG test performed at a self-selected speed [231]. The

decrease in model performance demonstrates a trade-off between simplicity of testing and data

analysis on the one hand and predictive accuracy (and, hence, the value of mobility testing) on the

other hand. It is worth noting that if a model based on total duration alone performed equally as

well as our multi-feature-based models, one would conclude that timing the TUG (or cogTUG)

task with a stopwatch is just as good as using a state-of-the-art wearable sensor. Our results show

that is not, in fact, the case. Rather, our models clearly show the added bene�t of using a highly

granular mobility analysis provided by a wearable accelerometer/gyroscope.

We observed that increasing the diversity of sensor-derived features improves diagnostic

accuracy. Our use of forward feature selection greatly reduced the number of features included in

the model. Consequently, it is not the number of features per se but the nature of the features that

determines the accuracy. Including multiple tasks gives us some additional informative features,

as does segmenting tasks into subtasks. On the whole, the latter appears to be the best approach,

as it requires reduced time and effort for both patients and clinicians, as the additional effort is

handled algorithmically by a computer.

One of the strengths of our study is the large sample size and the wide spectrum of PD

severity of our PD participants. We included 262 participants with PD and 50 control partici-
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pants, compared to ann of 13 to 20 in many other previously published studies [34,111,232].

Our PD participants differed widely in terms of disease severity, ranging from mild (H&Y� 2)

to moderate (H&Y 2.5 and 3) and severe (H&Y 4). Therefore, participants in this study rep-

resent the full spectrum of ambulatory PD patients encountered in clinical practice, compared

to previous studies that focused on a more limited range of disease severity [34,111,232]. An-

other strength is the simplicity of instrumented mobility testing using a single wearable sensor.

This is in contrast to the multiple sensors employed in many other studies [35,43,110,111] and

facilitates clinical use and scalability by streamlining data collection and analysis.

Although our proposed set of features might not be easily interpretable by clinicians, it

shows potential for distinguishing between PD and control participants. Given our primary aim

of achieving the highest possible diagnostic accuracy and real-world applicability, it is essential

to include features that contribute to this goal, regardless of their interpretability. Studies that

emphasize interpretability might consider using features that are more clinically explainable and

may apply prior correlation analysis, as feature importance measures can show bias towards

correlated predictor variables [233,234].

In addition to typical motor symptoms, PD is characterized by non-motor features including

cognitive impairment and autonomic dysfunction (e.g., dizziness due to a drop in blood pressure

in an upright position). Such non-motor features were not assessed in control participants in

our study and, therefore, could not be included in our machine learning models, which is one of

the limitations of our study. Incorporating such non-motor manifestations of PD might lead to

even more accurate models to predict (or identify) PD participants and will be part of our future

work. Additionally, while the H&Y scale is commonly used to assess overall PD severity, it is

limited by its inter-rater variability due to its reliance on clinical judgment. This subjectivity

66



introduces potential inconsistencies in the partitioning of PD participants, raising the question of

how appropriate the H&Y scale is as frame of reference for objective assessment of PD severity.

Information regarding the levodopa equivalent daily dose (LEDD) of each PD participant is not

available in the PD clinical database (HOME study) we used for this study. However, ON/OFF

medication status, which was available, was not found to be an important feature in any of our

machine learning analyses, which is evidence that LEDD and ON/OFF status are not consequen-

tial in discrimination of PD patients and controls.

Objective and granular measures of disease manifestation as provided by a wearable sensor

are promising candidates as superior markers of disease severity and disease progression. How-

ever, longitudinal studies are necessary to test this hypothesis. The cross-sectional nature of the

data presented here is another limitation of our study. Longitudinal analysis of a subgroup of

our study cohort is currently ongoing. Another aspect worth exploring in more detail in future

studies is the potential impact of confounding factors on classi�cation performance. Our analy-

sis of misclassi�ed participants shows that certain variables that are likely to be associated with

the level of medical comorbidity, such as age, could in�uence the sensor data and classi�cation

outcomes. Older controls were falsely classi�ed as PD, and PD participants with relatively minor

motor symptoms (low UPDRSPIII motor score) were falsely classi�ed as controls. The differ-

entiation between only mildly affected PD patients and older (non-PD) adults is also among the

biggest challenges in clinical routine, which is why, for clinicians, the use of a wearable sensor

as a supportive biomarker is relevant and attractive in such situations. That was also the rationale

for us focusing on models for mild PD versus controls, in addition to all PD versus controls, in

this project. Future studies with an even larger sample size for those particular groups of partici-

pants may facilitate the development of more comprehensive models that incorporate movement
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characteristics to overcome these limitations of our models and to further enhance the accuracy

and reliability of sensor-based PD classi�cation/identi�cation.

3.5 Conclusions

In conclusion, our study demonstrates that diagnostic accuracy for PD exceeding that typi-

cally achieved by movement disorders experts in a routine clinical setting is possible with few or

even just one complex mobility task instrumented with a single wearable sensor when appropri-

ately analyzed using machine learning. Our results provide a framework for such simpli�cation

and the ultimate harmonization of existing approaches to facilitate the use of wearable sensors

and machine learning-based PD diagnosis in clinical settings.
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3.8 Informed Consent

Informed consent was obtained from all subjects involved in the study before any proce-

dures were conducted.

3.9 Data Availability

De-identi�ed demographic, clinical, and sensor-derived data have been deposited in the

Digital Repository at the University of Maryland (DRUM),https://doi.org/10.13016/

dspace/ddzp-im5e . The code used in this research paper is also accessible at the same

link. The provided notebook contains the code used to implement each component of the signal

processing and machine learning pipelines. Detailed instructions on setting up the necessary

environment and running the code are provided in the README �le.
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Chapter 4: Machine Learning and Statistical Analyses of Sensor Data Reveal

Variability Between Repeated Trials in Parkinson's Disease Mobil-

ity Assessments

The work of this chapter has been published in the journal Sensors as: Rana M. Khalil,

Lisa M. Shulman, Ann L. Gruber-Baldini, Sunita Shakya, Jeffrey M. Hausdorff, Rainer von

Coelln, and Michael P. Cummings. Machine learning and statistical analyses of sensor data

reveal variability between repeated trials in Parkinson's disease mobility assessments.Sensors,

24(24):8096, 2024 [29].

Abstract

Mobility tasks like the Timed Up and Go test (TUG), cognitive TUG (cogTUG), and walk-

ing with turns provide insights into the impact of Parkinson's disease (PD) on motor control,

balance, and cognitive function. We assess the test–retest reliability of these tasks in 262 PD

participants and 50 controls by evaluating machine learning models based on wearable-sensor-

derived measures and statistical metrics. This evaluation examines total duration, subtask dura-

tion, and other quantitative measures across two trials. We show that the diagnostic accuracy for

distinguishing PD from controls decreases by a mean of 1.8% between the �rst and the second

trial, suggesting that task repetition may not be necessary for accurate diagnosis. Although the
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total duration remains relatively consistent between trials (intraclass correlation coef�cient (ICC)

= 0.62 to 0.95), greater variability is seen in subtask duration and sensor-derived measures, re-

�ected in machine learning performance and statistical differences. Our �ndings also show that

this variability differs not only between controls and PD participants but also among groups with

varying levels of PD severity, indicating the need to consider population characteristics. Rely-

ing solely on total task duration and conventional statistical metrics to gauge the reliability of

mobility tasks may fail to reveal nuanced variations in movement.

4.1 Introduction

Parkinson's disease (PD), a progressive neurodegenerative disorder, poses signi�cant chal-

lenges to individuals, affecting their mobility and daily function [235–238]. Mobility tasks, such

as the Timed Up and Go test (TUG), cognitive TUG (cogTUG), and walking with turning (e.g.,

32-foot walk with 3 turns), offer valuable insights into the impact of PD on dynamic motor con-

trol, balance, and cognitive functions and serve as indicators of an individual's ability to navigate

daily life [239–241].

Progress in the �eld of wearable sensors has enabled the collection of quantitative data

from accelerometer and gyroscope recordings. Beyond simply measuring the time taken to per-

form an entire mobility task, these data can be leveraged to calculate the duration of each subtask

of the test, along with numerous measures that provide a detailed characterization of movement.

Evidence that this type of granular movement analysis of mobility tasks provides added value

over simply timing the overall duration with a stopwatch has been accumulating in recent years.

For example, a study highlighted signi�cant differences in TUG-derived acceleration measures
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between PD participants and age-matched controls, but most measures did not show a corre-

lation with the total duration of TUG [116]. When comparing older adults experiencing falls

of unknown origin with healthy controls, the same group of researchers showed signi�cant dif-

ferences in TUG-derived acceleration measures, but not in overall TUG duration based on a

stopwatch [209]. These results suggest that granular sensor-derived TUG measures provide clin-

ically relevant data beyond those captured by overall duration. Similarly, �ve different sensor-

derived TUG subtask measures were associated with clinical parkinsonian gait features in a large

community-based cohort study of aging [115], which established the protocol of instrumented

mobility tests that we replicated in our study presented here. In a separate study, the use of a

single short-duration test and a smartphone-embedded inertial measurement unit showed that in-

dividuals with mild to moderate PD exhibit impaired postural control, an altered gait strategy,

and slower turn-to-sit performance compared to healthy individuals of the same age [242].

Evaluating the reliability of mobility tasks is essential to ensuring robust and consistent

measurements in clinical and research settings [243–246]. In essence, reliability measurements

play a crucial role in assessing the degree to which clinical test scores are affected by measure-

ment errors [247]. A high level of reliability suggests consistent results on repeated assessments,

often quanti�ed by the intraclass correlation coef�cient (ICC) [248]. A higher ICC value indi-

cates better measurement consistency.

Although previous studies have examined the reliability of certain motor tasks, they often

had limitations such as small sample sizes [132, 243, 244, 249–253], a focus on a single popula-

tion [244,249–251,253–256], or testing only the reliability of the total time taken to complete the

task [243,255,256]. Furthermore, all reviewed studies relied solely on statistical measures for the

reliability assessment [132,243,244,249–257]. However, machine learning has increasingly been
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applied to the diagnosis of PD using sensor data collected during movement tasks. Thus, eval-

uating the predictive performance of different trials using machine learning provides a purpose-

speci�c (i.e., diagnostic) evaluation that transcends standard statistical evaluation of test–retest

reliability. ML is known for its ability to capture complex patterns and relationships that may be

challenging to detect using standard observational and statistical methods [12]. Whereas some

research has shown differences in time and sensor-derived measures across disease-de�ned sub-

populations [132,243,252,257], they did not investigate how test–retest reliability varies among

these disease severity groups.

Here, we present the results of a comprehensive analysis of test–retest reliability for TUG,

cogTUG, and walking with turns, employing two trials for each of these three tasks in PD partic-

ipants and controls. We compare the performance of machine learning models constructed with

quantitative sensor-derived features obtained from subtasks and selected independently from each

trial. In addition, we compare the total duration, duration of subtasks, and various quantitative

measures across both trials and different groups of participants using statistical measures. Our

goal is to address the limitations of previous studies by including a large cohort of 262 participants

with PD and 50 controls. We aim to go beyond total task duration, investigating the reliability of

mobility tasks using more movement-sensitive measures associated with PD. By incorporating

both machine learning techniques and statistical methods to assess reliability, we also examine

how reliability differs between PD and control groups, as well as within PD subgroups strati�ed

by disease severity.

The study results show that performance differs when features from each trial are analyzed

independently by ML models, suggesting non-equivalence of the two trials. Comparison of the

accuracy of models based on the �rst and second trials of each task revealed that repetition of mo-

73



bility tasks may not be helpful for the diagnostic accuracy, and thus mobility test protocols may

be simpli�ed. Statistical analysis also indicates that the duration of the subtasks and the quantita-

tive measures are less consistent between the two trials compared to the total time, which remains

more stable. This implies that relying on total duration as the singular metric for assessing re-

liability may not be suf�cient, as it obscures (or rather fails to reveal) differences in movement

characteristics detectable with sensor-derived measures. Furthermore, our study demonstrates

that the variability between the two trials differs not only between controls and individuals with

PD, but also between groups with increasing severity of PD. These �ndings prompt a reconsider-

ation of how we conceptualize and de�ne a reliable mobility task, emphasizing metrics that better

capture changes in movement across different trials.

4.2 Materials and Methods

4.2.1 Participants

The cohort in our study included 50 control participants and 318 individuals diagnosed

with parkinsonism. All participants were enrolled in a study on mobility analysis in individu-

als with parkinsonism at the University of Maryland Movement and Memory Disorders Center

(UM-MMDC) during the period from October 2015 to March 2020. All parkinsonism partic-

ipants were also part of the Health Outcomes Measurement (HOME) study at UM-MMDC, a

naturalistic cohort study collecting patient and clinician-reported data on motor symptoms, ac-

tivities of daily living, and quality of life during routine of�ce visits. Exclusion criteria for the

mobility analysis included an inability to stand or walk without assistance (Hoehn and Yahr,

H&Y = 5), other conditions unrelated to parkinsonism signi�cantly impacting gait and balance,
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or failure to provide informed consent during the evaluation.

Of the 318 parkinsonism participants, 293 were diagnosed with idiopathic PD according to

the UK Parkinson's Disease Society Brain Bank Clinical Diagnostic Criteria [188] by a move-

ment disorder specialist at UM-MMDC. The remaining individuals were diagnosed with other

forms of parkinsonism and excluded from the data analysis for this study. One participant with

PD was unable to complete the study procedures and was subsequently excluded, and thirty oth-

ers were excluded due to missing data. In this study, 87% of the participating PD patients reported

being in a medication ON state. Patients who had previously undergone deep brain stimulation

(DBS) surgery were evaluated while in the ON stimulation state. All participants, including con-

trols, provided their informed consent before any study procedures were performed. The study

protocols for both the HOME study and the mobility analysis in the parkinsonism study received

approval from the University of Maryland Institutional Review Board.

4.2.2 Mobility Assessments

We followed a previously established protocol for instrumented mobility testing [115],

commonly used in clinical practice due to the successful application of mobility data in the

research of parkinsonism. Participants performed three mobility tasks from that protocol: 1.

32-foot walk, where participants walked a distance of 8 feet (2.4 m), making two round trips

without pauses, which involved a total of three turns; 2. two trials of Timed Up and Go (TUG),

where participants started by rising from a seated position in a chair, proceeded to walk eight

feet to a designated line on the �oor, executed a turn, returned to the chair, made a second turn,

and �nally seated themselves again; and 3. two trials of cognitive Timed Up and Go (cogTUG),
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which required participants to perform the TUG while concurrently counting backward from 100

in steps of 3. Participants performed the counting backwards in steps of 3 once in a sitting po-

sition as a test run immediately prior to the �rst cogTUG trial to con�rm that they understood

the cognitive task and were able to perform it. The second TUG and cogTUG trials for each

participant took place in less than one minute after their completion of the �rst trial. The protocol

employed in the second trial was identical to the procedures of the initial trial.

4.2.3 Device and Data Acquisition

Data were acquired using a small (106.6� 58 � 11.5 mm) lightweight (55 g) sensor

device (Dynaport MT, McRoberts B.V., The Netherlands, technical speci�cations:https:

//www.mcroberts.nl/products/movetest/ , accessed on 17 June 2024) placed on

the participant's lower back using a neoprene waist belt. This device is equipped with a triaxial

accelerometer (range:� 8 g, resolution: 1 mg) and a triaxial gyroscope (range:� 2000 dps, res-

olution: 70 dps), capturing activity data at a sampling frequency of 100 Hz. It records the data

in three acceleration axes, including the vertical, mediolateral, and anteroposterior directions,

and in three angular velocity axes: yaw (rotation around the vertical axis), pitch (rotation around

the mediolateral axis), and roll (rotation around the anteroposterior axis). The sensor recordings

were started and stopped remotely via wireless Bluetooth signals from a laptop using a handheld

device. Digital markers were strategically placed to mark the initiation and completion of each

mobility task, facilitating post hoc segmentation. Sensor readings were then transferred to an

encrypted notebook computer and the raw data �les were moved to a secure data server.
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4.2.4 Data Retrieval

We used a custom Matlab (version 9.1) Runtime-based graphical user interface (GUI) to

visualize the complete set of accelerometry data. The identi�cation of the 32-foot walk, TUG,

and cogTUG tasks was based on the characteristic accelerometry patterns associated with each

task, coupled with digital markers recorded during mobility testing. The raw accelerometry data

segmented for each speci�c mobility task were individually saved as a distinct �le for subsequent

data processing.

4.2.5 Segmentation

For the TUG and cogTUG tasks, we performed segmentation into subtasks and the extrac-

tion of mobility measures as previously described [116, 117, 209]. In brief, speci�c patterns and

peaks in the accelerometry graphs were identi�ed to delineate the stand-to-sit, walk 1, turn, walk

2, and stand-to-sit subtasks for each TUG and cogTUG mobility task, using a second custom-

made Matlab (version 9.1) Runtime-based GUI.

The 32-foot walk mobility task was divided into 2� 16-foot trials by omitting the second

turn. The �rst trial included the �rst walk, the �rst turn, and the second walk, while the second

trial consisted of the third walk, the third turn, and the fourth walk. Hence, we refer to each trial as

a 16-foot walk. Each trial in the 16-foot walk task was further divided into two walking segments

and one turn. To identify the turning segment, we used a previously established algorithm [201],

which involved calculating the angular position from the angular velocity along the vertical axis

using the trapezoidal integration method [202]. The sections of the signals before and after the

turn marked the two walking parts.
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4.2.6 Quantitative Measures

For each mobility task, we assessed the total duration calculated from sensor readings as

one measure. Additional quantitative measures derived from TUG and cogTUG comprise those

derived from walking subtasks, such as total walking duration, step count, step duration, and step

and stride regularity [117], and frequency domain measures calculated from the power spectral

density (PSD) of the signals, including the amplitude, width, and slope of the PSD peak [258].

For the sit-to-stand and stand-to-sit components, we computed measures including duration,

range, jerk, standard deviation, and median measures [209]. The turning measures involved

the calculation of the duration, step count, amplitude [117], and dominant frequency [211]. In

total, 77 measures were calculated for each TUG and cogTUG trial, providing a comprehensive

assessment of various aspects of performance.

For the 16-foot walking task, 36 measures were derived. The measures of the walking

segments included walk duration, step count, step duration, stride duration, step regularity, stride

regularity, and step symmetry. We used the number of peaks detected in the vertical and anteri-

orposterior acceleration signals independently to represent the step count, with the step duration

and stride duration calculated as the mean time between individual steps and strides, respectively.

Step regularity was determined by the amplitude of the �rst peak in the acceleration autocorre-

lation signal, and stride regularity corresponded to the amplitude of the second peak in the same

signal, as de�ned in a prior study [259]. Step symmetry was de�ned as the degree of proximity

between the ratio of step regularity to stride regularity and the value 1.0 [259]. For the turning

phase of the task, we calculated the time taken to complete the turn, the dominant frequency, and

the step count. The dominant frequency was de�ned as the frequency associated with the highest

78



amplitude in the discrete Fourier transform (DFT), which was calculated using the fast Fourier

transform algorithm (FFT) [260]. All quantitative measures were computed for both the vertical

and anteroposterior directions.

A complete list of all measures along with their descriptions is provided in the Supplemen-

tary Table B.1.

4.2.7 Feature Selection

To simplify our model while maintaining or improving its performance, we implemented a

forward feature selection approach. Our objective was to identify an optimal subset of features

that would lead to a more streamlined model. The process began with feature ranking, achieved

through a random forest [216] model. The pivotal point in the feature importance plot, known

as the elbow point, was determined as the point farthest from a straight line connecting the �rst

and last points on the plot. This elbow point served as the cutoff threshold for selecting a set of

candidate features. Multiple random forest models were trained using subsets of the cumulative

top-ranked candidate features. The best-performing model was chosen based on its ability to min-

imize the total Akaike information criterion (AIC) [210], and the corresponding set of features

was subsequently used in further analyzes.

4.2.8 Machine Learning Model

We implemented a �ve-fold cross-validation framework with strati�ed sampling to generate

balanced training and testing splits. This framework was repeated �ve times, each time using

different random seed to produce varied train and test sets, thus improving robustness. Within
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each fold, the feature selection method detailed in Section 4.2.7 was applied exclusively to the

training data. Selected features from the training set were then applied to the corresponding test

set to prevent data leakage and to ensure generalization [213].

Using these selected features, we trained a random forest model with 10K trees on an

undersampled version of the training set, matching the minority class size. Each trained model

was then used to make predictions on the corresponding test set. This process generated �ve

predictions per participant, one from each cross-validation replicate. The �nal class for each

participant was determined by a majority vote across these independent predictions.

4.2.9 Statistical Analysis

Data analysis was performed with R version 4.2.3 (15 March 2023) and RStudio. Continu-

ous measures were presented as mean� standard deviation (SD). To assess test–retest reliability,

we used the intraclass correlation coef�cient (ICC) and computed 95% con�dence intervals (CIs).

The analysis used a two-way mixed effects model with absolute agreement using the following

formula [261].

ICC =
MSP � MSE

MSP + ( k � 1)MSE + k
n (MST � MSE )

whereMSP = mean square for participants;MSE = mean square error;MST = mean square

for trials; n = number of participants; andk = number of trials. We interpreted ICC values as

follows: values less than 0.5 indicate poor reliability, those between 0.5 and 0.75 denote moderate

reliability, values between 0.75 and 0.90 indicate good reliability, and values greater than 0.90

indicate excellent reliability [248]. Additionally, we calculated the standard error of measurement
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(SEM) using the formulaSEM = SD �
p

1 � ICC . SEM quanti�es the measurement error

in the same units as the measurement, with a lower SEM signifying higher reliability [262]. We

then calculated the minimal detectable change (MDC) based on the SEM as follows:MDC =

SEM � 1:96 �
p

2. MDC represents the smallest change required to con�dently distinguish

the real change between two trials from the changes attributed to the measurement error [263].

Moreover, the level of discrepancy between the two trials was visualized using Bland–Altman

plots [264]. These plots feature 95% limits of agreement (LoA), de�ned as the mean difference

� 1.96� SD. In these plots, the differences between the two trials are plotted against the mean

of the trials. Bland–Altman calculations were performed using the blandr R package.

4.3 Results

Wearable sensor data were collected from 262 participants diagnosed with PD and 50 age-

matched controls. Within the PD group, participants were categorized based on their H&Y stage

into groups with mild (H&Y� 2), moderate (H&Y = 2.5 and 3), and severe (H&Y = 4) PD.

A summary of the characteristics of the study cohort is presented in Table 4.1. Participants

completed the mobility tasks described in Section 4.2.2, with data collection following the pro-

cedures outlined in Sections 4.2.3 and 4.2.4. These tasks were then segmented as detailed in

Section 4.2.5, producing the quantitative measures described in Section 4.2.6. The variability in

the duration of the task and the subtasks, along with quantitative measures, was assessed using

statistical (Section 4.2.9) and machine learning (Section 4.2.8) approaches.
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Table 4.1: Characteristics of the study cohort.

Feature
Controls
(n = 50)

PD
(n = 262)

Age (years,�x � SD) 64.1� 9.8 66.9� 9.3
Gender (%male) 38.0 62.0
Height (cm,�x � SD) 168.1� 10.9 172.2� 10.4
UPDRS (total,�x � SD) – 35.5� 17.1
UPDRS (motor-part III,�x � SD) – 22.2� 11.8
Disease duration (years,�x � SD) – 7.8� 6.5
H&Y ( �x � SD) – 2.2� 0.62

Stage 1 (n) – 12
Stage 1.5 (n) – 4
Stage 2 (n) – 169
Stage 2.5 (n) – 35
Stage 3 (n) – 25
Stage 4 (n) – 17

4.3.1 Reliability of Task/Subtask Duration

We used sensor readings to measure the time it takes participants to complete the TUG,

cogTUG, and 16-foot walk tasks. The ICCs for task duration for each mobility task and par-

ticipant group are provided in Supplementary Table B.2. The reliability of TUG and cogTUG

was good to excellent in all groups (ICC = 0.75 to 0.95), and the 16-foot walk task demonstrated

moderate to good reliability (ICC = 0.62 to 0.77) across all groups. Participants in the severe PD

category showed the highest ICC scores across different tasks (Figure 4.1a,c,e, top row (“total”)),

even though, in general, gait variability increases with progression of PD.

To further characterize the difference between the �rst and second trials in our mobility

tasks, we computed the relative change (RC) in time between the two trials for each task and

participant, as another reliability measure (RC = (duration of the second trial� duration of the

�rst trial)/duration of the �rst trial). Ideally, for a task to be perfectly reliable, the RC of time
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should be zero. Analysis of the median RC for all participants in each group revealed negative

RC values for all groups for TUG and cogTUG, indicating that the duration of the second trial

was shorter than the �rst (see Figure 4.1b,d, top row). This observation suggests a learning effect

in both the TUG and cogTUG tasks for all groups. However, the 16-foot walk showed positive

RC values for all groups (Figure 4.1f, top row), indicating that the second trial took longer than

the �rst, perhaps due to fatigue, as both trials were performed immediately back-to-back (as part

of the 32-foot walk mobility task; see Section 4.2.2).

The fact that the severe PD group exhibited the greatest (negative) RC, despite having the

highest ICC values, in both TUG and cogTUG, appears contradictory at �rst glance. However,

mathematically, ICC depends both on differences between participants and between trials (see

Section 4.2.9). Consequently, there is a positive correlation between variance and ICC, with

higher variance leading to higher values of ICC. The severe PD group displayed the highest vari-

ance among participants by an order of magnitude compared to other groups (see Supplementary

Table B.3). Thus, even though there is a substantial change in performance between the �rst and

second trials (indicated by a high RC value), the ICC remains high because the numerator of the

equation (see Section 4.2.9) is large. This analysis suggests that, under certain circumstances,

depending only on the ICC to measure test–retest reliability can be misleading, especially when

testing patients in more advanced stages of PD. It highlights the need to complement the ICC

with the RC measure.
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Figure 4.1: Intraclass correlation coef�cient (ICC) (left) and median of the relative change (right)
in total and subtask duration for TUG (a,b), cogTUG (c,d), and 16-foot walk (e,f). Vertical
dashed lines represent thresholds for moderate (ICC = 0.5) and good (ICC = 0.75) reliability.

In addition to the total duration, we investigated the test–retest reliability of each subtask.

Figure 4.1a,c,e illustrate the difference in ICC values across various subtasks and different groups

of participants. Speci�cally, in the TUG task, all subtask durations exhibited lower ICC values
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compared to the total duration across all participant groups. Similarly, in the cogTUG task, this

trend persisted, except for the severe PD group, where the sit-to-stand subtask displayed a higher

ICC value than the total duration. Also, the moderate PD group showed the �rst turn with the

highest ICC score. Furthermore, in the 16-foot walk, the turn subtask exhibited a higher ICC

value than the total duration for the mild and moderate PD groups.

Comparing ICC values across different subtasks, we observed that for the TUG task, the

walking subtasks had the highest ICC values, followed by the turning subtasks and then the

chair transition subtasks (sit-to-stand and stand-to-sit) for both the control and mild PD groups.

Walking subtasks also had higher ICC values than turning for the moderate group. However, for

severe PD stages, the chair transition subtasks had the highest ICC values. In the cogTUG task,

the walking subtasks had the highest ICC values, followed by the turning subtasks, and then the

chair transition subtasks for controls, similar to the TUG results. Walking subtasks again had the

highest ICC values for the mild PD group and no speci�c ordering was observed for the moderate

PD group. For severe PD stages, the chair transition subtasks had the highest ICC values, similar

to the TUG. In the 16-foot walk task, the turning subtasks had higher ICC values than the walking

subtasks for all groups of participants.

Figure 4.1b,d,f shows that possible learning and fatigue effects are not universally asso-

ciated with all subtasks. For instance, for cogTUG, the severe PD group exhibited a possible

learning effect for the overall duration of the task (negative RC for total duration), but both turns

had positive RC, indicating that they were slower in the second trial (Figure 4.1d). Similarly, for

the 16-foot walk, controls showed a possible fatigue effect overall (positive RC for total dura-

tion), but the �rst walk component was actually faster in the second trial (negative RC for walk

1; Figure 4.1f). The absolute values of the RC for the duration of some subtasks were also higher
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than the absolute RC of the total duration, indicating less consistency between the two trials for

those subtasks. On the other hand, the duration of the �rst turn of TUG, cogTUG, and the 16-

foot walk turn showed small RC compared to other subtasks, except for severe PD. In summary,

there is a signi�cant degree of variability in test–retest reliability for different subtasks that is not

re�ected in the high ICC and low RC for the total duration of the task alone.

4.3.2 Reliability of Other Quantitative Measures

Before assessing the test–retest reliability of the sensor-derived quantitative measures, we

objectively reduced the number of features, focusing solely on the most important ones. For each

task, we constructed three random forest models using all features computed from both trials

and aimed to distinguish participants with mild, moderate, and severe PD from the controls. We

identi�ed the important features of each model using the feature selection approach described in

Section 4.2.7. The combination of the reduced measure sets from these three models yielded 11

measures for each of the TUG, cogTUG, and 16-foot walk tasks. The consistency of these �nal

sets of selected features between both trials was then evaluated. The mean and standard deviation

values for each measurement (feature) are presented in Supplementary Table B.4. Supplementary

Table B.5 includes the ICC, SEM, and MDC values for each measure. Of the 33 quantitative

measures, only 1 variable derived from the cogTUG task demonstrated good reliability, with an

ICC > 0.77 across all participant groups.

Taking the median, which is a robust statistic, of the ICC values across all measures, the

selected quantitative measures exhibited lower scores compared to the total duration of each of

the three mobility tasks (Figure 4.2a,c,e). Although the ICC values for the total duration of both
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TUG and cogTUG demonstrated good to excellent reliability for all groups of participants, the

median ICC values for other measures ranged from poor to moderate reliability (ICC = 0.36 to

0.61). Similarly, although the total duration of the 16-foot walk displayed moderate to good

reliability, the median ICC values for other quantitative measures exhibited poor reliability (ICC

= 0.34 to 0.39). ICC scores for duration and other measures were also different among the groups

of participants. The median ICC values, along with their respective con�dence intervals, across

the quantitative measures for each task and group of participants are presented in Supplementary

Table B.6.

We also determined the median of the median values of RC for the quantitative measures by

calculating the median of the absolute value of RC across all participants in each group and then

determining the overall median from all measures. The RC values for the quantitative measures

were higher (indicating less consistency) than the RC values for the total duration of the three

tasks (Figure 4.2b,d,f). The greater change in other mobility measures between trials compared to

total duration is consistent with our observation of a much greater variability of subtask duration

than the total duration between trials (demonstrated in Figure 4.1). Among the participant groups,

the controls displayed the lowest RC value, and the severe PD group exhibited the highest value

(i.e., the greatest amount of change between the �rst and second trials) in all tasks.
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Figure 4.2: Left: Intraclass correlation coef�cient (ICC) of total duration and other quantitative
measures for TUG (a), cogTUG (c), and 16-foot walk (e). Gray points represent the ICC of the
total duration and blue triangles represent the median of the ICC values across the other quantita-
tive measures. Vertical dashed lines represent thresholds for moderate (ICC = 0.5) and good (ICC
= 0.75) reliability. Median ICC values, along with their respective con�dence intervals, across
the quantitative measures for each task and participant group are presented in Supplementary Ta-
ble B.6. Right: Relative change (RC) in total duration and other quantitative measures for TUG
(b), cogTUG (d), and 16-foot walk (f). Gray points represent the median of the RC of the total
duration across participants of each group. Blue triangles represent the median of the medians of
the absolute RC values across participants and quantitative measures.

For a more granular analysis, for each mobility task, individual measure-level ICC scores

and the median of absolute values of RC across all participants in each group were calculated, and

these values are visualized in Supplementary Figures B.1–B.3. There are substantial variations
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in reliability (ICC and RC scores) among different groups of participants for many measures. A

few measures, such as the TUG amplitude yaw of the second turn (Supplementary Figure B.1,

�rst measure) and range of sit-to-stand (Supplementary Figure B.1, �fth measure), as well as

amplitude-yaw of �rst turn from the cogTUG task (Supplementary Figure B.2, tenth measure),

showed small differences between participant groups in both ICC and RC values. Only the am-

plitude yaw of the �rst turn of the cogTUG task demonstrated good reliability (ICC> 0.77)

across all participant groups (Supplementary Figure B.2, tenth measure). The reliability of other

measures varied from poor to excellent across the different groups for the three mobility tasks.

To further elucidate the differences between the two trials, Bland–Altman plots were em-

ployed, illustrating the relationship between the differences and average values obtained from a

measure in both trials. This graphical approach quanti�es the agreement and allows for the iden-

ti�cation of any potential systematic bias. We plotted the discrepancies in quantitative measures

with 95% con�dence intervals (CIs) and 95% limits of agreement (LoA) (see Supplementary

Figures B.4–B.6). Points outside the CI of the upper and lower LoA for certain measures indicate

divergent values between the two trials.

4.3.3 Performance of Machine Learning Models

For each mobility task, trial, and group of PD participants, we applied the machine learning

modeling approach described in Section 4.2.8 to distinguish the corresponding group of PD par-

ticipants from controls (i.e., each analysis is a binary classi�cation problem). The performance

of these models is detailed in Table 4.2. Across the three mobility tasks, there were variations in

the accuracy of models built using features calculated from each trial separately for classifying
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different PD groups and controls. As expected, the accuracy in differentiating PD from control

participants was much higher for severe PD compared to mild or moderate disease. When com-

paring the accuracy of the models based on the �rst vs. second trial of each task, we observed

either a similar or a reduced accuracy from the �rst to the second trial, with two exceptions (16-

foot walk for mild PD and TUG for severe PD). Models using features of the second trial alone

showed a decrease in accuracy by a mean of 1.8% compared to models using features from the

�rst trial. Similarly, models incorporating features from both trials showed similar or lower accu-

racy compared to those using only �rst-trial features, except in three cases (16-foot walk for mild

and severe PD, and TUG for severe PD). These models showed only a slight improvement, with a

mean increase of 0.52% over models using �rst-trial features. This suggests that, for the purpose

of differentiating PD from controls, repeating mobility tasks in this study generally provides little

to no additional bene�t.

To demonstrate how sensor-based measures provide valuable information beyond what task

duration reveals, we constructed logistic regression models using only the mean total duration

from both trials as a predictor. These models showed a decrease of 7.0% in mean accuracy

compared to models that used features from the �rst trial alone (Table 4.2). Based on these

�ndings, we conclude that sensor-derived measures provide additional value beyond timing the

overall task duration.
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Table 4.2: Accuracy (percent) of the models. Trial 1 models used features derived only from the
�rst trial; Trial 2 models used features derived only from the second trial; Trials 1&2 models used
features derived from the �rst trial, the second trial, and the mean of corresponding features from
both trials; and duration models used the mean durations from both trials. Numbers in parentheses
represent the difference in accuracy between each model and the corresponding model that used
only features from the �rst trial.

Trial 1 Trial 2 Trials 1&2 Duration

Mild PD vs. controls
TUG 75.3 73.6 (� 1.7) 74.5 (� 0.8) 59.3 (� 16.0)
cogTUG 81.7 76.6 (� 5.1) 81.7 (0.0) 57.6 (� 24.1)
16-foot walk 66.0 66.8 (+ 0.8) 69.8 (+ 3.8) 62.3 (� 3.7)

Moderate PD vs. controls
TUG 80.9 80.9 (0.0) 80.0 (� 0.9) 80.0 (� 0.9)
cogTUG 82.7 79.1 (� 3.6) 82.7 (0.0) 80.9 (� 1:8)
16-foot walk 74.5 70.9 (� 3.6) 73.6 (� 0.9) 71.5 (� 3.0)

Severe PD vs. controls
TUG 91.0 94.0 (+ 3.0) 94.0 (+ 3.0) 85.2 (� 5.8)
cogTUG 95.5 89.6 (� 5.9) 89.6 (� 5.9) 88.6 (� 6.9)
16-foot walk 86.6 86.6 (0.0) 91.0 (+ 4.4) 86.2 (� 0.4)

4.4 Discussion

Our study presents an evaluation of the test–retest reliability of three commonly employed

physical performance tasks for the assessment of PD mobility. Through machine learning and sta-

tistical analyses, we demonstrate that, although total duration remains consistent across various

trials (ICC = 0.62 to 0.95), there is discernible variation in other sensor-derived measures. These

results imply that relying solely on total duration, as commonly practiced, does not adequately

capture the true changes in movement between trials. Additionally, we demonstrate that the reli-

ability of sensor-derived metrics varies between different populations and even among subgroups

within the same population. Therefore, careful attention should be paid to the population being

studied.

We assessed the reliability of mobility tasks by employing machine learning models that go

beyond traditional reliance on standard statistical measures [132,243,244,249–257]. Speci�cally,
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we constructed random forest models to distinguish different groups of PD participants from

controls using features calculated independently from each trial, as well as features combined

from both trials. Across all tasks, we observed a performance difference between models built

using the �rst trial and those built using the second trial (see Table 4.2). The pattern of similar or

reduced accuracy from the �rst to the second trial, or when using combined trials, for most cases

indicates that, for the purpose of differentiating PD from controls, repeating mobility tasks offers

little to no added bene�t. In other words, our results suggest that mobility testing protocols can be

simpli�ed to include a single trial of TUG, cogTUG, and walking with turning, if differentiating

PD from controls is the purpose of mobility testing. This simpli�cation will save time and effort

for both participants and clinicians, thereby improving the feasibility of using wearable sensors

as a diagnostic tool in clinical settings. Whereas our previous work demonstrated that reducing

the number of sensors and tasks can simplify mobility assessment [28], here we recommend

minimizing the number of trials per task to one single trial.

On the other hand, the performance variation of the ML models between trials underscores

that the sensor-derived measures of each trial may possess distinct values. These differences

between task trials affect the ability of the models to differentiate between PD groups and con-

trols. Additionally, we demonstrate that models built using only total duration performed worse

in all cases compared to models that used sensor-derived measures. This suggests that sensor-

derived measures offer enhanced informativeness by providing a �ner resolution of movement

characteristics compared to total duration alone [209].

With respect to test–retest reliability, our procedure, in which participants completed two

trials of each task back to back during the same clinical visit, represents a best-case scenario.

This design limits potential variability due to factors such as changes in disease progression or
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symptoms, day-to-day differences in physical status that can affect movement, and differences

in sensor positioning. Thus, this design ensures that participants are in the same disease state

for both trials and all other speci�c characteristics are identical. Despite controlling for these

variables, we still observed trial-to-trial variability. We anticipate that altering any of these factors

could further increase variability.

Among previous studies that used the ICC of the total task duration to assess the reliability

of various mobility tasks, a study evaluating the reliability of the TUG in PD used the time of �ve

TUG trials, which produced high ICC scores ranging from 0.87 to 0.99 [243]. Similar �ndings

were reported in another study that assessed TUG in PD using the elapsed time of two trials (ICC

= 0.80) [255]. Several other studies, spanning various populations, have focused on the total du-

ration to test the reliability of different mobility tasks. For instance, in people with chronic stroke,

the reliability of dual-task mobility assessments was investigated, demonstrating good reliability

(ICC = 0.70 to 0.93) based on walking time across �ve different walking tasks [257]. Addition-

ally, TUG reliability was assessed in older individuals over three different days, revealing a good

reliability (ICC = 0.92) based on the total time required to perform the TUG [256]. Our results

align with the literature, revealing good to excellent reliability of the total duration of TUG and

cogTUG (ICC = 0.75 to 0.95) and moderate to good reliability for the 16-foot walk (ICC = 0.62

to 0.77). However, the relative change in time between the trials revealed a possible learning

effect in TUG and cogTUG and a possible fatigue effect in the 16-foot walk (see Figure 4.1). The

fatigue effect observed in the 16-foot walk arises from participants completing four 8-foot walks

without any rest, in contrast to the TUG and cogTUG, where participants had a break between

trials, leading to the observed learning effect. The learning effect aligns with the �ndings of other

studies [244,265]. When comparing our results to those of the other studies referenced above, it
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is also important to consider the different implications of retesting immediately or within minutes

(as in our case), when fatigue and learning effects may play a role, versus retesting over several

days, when possible fatigue effects would be expected to be negligible.

In addition to the total duration of the tasks, we conducted an examination of the trial

differences by exploring the duration variations in the subtasks that make up the three mobility

tasks. As illustrated in Figure 4.1, the consistency among the different components of each

task is not uniform, aligning with prior �ndings [250, 253, 266]. For example, a study of 28 PD

participants demonstrated that the walking and turning phases of the TUG were more reliable than

the sit-to-stand and stand-to-sit phases [253]. Similarly, the sit-to-stand and stand-to-sit phases

showed the lowest reliability in a study of 30 young adults [249], as well as in another study

that assessed the reliability of a modi�ed version of the TUG with 28 participants experiencing

balance and gait problems [250]. The latter study attributed the low reliability to two factors: the

short duration of the subtask (around three seconds), which increases the measurement error, and

the dif�culty in de�ning the exact end of the maneuver [267, 268]. Other studies showed that

sit-to-stand had the lowest reliability among the components of TUG in healthy adults [266], as

well as in patients with mild PD and age-matched controls [252]. The variability in strategies

used to perform sit-to-stand, due to its high degrees of freedom, could explain the poor reliability

of this metric [269,270]. Consistent with these �ndings, we observed that the sit-to-stand subtask

was the least reliable in the TUG for both the mild and moderate PD groups, as well as for the

controls, and in the cogTUG, it was the least reliable subtask for the controls (see Figure 4.1).

Furthermore, we explored the reliability assessment of a selected subset of quantitative

measures derived from sensor data. Figure 4.2 highlights that these measures exhibit lower con-

sistency than the total duration across all participant groups, with reduced ICC and higher RC
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scores. These results are in line with previous research that evaluated the reliability of certain

gait [244, 251, 252], turn [251, 252], and transition [252] measures. Once again, our results

demonstrate that the total duration of the task does not capture the differences in movement re-

vealed by other measures, highlighting the importance of examining individual components for a

more comprehensive reliability assessment. Our results presented here offer a much more granu-

lar analysis, determining the test–retest reliability of each mobility measure among the groups of

participants with different levels of severity of PD. This is in contrast to previous studies refer-

enced above that conducted reliability analyses using data from the entire study population. The

observed variation in reliability for each measure among different participant groups, as depicted

in Supplementary Figures B.1–B.3, underscores the need for tailored assessments that account

for the inherent heterogeneity within the studied population.

Among the measures analyzed for both TUG and cogTUG, we found that features derived

from the turning subtask had better test–retest reliability compared to those from the sit-to-stand

and stand-to-sit subtasks across all PD groups, with the exception of TUG features in the moder-

ate PD group. This aligns with a study that reported lower reliability for trunk kinematics during

sit-to-stand and stand-to-sit compared to turns in a PD population with a median H&Y score of

3 [253], and another study that identi�ed sit-to-stand features as the least reliable among the TUG

components in a population of 12 early-to-moderate PD patients (H&Y = 1 to 2.5) [252]. The

effect of adding a cognitive task to the TUG has also been explored, and previous work has shown

a decrease in reliability when a cognitive task was introduced in a population of 12 community-

dwelling older adults [244]. Similarly, in our study, the median ICC values across all measures

were lower for cogTUG than for the TUG task in the control group (see Figure 4.2).

The �nding that the severe PD group exhibited both the highest ICC and the greatest RC
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between trials (see Figure 4.1) suggests that this discrepancy may be an artifact of the ICC cal-

culations, in�uenced by both within-participant and between-participant variance. A similar ob-

servation was made in another study, which noted that variability increases with the time taken to

complete the TUG and that ICC is signi�cantly impacted by the range of scores used in its cal-

culation [256]. Speci�cally, ICC tends to be higher when the differences between measurements

are small relative to the range of scores across participants. This underscores a potential source

of misinterpretation when relying on ICC, as opposed to RC, which more accurately re�ects the

temporal differences between trials.

The subsets of sensor-derived quantitative measures analyzed in the test–retest reliability

assessment (Section 4.3.2) and the model performance evaluation (Section 4.3.3) differ because

these analyses are distinct and designed to address separate objectives. Both analyses aim to ex-

plore differences between the two trials, but their focus and criteria for feature inclusion differ. In

the reliability assessment, we prioritized features that exhibit high variability between trials and

substantial differences across participant groups, as these features best illustrate the inconsistency

of sensor-derived measures within and between groups. This approach emphasizes understanding

the reproducibility of the measures and their potential sensitivity to the characteristics of the par-

ticipants. In contrast, in the model performance evaluation, the selection of features was guided

by the accuracy of the classi�cation. Here, we focus on identifying the most important features

distinguishing participants with PD from the controls. This required selecting features based on

their importance in model diagnostic performance rather than their trial-to-trial variability. By

addressing these separate goals, the two analyses complement each other, providing insights into

both the stability and predictive utility of sensor-derived features.

We acknowledge several limitations in our study. First, we split the 32-foot walk task into
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two 16-foot trials due to a lack of separate trials, which could impact the test–retest reliability

results. Furthermore, the MDC values reported in this paper may represent underestimates, as

our test–retest procedure did not account for additional sources of variability, such as day-to-day

�uctuations, disease symptoms, physical status, or sensor repositioning. A more comprehensive

evaluation that incorporates these factors would be necessary for a more accurate calculation of

MDC. Furthermore, our �ndings are based on speci�c mobility tasks (i.e., TUG, cogTUG, and

walking with turns), and may not be generalized to other motor or cognitive assessments used in

PD. It is also unclear whether our results will apply to other movement assessment contexts, in-

cluding disorders other than PD, or the evaluation of movement tasks beyond disease diagnostics,

such as in sports performance analysis.

4.5 Conclusions

Our �ndings reveal that repeating mobility tasks may not be helpful for diagnostic accuracy,

allowing for the simpli�cation of mobility test protocols; relative change may be superior (or at

least offer important complementary information) to ICC when determining test–retest reliability,

depending on the disease severity of the population/group in question; and relying exclusively on

the overall task duration for reliability assessment is insuf�cient, as it neglects analytically impor-

tant differences in aspects of mobility captured by other quantitative measures. Through machine

learning and statistical analyses, we demonstrate the nonidentical nature of the different trials

when repeating mobility tasks. Speci�cally, sensor-derived measures exhibit less consistency

between the two trials compared to the total duration of the task, which remains more stable.

Our �ndings also reveal that variability between trials differs not only between controls and PD
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participants, but also among groups with varying levels of severity of PD. These results prompt

a reassessment of how we de�ne a reliable mobility task, urging a more comprehensive and nu-

anced approach to capturing the complexities of task performance and the inherent heterogeneity

within the studied population.
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Chapter 5: Applying Wearable Sensors and Machine Learning to the Diag-

nostic Challenge of Distinguishing Parkinson's Disease from Other

Forms of Parkinsonism

The work of this chapter has been published in the journal Biomedicines as: Rana M.

Khalil, Lisa M. Shulman, Ann L. Gruber-Baldini, Stephen G. Reich, Joseph M. Savitt, Jeffrey

M. Hausdorff, Rainer von Coelln, and Michael P. Cummings. Applying wearable sensors and

machine learning to the diagnostic challenge of distinguishing Parkinson's disease from other

forms of parkinsonism.Biomedicines, 13(3):572, 2025 [30].

Abstract

Background/Objectives: Parkinson's Disease (PD) and other forms of parkinsonism share

motor symptoms, including tremor, bradykinesia, and rigidity. The overlap in their clinical pre-

sentation creates a diagnostic challenge, as conventional methods rely heavily on clinical ex-

pertise, which can be subjective and inconsistent. This highlights the need for objective, data-

driven approaches such as machine learning (ML) in this area. However, applying ML to clinical

datasets faces challenges such as imbalanced class distributions, small sample sizes for non-PD

parkinsonism, and heterogeneity within the non-PD group. Methods: This study analyzed wear-

able sensor data from 260 PD participants and 18 individuals with etiologically diverse forms of
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non-PD parkinsonism, which were collected during clinical mobility tasks using a single sensor

placed on the lower back. We evaluated the performance of ML models in distinguishing these

two groups and identi�ed the most informative mobility tasks for classi�cation. Additionally,

we examined the clinical characteristics of misclassi�ed participants and presented case studies

of common challenges in clinical practice, including diagnostic uncertainty at the patient's ini-

tial visit and changes in diagnosis over time. We also suggested potential steps to address the

dataset challenges which limited the models' performance. Results: Feature importance analysis

revealed the Timed Up and Go (TUG) task as the most informative for classi�cation. When using

the TUG test alone, the models' performance exceeded that of combining all tasks, achieving a

balanced accuracy of 78.2%, which is within 0.2% of the balanced diagnostic accuracy of move-

ment disorder experts. We also identi�ed differences in some clinical scores between the partic-

ipants correctly and falsely classi�ed by our models. Conclusions: These �ndings demonstrate

the feasibility of using ML and wearable sensors for differentiating PD from other parkinsonian

disorders, addressing key challenges in its diagnosis and streamlining diagnostic work�ows.

5.1 Introduction

Distinguishing Parkinson's disease (PD) from other forms of parkinsonism poses a signif-

icant clinical challenge due to overlapping clinical characteristics among the different disease

entities and the marked heterogeneity in the clinical presentation of each form of parkinsonism,

including in idiopathic PD itself [271]. In addition to PD, parkinsonism can be the core manifesta-

tion of other neurodegenerative diseases, including multiple system atrophy (MSA), progressive

supranuclear palsy (PSP), corticobasal syndrome (CBS), and dementia with Lewy bodies (DLB),
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and secondary forms of parkinsonism, such as drug-induced parkinsonism (DIP) and vascular

parkinsonism. Furthermore, other movement disorders (especially essential tremor (ET)) can be

associated with relatively mild parkinsonism over time [272]. Some ET patients exhibit more

complex phenotypes (including parkinsonian signs), while others may eventually progress to PD,

adding to the challenge of making a diagnosis [272]. Each of these conditions is characterized by

distinct neuropathological and phenotypic features [273]. However, they all share some degree

of the motor symptoms typical of PD, including tremor, bradykinesia, and rigidity, although with

varying prominence [274]. Additionally, mild parkinsonism without concomitant PD can develop

with aging, further complicating an accurate diagnosis [275]. The lack of de�nitive biomark-

ers and the reliance on clinical criteria for diagnosis contribute to diagnostic uncertainty, often

leading to misclassi�cation, especially early in the disease, when the signs and symptoms of dif-

ferent forms of parkinsonism have greater overlap and distinguishing features can be subtle or

absent [223,276].

Diagnostic accuracy in the clinical diagnosis of PD is highly dependent on the experience

and expertise of the treating clinician. A recent comprehensive meta-analysis revealed a bal-

anced diagnostic accuracy ranging from 69.5% for non-experts to 82.4% for movement disorder

experts [27]. In other words, up to 26% of patients were initially misdiagnosed, based on the clin-

ical diagnostic criteria of PD [27]. The most common misdiagnoses were due to the signi�cant

clinical similarities between PD and other neurodegenerative forms of parkinsonism. The diag-

nostic accuracy for other parkinsonian disorders is even lower than that of PD [277]. We recently

showed that the movement disorder specialists at our own center changed their clinical diagno-

sis of PD in 6% of patients over a 15-year period [189]. The most frequent diagnostic changes

involving PD were observed with DIP, MSA, PSP, and DLB. Treatment and prognoses differ
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considerably between these different underlying conditions [273]. Some additional tools com-

monly used in clinical practice, such as imaging tests (e.g., DaTscan, MIBG scintigraphy), can

assist clinicians in differentiating PD from other parkinsonian syndromes by introducing greater

objectivity into the diagnostic process [278]. Nonetheless, despite these advancements, the �nal

diagnosis remains largely dependent on clinical examination. Consequently, the development of

objective diagnostic tools capable of distinguishing PD from other forms of parkinsonism remains

a critical unmet need in both clinical practice and research.

Wearable sensors containing accelerometers and gyroscopes provide continuous, highly

granular, and objective measurements that can be used to identify subtle changes in complex

movement patterns [119,279,280], even in an early stage of the disease when abnormalities may

be too subtle to be detected by clinical assessment alone [198]. Although statistical analysis

of wearable sensor data has shown promise in the differential diagnosis of parkinsonian disor-

ders [281–285], ML provides a more advanced and adaptable approach for analyzing the large-

scale, high-dimensional, and complex datasets generated by these sensors. ML analyses can iden-

tify subtle patterns and underlying relationships that may not be detectable through conventional

statistical methods or clinical observation [12,286]. By analyzing sensor-derived movement data

from individuals with PD and various parkinsonian syndromes, ML models can extract distinctive

kinematic signatures and biomarkers associated with speci�c parkinsonian syndromes [287]. Pre-

vious studies have used ML to distinguish PD from other forms of parkinsonism, demonstrating

its potential to support clinical decision-making [288–292]. The ability to classify PD from other

types of parkinsonism is clinically relevant in terms of patient/family counseling, the prediction

of disease progression, and determining the most appropriate treatment strategies [100,107].

We conducted a search of the literature using the PubMed, IEEE Xplore, and Nature porto-
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folio databases, covering publications from 1995 to 2024. The search keywords included “((arti-

�cial intelligence) OR (machine learning) OR (deep learning)) AND (Parkinson) AND ((atypical

parkinsonism) OR (differential diagnoses)) AND (wearable OR gait)”. We found that previ-

ous research applying ML focused predominantly on distinguishing PD from a single type of

parkinsonism [226, 290–296]. Only one study applied ML to a smartwatch dataset to differenti-

ate PD from various differential diagnoses, including ET, atypical parkinsonism such as PSP or

MSA, secondary causes of parkinsonism, and Multiple Sclerosis [288]. Another study developed

an ML system to differentiate between PD, cerebellar ataxia, and PSP-Richardson syndrome

(PSP-RS) based on gait and postural instability data [289]. However, this approach involved the

construction of two separate binary classi�ers: one distinguishing PD from ataxia and another

distinguishing PD from PSP-RS.

Using ML to distinguish participants with PD from a diverse group of types of parkin-

sonism in real-world clinical datasets poses signi�cant challenges. First, the overlapping motor

symptoms shared by both groups complicate the ability of ML models to accurately distinguish

between them. Second, the non-PD parkinsonism groups generally have a much smaller sample

size compared to the PD group, as PD accounts for more than 70% of all cases of parkinson-

ism [297]. Studies conducted in various countries have shown that PD is the most frequent

diagnosis, comprising between 42% and 97% cases of parkinsonism [298–304]. The prevalence

and incidence of PD vary widely due to differences in study methodologies, diagnostic criteria,

case identi�cation approaches, data collection techniques, and population demographics [298].

The dominance of PD cases limits the number of non-PD samples available for model training,

reducing the statistical power and generalizability of these models. Third, the disparity in preva-

lence results in a highly imbalanced classi�cation problem, where the larger PD group dominates
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the dataset. This imbalance often biases the ML models towards prioritizing the majority class,

leading to their reduced performance in the minority class [305, 306]. Finally, the heterogeneity

of the diseases within the non-PD group introduces additional complexity. Non-PD parkinsonism

encompasses a diverse range of syndromes with distinct underlying pathologies but overlapping

clinical features, making it dif�cult for models to identify consistent and discriminatory patterns.

Our study uses ML to differentiate PD patients from a diverse group of participants clin-

ically diagnosed with several non-PD parkinsonian disorders, including “atypical” neurodegen-

erative diseases and secondary parkinsonism. We analyze data collected from a single sensor

worn on the lower back during mobility tests conducted in a hallway in a traditional clinic set-

ting by 260 PD participants and 18 participants with etiologically diverse forms of parkinsonism

(non-PD). Our objective is to highlight the potential challenges encountered when ML is ap-

plied to datasets that mimic real clinical settings and to demonstrate how these challenges can be

addressed. Beyond evaluating model performance, we explored the characteristics of the partic-

ipants misclassi�ed by the model, identi�ed the most important mobility tasks for classi�cation,

and examined whether the mobility testing protocol could be simpli�ed to rely on a single task

without compromising accuracy. Furthermore, we deployed the model in four examples of chal-

lenging scenarios commonly encountered in clinical practice, where the diagnosis was uncertain

at the initial visit or the diagnosis was changed during follow-up visits.
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5.2 Materials and Methods

5.2.1 Participants

Our study cohort comprised 318 individuals diagnosed with parkinsonism, all of whom

were recruited from the University of Maryland Movement and Memory Disorders Center (UM-

MMDC) between October 2015 and March 2020 for a study on mobility analysis in individuals

with parkinsonism. Among them, 293 were diagnosed with idiopathic PD, according to the

UK Parkinson's Disease Society Brain Bank Clinical Diagnostic [188], by a movement disorder

specialist at the UM-MMDC. All participants were also enrolled in the Health Outcomes Mea-

surement (HOME) study at the UM-MMDC, a naturalistic cohort study that collects patient- and

clinician-reported data on motor symptoms, activities of daily living, and quality of life during

routine of�ce visits and while patients on their regular medications. Each participant underwent a

comprehensive clinical evaluation following the guidelines outlined in the HOME study protocol,

which have been previously detailed [96, 189–191]. Exclusion criteria for the mobility analysis

included the inability to stand or walk without assistance (Hoehn & Yahr stage, H&Y 5), other

conditions not related to parkinsonism that signi�cantly affect gait and balance, or the failure

to provide informed consent during the evaluation. Additionally, 1 PD participant was unable

to complete the study procedures and was subsequently excluded, and 30 other PD participants

were excluded due to missing data. All participants provided their informed consent prior to any

study procedures. The study protocols for both the HOME study and the mobility analysis in the

parkinsonism study were approved by the University of Maryland Institutional Review Board. All

clinical neurologists involved in the evaluation and diagnosis of patients are fellowship-trained
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and board-certi�ed movement disorder specialists, who use published criteria to diagnose differ-

ent forms of non-PD parkinsonism (including MSA, PSP, DLB, CBS, ET, and DIP) [307–312].

Participants were enrolled during routine outpatient visits to the UM-MMDC and underwent

comprehensive clinical assessments following the HOME study protocol, as detailed in our pre-

vious research [28].

5.2.2 Experimental Procedure

Using a wearable sensor, an assessment of mobility was performed following a methodol-

ogy described previously [115, 198, 199]. Participants performed �ve speci�c mobility tasks: a

32-foot walk, standing with their eyes open for 20 seconds, standing with their eyes closed for

20 seconds, two trials of the Timed Up and Go (TUG) test, and two trials of the cognitive TUG

(cogTUG). Mobility data were collected using a small (106.6� 58 � 11.5 mm), lightweight

(55 g) sensor device (Dynaport MT, McRoberts B.V., The Hague, The Netherlands, technical

speci�cations: https://www.mcroberts.nl/products/movetest/ , accessed on 7

January 2025) attached to their lower back using a waist belt. This device, equipped with a tri-

axial accelerometer (range:� 8 g; resolution: 1 mg) and a triaxial gyroscope (range:� 2000

dps; resolution: 70 dps), measured acceleration and rotation along three axes (vertical, medio-

lateral, anteroposterior) at a rate of 100 Hz. The sensor was remotely controlled via Bluetooth,

and digital markers were placed at task start and end points to identify each mobility task later

on. After each test, data were transferred to a secure server and analyzed using a custom-made

Matlab (version 9.1) GUI. The accelerometry patterns and digital markers were used to segment

the data for further analysis. The details of the mobility assessment methodology, devices used,
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and data acquisition and retrieval have been described in our previous work [28]. Figure 5.1

presents an overview of the study's work�ow.

Figure 5.1: Study work�ow. Pksm: non-PD parkinsonism; AUC-ROC: area under the receiver
operating characteristic curve.

5.2.3 Feature Engineering

To reduce noise in the sensor signals, we implemented a low-pass, 20 Hz, zero-lag, 4th

order Butterworth �lter [204]. The order and cutoff frequency of the �lter were selected based

on common practices in the literature [33,313–315] and further re�ned through exploratory data

analysis. We then segmented the complex motor tasks, such as TUG, cogTUG, and the 32-foot

walk, into their respective subtasks. We extended a previous method [201] to identify turns,

sit-to-stand, stand-to-sit, and walking segments using the trapezoidal integration [202] of sensor

data. Stationary periods were removed to correct timing discrepancies. For a detailed description

of the segmentation approach, we refer readers to our previous work [28].

For every participant and task, we computed various sets of features across the six recorded

channels, including statistical measures consisting of 22 frequency-domain features (Supplemen-

tary Table A.2), 42 time-domain features (Supplementary Table A.3), the top 10 power ampli-

tudes from the Discrete Fourier Transform (DFT) and Lomb-Scargle Periodogram (LSP) [205,
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206], and 3 time-domain features computed across the signals from each pair of the six channels

(Supplementary Table A.4).

Each participant was characterized by a total of 32,514 sensor-derived features computed

from the six channels of the 32-foot walk segmented subtasks, standing with closed eyes task,

standing with open eyes task, TUG segmented subtasks (from the �rst trial, the second trial, and

the mean and difference between corresponding features from trials), and cogTUG segmented

subtasks (from the �rst trial, the second trial, and the mean and difference between corresponding

features from both trials). Before executing the ML models, preprocessing procedures were

applied to the data, including the elimination of variables with constant or in�nite values and the

imputation of missing values using the median of the observed values.

5.2.4 Mutual Information-Based Feature Selection for EasyEnsemble (MIEE)

We used the mutual information-based feature selection for EasyEnsemble (MIEE) [316]

algorithm due to its strong performance on highly imbalanced datasets, such as ours (260 PD

and 18 non-PD parkinsonism participants). This method combines EasyEnsemble [317] and

feature selection to effectively address class imbalances. EasyEnsemble creates multiple inde-

pendent balanced subsets by undersampling the majority class, trains classi�ers on these subsets,

and combines their predictions using ensemble methods. To improve accuracy, MIEE incorpo-

rates feature selection by calculating the mutual information (MI) [318] scores between features

and the target class, ranking features based on their scores, and selecting the most informative

ones. This process helps reduce dimensionality and mitigates the risk of model over�tting. The

process begins by generating balanced subsets, applying MI-based feature selection to each sub-
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set, training classi�ers on these subsets using selected features, and aggregating the predictions

of the generated classi�ers through ensemble techniques. In our implementation, we created

�ve balanced subsets, identi�ed the top 30 features for each subset using MI scores, and trained

a Random Forest (RF) model [216] with 1000 trees for each subset using the R package ran-

domForest. The �nal predictions for each participant were obtained by averaging the prediction

probabilities of the �ve classi�ers.

5.2.5 Machine Learning Model

We used a three-fold cross-validation technique to create training and test splits for training

our our models using strati�ed sampling. This process was repeated �ve times with different ran-

dom seeds to improve robustness. Cross-validation ensured that each data point appeared exactly

once in the test set, which was necessary given the small sample size of non-PD participants,

making a separate test set impractical. Repeating this procedure with different random seeds

increases the diversity of the train–test splits and reduces the likelihood of over�tting. The �nal

class for each participant was determined based on the class most commonly predicted by the �ve

replicates. Within each fold, the model described in Section 5.2.4 was trained on the training set

and tested on the corresponding test set to prevent data leakage and ensure generalization [213].

Several steps were taken to address the imbalance between the PD and non-PD parkinson-

ism groups. First, we used strati�ed sampling when creating training and testing sets to maintain

a uniform class representation in the cross-validation folds. Second, the MIEE algorithm was

used due to its demonstrated effectiveness in handling highly imbalanced datasets [316]. Third,

the performance of the models was evaluated using balanced accuracy, sensitivity, speci�city,
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F1 score, and AUC-ROC metrics. These metrics are considered more appropriate for evaluating

models in cases of imbalanced datasets compared to overall accuracy, which can be misleading

due to its tendency to prioritize common classes over rare ones [319].

5.2.6 Group Feature Importance

We employed the notion of group feature importance to evaluate the predictive contribution

of various mobility tasks. Group feature importance involves assessing the combined informa-

tion of a set of features within a speci�c category. All features derived from individual mobility

tasks were aggregated into �ve distinct groups, each corresponding to one of the �ve mobility

tasks. To assess the importance of each group, we adapted the permutation importance method

for feature groups within the framework of random forests, based on a previously outlined ap-

proach [220]. For each feature group, the grouped variables were simultaneously permuted,

and the resulting mean decrease in accuracy before and after permutation was calculated.

5.2.7 Statistical Analysis

The data analyses were conducted using R version 4.2.3 (15 March 2023) and RStudio

version 2023.6.0.421. We used a two-tailed Student's t-test to compare continuous variables and

Pearson's� 2 test to compare categorical variables between the two groups. Continuous variables

were presented as a mean� standard deviation (SD), and actualp-values for the statistical tests

were reported. For each of the models' performance metrics, we presented both the calculated

values and their corresponding 95% two-sided con�dence intervals (CIs). These intervals were

obtained through balanced bootstrap resampling using 10 K replicates and were adjusted using
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bias correction and acceleration to enhance our control over bias and skewness in the bootstrap

distribution. We used the boot function in the R package boot version 1.3–30 [221, 222] to

generate the bootstrap replicates and the boot.ci function from the same package to generate

the CIs.

5.3 Results

Wearable sensor data were collected from a cohort of 260 individuals diagnosed with PD

(87% were receiving antiparkinsonian medication) and 18 participants diagnosed with other

forms of parkinsonism. In the latter group, there were four cases of parkinsonian-type MSA

(MSA-P), three cases of PSP, three cases of DLB, two cases of CBS, two cases of ET, and one

case of DIP. Three patients with unspeci�ed parkinsonism were also included. Table 5.1 provides

the characteristics of the study cohort.

Table 5.1: Characteristics of the study cohort. UPDRS: Uni�ed Parkinson's Disease Rating Scale.
H&Y: modi�ed Hoehn and Yahr.

Feature
PD

(n = 260 )
non-PD Parkinsonism

(n = 18 )
p

Age (years,�x � SD) 66.8� 9.3 68.7� 8.2 0.377
Gender (%male) 62.3 38.9 0.093
Height (cm,�x � SD) 172.2� 10.4 165.3� 13.8 0.059
UPDRS (total,�x � SD) 35.1� 17.1 47.9� 22.4 0.033
UPDRS (motor-part III,�x � SD) 22.1� 11.8 28.8� 14.9 0.085
Disease duration (years,�x � SD) 7.8 � 6.5 1.7� 2.1 4.2� 10� 10

H&Y ( �x � SD) 2.2 � 0.62 2.9� 0.77 0.005
stage 1 (n) 12 0
stage 1.5 (n) 4 0
stage 2 (n) 168 6
stage 2.5 (n) 35 3
stage 3 (n) 24 5
stage 4 (n) 17 4
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Each participant performed �ve motor tasks, including a 32-foot walk, standing with eyes

open, standing with eyes closed, two trials of the TUG, and two trials of the cogTUG (see Sec-

tion 5.2.2 for details). For simple tasks such as standing with eyes open and standing with eyes

closed, we computed a set of frequency-domain and time-domain features. For more complex

tasks such as the 32-foot walk, TUG, and cogTUG, we initially segmented these into their re-

spective subtask components, from which features were then derived for each subtask signal (see

Section 5.2.3 for details). Then, we applied the ML model described in Section 5.2.5, using fea-

tures from all �ve tasks, to predict the �nal class for each participant. A summary of the process

is provided in Figure 5.1.

5.3.1 Feature Importance Analysis

Across the replicates, folds, and balanced subsets of the model, 82.4% of the selected

features were derived from the TUG task, including the �rst trial, second trial, mean, and dif-

ference between corresponding features from both trials. Among these TUG-derived features,

42.5% were calculated speci�cally from the sit-to-stand phase, while the remaining features

were equally distributed across the turn, stand-to-sit, and walking phases. These features cap-

tured acceleration and rotational metrics along the vertical, mediolateral, and anteroposterior

axes. Additionally, 11% of the selected features were calculated from the cogTUG task, while

the remaining features were derived from the 32-foot walk, stand with eyes open, and stand with

eyes closed tasks.

The value of the information from the TUG task was also demonstrated by conducting a

group feature importance analysis that included the �ve mobility tasks. The features derived from
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the TUG task emerged as the most in�uential for the classi�er, surpassing the importance of other

feature groups by a margin of at least 43% (Figure 5.2).

Figure 5.2: Group feature importance for the classi�cation of Parkinson's disease and non-PD
parkinsonism. The ranking of groups is determined based on their importance, which is computed
by simultaneously permuting features within each group and measuring the average decrease in
accuracy between the original and permuted data. Under the null hypothesis, which posits no
association between the group of predictor variables and the model's prediction, permutation
should result in no impact on predictive performance.

5.3.2 Model Performance

The trained model achieved a balanced accuracy (average accuracy of both classes) of

72.9% (con�dence interval [CI] 60.2%, 81.4%), with an area under the receiver operating char-

acteristic curve (AUC-ROC) of 0.73 (CI 0.63, 0.83). Its sensitivity, speci�city, and F1 score were

0.68 (CI 0.62, 0.74), 0.78 (CI 0.50, 0.93), and 0.80 (CI 0.76, 0.84), respectively (Table 5.2, �rst

column). Table 5.3a shows the confusion matrix of the classi�er.
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Table 5.2: Classi�cation results of all-tasks and TUG-only models using participants with Parkin-
son's disease (PD) and non-PD parkinsonism. CI: 95% con�dence interval.

All Tasks TUG-Only

Balanced accuracy (CI) [%] 72.9 (60.2, 81.4) 78.2 (65.7, 85.6)
AUC-ROC (CI) 0.73 (0.63, 0.83) 0.78 (0.69, 0.87)
Sensitivity (CI) 0.68 (0.62, 0.74) 0.73 (0.67, 0.78)
Speci�city (CI) 0.78 (0.50, 0.93) 0.83 (0.56, 0.95)
F1 score (CI) 0.80 (0.76, 0.84) 0.84 (0.80, 0.87)

Table 5.3: Confusion matrices of the classi�ers using participants with Parkinson's disease (PD)
and non-PD parkinsonism (Pksm). Rows represent actual classes and columns represent predic-
tions.

(a) All Tasks (b) TUG-Only

PD Pksm PD Pksm

PD 177 83 PD 190 70
Pksm 4 * 14 Pksm 3 * 15

* One of the misclassi�ed Pksm participants was later diagnosed with PD.

To streamline the complexity of our models, we sought to construct classi�ers based solely

on features derived from the most informative mobility task. To that end, we focused exclusively

on TUG features, given its high ranking in the feature importance analysis. We then implemented

the ML model detailed in Section 5.2.5 using these TUG-speci�c features. The TUG-only model

outperformed the initial model, which included all mobility tasks, achieving a 5.3% improvement

in balanced accuracy (Table 5.2). Its corresponding confusion matrix is presented in Table 5.3b.

This �nding suggests that sensor data from the TUG mobility task may be suf�cient to achieve a

satisfactory performance in differentiating PD from other forms of parkinsonism. Consequently,

our subsequent analysis focused on the TUG-only model, given its simplicity and good perfor-

mance in terms of balanced accuracy compared to the all-tasks model. The features selected

for the TUG-only model were distributed across the components of the TUG task as follows:

36.3% from the sit-to-stand phase, 24.7% from the stand-to-sit phase, 23.7% from the turn phase,
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and 15.3% from the walking phase.

5.3.3 Misclassi�cation Analysis

To gain insight into the characteristics of participants misclassi�ed by the TUG-only model,

we conducted comparisons of various demographic and clinical scores between correctly classi-

�ed and misclassi�ed participants with PD or non-PD parkinsonism. Two-tailed Student's t-tests

were used to compare continuous variables, and Pearson's� 2 tests were used to compare categor-

ical variables across the groups. The summarized comparison results are presented in Table 5.4.

The 70 PD participants falsely classi�ed as having non-PD parkinsonism exhibited signi�cantly

(p < 0.05) higher Uni�ed Parkinson's Disease Rating Scale [196] part III (UPDRSPIII) motor

scores, lower Montreal Cognitive Assessment (MoCA) [195] scores, higher Cumulative Illness

Rating Scale-Geriatrics (CIRS-G) [192] scores, greater age, and longer durations of the disease

compared to their 190 correctly classi�ed counterparts. Further examination of the distribution

of misclassi�ed PD participants across different H&Y [97, 197] stages revealed a higher-than-

expected number of misclassi�cations at more severe stages (H&Y = 3 and 4). Additionally, the

three misclassi�ed non-PD participants had signi�cantly lower UPDRSPIII motor scores than

the 15 correctly classi�ed non-PD participants. These results indicate that the models tend to mis-

classify PD participants with more severe motor symptoms and non-PD participants with milder

motor symptoms. No signi�cant differences in MoCA scores, CIRS-G scores, age, disease dura-

tion, or sex were observed between the correctly and incorrectly classi�ed non-PD participants.
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Table 5.4: Clinical characteristics of participants with Parkinson's disease (PD) and non-PD
parkinsonism correctly and incorrectly classi�ed by the TUG-only model.

PD non-PD Parkinsonism

Correctly Classi�ed Incorrectly Classi�ed p Correctly Classi�ed Incorrectly Classi�ed p

UPDRSPIII 19.7� 10.9 28.7� 11.4 3.8� 10� 8 30.5� 14.9 17.7� 5.7 0.016

MoCA 27.6� 2.8 26.5� 3.5 0.02 26.3� 4.9 23.3� 2.1 0.127

CIRS-G 4.5� 3.2 5.7� 3.9 0.035 8.0� 4.6 7.2� 3.6 0.73

Age 66.0� 8.9 69.1� 9.9 0.023 67.6� 8.1 74.0� 5.2 0.15

Disease duration 7.1� 5.9 8.7� 6.9 0.038 2.5� 2.3 2.3� 2.5 0.47

Sex (% male) 59.5 70.0 0.184 33.3 100.0 0.053

H&Y (n) 1.3 � 10� 6 0.40

1 10 2 0 0

1.5 3 1 0 0

2 138 30 4 2

2.5 27 8 2 1

3 8 16 5 0

4 4 13 4 0

Given the heterogeneous nature of the disorders within the non-PD parkinsonism group,

we sought to determine whether there is a speci�c type of parkinsonism that is more similar to

PD and, therefore, more likely to be misclassi�ed by the model. To investigate this, we exam-

ined the types of parkinsonism in the three misclassi�ed non-PD participants. We found that

one participant had DLB, one had ET, and one had unspeci�ed parkinsonism. This suggests that

no particular type of non-PD parkinsonism is more likely to be misclassi�ed as PD. However,

the small number of misclassi�ed participants precludes use reaching a de�nitive conclusion in

this regard. Similarly, to explore whether misclassi�ed PD participants share similarities with

speci�c types of non-PD parkinsonism, we used the RF proximity matrix to determine the type

of non-PD parkinsonism most similar to each misclassi�ed PD participant (see the Supplemen-

tary Results for details). We found that the misclassi�ed PD participants were relatively evenly

distributed across the different types of non-PD parkinsonism (Supplementary Table C.1), indi-

cating that they did not show a particular similarity to one type of parkinsonism over others.
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5.3.4 Model Predictions for Challenging Cases

To evaluate the performance of the model in particularly challenging scenarios, we ana-

lyzed its predictions for four cases initially assessed as a parkinsonian syndrome (no speci�c

diagnosis) at the time of initial gait testing. Three of these participants (between 54 and 69 years

old at study enrollment) presented with balance problems early in their disease course, prominent

dysautonomia (including urinary urgency and orthostatic hypotension), and mostly symmetrical

parkinsonism without a clear response to levodopa. In all three cases, the treating movement

disorder neurologists concluded that PD and MSA were equally likely at that point. Therefore,

patients were classi�ed as having a parkinsonian syndrome. Over the next one to four years, all

three patients showed a robust response to levodopa, slow disease progression, and dysautonomia

that was less prominent at follow-up. Therefore, the diagnosis was changed to idiopathic PD for

each of these three participants. Due to their indeterminate diagnostic labels (MSA vs. PD) at

the time of enrollment, all three participants were excluded from the training dataset and were

instead classi�ed by the models trained on the non-excluded participants. We used the TUG-only

model to determine the mean prediction score for the three participants. One participant (partic-

ipant a, H&Y = 2) was classi�ed as having PD by the model, with a score in the 18.6 percentile

of all PD-classi�ed participants. The other two participants were classi�ed as having non-PD

parkinsonism by the model. One of them (participant b, H&Y = 3) was assigned to the non-PD

group with a model score in the 35.2 percentile of all participants classi�ed as having non-PD

parkinsonism. The other participant (participant c, H&Y = 2) was also classi�ed as having non-

PD parkinsonism, but the model score was only in the 12.1 percentile among the participants

classi�ed as having non-PD parkinsonism.
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In the fourth challenging case, with a change in diagnosis over time, the participant was a

68-year-old patient (participant d, H&Y = 2), with prominent hypophonia, stuttering, and sym-

metrical parkinsonism without a clear response to levodopa. In the absence of clear features

suggestive of a speci�c form of parkinsonism, the treating neurologist diagnosed that person

with an unspeci�ed parkinsonian syndrome. Over the next four years, the patient reported signif-

icant worsening of his motor symptoms after stopping levodopa and developed typical levodopa-

induced motor �uctuations and choreiform dyskinesias after re-starting levodopa. At that point,

the movement disorder specialist made the diagnosis of idiopathic PD. Since this participant was

diagnosed with an unspeci�ed parkinsonian syndrome at the time of enrollment and mobility

testing, they were included in our models as a non-PD parkinsonism participant. However, both

the all-tasks and TUG-only models misclassi�ed this participant as having PD, agreeing with the

diagnosis made by the movement disorder specialist during follow-up evaluations.

5.3.5 The Performance of Alternative Models

In addition, we evaluated the performance of various ML models and sampling techniques

using TUG-only features. Each of them was tested within the three-fold cross-validation and

�ve-repeat framework: features were selected from the training set, the model was trained on

the training data, and its performance was evaluated on the corresponding test set using the same

features selected from the training data. First, we applied an unsupervised RF to rank the features

by importance, selected a subset of the top 30 features that maximized the balanced accuracy of

the training set, and trained a �nal RF model using the selected features (Table C.2a; Table 5.5,

�rst column). Second, we calculated the mutual information between all features and the target
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variable, ranked them by mutual information scores, and selected the top 30 features to train an

RF model (Table C.2b; Table 5.5, second column). Third, we implemented the feature selection

method described in a previous work [320], which calculates the F1 scores for the features using a

decision tree classi�er. The features were ranked according to their scores, and the top 30 features

were used to train an RF model (Table C.2c; Table 5.5, third column). Fourth, we employed a

supervised RF approach to rank features by importance, selecting a subset that minimized the

Akaike information criterion (AIC) [210] for the training set. The �nal RF model was built using

the selected features (Table C.2d; Table 5.5, fourth column).

To address the class imbalance between PD and non-PD parkinsonism, we explored the

impact of sampling the training set by undersampling the PD class and oversampling the non-

PD class, as proposed in previous research [321]. We then employed three sampling placement

strategies described in another work [322]. For each approach, the features were ranked using

RF importance scores, and a subset was selected that minimized the AIC of the model. The ap-

proaches were as follows: 1. sample the training set �rst, followed by feature selection and RF

model training using the original training data (Table C.2e; Table 5.6, �rst column); 2. sample the

training set �rst, performing feature selection, and train the RF model on the sampled data (Ta-

ble C.2f; Table 5.6, second column); and 3. perform feature selection on the original training set,

followed by sampling and training of the RF model on the sampled data (Table C.2g; Table 5.6,

third column).

Additionally, we implemented random undersampling of the PD group to match the size

of the non-PD parkinsonism group each time an RF model was constructed. However, none of

these models surpassed the performance of our suggested model (Section 5.2.5).
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Table 5.5: Classi�cation results of alternative machine learning models using TUG-only features.
RF: random forest; FS: feature selection; bacc: balanced accuracy; MI: mutual information; DT:
decision tree; AIC: Akaike information criterion.

Unsupervised RF FS
with Max Bacc

MI-Based Ranking
for Top FS

F1 Ranking Using DT
for Feature Scoring

Supervised RF FS
with Min AIC

Balanced accuracy (%) 67.8 68.2 68.3 52.1
AUC-ROC 0.68 0.68 0.68 0.52
Sensitivity 0.80 0.92 0.87 0.93
Speci�city 0.56 0.44 0.50 0.11
F1 score 0.87 0.94 0.91 0.93

Table 5.6: Classi�cation results of sampling techniques using TUG-only features. FS: feature se-
lection.

Sampling Before FS,
Model Trained on

Original Data

Sampling Before FS,
Model Trained on

Sampled Data

FS Before Sampling,
Model Trained on

Sampled Data

Balanced accuracy (%) 56.4 49.6 59.4
AUC-ROC 0.56 0.50 0.59
Sensitivity 0.96 0.99 0.97
Speci�city 0.17 0.00 0.22
F1 score 0.95 0.96 0.96

5.4 Discussion

We demonstrate the potential of the machine learning analysis of sensor data collected dur-

ing mobility testing from a single wearable accelerometer and gyroscope to distinguish PD from

other forms of parkinsonism. The inherent similarities between these movement disorders make

distinguishing idiopathic PD from other parkinsonian conditions a well-recognized diagnostic

challenge for clinicians [271]. Based on �ndings from a previous meta-analysis, the balanced

accuracy of the clinical diagnosis of PD was reported to be 69.5% when conducted primarily by

non-experts, 78.4% when conducted by movement disorders experts during their initial assess-

ment, and 82.4% for their diagnosis after follow-up [27]. Despite the overlap in motor symptoms

between the groups, our TUG-only model achieved a balanced accuracy of 78.2%, approaching
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the diagnostic accuracy of experts during their initial assessments. Expert clinicians reported a

sensitivity of 81.8% and speci�city of 74.9% for their initial diagnoses [27], while our TUG-only

model achieved a sensitivity of 73.1% and speci�city of 83.3%. This suggests that such a model

could serve as an additional diagnostic “expert”, which is particularly valuable for challenging

cases, by providing an objective assessment based on a single mobility task and without requir-

ing the full clinical evaluation used by clinicians. Additionally, wearable sensors offer additional

bene�ts for remote monitoring and early-stage diagnosis, presenting a data-driven alternative to

traditional clinical assessments [198].

One substantial challenge limiting model performance is the small sample size of the non-

PD group. This imbalance is a common issue in clinical settings, given the higher prevalence of

PD compared to other parkinsonian disorders [297,298]. To address this, we applied a sampling

approach recommended in a prior study [321], which combined the undersampling of the major-

ity (PD) class, using the Neighborhood Cleaning Rule (NCL) [323], and the oversampling of the

minority (non-PD) class using the synthetic minority oversampling technique (SMOTE) [324].

We integrated these sampling techniques with three strategies proposed in another study, com-

paring model performance when sampling occurred before or after feature selection and when

classi�ers were built using original (unsampled) or sampled data [322]. However, none of these

approaches improved upon the performance of our suggested model (Supplementary Table C.2a–

C.2g).

Other challenges included signi�cant class imbalance and heterogeneity within the non-PD

group. The steps taken to address this class imbalance, described in Section 5.2.5, included strati-

�ed sampling for the training and testing sets in cross-validation folds, using the MIEE algorithm

for its effectiveness in imbalanced datasets [316] and evaluating models with appropriate metrics
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for imbalanced data, such as balanced accuracy [319]. Although the heterogeneity of the non-

PD group negatively affected model performance, it can also be seen as a strength of this study,

because it represents an actual clinical population with a mixed group of parkinsonism patients,

where all different forms of non-PD parkinsonism must be considered as differential diagnoses.

Studies that only compare PD with one form of non-PD parkinsonism (e.g., PSP [325]) have a

clear advantage in terms of statistics and the homogeneity of their two groups, but have the dis-

advantage of analyzing a somewhat arti�cially simpli�ed situation. The same principles apply

to the heterogeneity within the PD group, as our dataset includes a large PD cohort with varying

stages of the disease, further re�ecting the diversity encountered in clinical practice.

Analysis of group and individual feature importance identi�ed the TUG task as the most

important mobility task for distinguishing PD participants from those with other forms of parkin-

sonism (Figure 5.2). The model using only TUG task features achieved a 5.3% higher balanced

accuracy compared to the model incorporating features from all �ve mobility tasks. Previous

studies have emphasized the signi�cance of gait and sway tasks [281, 284, 326, 327]. However,

in the context of our study and the included mobility tasks, we found that gait and sway tasks were

less important compared to the TUG. The TUG encompasses a greater diversity of movements,

including movements that appear to be especially sensitive to parkinsonism, such as rising from

a chair, sitting down, and turning 180� . This observation is re�ected in the features of the TUG

selected by our model, which were primarily derived from the sit-to-stand, stand-to-sit, and turn

components. Those speci�c parts of the TUG might be particularly sensitive to atypical forms

of parkinsonism, which tend to affect axial motor function earlier and more severely than idio-

pathic PD [283]. Although sensor-derived features from the TUG task identi�ed it as the most

informative, statistical tests (Student'st-test) did not reveal signi�cant differences between the
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UPDRSIII axial items (e.g., 3.9, 3.10, or 3.12) in the PD and non-PD groups.

A study highlighting TUG as one of the mobility tests with superior discriminative abilities

between PD and atypical parkinsonism, with an AUC of 0.77 [283], aligns well with the results

from our TUG-only model (AUC = 0.78). Our results show a better performance compared

to a previous study that reported a balanced accuracy of 72.42% for distinguishing PD from a

diverse group of non-PD parkinsonism by combining smartwatch data from movement-based

assessments with an electronic questionnaire [288]. When questionnaire data were excluded,

as in our models, the balanced accuracy in that study decreased to 69.18%.

Using a single sensor and a single task (TUG in our study) signi�cantly simpli�es both

the mobility testing process in clinical settings and the data processing and analysis required for

the model. This streamlined approach enhances the feasibility of adopting sensor-based mobility

testing as a diagnostic tool in routine evaluations of movement disorders. These �ndings comple-

ment our previous work, which demonstrated that the clinical protocol for distinguishing PD from

a control group could be simpli�ed using a single sensor and task [28], with further simpli�cation

achieved by reducing the number of trials per task to just one [29].

Our analysis of the participants misclassi�ed by the TUG model revealed a tendency to

misclassify PD participants with more severe disease symptoms and non-PD participants with

milder symptoms (Table 5.4). Although the non-PD group in this study had a shorter disease

duration than the PD group, they displayed more severe motor symptoms, as re�ected by their

higher UPDRSPIII scores (Table 5.1). Matching both groups by disease duration would result

in differing severity levels, as other forms of parkinsonism are known to progress more rapidly

than PD [328,329].

For a small group of study participants, the diagnosis changed from the time of the initial
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mobility testing to their clinical follow-up visit(s). We explored the characteristics of those par-

ticipants more closely. Among them, three participants (excluded from the models) initially had

indeterminate diagnostic labels (MSA vs. PD) but were later diagnosed with idiopathic PD during

follow-up visits. Of these, our TUG-only model correctly classi�ed one participant as having PD,

while the other two were predicted to have non-PD parkinsonism, although their model scores

were relatively low among those classi�ed in the non-PD group. Another participant, initially di-

agnosed with an unspeci�ed parkinsonian syndrome, was later con�rmed to have idiopathic PD

at follow-up. This participant, included in our models as a non-PD case, was misclassi�ed as hav-

ing PD by the model, aligning with the revised clinical diagnosis made at follow-up. These cases

serve as examples of challenging scenarios encountered in real clinical settings, where diagnostic

decisions can be as dif�cult for ML models as they are for clinicians.

In that context, it is also important to remember that there is no true diagnostic “gold

standard” for these conditions, apart from a postmortem pathological examination of brain tissue.

It is therefore quite possible that in a cohort of close to 300 participants across the two groups,

a few participants may have been clinically misdiagnosed and, in fact, categorized correctly by

our ML approach. This is an inherent problem for this type of analysis that will only be overcome

once reliable and speci�c diagnostic biomarkers for the different forms of parkinsonism have

been established.

A limitation of our work is the small sample size of our non-PD parkinsonism group, which

may limit the generalizability of our �ndings. Subsequent research efforts should prioritize vali-

dating our results within larger cohorts to enhance the robustness of our conclusions. Addition-

ally, the small sample size prevented us from addressing the heterogeneity issue by developing a

multiclass classi�er, where each form of parkinsonism could be represented by a separate class.
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Furthermore, given the differences in UPDRSPIII, H&Y scores, age, and other clinical mea-

sures between the correctly classi�ed and misclassi�ed participants, stratifying the model by one

or more of these characteristics could potentially improve its performance. However, due to the

limited sample size, this approach was not feasible in our study. Future studies should also ex-

plore the impact of including clinical measures (e.g., UPDRS, H&Y, disease duration) and other

key diagnostic factors (e.g., severity of dysautonomia, early cognitive impairment, early falls,

and vertical eye movement abnormalities) in ML models to determine whether incorporating

these features improves their diagnostic accuracy.

5.5 Conclusions

Our study demonstrates the potential of machine learning applied to wearable sensor data

to distinguish PD from other parkinsonian disorders while using a single sensor. The TUG task

was the most valuable mobility task for our classi�er, and using only this task would simplify

mobility testing protocols. The TUG-only model achieved a balanced accuracy comparable to

that of expert clinicians. We also discussed the challenges encountered when applying ML to

datasets that re�ect real clinical settings and presented strategies to address these issues.
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Chapter 6: Using Machine Learning to Understand the Relationship Between

Audiometric Data, Speech Perception, Temporal Processing, and

Cognition

The work of this chapter has been published in the IEEE International Conference on

Acoustics, Speech, & Signal Processing (ICASSP) as: Rana M. Khalil, Alexandra Papanico-

laou, Renee Ti Chou, Bobby E. Gibbs, Samira Anderson, Sandra Gordon-Salant, Michael P.

Cummings, and Matthew J. Goupell. Using machine learning to understand the relationships be-

tween audiometric data, speech perception, temporal processing, and cognition. In ICASSP 2023

- 2023 IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP),

pages 1–5, 2023 [31].

Abstract

Aging and hearing loss cause communication dif�culties, particularly for speech perception

in demanding situations, which have been associated with factors including cognitive processing

and extended high-frequency (> 8 kHz) hearing. Quantifying such associations and �nding other

(possibly unintuitive) associations is well suited to machine learning. We constructed ensemble

models for 443 participants who varied in age and hearing loss. Audiometric, perceptual, electro-

physiological, and cognitive data were used to predict speech perception in noise, reverberation,
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and with time compression. Speech perception was best predicted by variables associated with

audiometric thresholds (including new across-frequency composite variables) between 1–4 kHz,

followed by basic temporal processing ability. Cognitive factors and extended high-frequency

thresholds had little to no predictive ability of speech perception. Future associations or lack

thereof will inform the �eld as we attempt to better understand the intertwined effects of speech

perception, aging, hearing loss, and cognition.

6.1 Introduction

Over 50% of adults in the US> 65 years suffer from signi�cant hearing loss [330]. As

people age, their ability to understand speech decreases and places a great burden on their ability

to effectively communicate, particularly in demanding situations that include background noise,

reverberation, multiple talkers, rapid talkers, or accented talkers [331]. These declines are a

result of peripheral hearing loss (i.e., some speech sounds are less audible), central age-related

temporal-processing de�cits (i.e., neural encoding of speech sounds is distorted), and a decrease

in higher-level cognitive abilities (e.g., memory, non-auditory processing speed) [63].

The complexity of understanding how age, hearing loss, and cognition intertwine as factors

to predict speech-perception performance argues for modern data-driven analysis approaches on

human measurements [332]. This includes machine learning, if the data set is large enough. For

the present data study, we collected a large battery of audiometric, perceptual, electrophysiologi-

cal, and cognitive data in 443 participants [333]. Novel to this data set is the number of subjects

and suprathreshold perceptual measures of auditory temporal processing (e.g., pulse-rate discrim-

ination).
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Numerous studies have shown that among older listeners, speech perception is related to

working memory [334,335] and speed of processing [335,336]. There is a possible relationship

between hearing loss and cognitive decline as a possible precursor to dementia and Alzheimer's

disease [64,65].

The large multidimensional data set contained highly correlated variables, a challenge re-

quiring variable reduction for improved predictions. Variable reduction for hearing thresholds has

involved cluster analyses [337, 338]. Our variable reduction approach involved multiple hearing

threshold composite measures from 0.25–14 kHz. Evaluating extended high-frequency thresh-

olds between 8–14 kHz has become increasingly common because they appear to predict speech

perception in noise [80,339].

Here we determine variables predictive of speech perception to verify previously identi�ed

associations in the literature and identify possible novel associations. The goal is to produce

hypotheses for future studies.

6.2 Methods

6.2.1 Participants

We recruited 443 adult participants (293 female, 125 male, 25 no response) for a sepa-

rate study [333]. They had a range of ages (18–85 y,�x = 59.7, SD = 22.5) and hearing loss.

All participants had a rigorous audiometric evaluation and cognitive assessment done. A subset

of 130 participants performed additional speech perception and non-speech auditory temporal

processing tasks, and participated in an electrophysiological assessment.
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6.2.2 Audiometric Tests

Hearing thresholds were assessed at octave intervals between 0.125 and 8 kHz using stan-

dard audiometric techniques and a calibrated audiometer in a sound-attenuating booth. Audio-

metric thresholds were also collected at 3, 6, 10, 12.5, and 14 kHz, and tympanometry was per-

formed in each ear. Many participants had audiometrically normal hearing, de�ned as pure-tone

thresholds� 25 dB hearing level (HL) [340] at 0.25, 0.5, 1, 2, and 4 kHz in the right ear. There

were 100 younger normal-hearing listeners with a high-frequency pure-tone average (HF-PTA:

1, 2, 4 kHz) = 7.3� 12.3 dB HL and 187 older normal-hearing listeners with a HF-PTA = 24.4

� 17.2 dB HL. Some older listeners (n = 120) had a mild-to-moderate hearing loss [de�ned as a

HF-PTA> 30 dB HL and thresholds at 2 kHz and 4 kHz< 70 dB HL], with an average HF-PTA

= 40.9� 8.0 dB HL.

6.2.3 Perception, Electrophysiological, and Cognitive Tests

Temporal processing was assessed for several psychoacoustical tasks, including pulse-rate

discrimination, gap detection, gap duration discrimination, and tempo discrimination [333]. Au-

ditory brainstem responses were recorded to 100-� s broad-band clicks. Auditory steady-state

responses (ASSR) were recorded to band-limited pulse trains presented at rates of 100, 200, 300,

and 400 Hz [333]. Sentence recognition in quiet was measured using the IEEE corpus [341] in

�ve conditions: a normal rate with no reverberation (i.e., clean speech), with 40% and 60% time

compression, and with reverberation (0.6-s and 1.2-s RT60). There were 10 sentences presented

in each condition. Sentence recognition in noise was measured using the QuickSIN [342]. Word

recognition scores were collected for single 25-word lists of the NU-6 test [343] presented bi-
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laterally at 75 dB HL in quiet. The Montreal Cognitive Assessment (MoCA) [195], assessments

from the National Institutes of Health Cognition Toolbox (List Sorting Working Memory Test,

the Flanker Inhibitory Control and Attention Test, the Pattern Comparison Processing Speed Test,

and the Dimensional Card Sort Test) [344], and a subset of the Speech, Spatial, and Qualities of

Hearing Scale [345] were administered.

6.2.4 Machine Learning Analysis

We derived a total of 147 calculated features from the audiometric measurements. We

recorded HL of each audiogram and computed new features based on the mean and difference

between the two ears for each frequency. Using these features, we computed pro�le variables by

applying a simple linear model to each participant: slope, intercept, coef�cient of determination

of the line of best �t, and sum of hearing thresholds across frequencies. We calculated these pro-

�le features for three different frequency ranges: standard frequencies (SF; 2.5–8 kHz), extended

high frequencies (EHF; 10–14 kHz), and all frequencies.

We extracted additional features from the audiograms of both ears including total length

of segments joining consecutive thresholds, highest frequency each subject can hear, in�ection

point, notch index [346], and a notch presence using to three de�nitions. One type of notch

de�nition was a point at 3, 4, or 6 kHz where there are differences of at least 15 dB and 10

dB compared to the previous and next frequencies, respectively. The two other de�nitions were

described by others [347,348]. Finally, we added features that describe the symmetry, con�gura-

tion, and severity of an audiogram [349].

Some subjects did not respond at the highest-intensity limits of the equipment, indicat-
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ing a profound hearing loss at that frequency (typically at extended high frequencies> 8 kHz).

To re�ect this hearing loss, we replaced the missing hearing thresholds with +5 dB above the

maximum intensity level that our equipment allows at each frequency, as is typical in other publi-

cations [350]. This way, the hearing thresholds re�ect the profound degree of the true thresholds

but remain distinguishable from those who actually heard the signals at the equipment limits. For

the other variables, missing categorical values were imputed by using the most frequent category,

and the numeric values were replaced with variable medians. All features are grouped into the

following seven categories: subject information, audiometric measures, behavioral-speech tests,

behavioral-non-speech tests, electrophysiological measures, cognitive tests, and subjective ques-

tionnaires. We reduced the number of features by selecting those that minimized the total Akaike

information criterion based on the results of random forest analyses.

We built super learner [214] stacked generalization models with an ensemble of methods

using SuperLearner package [351] with ten-fold cross-validation and non-negative least square

error as a loss function. For base models, we included random forests, lasso and elastic-net

regularized generalized linear models, extreme gradient boosting, and feed-forward neural net-

works. To evaluate the performance of the super learner model, an additional layer of 5-fold

cross-validation was performed and the whole process was repeated �ve times. The performance

measure (percent variance explained) was then averaged across all folds and repeats. All analyses

for this study were carried out in the Statistical Computing Programming Language R (Version:

4.1.3) [352].

Model performance was measured as the percentage of variance explained, which is de-

�ned as the fraction of the variance of the response variable that can be explained using the pre-

dictors. Permutation-based feature importance was calculated from 25 replications and reported
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as relative values such that the maximum score has a value of 100.

6.3 Results

We used super learner to model the scores of three different speech-perception tests: QuickSIN

speech-in-noise, sentence recognition with 60% time compression, and sentence recognition with

1.2-s reverberation time. To eliminate the dependence between different behavioral-speech fea-

tures, we excluded all other features that fall under the same category before performing feature

elimination and building the super learner model. For simplicity, the plots are restricted to fea-

tures with average relative importance> 15 (an arbitrarily chosen value). Group variable impor-

tance analysis selected the audiometric category as the most important predictor for the scores of

the three speech-perception tests.

The proportion of variance in QuickSIN test scores explained was 66.91%, and 10 of 12

important features were from the audiometric category including (ordered by importance) HL of

the right ear at 1 kHz, HL of the left ear at 3 kHz, minimum threshold of the right ear at the

mid-frequency range (1–3 kHz), mean and maximum of thresholds of the left ear at the mid-

frequency range, HL of the right ear at 0.5 and 2 kHz, mean of thresholds of the right ear at

the mid-frequency range, mean of HL of two ears at 2 kHz, and total length of segments joining

consecutive left ear thresholds (Figure 6.1). The other two were from the behavioral-non-speech

category (i.e., basic temporal processing), which includes the average of pulse-rate discrimination

values across frequencies (100–400 Hz) and at the single pulse rate of 300 Hz.

The proportion of variance in 60% time compression sentence recognition scores explained

was 74.47%, and 5 of 6 important features were from the audiometric category including (ordered
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Figure 6.1: Variable importance for predicting QuickSIN Speech-in-Noise. Points represent im-
portance scores from 25 replications. Box plots indicate median (middle line),25th , 75th per-
centile (box). Whiskers extend 1.5� interquartile range.

Figure 6.2: Variable importance for predicting sentence recognition with 60% time compression.
Points represent importance scores from 25 replications. Box plots indicate median (middle line),
25th , 75th percentile (box). Whiskers extend 1.5� interquartile range.

by importance) mean of thresholds of the right ear at the mid-frequency range, mean of thresholds

of the left ear at the mid-frequency range, mean of HL of two ears at 1 kHz, HL of the left ear at
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Figure 6.3: Variable importance for predicting sentence recognition with 1.2-s reverberation time.
Points represent importance scores from 25 replications. Box plots indicate median (middle line),
25th , 75th percentile (box). Whiskers extend 1.5� interquartile range.

1 kHz, and mean of HL of two ears at 4 kHz (Figure 6.2). The last feature was the Flanker test

(inhibitory control and attention cognitive test).

The proportion of variance in 1.2-s reverberation time sentence recognition scores ex-

plained was 71.77%, and 3 of 4 important features were from the audiometric category including

(ordered by importance) HL of the right ear at 2 kHz, total length of segments joining consecutive

right ear thresholds, and mean of HL of two ears at 1 kHz (Figure 6.3). The last feature was from

the behavioral-non-speech category, pulse-rate discrimination for 100-Hz pulse trains.

Information about model parameters, variance explained, model weight, R code and models

are available in the supplementary material athttps://osf.io/ta7kf .

6.4 Discussion

We used machine learning to determine variables predictive of demanding speech-perception

conditions to verify previously identi�ed associations and identify possible novel associations,

producing hypotheses for future studies. We also developed new variables that had signi�cant

contributions to the variance explained by our models, such as the total length of segments join-
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ing consecutive thresholds (Figures 6.1 and 6.3). Such variables capture properties of the entire

hearing range, rather than single frequencies, showing the importance of using composite vari-

ables to reduce the audiometric variable space.

Although others have used clustering and ensemble-based approaches to examine com-

munication dif�culties in relation to audiometric pro�les [83, 353], our results suggest that the

largest amount of speech-perception variance is explained by audibility from 1–4 kHz, followed

by temporal processing ability, and attention (Figures 6.1, 6.2, and 6.3). Audiometric variables

were the most predictive of demanding speech perception, particularly for variables that were as-

sociated with thresholds between 1–4 kHz (e.g., the mid-range composite variables; Figures 6.1

and 6.2), consistent with previous studies [354]. Conspicuous in their absence were extended

high-frequency (> 8 kHz) threshold variables. It could be that the importance of extended high-

frequency thresholds is diminished by hearing loss around 1–4 kHz to a negligible level. Simi-

larly, hearing loss can obscure effects of aging, and one needs to carefully design their study to

include groups that vary both by hearing loss and age [333] to see effects of the relatively weaker

factor of age.

We found a limited role of cognitive processing abilities in explaining the variance in

speech-perception performance. The only cognitive factor to appear in our results was the Flanker

score, which is a measure of inhibition of irrelevant stimuli and attention; this factor was the sec-

ond most important factor in a meta-analysis [335] and was negatively correlated with cortical

envelope in older listeners in [355]. Absent was working memory and processing speed, which

was unexpected given past studies [333,335,336]. Noteworthy is that the MoCA, which is preva-

lent in its use as a cognitive screener in the �eld of hearing and aging, had no predictive power

for our outcome variables. In fact, in a separate analysis (not shown) the combined MoCA score
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or any individual question was not predictive of any variable in this dataset.

These �ndings may suggest that researchers need to be cautious in future study design when

investigating extended high-frequency threshold and cognitive effects on auditory processing like

speech perception. Controlling for more prominent variables like hearing thresholds appears

critical.
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Chapter 7: Future Work

7.1 Movement Disorders

7.1.1 Larger Sample Size

This dissertation analyzed data from 260 participants with PD, 50 age-matched controls,

and 18 participants with non-PD parkinsonian disorders.

Differentiating mildly affected PD patients from older adults without PD remains a clinical

challenge, making wearable sensors valuable as supportive biomarkers. Expanding the sample

size, particularly for these groups, could enable the development of more robust models that better

capture movement characteristics, thereby improving classi�cation accuracy and reliability.

The initial study design aimed for approximately 50 participants per H&Y stage, with

healthy controls categorized as “H&Y 0”. However, actual enrollment varied due to the preva-

lence of PD patients across different stages at the UM-MMDC clinic. Expanding the control

group size would create a more balanced dataset, improve model generalization, and enhance PD

vs. control classi�cation performance beyond the results presented in Chapter 3.

Similarly, the small sample size of the non-PD parkinsonism group in Chapter 5 limits the

generalizability of the �ndings. Future research should validate these results in larger cohorts to

strengthen their robustness. Additionally, the limited sample size restricted the ability to address

141



heterogeneity by developing a multiclass classi�er that could distinguish between different forms

of parkinsonism.

7.1.2 Non-motor Features for PD Identi�cation

Beyond the typical motor symptoms, PD also presents with non-motor features such as

cognitive impairment and autonomic dysfunction, including orthostatic hypotension. These non-

motor symptoms were not assessed in control participants in this study and, therefore, were

not incorporated into the machine learning models. Including these features in future analyses

could enhance model accuracy in predicting and identifying PD, potentially improving diagnostic

capabilities and clinical applications.

7.1.3 Longitudinal Analysis

Objective and detailed assessments of disease manifestation through wearable sensors hold

promise as superior markers of disease severity and progression. However, validating this hy-

pothesis requires longitudinal studies. Currently, longitudinal analysis of a subgroup of the study

cohort is ongoing.

7.1.4 Impact of Confounding Factors on Classi�cation Performance

In Chapter 3, the analysis of misclassi�ed participants revealed that certain variables, likely

related to the level of medical comorbidity (e.g., age), may in�uence sensor data and classi�ca-

tion outcomes. Speci�cally, older controls were incorrectly classi�ed as PD patients, and PD

participants with relatively mild motor symptoms (low UPDRSPIII motor score) were misclas-
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si�ed as controls. To improve the accuracy and reliability of PD classi�cation, it is essential to

account for these factors and develop more comprehensive models that stratify participants based

on such variables.

Similarly, in Chapter 5, the differences in clinical measures such as UPDRSPIII, H&Y

scores, and age between correctly classi�ed and misclassi�ed PD and non-PD participants sug-

gest that stratifying the model by one or more of these characteristics could enhance performance.

However, due to the small sample size in this study, this strati�cation approach was not feasible.

7.1.5 Unsupervised Analysis of Sensor-based Movement Data

Applying unsupervised analysis techniques to wearable sensor data from movement disor-

der motor tasks offers a valuable approach to exploring and understanding the underlying patterns

and characteristics of movement in individuals with the disease. Unsupervised analysis methods,

such as clustering, allow for the identi�cation of hidden structures and similarities within the

sensor data without relying on prede�ned labels or annotations. Especially, each participant can

be characterized by multiple measures, encompassing time-domain and frequency-domain fea-

tures derived from sensor data, with each measure representing a distinct dimension. Clustering

algorithms likek-means, hierarchical clustering, density-based clustering, and fuzzy clustering

can be applied with varying parameters to �nd the optimal con�gurations for the data. Once the

clusters are identi�ed, dimensionality reduction techniques such as PCA (principal component

analysis) [356], t-SNE (t-distributed stochastic neighbor embedding) [357], MDS (multidimen-

sional scaling) [358], and UMAP (uniform manifold approximation and projection) [359] can be

used to project the high-dimensional data into a lower-dimensional space for visualization. This
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visualization might provide insights into the underlying patterns and structures within the dataset.

The goal of this analysis is to investigate the presence of clusters within the data and as-

certain the de�ning characteristics of these clusters if any exist. The clusters may correspond to

varying levels of movement impairment, which could be re�ected in clinical scores like H&Y

or UPDRS (motor-part III) scores. Furthermore, the clusters can be analyzed as distinct classes

to investigate which features and mobility tasks most in�uence the differentiation between them

and to reveal the key factors that contribute to the classi�cation of the participants.

7.1.6 WearGait-PD Dataset

The FDA, in collaboration with the U.S. Department of Veterans Affairs (VA) and Johns

Hopkins School of Medicine, has established an open-access dataset containing raw inertial mea-

surement unit (IMU) and sensorized insole data synchronized to a gait walkway reference system.

The dataset, which can be accessed herehttps://cdrh-rst.fda.gov/weargait-pd-

wearables-dataset-gait-parkinsons-disease-and-age-matched-controls ,

includes data from 61 individuals with PD and 65 age-matched controls. The data includes read-

ings from 13 IMU sensors placed at various body locations, sensorized insole data capturing

absolute pressure from 16 sensors in each insole, and walkway data with over 18,000 sensors

that provide 2D position and relative pressure during each footfall. Participants performed six

walking/gait tasks, three trials of the TUG, and six balance tasks.

This dataset offers a rich resource with three different devices, varied sensor positions, and

multiple tasks. The analyses conducted in this dissertation could also be applied to this dataset

for comparison. Possible analyses include building a classi�er to distinguish PD from controls,
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predicting PD severity, analyzing misclassi�ed participants, and exploring simpli�cation tech-

niques through group feature importance analysis to identify the most important sensor devices,

tasks, and sensor placements.

7.1.7 Genetic Markers

Identifying candidate genetic markers associated with movement disorders, including PD

and other parkinsonian disorders, is crucial for advancing our understanding of their genetic

foundations and improving diagnostic and therapeutic approaches. Genome-wide association

studies (GWAS) can be used to uncover genetic variants linked to PD susceptibility, progression,

and severity. A deeper understanding of these genetic markers holds promise for enhancing

early diagnosis, enabling personalized treatment strategies, and developing targeted therapies.

Currently, genetic data from a subgroup of our study cohort is available, and efforts are underway

to extend this data to all participants.

7.2 Human Hearing

7.2.1 Inherent Biases in Audiological Thresholds and Standards

While working with the hearing dataset used in the analysis of Chapter 6, and collabo-

rating with the hearing team, we noticed some inherent biases in audiological thresholds and

standards. After conducting a literature review, we identi�ed several issues with current audi-

ological practices and data representation. One of the key problems is the conceptualization of

hearing capability as “hearing loss”, which leads to a narrow and often exclusionary view of what

constitutes normal hearing. This model treats hearing as an idealized concept, measuring individ-
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uals' abilities against a “perfect” standard, with deviations from this ideal de�ned as hearing loss.

This approach does not adequately account for the natural variation in hearing across individuals.

For instance, similar to how height or weight is measured, hearing could be better understood as a

range of values, but audiology often fails to accommodate these variations, leading to inaccurate

and limited representations of hearing abilities in the data.

Moreover, many audiological studies exclude individuals based on speci�c criteria, con-

tributing to survivorship bias. For example, individuals with otological diseases or those outside

the “normal” hearing range are often excluded, distorting the representation of hearing capabil-

ities in the general population. The current reliance on the audiogram as the standard tool also

fails to capture the full spectrum of hearing, especially as it often involves unilateral assessments.

This focus neglects the crucial aspect of binaural hearing, leaving out signi�cant insights into

hearing asymmetry. Additionally, traditional audiometric standards do not suf�ciently re�ect the

differences in hearing abilities related to demographic factors such as age, sex, and race, which

are known to in�uence hearing outcomes. By excluding certain groups or not accounting for

these factors, audiology fails to generate accurate population standards or provide a reliable un-

derstanding of hearing.

To address these shortcomings, we propose alternative methods to the traditional audio-

gram, such as using contour plots and percentiles to represent hearing data. These methods

would allow for a more inclusive and detailed representation of hearing across a wider range of

abilities. Moreover, it is critical to include demographic factors like sex, gender, age, and race

in the interpretation of audiological data, as these factors signi�cantly affect hearing outcomes.

This shift towards more inclusive practices would not only enhance the accuracy of audiological

assessments but also provide a more equitable framework for understanding hearing in diverse

146



populations. By adopting robust statistical methods, such as percentiles, audiology could present

hearing data in a way that accurately re�ects the full range of human hearing abilities.

Currently, progress is ongoing toward a manuscript that discusses these current pitfalls and

suggests possible solutions for a more inclusive and representative approach to audiology.

7.2.2 Left-Right Ear Asymmetry

In Chapter 6, the feature importance analysis revealed interesting �ndings regarding the

prediction of speech perception tests. Typically, one would expect the important audiometric fea-

tures to be predominantly from the same ear as the tests were performed (right ear). However,

the results indicate that there is no signi�cant distinction in the ranking of the right and left ear

features. The Wilcoxon Rank-Sum tests [360] comparing the rankings of various speech percep-

tion tests, such as QuickSIN speech-in-noise, sentence recognition with 60% time compression,

and sentence recognition with 1.2-s reverberation time, yieldedp-values of 0.26, 0.91, and 0.13

respectively. These �ndings suggest the need to delve deeper into understanding the observed

differences between the two ears leading to binaural hearing de�cits and posing dif�culties for

people communicating in everyday environments with competing background sounds and noise.

Left-right ear asymmetry can arise from various sources, but one of the most prevalent

causes is exposure to noise, such as during shooting activities [361–363]. In the case of right-

handed individuals �ring a ri�e or shotgun, their left ear is in closer proximity to the muzzle of the

�rearm barrel, while the right ear is naturally protected by the head. Furthermore, studies have

shown that individuals exposed to occupational noise also exhibit a similar hearing asymmetry,

with the left ear being more affected than the right ear [364–366]. In light of these observations,
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possible steps can be taken to study the phenomenon of ear asymmetry and its implications for

hearing.

Change from the right and left audiometric variables to better and worse. An investigation

should be done here to �nd the best de�nition of the better ear.

Build supervised models with only subsets of hearing level values including only left ear,

right ear, better ear, worse ear, handed ear (i.e., right-handed people use right ear), opposite-

handed ear (i.e., right-handed people use left ear), mean of both ears, right� left ear

difference, better� worse ear difference. Feature importance analysis can then be done to

examine the most important features of each model.

Study if the asymmetry between the two ears is related to age and hearing loss.

Design a new study where speech perception tests are performed in both ears.

Analyze more accessible/open-access datasets that measure speech perception tests in both

ears.

So, though left-right hearing asymmetry can be observed, which has been shown in previ-

ous research [367], what will be new is the consideration of better and worse ears, implications

for suprathreshold measures, and the use of machine learning.
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Appendix A: Supplementary Material for Simpli�cation of Mobility Tests and

Data Processing to Increase Applicability of Wearable Sensors as

Diagnostic Tool for Parkinson's Disease

Table A.1: Number of sensors and mobility tasks used in a survey of literature from 2017 to
2024.

Objective Authors No. of sensors No. of mobility tasks

PD diagnosis Schlachetzki et al. [119] 2 1

Krupicka et al. [120] 2 3

Abtahi et al. [121] 17 8

Castãno-Pino et al. [122] 18 1

Phan et al. [123] 4 4

Del et al.Din et al. [124] 1 4

Rovini et al. [125] 1 4

Rehman et al. [126] 2 2

Buckley et al. [127] 3 1

Cai et al. [128] 10 1

Jovanovic et al. [129] 16 1

Battista et al. [130] 1 4

Yue et al. [131] 5 12

Bailo et al. [132] 1 1

Nair et al. [133] 16 1

Keloth et al. [134] 2 3

Trabassi et al. [135] 1 1

Marin et al. [136] 1 5

Gourrame et al. [137] 6 1

Meng et al. [138] 11 1

Caramia et al. [139] 8 1

Quantifying/monitoring the Mahadevan et al. [140] 1 14

severity of PD symptoms Lin et al. [141] 1 8

Borz�� et al. [142] 1 1
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Ymeri et al. [143] 1 5

Bobic et al. [144] 2 1

Han [145] 2 1

Heijmans et al. [146] 6 1

Wu et al. [147] 6 1

Wu et al. [148] 6 1

Pugh [149] 6 1

Sotirakis et al. [110] 6 2

Delrobaei et al. [150] 17 2

Memar et al. [151] 17 2

di Biase et al. [152] 5 3

Delrobaei et al. [153] 17 3

Singh et al. [154] 4 5

Prakash et al. [155] 4 5

Bremm et al. [156] 2 6

Huo et al. [157] 8 6

Yan et al. [158] 8 6

Hssayeni et al. [56] 2 8

Zajki-Zechmeister et al. [159] 2 8

Lonini et al. [44] 6 13

Tsakanikas et al. [160] 5 5

Detecting freezing of gait in PD Chomiak et al. [161] 1 4

Punin et al. [162] 1 3

Li et al. [163] 1 3

Camps et al. [164] 1 3

Sam�a et al. [165] 1 4

Capecci et al. [166] 1 3

Reches et al. [167] 3 1

Pham et al. [168] 3 1

Masiala et al. [169] 3 3

Mancini et al. [170] 8 2

Marcante et al. [171] 13 5

Sigcha et al. [172] 1 7

Bikias et al. [173] 1 3

Pardoel et al. [174] 4 2

Shi et al. [175] 3 2

Quantitative characterization of gait/ Rennie et al. [176] 1 3

identifying imbalance in PD Myers et al. [177] 1 3

Zadka et al. [178] 1 3

Haji et al.Ghassemi et al. [179] 2 1

Nguyen et al. [180] 2 1

Castelli Gattinara Di Zubiena et al. [111] 3 1

Liuzzi et al. [181] 3 1
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Stack et al. [182] 5 7

Jehu et al. [183] 7 2

Zhang et al. [184] 8 2

Romijnders et al. [185] 2 3

Luk�sys et al. [186] 6 1

Table A.2: Frequency domain features. The power spectrum is obtained using the Discrete
Fourier Transform (DFT) of the signal with a fast algorithm, the Fast Fourier Transform (FFT).
Variables: f j is the frequency of the spectrum at frequency binj ; Pj is the power spectrum at
frequency binj ; andM is the length of the frequency bin.

Name Description Mathematical equation References

MNF Mean frequency
P M

j =1 f j Pj =
P M

j =1 Pj [37,368,369]

MDF Median frequency 1
2

P M
j =1 Pj [37,368,369]

PSD Power spectrum deforma-

tion

r
M 2
M 0

M 1
M 0

; M n =
P M

j =1 f j Pj [369,370]

FI Freeze index
P 8

j =3 Pj =
P 3

j =0 :5 Pj [37,371]

ENT Entropy �
P M

j =1 P r j log(P r j ) ; P r j =
P jP M

j =1 P j
–

TTP Total power
P M

j =1 Pj [37,368]

MNP Mean power
P M

j =1 Pj = M [37,368]

PKF Peak frequency f argmax ( P j ) ; j =1 :::M [37,368]

PKF Peak frequency max (Pj ) ; j = 1 :::M [372]

FR Frequency ratio
max ( f j )
min ( f j ) ; j = 1 :::M [37,368]

PSR Power spectrum ratio

P0
P =

P f 0 + n
f 0 � n Pj =

P 1
j = �1 Pj

f 0 : value ofP KF , n: integral limit.

[368]

SM Spectral moments SM i =
P M

j =1 f i
j Pj ; i = 1 ; 2; 3 [37,368,370]

VR Variance 1
M � 1

P M
j =1 (Pj � MNP )2 –

SD Standard deviation
q

1
M � 1

P M
j =1 (Pj � MNP )2 –
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SS Skewness 1
M � 1

P M
j =1 (Pj � MNP )3 = SD3 –

SK Kurtosis 1
M � 1

P M
j =1 (Pj � MNP )4 = SD4 –

SBW Spectral bandwidth
P M

j =1 ( f j � MNF ) 2 P j

T T P –

SR Spectral roll-off c
P M

j =1 Pj –

VCF Variance of central fre-

quency

SM 2
SM 0

�
�

SM 1
SM 0

� 2
[368]

MSE Mean spectral energy
P M

j =1 jPj j2 = M [208,373]

DPR Maximum to minimum

drop in power density

highest mean power density value

lowest mean power density value
[369,370]

SN Signal to noise ratio

P
Pj in the upper 20% frequency range

T T P
[369,370]

HR Harmonic ratio

P
amplitudes of even harmonics

P
amplitudes of odd harmonics

[127]

Table A.3: Time domain features. Variables:xn representsnth sample of the signal; andN is the
length of the signal.

Name Description Mathematical equation References

MN Mean 1
N

P N
n =1 xn [59,118,369]

VR Variance 1
N � 1

P N
n =1 (xn � MN )2 [369]

SD Standard deviation
q

1
N � 1

P N
n =1 (xn � MN )2 [59,118,369]

SS Skewness 1
N � 1

P N
n =1 (xn � MN )3 = SD3 [59,118,369]

SK Kurtosis 1
N � 1

P N
n =1 (xn � MN )4 = SD4 [59,118,369]

IAV Integrated absolute value
P N

n =1 jxn j [37,368]

MAV Mean absolute value 1
N

P N
n =1 jxn j [37,368]

SSI Simple square interval
P N

n =1 jxn j2 [37,368]
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RMS Root mean square
q

1
N

P N
n =1 x2

n [37,368]

V3 V-order 3 3
q

1
N

P N
n =1 jxn j3 [37,368]

WL Waveform length
P N � 1

n =1 jxn +1 � xn j [37,368,369]

AAC Average amplitude change 1
N

P N � 1
n =1 jxn +1 � xn j [37,368]

DASDV Difference absolute stan-

dard deviation value

q
1

N � 1

P N � 1
n =1 (xn +1 � xn )2 [37,368]

MFL Maximum fractal length log10

� q P N � 1
n =1 (xn +1 � xn )2

�
[37,374]

ZC Zero crossing

P N � 1
n =1 sgn(xn � xn +1 ) \ j xn � xn +1 j � threshold

sgn(x) = 1 if x � threshold ; 0 o:w

[368,369]

RC Rate of change

P N � 1
n =1 f jxn � xn +1 j

f (x) = 1 if x � threshold ; 0 o:w

[368,369]

SSC Slope sign change

P N � 1
n =2 f [(xn � xn � 1 ) � (xn � xn +1 )]

f (x) = 1 if x � threshold ; 0 o:w

[368,369]

DR Data range max (xn ) � min (xn ) ; n = 1 :::N [118]

ENT Entropy �
P numBins

b=1 P r blog(P r b) ; numBins = 10 [118]

LOG Log detector e
1
N

P N
n =1 log j x n j [368]

MAD Mean absolute deviation 1
N

P N
n =1 jxn � MN j [369]

Q1, Q2,

Q3

1st, 2nd, 3rd quartiles [118]

IQR Interquartile range Q3 � Q1 [59,118]

CV Coef�cient of variation SD=MN [375,376]

MD Median [118]

MOD Mode [118]
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TKEO Teager-Kaiser energy oper-

ator

mean (x2
n � (xn � 1 � xn +1 )) ; n = 1 :::N [118,377]

AR Auto-regressive coef�-

cients

x i =
P P

p=1 ap x i � p + wi

P = 4 ; ai : AR coef�cient ; w i : noise term

[368,369]

DFA Detrended �uctuation anal-

ysis

yk =
P k

t =1 xn � MN ; k = 1 :::N

Fs;t =
q

1
N

P N
k =1 (yk � yk;s )2 ;

s = 1 :::N t ; N t = N=t ;

t : num of nonoverlapping segments;

yk;s : �tting polynomial in segments

DF A = F (t) =
h

1
2N t

P 2N t
s=1 F 2

s;t

i 1=2

[118,374,378]

HFD Higuchi's fractal dimen-

sion

X n
k = X (n + ik ) ; i 2 [0; [(N � n)=k]] ;

n 2 [1; k] ; n : initial time ; k : time interval

L n (k) =

 
P

h
N � n

k

i

i =1

�
�X ( n + ik ) � X ( n +( i � 1) k )

�
�
!

N � 1h
N � n

k

i
k

k

L n (k) : length of the curveX n
k

hL (k)i / k � D

hL (k)i : length of the curve for time interval k

= mean (L n (k)) overk sets;

D : fractal dimension , [ ]: Gauss' notation

[374,379]

KATZ Katz's fractal dimension

log ( L=a )
log ( d=a )

L :
P

(distances b/w successive points)

a : avg(distances b/w successive points)

d : max (distances b/w �rst and other points)

[380]
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MAV1 Modi�ed mean absolute

value type 1

1
N

P N
n =1 wi jxn j

wi = 1 if 0:25N � i � 0:75N ; 0:5 o:w

[368]

MAV2 Modi�ed mean absolute

value type 2

1
N

P N
n =1 wi jxn j

wi = 1 if 0:25N � i � 0:75N ;

4i=N if i < 0:25N ; 4(i � N )=N o:w

[368]

MAVS Mean absolute value slope MAV k +1 � MAV k ; k = 1 :::K � 1 ; K = 2 [368]

MBV Mean binarized values

1
N

P N
n =1 f (x)

f (x) = 1 if x � threshold ; 0 o:w

[368]

TM4 Absolute temporal moment 1
N

P N
n =1 x4 [368]

VFD Variation fractal dimension

bVp (l=N ) = 1
2( N � l )

P N
i = l jX i=N � X ( i � l ) =N jp ;

bVp = moment estimator of orderp ; l = 1 ; 2; ::

bD V ;p = 2 � 1
p

log ( bVp (2 =N )) � log ( bVp (1 =N ))
log 2

bD V ;p : estimator for the fractal dimension

[381]

MAX Maximum max (xn ) ; n = 1 ::N [382]

MIN Minimum min (xn ) ; n = 1 ::N [382]

GMN Geometric mean
� Q N

n =1 xn

� 1=N
–

HMN Harmonic mean N=
P N

n =1 (1=xn ) [383,384]

MDAD Median absolute deviation median (jxn � MD j) [382]
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MSENT Multiscale entropy, scale

factor = 4, 5

MSE (x; �; m; r ) = SampEn (y( � )
1 ; m; r )

y( � )
k;j = 1

�

P j� + k � 1
i =( j � 1) � + k x i ; 1 � j � N

� ; 1 � k � �

SampEn (x; m; r ) = � ln n m +1

n m

� : scale factor

m: embedding dimension,r : tolerance

nm +1 : # of (m + 1) dimensional vectors withinr

nm : # of m dimensional vectors withinr

[385]

Table A.4: Cross-time domain features.

Name Description Mathematical equation References

ENT Cross-entropy H (f; g ) = �
R

t f (t ) log(g(t )) dt –

CCP Cross-correlation

(f ? g )( t ) =
R1

�1 f (� ) g(t + � ) d�

f (� ) is the complex conjugate off (� )

[386]

MI Mutual information

MI (f ; g) =
R

t

R
t P( f;g ) log

� P ( f;g )
P f Pg

�
dt dt

P( f;g ) : joint probability mass function

of f andg

Pf ; Pg : marginal probability mass functions

of f andg

[387]
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Table A.5: Features selected by the feature selection approach for TUG-only and cogTUG-only
models using features from the �rst trial, the second trial, and the mean of the corresponding
features from both trials.

TUG-only cogTUG-only
PD

vs controls
kurtosis of DFT of sit-to-stand (TUG1,
ay), detrended �uctuation analysis of
sit-to-stand (TUG1, gz), mean bina-
rized values of stand-to-sit (TUG1,
ax), maximum to minimum drop in
power density of second turn (TUG1,
gy), mean absolute value slope of
�rst turn (TUG2, ax), minimum of
second turn (TUG2, gx), frequency
at 3rd peak of LSP of stand-to-sit
(mean TUG, gy), median frequency of
DFT of �rst walk (mean TUG, az),
freeze index of DFT of second walk
(mean TUG, az), standard deviation of
DFT of second walk (mean TUG, gz),
OARS total IADLs score

mean absolute value slope of stand-to-
sit (cogTUG2, gx), variation fractal di-
mension of �rst turn (cogTUG2, ax),
modi�ed mean absolute value type 2 of
second turn (cogTUG2, ay), frequency
at �fth peak of LSP of sit-to-stand
(mean cogTUG, az), frequency at �rst
peak of DFT of stand-to-sit (mean cog-
TUG, az), peak frequency of DFT of
stand-to-sit(mean cogTUG, az), maxi-
mum to minimum drop in power den-
sity of DFT of stand-to-sit(mean cog-
TUG, gx), slope sign change of stand-
to-sit(mean cogTUG, gz), variation
fractal dimension of �rst turn(mean
cogTUG, ax), detrended �uctuation
analysis of DFT of �rst turn(mean cog-
TUG, az)

Mild PD
vs controls

spectral bandwidth of DFT of stand-to-
sit (TUG1, gx), signal to noise ratio
of DFT stand-to-sit (TUG1, gz), fre-
quency of 3rd peak of LSP of stand-to-
sit (TUG2, gx), mode of second turn
(TUG2, gx), minimum of second turn
(TUG2, gx), frequency of 6th peak of
LSP of stand-to-sit (mean TUG, gx),
frequency of 7th peak of LSP of sec-
ond turn (mean TUG, gx)

variation fractal dimension of �rst turn
(cogTUG2, ax), root mean square of
second turn (cogTUG2, ay), modi�ed
mean absolute value type 2 of sec-
ond turn (cogTUG2, ay), mode of
�rst walk (cogtUG2, ay), slope sign
change of stand-to-sit (mean cogTUG,
ay), peak frequency of DFT of stand-
to-sit (mean cogTUG, az), slope sign
change of stand-to-sit (mean cogTUG,
az), slope sign change of stand-to-sit
(mean cogTUG, gx), slope sign change
of stand-to-sit (mean cogTUG, gz)

Moderate PD
vs controls

waveform length of second walk
(TUG1, gx), integrated absolute value
of second walk (TUG2, gy), integrated
absolute value of second walk (mean
TUG, gy), OARS total ADLs score,
OARS total IADLs score, OARS total
score

geometric mean of �rst walk (cog-
TUG1, gx), frequency at 5th peak of
LSP of sit-to-stand (cogTUG2, az),
mean power of DFT of stand-to-sit
(cogTUG2, gy), integrated absolute
value of second walk (cogTUG2, gy),
simple square interval of second walk
(cogTUG2, gy), slope sign change
of stand-to-sit (mean cogTUG, az),
OARS total ADLs score, OARS total
score

Severe PD
vs controls

slope sign change of �rst walk (TUG1,
ay), frequency at eight peak of LSP
of �rst walk (TUG1, gy), OARS total
ADLs score, OARS total IADLs score,
OARS total score

integrated absolute value of �rst walk
(cogTUG2, gx), OARS total score
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(a) (b)

Figure A.1: (a) An example signal for the angular velocity around the roll axis (gx, black line)
and the trapezoidal integration of the signal (red line) for the TUG task. Segments (1) and (2)
represent the two turns.(b) The signal for the vertical acceleration (az, black line) and the trape-
zoidal integration of the signal (red line). Segments (1) and (2) represent the sit-to-stand and
stand-to-sit parts.

Figure A.2: Example results of our segmentation approach for the TUG task applied to all six
channels. The components are (1) sit-to-stand, (2) �rst walk, (3) �rst turn, (4) second walk, (5)
second turn, and (6) stand-to-sit.
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Figure A.3: Example results of our segmentation approach for the 32-foot walk task applied to
all six channels. The components are (1) �rst walk, (2) �rst turn, (3) second walk, (4) second
turn, (5) third walk, (6) third turn, and (7) fourth walk.

Figure A.4: Feature importance scores (left) and SHAP values (right) of the features included in
the all PD vs controls classi�cation model. The �rst column conveys the task and signal channel.
Features are ranked by their importance de�ned as the mean decrease in area under the curve
(AUC) between the original and permuted models. SHAP values were calculated using the ker-
nel SHAP method (see Supplementary Methods). Points in the SHAP plot represent participants
from the test sets and SHAP values indicate the impact on model output. The color gradient repre-
sents the variable values normalized based on percentile ranks. DFT: Discrete Fourier Transform.
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Figure A.5: Correlation matrix of the features included in the all PD vs controls classi�cation
model.

Figure A.6: Feature importance scores (left) and SHAP values (right) of the features included in
the mild PD (H&Y values� 2) vs controls classi�cation model. The �rst column conveys the
task and signal channel. Features are ranked by their importance de�ned as the mean decrease
in area under the curve (AUC) between the original and permuted models. SHAP values were
calculated using the kernel SHAP method (see Supplementary Methods). Points in the SHAP plot
represent participants from the test sets and SHAP values indicate the impact on model output.
The color gradient represents the variable values normalized based on percentile ranks. DFT:
Discrete Fourier Transform.
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Figure A.7: Base model coef�cients in �nal super learner classi�er using all PD participants and
controls. Models with zero coef�cients are not shown. GBM: gradient boosting machines, DL:
deep learning, DRF: distributed random forests, GLM: generalized linear model.

Figure A.8: Base model coef�cients in �nal super learner classi�er using mild PD (H&Y� 2)
participants and controls. Models with zero coef�cients are not shown. GBM: gradient boost-
ing machines, DL: deep learning, DRF: distributed random forests, XGBoost: extreme gradient
boosting.
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A.1 Supplementary Methods

A.1.1 SHAP Values and Individual Feature Importance

SHAP (SHapley Additive exPlanations) is a comprehensive approach that applies concepts

from game theory to machine learning models for interpretation of results [388]. By assigning a

value to each input feature, SHAP illustrates how each feature contributed to the �nal prediction

result. Unlike traditional feature importance metrics, SHAP considers the impact of features on

individual samples, revealing both positive and negative associations with the target variable.

To calculate feature importance scores and SHAP values of our classi�cation models, we used

the model with the highest contribution weight to the �nal super learners. By applying the same

nested loop framework applied to split the data into training and testing sets, we calculated feature

importance scores and SHAP values using the corresponding top model, training, and testing

sets. We used the KernelExplainer function in the Python package SHAP to calculate SHAP

values. Kernel SHAP is a model-agnostic method that uses a special weighted linear regression

to compute the importance of each feature. Feature importance was de�ned using a permutation-

based scoring scheme where each feature was permuted ten times and the mean decrease in area

under the curve (AUC) between the permuted and original models represented the importance

score.
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A.2 Supplementary Results

A.2.1 Classi�cation of Moderate and Severe PD versus Control

Employing the forward feature selection approach (see Section 3.2.8), the number of fea-

tures was reduced from 25,705 to 8 and 4 features for moderate and severe PD classi�cation,

respectively. Among the 8 selected features for the moderate classi�cation, 4 were derived from

the cogTUG task, one from the TUG task, and 3 were non-sensor features (Supplementary Fig-

ure A.9). Similarly, for the severe classi�cation, 3 out the 4 selected features were derived from

the cogTUG task, and one was a non-sensor feature (Supplementary Figure A.10). The selected

cogTUG features for both classi�ers were derived from the walk, sit-to-stand, and stand-to-sit

segments of the task. These features represented acceleration and rotational measures along the

vertical, mediolateral, or anteroposterior axes. An extreme gradient boosting machine had the

highest contribution to the moderate PD ensemble (Supplementary Figure A.11) and a gradi-

ent boosting machine had the highest weighted contribution to the �nal ensemble of severe PD

(Supplementary Figure A.12).
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