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As artificial intelligence (AI) systems grow increasingly powerful and permeate every

aspect of our lives, their impact on both individuals and society is an urgent concern. Questions

of safety and robustness in AI stem largely from our limited understanding of deep learning.

Research in this domain has traditionally followed two parallel paths: an empirical approach

that prioritizes practical advancements and a theoretical approach that seeks a mathematical

understanding from first principles. Despite notable progress, a significant gap remains

between deep learning practice and its theoretical underpinnings. This dissertation advocates

for a phenomenological approach to understanding AI systems – one that integrates empirical

observations with theoretical model-building. This methodology has been instrumental in the

physical sciences, and it holds similar promise for advancing the science of deep learning. Over

two broad parts, this work demonstrates the effectiveness of this approach in characterizing model

architectures and their emergent capabilities.

In the first part, we explore how signal propagation analysis in large-N limits can inform



the design and initialization of model architectures. We develop a diagnostic observable

that distinguishes between ordered and chaotic behaviors in neural networks, guiding optimal

parameter initialization for training. Our analysis establishes the theoretical soundness of this

observable in simple networks and confirms its empirical utility in state-of-the-art architectures.

The findings reveal an architecture design paradigm that eliminates the need for careful

initialization, shedding light on widely used heuristic practices. Additionally, we introduce

an algorithm that automates initialization across diverse model architectures, enhancing their

trainability.

In the second part, we highlight the importance of the systems identification approach for

characterizing AI systems. We explore several stylized setups where model capabilities emerge as

a function of compute, data quantity, and data diversity. Using arithmetic and cryptographic tasks

as examples, we demonstrate that emergent abilities such as grokking and in-context learning

arise alongside the formation of interpretable structures within the model’s parameters, hidden

representations, and outputs. Through targeted experiments, we identify these structures using (i)

black-box probing, which examines model responses to characteristic inputs, and (ii) open-box

analysis, which leverages curated task-specific observables and metrics to study internal model

states.

This dissertation promotes a paradigm for understanding deep learning that complements

both heuristic-driven and hypothesis-driven approaches. By integrating experimental

methodologies and analytical tools from established scientific disciplines, this framework has

the potential to steer the field toward safer, more robust, and more efficient AI systems.
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4.8 d = 4 andd = 2 models' performance on k-shot inference, on the grid of inputs
(x; y) 2 Z2

p (task vector =(6; 6)). row 1: Models' predictions on o.o.d. task of
the type(x1 y1 z1 � � � xk yk zk x y ?). row 2: Analytical plots showing
predictions solely based on Modular Regression algorithm.row 3: Subtract row
2 from row 1, by using correct=1 and incorrect=0. The red points correspond
to the examples where Ratio Matching does not give the correct predictions but
the model predicts correctly. The blue points are examples that the model missed
despite Ratio Matching being applicable. This row tells us about the model's
ability to implement Modular Regression bycombiningthe in-context examples.
Note thatd = 4 model readily learns to combine previous examples, while its
d = 2 counterpart struggles due to its limited capacity. . . . . . . . . . . . . . . . 76
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(x i ; yi ) at a speci�c shot while the previous parts of the sequence are �xed.
We annotate each PCA plot with the(log27 x i ; log27 yi ) mod p pairs. (a) The
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Chapter 1: Introduction

1.1 Motivation

The modern deep learning revolution began with the release ofAlexNetin 2012, which

signi�cantly outperformed contemporary machine learning (ML) methods on image classi�cation

tasks [1]. Since then, rapid advancements in hardware, software, and the availability of large-

scale datasets have driven AI capabilities forward at a pace that far surpasses Moore's law. Today,

deep learning systems not only process data but also generate it, with applications spanning

content creation, medical diagnosis, and scienti�c discovery. As AI systems continue to permeate

our lives, their growing in�uence raises critical concerns about trust, reliability, and safety.

This unprecedented impact has placed a profound responsibility on AI researchers to ensure

both its robustness and safe deployment. On the one hand, widespread use of chatbots and

generative media has sparked concerns about misinformation and AI safety. On the other hand,

AI's increasing role in high-stakes domains – such as healthcare, �nance, and science – demands

exceptional precision, reliability, and interpretability.

A key obstacle in achieving these goals is the stark disconnect between the rapid pace of AI

technological advancements and our fundamental understanding of deep learning. Foundational

AI research has largely followed two distinct paradigms. One approach treats AI systems as

black boxes, relying on empirical trial-and-error to drive improvements. While this heuristic-
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Figure 1.1: Phenomenological approach to deep learning research.

driven methodology has propelled technological progress, it provides limited insight into the

underlying mechanisms of learning. Conversely, many theoretical efforts focus on developing

mathematical frameworks from �rst principles. While such approaches have yielded valuable

insights, they often rely on strong assumptions and simpli�cations that limit their applicability to

modern large-scale AI systems.

Recently, a complementary approach has emerged—one that bridges the gap between

empirical heuristics and �rst-principles theory. This phenomenological approach seeks to

characterize key behaviors of deep learning models by combining empirical observations with

theoretical model-building. Mirroring the scienti�c method in physical sciences, this framework

follows a three-step iterative process: (i) identifying minimal or stylized setups that exhibit the

phenomenon of interest, (ii) constructing a theoretical model to explain the observed behavior,

and (iii) validating the framework in broader, more complex settings while re�ning the initial

assumptions if necessary (see Figure 1.1).

Deep learning involves optimizing highly non-convex objective functions in high-

dimensional spaces, often with models containing hundreds of billions of parameters trained

on trillions of tokens1of data [2]. These vast models exhibit intricate structures and unexpected

emergent capabilities, making their behavior dif�cult to interpret. A systematic approach to

1Tokens are the basic units of data in language models. For intuition, they can be thought of as words.
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understanding such complexity requires thoughtful simpli�cations—such as reducing model

scale, isolating speci�c capabilities with synthetic tasks, or leveraging appropriate statistical

limits.

1.2 Contributions

This dissertation adopts the phenomenological paradigm to investigate deep learning

systems across two broad themes, divided into separate parts. In the �rst part, we analyze how

signal propagation in large-N limits can guide architectural design and initialization strategies. In

the second part, we explore the emergence of structured representations within neural networks,

shedding light on how models acquire capabilities as a function of compute, data quantity and

data diversity.

Part 1: Architecture Design and Initialization [3, 4].

In the �rst part, we examine the intrinsic properties of deep learning architectures before

they interact with data through optimization. A de�ning characteristic of these architectures

is their sequential, layer-wise structure. Effective training requires reliable propagation of

information across layers; otherwise, poorly designed or improperly initialized models can suffer

from catastrophic signal divergence or decay. To address this, the literature introducescritical

initialization, a strategy that preserves gradient signals throughout the network.

Analyzing the behavior of individual parameters in large models is intractable, but their

collective behavior can be studied using statistical physics techniques [5, 6, 7]. Building

on this perspective, we propose an observable based on the Jacobian between layer outputs
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to characterize gradient propagation. For simple networks, we theoretically demonstrate its

alignment with existing metrics of critical initialization. More importantly, we show that this

observable serves as an ef�cient empirical estimator of criticality in state-of-the-art architectures.

Our investigation into architectural design practices led to a surprising discovery: a speci�c

arrangement of normalization layers and residual connections — both common architectural

components — eliminates the need for careful initialization entirely. We call this paradigm

everywhere criticality. This regime not only explains many design choices found in practice

but also provides a robust framework for developing new architectures.

Leveraging our observable, we designedAutoInit , an algorithm that automatically

tunes arbitrary architectures to critical initialization. Although Transformer-based models are

now ubiquitous, the search for more ef�cient and capable architectures continues. Accurately

assessing a new model's performance requires correct initialization, yet manually tuning

parameters to achieve criticality can be costly or infeasible.AutoInit , with its wide

applicability and marginal compute overhead, serves as the ideal tool for neural architecture

search (NAS).

Part 2: Emergent Capabilities [8, 9, 10, 11, 12].

The performance of deep learning models typically improves in a predictable power-law

manner as model size, data, or compute are scaled – a phenomenon supported both empirically

[13, 14] and theoretically [15, 16, 17, 18]. However, beyond these steady improvements, models

often exhibit sudden, unpredictable leaps in capability with scale. These emergent capabilities,

which are unlocked at critical thresholds, de�ne the true potential of the scaling paradigm.
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Figure 1.2: Systems Identi�cation approach to understand emergent phenomena in AI models,
and their underlying mechanisms.

Understanding and predicting these transitions is crucial for optimizing resource allocation

and improving model reliability. Moreover, while some emergent behaviors enhance model

performance in desirable ways, others may be unintended or even harmful, underscoring the

need for a thorough characterization of these phenomena.

It has been hypothesized that trained models develop distinct structures corresponding to

different capabilities. However, the vast number of coexisting skills and behaviors in large-scale

models makes their direct analysis challenging. A productive approach to circumvent this issue

is to train models on carefully curated individual tasks and systematically study how abilities

emerge and interact. Within this paradigm, the second part of this dissertation focuses on a range

of arithmetic reasoning tasks. Modular arithmetic and pseudo-random number generation, in

addition to being practically relevant on their own, serve as valuable testbeds for investigating

structure formation in deep learning. Across these tasks, we observe that model capabilities

emerge suddenly, often accompanied by the formation of interpretable internal structures.
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We adopt Systems Identi�cationas our core methodological framework2. Our

investigation proceeds through two complementary approaches:black-box probingand open-

box characterization. In black-box probing, we examine trained models' responses to carefully

designed inputs to infer the underlying algorithms they employ. We then transition to an open-

box analysis, dissecting model parameters and activations to pinpoint how speci�c components

contribute to high-level algorithmic behavior. This dual approach provides a clear picture of how

deep networks develop sophisticated reasoning capabilities (see Figure 1.2).

We begin our exploration with modular arithmetic, a domain closely associated with the

phenomenon ofgrokking [19]. Leveraging analytical insights into the algorithm learned by

grokked models, we examine the tussle between memorization and generalization, particularly

in settings where training data is corrupted – an issue of practical signi�cance. Extending our

analysis to Transformer models trained on a broad collection of modular arithmetic tasks, we

gain deeper insights into in-context learning [20] ability and composition of learned skills [21].

Finally, we push the limits of Transformers as sequence generation models by training them to

predict pseudo-random number sequences. Our �ndings reveal that, rather than treating these

sequences as noise, the models can successfully identify and exploit the underlying mathematical

structures governing their generation, with these structures manifesting across different model

components.

By advancing the systematic study of emergent phenomena using stylized datasets, we

hope to contribute to a deeper and more predictive understanding of model behavior at scale.

2We de�ne systems identi�cation in the general sense of constructing phenomenological models based on
systematic experiments. These models are often mathematical but may also be qualitative in certain cases.
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Part I

Architecture Design and Initialization
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Chapter 2: Critical Initialization using Jacobians

This chapter is adapted from our published work [3] and the pre-print [4].

2.1 Introduction

The machine learning revolution is due, in large part, to the advent of deep learning

architectures which can create intermediate representations of input data, a.k.a. features [1].

These highly nonlinear models have since grown increasingly deeper, larger and more complex

[22, 23], resulting in capabilities beyond the imagination of even the pioneers of the �eld. On

the one hand, these gigantic models are universal approximators, capable of expressing any high-

dimensional function [24]. On the other hand, optimizing the parameters of the network to reach

these solutions is the biggest challenge.

Figure 2.1: Forward and backward propagation of signals through a deep neural network.

Many of the popular neural network architectures, such as Transformers, ResNets,

Convolutional Networks (CNNs), Multilayer Perceptrons (MLPs) perform sequential

mathematical operations on inputs. Termed feed-forward neural networks, we can view these

models as consisting ofL sequential blocks, as shown in the schematic Figure 2.1. The blocks can
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be an arbitrary combination of different components such as attention layer [23], convolutional

layer, fully connected layer, residual connections [22], Lipshitz activation functions, LayerNorm

[25], BatchNorm [26] etc. In general, these blocks need not be self-similar, though that is a

common choice. The network receives an input of dimensiondin , x 2 Rdin . 1 Successive blocks

of the network operate on this input signal, resulting in block-wise outputsh l (x ) 2 RN l . Here

N l is the (�attened) size of thel th block output, i.e. width.

The outputs of the network̂y (x ) 2 Rdout are matched with desired values that solve

the task, using objective functions (L ) such as Mean Squared Error (MSE) and CrossEntropy

loss. The parameters of the network are updated using gradient-based algorithms like Stochastic

Gradient Descent (SGD), Adam [27, 28] or their variants.

The gradient signal generated at the output back-propagates through the network blocks:

r � l L 2 Rdin . Here, we have �attened all the parameters in the block into the vector denoted by

� l .

As the network gets deeper, the propagation of forward and backward signals is prone

to exponential divergence or decay, unless the parameters of the network are initialized

appropriately. The initializations that lead to exploding or vanishing gradient signals are known

aschaoticandorderedphases of initialization respectively. The boundary of the two phases leads

to good signal propagation, and is known ascritical initialization. In this chapter, we will develop

a framework to analyze gradient propagation and critical initialization which

• can be applied to arbitrary feedforward architectures

• is analytically sound – matches with existing results in analytically tractable limits

1In practice the inputs are batched:x 2 RB � din , whereB is the batch size. To simplify the analysis, we will set
B = 1 unless otherwise speci�ed.
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• is cheap to estimate empirically

2.2 Related Works

When the number of parameters in each layer/block becomes large, the functional space

description of neural networks dramatically simpli�es. The forward propagation becomes a

Gaussian process in this limit [5, 29, 30], with a kernel referred to as neural network Gaussian

process (NNGP) kernel. Furthermore, in this limit, special choices of parameterization, small

learning rates and MSE loss function leads to the linearization of gradient descent dynamics

– which can be solved exactly in terms of the neural tangent kernel (NTK) [31, 32]. A large

body of work has been devoted to calculating the NNGP kernel and the NTK for different

architectures in in�nite-width limits, as well as �nite width corrections to these quantities

[33, 34, 35, 36, 37, 38, 39, 40, 41, 42, 43, 44, 45, 46, 47, 48, 49, 50, 51, 52, 53, 54, 55, 56].

These results were leveraged to analytically determine the critical initialization of parameters in

simple architectures [6, 7, 29].

2.3 Results for MLPs

At the beginning of training, the parameters of neural networks are often randomly

initialized. Consequently, the forward signalh (l )(x ) and the backward signalr � l L (x ) are

random vectors. In this section, we introduce scalar measures for estimating the magnitude

of these signals. To simplify the analysis, we introduce our approach for the MLP architecture,

with/without LayerNorm and residual connections. We emphasize that results and their empirical

usage extend to general architectures, as we will show in the next section. We �rst present the

10



analysis for a vanilla MLP model, and then gradually extend to networks with LayerNorm and

residual connections.

A vanilla MLP network is given by the recursion relation

h0
i (x ) =

dinX

j =1

w0
ij x j + b0

i (embedding layer)

hl
i (x ) =

N l � 1X

j =1

wl
ij � (hl � 1

j (x )) + bl
i ; 1 � l � L

(2.1)

The weightsw 2 RN l � N l � 1 are taken from the distributionN (0; � 2
w=Nl ); and the biasesbl 2 RN l

are taken from the distributionN (0; � 2
b). We will see that the choice of hyperparameters� w

and� b will play a crucial role in signal propagation.� (�) is an element-wise activation function.

Note that in this caseh L (x ) also the output of the networky (x ), so theL th block acts as the

un-embedding layer.

2.3.1 Forward Propagation

To gauge the magnitude of the forward signal, we look at the empirical variance of the

preactivation1=Nl
P N l

i

�
hl

i (x )
� 2

, which is a random scalar quantity. To make this quantity

deterministic in real �nite-width networks, we average it over different parameter initializations,

denoted byE� [�].

De�nition 2.1. The NNGP kernel is de�ned as the averaged variance of the preactivations:

K l (x ) := E�

"
1
N l

N lX

i =1

�
hl

i (x )
� 2

#

: (2.2)

In the analytical calculations presented in this chapter, we assume the sequential in�nite
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width limit: N0 ! 1 ; N1 ! 1 ; : : : NL � 1 ! 1 . In this limit, the empirical variance converges

in distribution to its average over parameterizations, due to the Central Limit Theorem (CLT)

1
N l

N lX

i =1

hl
i (x )hl

i (x )

�
�
�
�
�
N0� l 0� l !1

= E�

"
1
N l

N lX

i =1

hl
i (x )hl

i (x )

#

= E�
�
hl

i (x )hl
i (x )

�
� K l (x ) (2.3)

Lemma 2.2(Lee et al. [29]). In the sequential in�nite-width limit, the preactivationsh l
i (x ) at

initialization are i.i.d. from the Gaussian distributionN
�
0; K l (x ; x )

�
0 and varianceK l (x ; x ).

In other words, the expectation of a general function of the preactivationO(h l
i (x ) can be

expressed as

E� [O(hl
i (x ))] =

1
p

2� K l (x ; x )

Z
dhO(h) e

� h 2

2K l ( x ;x ) (2.4)

Theorem 2.3. In the sequential in�nite width limit, the NNGP kernel is deterministic, given by

following the recursion relation:

K l (x ) = � 2
wE�

"
1

N l � 1

N l � 1X

i =1

� (hl � 1
i )2

#

+ � 2
b : (2.5)

Proof. We can prove Theorem 2.3 using the fact that in the in�nite width limit, the following

identities hold:

1
N l

N lX

i =1

wl
ij wl

km

�
�
�
�
�
N0� l 0� l !1

= E� [wl
ij wl

km ] = � ik � jm

Z
dw e

�
N l w 2

2� 2
w =

� 2
w

N l
� ik � jm

1
N l

N lX

i =1

bl
i b

l
j

�
�
�
�
�
N0� l 0� l !1

= E� [bl
i b

l
j ] = � ij

Z
db e

� b2

2� 2
b = � 2

b� ij

(2.6)
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where� ij denotes the Kronecker delta function.

K l � E�

"
1
N l

N lX

i =1

hl
i h

l
i

#

= E�

"
1
N l

N lX

i =1

 N l � 1X

j =1

wl
ij � (hl � 1

j ) + bl
i

!  N l � 1X

k=1

wl
ik � (hl � 1

k ) + bl
i

!#

= E�

" 
1
N l

N lX

i =1

wl
ij wl

ik

! N l � 1X

j =1

N l � 1X

k=1

� (hl � 1
j )� (hl � 1

k ) +
1
N l

N lX

i =1

bl
i b

l
i

#

= � 2
w

N l � 1X

j =1

E�

"
1

N l � 1

N l � 1X

j =1

� (hl
j )

2

#

+ � 2
b : (2.7)

Note that we have suppressed the explicit dependence ofK l andh l on x in Equation (2.7) for

brevity. We will use this convention frequently in the remainder of the section.

Remark2.4. Note that in the in�nite width limit, the sum appearing in Equation (2.5) is

self-averaging, and therefore, deterministic. It converges in distribution to its average over

parameterizations.

1
N l

N lX

i =1

� (hl
i )

2

�
�
�
�
�
N0� l 0� l !1

= E�

"
1
N l

N lX

i =1

� (hl
i )

2

#

= E�
�
� (hl

i )
2
�

=: Vl ; (2.8)

where we have de�nedVl as the averaged variance of the “activations”� (hl ).

Good forward propagation of signal requires thatK l either behave algebraically or remain

bounded even at largel. Choosing bounded activation functions (e.g. Tanh, Erf) automatically

boundsK l , whereas unbounded activation functions (e.g. ReLU, GELU) require careful selection

of (� w ; � b). Its stability of the recursion relation in Equation (2.5) is formulated in terms of the
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following quantity [6, 52]:

� l � 1
K :=

@K l

@K l � 1
(2.9)

When the depth of the network becomes large, the expectation value in Equation (2.8) saturate

to a (possibly in�nite) value; andK l reaches a �xed pointK?. The existence of a �xed point is

indeed non-trivial and should be checked on a case by case basis. We de�ne the �xed point value

� ?
K = � K j l !1 .2 The magnitude of the forward signal remains �nite or behaves algebraically

when� ?
K = 1. This condition implicitly constrains� w and� b – the exact relation depends on the

choice of� (�).

2.3.2 Backward Propagation

Consider the gradient of the loss w.r.t. a (scalar) parameter in blockl: r � l L . In MLPs � l

can denote eitherwl
ij or bl

i . A deterministic magnitude of the backward gradient signal for the

weightwl
ij can be measured by

Lemma 2.5.

E�

� �
r w l

ij
L

� 2
�

= E�

" �
@L
@hLk

� 2
#

E�

" �
@hLk
@hlm

� 2
#

E�

2

4

 
@hlm
@wlij

! 2
3

5 (2.10)

The proof of Lemma 2.5 involves iterative application of the chain rule and integration by

parts of Equation (2.6). It has been �eshed out in Appendix A. As can bee seen in Equation (2.10),

the magnitude of the gradients has three contributing terms. The �rst term depends on the

2the in�nite depth limit is takenafter the in�nite width limit. In other words,N l � l � 1. The proportional
limit N l / l � 1 is also studied in literature, and requires special treatment.
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functional form of the loss and the magnitude of the output. The last term equalsVl , de�ned

in Equation (2.8). Both of these quantities can be regulated by the forward propagation condition

� ?
K = 1. The middle term depends on the Jacobian between the preactivations at different

layers, and requires separate treatment. The behavior of this quantity is crucial to the backward

propagation of gradient signal, and therefore, successful training of the model.

De�nition 2.6 (APJN). We de�ne the averaged partial Jacobian norm (APJN) as the averaged,

normalized Frobenius norm of the Jacobian between the preactivations of layersl andl0 < l .

J l0 ;l (x ) � E�

2

4 1
N l

N lX

i =1

N l 0X

j =1

 
@hli (x )

@hl0j (x )

! 2
3

5 ; (2.11)

APJN is a dominant factor in the magnitude of the gradients. In deep networks, the gradient

signal propagates well when APJN either remains �nite or varies algebraically asl becomes large.

We will show that this condition is equivalent to the notion ofcriticality studied previously in

literature. To show this, we derive the recursion relation for APJN in the sequential in�nite width

limit.

Theorem 2.7.In the sequential in�nite width limit, APJNJ l0 ;l+1 (x) is deterministic and satis�es

the recursion relation

J l0 ;l (x ) = � l � 1
J J l0 ;l � 1(x ) ; (2.12)

where the multiplicative factor� l
J is given by

� l
J = � 2

wE�

"
1
N l

N lX

i =1

�
� 0(hl

i (x))
� 2

#

: (2.13)
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Proof. We begin proving Theorem 2.7 by using the chain rule and the identity in Equation (2.6).

J l0 ;l �
1
N l

E�

2

4
N lX

i =1

N l 0X

j =1

@hli
@hl0j

@hli
@hl0j

3

5

=
1
N l

E�

2

4
N lX

i =1

N l 0X

j =1

 N l � 1X

k=1

@hli
@hl � 1

k

@hl � 1
k

@hl0j

!  N l � 1X

m=1

@hli
@hl � 1

m

@hl � 1
m

@hl0j

! 3

5

=
1
N l

E�

2

4
N lX

i =1

N l 0X

j =1

N l � 1X

k;m =1

�
wl

ik � 0(hl � 1
k )

� �
wl

im � 0(hl � 1
m )

�
 

@hl � 1
k

@hl0j

@hl � 1
m

@hl0j

! 3

5

=
� 2

w

N l � 1

N l � 1X

k=1

E�

2

4� 0(hl � 1
k )� 0(hl � 1

k )

0

@
N l 0X

j =1

@hl � 1
k

@hl0j

@hl � 1
k

@hl0j

1

A

3

5

= � 2
wE�

h�
� 0(hl � 1

k )
� 2

i
2

4

0

@ 1
N l � 1

N l � 1X

k=1

N l 0X

j =1

@hl � 1
k

@hl0j

@hl � 1
k

@hl0j

1

A

3

5

= � l � 1
J J l0 ;l � 1 ; (2.14)

where in the last line, we have decomposed theE� [�] into two parts by using the chain rule

again, and then integrating by parts overwl � 1, according to Equation (2.6). In the interest of

clarity, this step is shown in detail in Appendix A.

It can be inferred from Equation (2.12) that at largel, the stability ofJ l0 ;l is determined

by � l
J . As before we de�ne the limiting behavior in the large depth limit:� ?

J = � l
J j l !1 . If

� ?
J > 1, APJN exponentially diverges, which is termedchaotic phase. Similarly, if � ?

J < 1,

APJN exponentially vanishes, which is calledordered phase. In both of these phases, APJN

behaves exponentially with depth:J l0 ;l � cl0 e� 1
� , where� is thecorrelation length. Both chaotic

and ordered phases are sub-optimal for signal propagation and therefore detrimental for training

deep networks. Signal propagation through arbitrary depth is ensured when� ?
J = 1. In this
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case, APJN behaves algebraically with depth:J l0 ;l / l � � , characterized by thecritical exponent

� . This condition forcritical initialization constrains(� w ; � b). The value of� ?
J needs to be

calculated on a case-by-case bases, either using Equation (2.11) or the methods outlined next.

Networks can only be trained up to a certain depth when initializedO(1) away from this criticality

condition. Further discussion on this is provided in Section 2.3.3.

De�nition 2.8 (Critical line). The critical initialization condition� ?
J = 1 is an implicit equation

on � w and� b, and generally outputs a line in the� w � � b plane, called the critical line.

De�nition 2.9 (Critical point). Imposing the forward propagation condition� ?
K = 1, in addition

to the criticality condition (� ?
J = 1), constrains the critical line further down to a critical point

on the� w � � b plane.

2.3.3 Empirical Diagnostic of Criticality

APJN J l0 ;l provides a clear practical way to diagnose whether the network is critical or

not. As we will see in Section 2.8, the utility of APJN as a practical tool extends to general

architectures. Proper choice ofl0 and l allows us to minimize the non-universal effects and

cleanly extract� ?
J .

Recurrence relation (2.12), supplemented with the initial conditionJ l0 ;l0+1 = � l0
J , can be

formally solved as

J l0 ;l =
l � 1Y

`= l0

� `
J : (2.15)

We would like to obtain an estimate of� ?
J as accurately as possible. To that end, imagine that for
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somel0 > l 0 the �xed point has been essentially reached and� l0
J � � ?

J . Then the APJN

J l0 ;l = ( � ?
J ) l � l0� 1 �

l0Y

`= l0

� `
J (2.16)

depends on the details of how the critical point is approached; which are encoded in the last

factor.

Proposition 2.10. If the network is homogeneous,i.e., consists of (possibly complex) blocks of

layers, periodically repeatedL times; then the penultimate APJN provides an accurate estimate

of � ?
J :

J L � 2;L � 1
�
�
�
L !1

= � ?
J : (2.17)

This is a direct consequence of combining Equations(2.12)and(2.13), asL goes to in�nity.

Proposition 2.10 is the central result of this section and will be heavily used in the remainder

of this work. We demonstrate it numerically in Figure 2.2.

Note that for deep networks, away from criticality, APJN takes the form

J l0 ;l � cl0 e� l
� ; � = j log� ?

J j � 1 ; (2.18)

wherecl0 is a non-universal constant that depends onl0. If the sign in Equation (2.18) is positive

(� ?
J > 1) the network is in thechaotic phase, while when the sign is negative (� ?

J < 1) the

network is in theordered phase. � has the meaning of correlation length: on the depth scale

of approximatelyk� the gradients remain appreciable, and hence the network with the depth of

� k� will train.
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We used Equation (2.17) to map out the� b–� w phase diagrams of various MLP

architectures. The location of the critical line agrees remarkably well with our in�nite width

calculations. Results are presented in Figure 2.3.

At criticality, � ?
J = 1 and the correlation length diverges; indicating that gradients can

propagate arbitrarily far. A more careful analysis of non-linear corrections shows that APJN can

exhibit algebraic behavior with depth and can still vanish in the in�nite depth limit, but much

slower than the ordered phase.

2.3.4 Scaling at a Critical Point

Figure 2.2:log–log plots of partial JacobianJ 0;l vs. l . From left to right: (1)erf, (2)ReLU, (3)erf
and GELU with LayerNorm applied to preactivations and residual connections of strength1. The
�uctuations get larger towards the output because the aspect ratio (i.e. l=Nl ) approaches1=4.

At criticality � l
J saturates to a �xed value� ?

J = 1. If we are interested inJ l0 ;l with

l � l0 = O(L) then it is essential to know how exactly� l
J approaches1.

Theorem 2.11. If the deep neural network is initialized critically thenl ! 1 asymptotics of

APJN are given by

J l0 ;l (x) = O(l � � ) ; (2.19)
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where� is the critical exponent Roberts et al. [52].

The proof of Theorem 2.11 is provided in Appendix A.

Critical exponents can be determined analytically in the limit of in�nite width. Note

that � l
J , given by Equation (2.13), depends onK l by virtue of Equation (2.4). Consequently,

Equations (2.5), (2.12) and (2.13) are coupled through non-linear (inK l andJ l0 ;l ) terms. These

non-linear corrections are absent for scale-invariant activation functions (such as ReLU), but

appear for other activation functions.

We checked the scaling empirically by plottingJ 0;l vs. l in a log–log plot and �tting the

slope. These results are presented in Figure 2.2, and are in excellent agreement with in�nite

width calculation.

2.4 Layer Normalization

The fact that critical initialization is concentrated on a single point(� ?
w ; � ?

b) may appear

unsettling because great care must be taken to initialize the network critically. The situation

can be substantially improved by utilizing the normalization techniques known as LayerNorm

[25] and GroupNorm [57]. Our results apply to GroupNorm verbatim in the case when the

number of groups is much smaller than the width. LayerNorm can act either on preactivations

or on activations (discussed in Appendix A). Depending on this choice, criticality will occur

on different criticallines in � b–� w plane. When LayerNorm is applied topreactivationsthe

correlation length is enhanced, allowing for training much deeper networks even far away from

criticality.

De�nition 2.12 (pre-LayerNorm). LayerNorm applied to preactivations, i.e. pre-LayerNorm is
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de�ned by

~hl
i =

hl
i � mean[h l ]
q

var[h l ]
; (2.20)

where we have introduced empirical mean and variance ofh l asmean[h l ] := (
P N l

i =1 hl
i )=Nl and

var[h l ] :=
� P N l

i =1 (hl
i )

2
�

=Nl .

An MLP network with pre-LayerNorm is give by the modi�ed recursion relation

hl
i (x ) =

N l � 1X

j =1

wl
ij � (~hl � 1

j (x )) + bl
i ; 1 � l � L (2.21)

In the limit of in�nite width, mean[h l ] = 0 and var[h l ] = K l , de�ned according to

Equation (2.2).

~hl
i

�
�
�
N1<l 0<l !1

=
1

p
K l

hl
i : (2.22)

Normalized preactivations,~hl
i , are distributed according toN (0; 1) for all l; � w ; � b. The norms

are, therefore,always�nite and the condition� ?
K = 1 is trivially satis�ed. This results in a critical

line rather than a critical point.

The recursion relation (2.5) for NNGP kernel is slightly modi�ed.

K l+1 = � 2
wE�

"
1
N l

N lX

i =1

� (~hl
i )

2

#

+ � 2
b (2.23)

While the form of recursion relation (2.12) remains the same, the Equation (2.13) de�ning
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� l
J gets modi�ed.

J l0 ;l = � l � 1
J J l0 ;l � 1 ; � l

J =
� 2

w

K l
E�

"
1
N l

N lX

i =1

� 0(~hl
i )

2

#

(2.24)

Assuming that the value of� l
J at the �xed point is� ?

J , the network is critical when� ?
J = 1

holds.

� l
J in Equation (2.24) is depth independent and changes slowly with� w and� b. Thus,� ?

J

remains close to1 for a wider range of hyperparameters. Consequently, the correlation length is

largeeven away from criticality, leading to a much higher trainability of deep networks.

2.5 Residual (Skip) Connections

Adding residual connections between the network layers is a widely used technique

to facilitate the training of deep networks by preventing the gradient signal from vanishing.

Originally introduced [58] in the context of convolutional neural networks [59] (CNNs) for image

recognition, residual connections have since been used in a variety of networks architectures and

tasks [23, 60].

Application of residual connections modi�es the network recursion relation to

hl
i (x ) = �h l � 1

i (x ) +
N l � 1X

j =1

wl
ij � (hl � 1

j (x )) + bl
i ; 1 � l � L ; (2.25)

where we have de�ned a scalar constant0 � � � 1 which modulates the strength of the residual

connections. Note that in practice, the common choice of� = 1 is used for residual connections.
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Then the recursion relation for NNGP (2.5) gets modi�ed to

K l+1 = � 2
wE�

"
1
N l

N lX

j =1

� (hl
j )

2

#

+ � 2
b + � 2K l : (2.26)

The form of recursion relation for APJN remains the same, while� l
J gets modi�ed.

J l0 ;l = � l � 1
J J l0 ;l � 1 ; � l

J = � 2
wE�

"
1
N l

N lX

k=1

� 0(hl
k)2

#

+ � 2 (2.27)

Remark2.13. When� < 1, the �xed point value of NNGP kernel is scaled by(1 � � 2)� 1. For

� = 1, the critical point is formally at(0; 0).

Remark2.14. For � = 1, Equation (2.27) implies that� l
J � 1, where the equality holds on the

� w = 0 axis. Consequently, APJN exponentially diverges as a function of depthl for all � w > 0.

In this case,� w needs to be taken suf�ciently close to 0 to ensure trainability at large depths.

When� < 1, residual connections amplify the chaotic phase and decrease the correlation

length away from criticality for unbounded activation functions.

Solving the recurrence relations (2.27) for bounded activation functions (e.g.erf), we �nd

an effect observed in Yang and Schoenholz [61] fortanh activation. They noted thattanh-

like MLP networks with skip connections ”hover over the edge of chaos”. We quantify their

observation as follows.

Theorem 2.15. Let f (x) be a deep MLP network with erf activation function and residual

connections of strength� = 1. Then in the limitN l ! 1

• The NNGP kernelK l linearly diverges with depthl.

• � l
J approaches1 from above (Fig. 2.3) :� l

J � 1 + ~c=
p

l, where~c = 2� 2
w=(�

p
� 2

w + � 2
b)
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Figure 2.3:� ?
J empirical phase diagrams for an MLP withL = 50; N = 500. The solid lines

indicate the critical lines obtained through in�nite width limit calculations, and the stars indicate
the critical points. The dotted lines in the rightmost column correspond to the critical lines for
� < 1 case. For networks with LayerNorm and� = 1, � ?

J = 1 holds on the entire� b–� w plane.
We also note that for erf activation, the case� = 1 without LayerNorm is subcritical and has a
large correlation length.

is a non-universal constant. Consequently, APJN diverges as a stretched exponential :

J l0 ;l = O(e
p

l
� ), where� = 1=(4~c2) is the new length scale.

We will refer to this case assubcritical. Although� ?
J reaches1, the APJN still diverges

with depth faster than any power law. The growth is controlled by the new scale� . To control

the gradient we would like to make� large, which can be accomplished by decreasing� w . In

this case, the trainability is enhanced (see Figure 2.4). Similar results hold fortanh activation

function [61], however in that case there is no explicit expression for~c.
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Figure 2.4: Trainability (Training Accuracy) of deep MLP (N l = 500, L = 50) on
FashonMNIST. The combination of LayerNorm and� = 1 makes the network everywhere-
trainable. The subcritical case of erf activationwithoutLayerNorm, and� = 1 also has enhanced
trainability. The dashed white lines denote the (analytical) critical lines.

2.6 Residual Connections + Layer Normalization

In practice, it is common to use a combination of residual connections and LayerNorm.

The network recursion relation in this case is given by

hl
i (x ) = �h l � 1

i (x ) +
N l � 1X

j =1

wl
ij � (~hl � 1

j (x )) + bl
i ; 1 � l � L ; (2.28)

The recursion relation for the NNGP kernel (2.5) gets modi�ed to

K l+1 = � 2
wE�

"
1
N l

N lX

j =1

� (~hl
j )

2

#

+ � 2
b + � 2K l ; (2.29)
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while the form of� l
J gets modi�ed to

J l0 ;l = � l � 1
J J l0 ;l � 1 ; � l

J =
� 2

w

K l
E�

"
1
N l

N lX

k=1

� 0(~hl
k)2

#

+ � 2 : (2.30)

We �nd that this combination dramatically enhances the criticality in deep networks. We

succinctly quantify this in the form of the following theorem, which is the most important result

of this work.

Theorem 2.16(Main result). Consider a deep MLP network with Lipschitz continuous activation

� (�), pre-LayerNorm and residual connections with strength� (Equation (2.28)). In the

sequential limit(N1 ! 1 ; : : : ; Nl ! 1 ; : : : ; NL � 1 ! 1 ), for large L, the correlation length

(Equation(2.18)) can be written as

� =
1

j log
�
(1 � � 2) A

B + � 2
�

j
; (2.31)

where the non-negative constantsA andB are given by

A = � 2
wE�

h
� 0(~hL � 2

k )2
i

; B = � 2
wE�

h
� (~hL � 2

k )2
i

+ � 2
b ;

and� 0(�) is the derivative of� (�). We omitted the average over the neuron indexk in the in�nite

width limit, and the result does not depend onk.

The proof of Theorem 2.16 is presented in Appendix A.

Remark2.17. For � < 1, (2.30) implies that the �xed point value of NNGP kernel is scaled by

1� � 2. As � increases, the interference between residual connections and LayerNorm brings� l
J
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closer to1 on the entire� b–� w plane (as can be seen in Figure 2.3). Therefore the correlation

length� is improved in both ordered and chaotic phases, allowing for training of deeper networks.

At criticality, Jacobians linearly diverge with depth. Moreover in this case the critical line does

not shift towards� w = 0, as was the case for pure skip connections in Section 2.5.

Remark2.18. When� = 1, the correlation length diverges; the condition� ?
J = 1 holds on the

entire� b � � w and for any activation function� (see Fig. 2.3). NNGP kernel diverges linearly,

while APJN diverges algebraically with the critical exponent of� = O(1). The exact value of

the critical exponent depends on the activation function and the ratio� b=� w . The trainability is

dramatically enhanced, as shown in Figure 2.4

In practice, Theorem 2.16 and Remark 2.18 imply that different choices of initialization

bear no effect on trainability of the network provided that LayerNorm and residual connections

are arranged as stated. This provides an alternative perspective on architecture design. On the one

hand, one can use ensure that� ?
J = 1 to initialize a given network at criticality. Alternatively,

one can use a combination of residual connections and pre-LayerNorm to ensure that the network

will train well, irrespective of the initialization.

Batch Normalization. BatchNorm is another common choice of normalization used in practice

[26]. Networks with BatchNorm used in conjunction with residual connection of strength� = 1,

also enjoy thiseverywhere criticalityand enhanced trainability [4, 35]. We refer the reader to

Appendix A for a detailed discussion on BatchNorm.
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2.7 Modern Architectures

ResNet110 ResNet is one of the most widely used architectures in computer vision[58]. Figure

2.5 shows the results for ResNetV2 [62]; with BatchNorm replaced with LayerNorm. (See

Appendix A for a discussion on BatchNorm.)

At � = 1, � 2
w � � 2

b phase diagram shows everywhere-criticality, as expected from our

theory. For� 2
b = 0, � 2

w � � phase diagram gets closer to criticality as we increase� , which

results in better training at higher� .

Additionally, networks with larger� enjoy better trainability due to the suppression of �nite

width corrections to our theory (decreased effectiveL=N ).

(a) ResNet110 with LayerNorm

(b) ResNet110 with BatchNorm

Figure 2.5: Results for ResNet110.Left to right: (1) � ?
J phase diagram w.r.t.(� 2

w ; � 2
b) at � = 1.

The network is everywhere-critical in this case.(2) � ?
J phase diagram w.r.t.(� 2

w ; � ). (3) Training
accuracy w.r.t.� 2

w , for different values of� . Trainability improves with with higher� , as the
network gets closer to everywhere-critical phase. For� = 0 and small� 2

w the network is in the
ordered phase, and the output of every block is almost zero – this explains the poor trainability.(4)
Training accuracy w.r.t.� at (� 2

w ; � 2
b) = (2 ; 0). We see a monotonic improvement in trainability.
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MLP-Mixer MLP-Mixer architecture is a recent example of MLP approach to computer vision

[63]. It can be analyzed using the tools presented above. Fig. 2.6 shows the phase and training

diagrams. Further details can be found in the Appendix A. Note that the original architecture

uses� = 1:0.

Figure 2.6: Results for MLP-Mixer.Left to right: (1,2) � = 0:5; 1:0 phase diagrams (� ?
J ). The

network becomes everywhere-critical when� = 1. The solid black line indicates the empirical
phase boundary. Stars denote points we selected to train on CIFAR-10.(3,4� = 0:5; 1:0 MLP-
Mixer training curves. All, but one, networks areL = 100 blocks deep. We see that as we
increase� from 0:5 to 1, the trainability of all networks increases, and they are less sensitive to
initialization.

Test accuracies for �gures 2.5, 2.6 follow similar trends as train accuracies (see

Appendix A).

2.8 Automatic Initialization via Jacobian Tuning

While the prescribed use of residual connections and pre-LayerNorm is a reliable way

to ensure signal propagation, it may be useful in some cases to have the freedom to make

arbitrary architectural choices. In these cases, one has to resort to very complex analytical

calculations or expensive numerical simulations. Additional complications come into play when

these architectures do not consist of self-similar blocks. Motivated by these challenges, we

developed an algorithm (AutoInit ) that automatically tunes arbitrary network architecture to
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criticality, by tuning the APJN in each layer. The key idea is to �rst freeze the parameters of

the network and only optimize the distribution hyperparameters with an objective that sets� l
J to

1 between each consecutive block of the network. Then, we can use this tuned network as the

initialized model and run regular training on data. Such an optimization-based approach affords

our algorithm complete �exibility in terms of architecture, making it an ideal tool for applications

such as Neural Architecture Search (NAS).

It is useful to de�ne APJN for non-zero batch sizeB for this purpose.3

De�nition 2.19.

J l0 ;l � E�

2

4 1
BN l

N lX

i =1

N l 0X

j =1

X

x ;x 02f batchg

 
@hli (x

0)

@hl0j (x )

! 2
3

5 ; (2.32)

Note that we have generalized De�nition 2.6 to incorporate jacobians between different inputs

x ; x 0.

Note that in practice, for speed and memory ef�ciency, we use an unbiased estimator [64]

of APJN. Because we are tuning each layer independently, we can enforce a stricter requirement

for critical initialization, i.e.

� l
J = 1 8 0 � l � L � 1: (2.33)

We de�ne theAutoInit algorithm which tunes the hyperparameters of the network such

that Equation (2.33) holds. This is achieved by optimizing a few auxiliary scalar parametersal
�

of a twin network with parametersal
� �

l .

3In general, one may need to �atten the preactivations of the network to get a vector-likeh l 2 RN l .
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Algorithm 1 AutoInit (SGD)

Input: ModelM (f � l
� ; al

� (t) j 8 1 � l � L ; 8� lg), Loss functionL (fJ l;l +1 gL
l=1 ), T, � , and� .

Sett = 0 andf al
� (0) = 1 g

EvaluateL (0)
while 0 � t < T andL (t) > � do

al
� (t + 1) = al

� (t) � � r al
�
L (t)

EvaluateL (t + 1)
end while
Return M (f � l

� = � l
� a

l
� (t); 1 j 8 1 � l � L ; 8� lg)

The choice of the objective functionL is crucial. We de�ne the Jacobian-Kernel Loss

(JKL), which can optimize hyperparameters to simultaneously APJN and NNGP kernel

L J K log =
1
2

LX

l=1

�
log(� l

J

� 2
+

�
2

LX

l=1

�
log

�
K l

K l � 1

�� 2

; (2.34)

where the additional hyperparameter� controls the penalization strength for the ratio between

NNGP kernels of consequtive layers.

As a proof of concept, we useAutoInit algorithm on the VGG [65] and ResMLP [66]

architectures.

ResMLP. Built entirely on MLPs, ResMLP architure still offers competitive performance on

image recognition and machine translation tasks. The architecture consists of cross-channel and

cross-token MLP layers. In Figure 2.7 we obtain critical initialization for the ResMLP-S12 model

using Algorithm 1 with JKL (2.34). As can be seen from Figure 2.7 traditional initialization

schemes such as Kaiming initialization is far from criticality.
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Figure 2.7: (Left, Middle) : ComparingJ l;l +1 and K l (x; x) for ResMLP-S12 for Kaiming,
original andAutoInit initializations. The network function in theAutoInit case is very
close to identity at initialization.(Right) Training and validation accuracy on CIFAR-10 dataset.

VGG. VGG [65], an old SoTA architecture, was notoriously dif�cult to train before Kaiming

initialization [67] was invented. Furthermore, adding BatchNorm [26] makes ReLU networks

chaotic, diminishing their trainability. We obtain a close to critical initialization using

Algorithm 1 with JKL (2.34), where we introduce the auxiliary parametersal
� for all BatchNorm

layers. J l;l +1 is measured by the number of composite (Conv2d-BatchNorm-ReLU) blocks or

MaxPool2d layers. In Figure 2.8, we compareJ l;l +1 , K l (x; x) and accuracies on CIFAR-10

datasets between auto-initialized model and the PyTorch default model [68].

Figure 2.8: (Left, Middle) : Comparing J l;l +1 and K l (x; x) between PyTorch version
VGG19 BN andAutoInit version, we ensureJ l;l +1 = 1 with a high priority (� = 0:05).
(Right) Training and validation accuracy on CIFAR-10 dataset.
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2.9 Discussion

We have introduced partial Jacobians and their averaged norms as tools to analyze the

propagation of gradients through deep neural networks at initialization. Using APJN evaluated

close to the output,J L � 2;L � 1 � � ?
J , we have introduced a very cheap and simple empirical test

for criticality. We have also shown that criticality formulated in terms of partial Jacobians is

equivalent to criticality studied previously in literature [6, 52, 55]. Additionally, APJN can be

utilized to quantify criticality in inhomogeneous (i.e. no periodic stacking of blocks) networks

[4].

We have investigated homogeneous architectures that include fully-connected layers,

normalization layers and residual connections. In the limit of in�nite width, we showed that

(i) in the presence of LayerNorm, the critical point generally becomes a critical line, making the

initialization problem much easier, (ii) LayerNorm applied to preactivations enhances correlation

length leading to improved trainability, (iii) combination of� = 1 residual connections and erf

activation function enhances correlation length driving the network to asubcritical phase with

APJN growing according to a stretched exponential law, (iv) combination of residual connections

and LayerNorm drastically increases correlation length leading to improved trainability, (v) when

� = 1 and LayerNorm is applied to preactivationsthe network is critical on the entire� b–� w

plane.

We have considered examples of modern architectures: ResNet and MLP-Mixer. We

showed that at� = 1, they are critical everywhere, due to the interaction between LayerNorm

and residual connections. We have studied ResNet at different� 's, showing that higher� enjoys

better trainability, due to improved initialization and suppressed effectiveL=N corrections.
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We have empirically demonstrated that deep (100 blocks) MLP-Mixer with� = 1 trains

well for various initializations. In comparison, for� = 0:5, it only trains well close to the critical

line.

Our work shows that an architecture can be designed to have a large correlation length

leading to a guaranteed trainability with SGD for any initialization scheme.

2.9.1 Limitations and Outlook

While our method is empirically applicable to Transformer architectures (see Appendix A.4

for phase diagrams), there remains a notable absence of robust theoretical foundations for

initializing Transformers. We aim to extend our theory to the attention mechanism and determine

the optimal way to initialize Transformer architectures.

Another challenge arises from network topology. For graph neural networks, the

generalization of our methods remains ambiguous. We aspire to elucidate this in future research.

Lastly, we want to scale our experiments to larger image datasets as well as language tasks,

with the hope that our methods could help people train large models more ef�ciently.
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Part II

Emergent Capabilities
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Chapter 3: Grokking

“`Grok' means to understand so thoroughly that the observer becomes a part of

the observed..”

— Robert A. Heinlein, Stranger in a Strange Land

This chapter is adapted from our published works [8] and [9].

3.1 Introduction

The grokking phenomenon, �rst discovered by Power et al. [19] while training Transformer

models on algorithmic tasks, is a fascinating example of emergence. They observed that

the models initially memorized the training data without any generalization. However, with

extended training, they exhibited a sudden and dramatic improvement in generalization. This

phenomenon has attracted signi�cant interest in the �eld for two compelling reasons. First, the

delay between memorization and generalization challenges the widely accepted early stopping

paradigm. Second, the abrupt transition in performance with respect to both compute (i.e.

training time) and data provides a simple yet striking example of emergent capabilities in deep

learning (Figure 3.1).
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Figure 3.1: (a) Two-layer MLP trained on modular arithmetic data (p = 97; � = 0:5) using
Setup 3.1 exhibits delayed and sudden generalization, i.e. grokking. (b) Test accuracy (at 10k
steps) shows a steep transition w.r.t. the fraction of modular arithmetic table used for training.

3.2 Related Work

Dynamics: Several works have studied grokking as a dynamical phenomenon [69, 70, 71, 72,

73, 74, 75, 76]. Most notably, the delay between memorization and generalization has been

ascribed to the transition from kernel regime to feature-learning regime [71, 72, 73].

Interpretability: Concurrently, a �urry of works have developed a mechanistic understanding

of the underlying “algorithms” implemented by models grokked on algorithmic tasks [8, 77, 78,

79, 80, 81, 82, 83, 84, 85, 86].

3.3 Analytical Solutions for Grokking Modular Addition

Gromov [80] found a simpli�ed setup to study grokking, namely two-layer multilayer

perceptron (MLP) trained on modular addition task:x + y mod p, wherep is a prime number
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andx; y 2 Zp. 1 Explicitly, the network (widthN ) function takes the form

f (x; y) = W � (W in (ex � ey)) = W � (U ex + V ex ) : (3.1)

Here,ex ; ey 2 f 0; 1gp are one-hot encoded numbersx; y. “� ” denotes concatenation of vectors

(ex � ey 2 R2p). � (�) is the activation function.W in is decomposed into two blocks:U; V 2

RN � p, which serve as embedding matrices forx; y respectively. The objective is to match the

network outputf (x; y) 2 Rp to one-hot encoded targetsex+ y mod p. The dataset consists ofp2

example pairs(x; y). We randomly selectb�p 2c examples for training and use the remaining

examples as a test set. We call� 2 (0; 1] thedata fraction.

Gromov [80] also found that choosing� (�) = ( �)2 allows one to analytically describe

the network weights that solve the task with100%accuracy. Remarkably, it was shown that

real trained networks converge to qualitatively similar solution upon grokking. Unless stated

otherwise, we employ the following training setup for all the experimental results presented in

this chapter:

Setup 3.1. Two-layer MLP with quadratic activations and widthN = 500, trained on one-

hot encoded data, using MSE loss, full-batch AdamW optimizer with learning rate0:01 and

� = (0 :9; 0:98).

Theorem 3.2. A two-layer MLP model with quadratic activation and suf�cient width(N )

1Zp denotes the additive group of orderp
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achieves100%accuracy on the modular addition task when its weights take the following form

Uki =
�

2
N

� � 1
3

cos
�

2�
p

i� (k) +  (u)
k

�
;

Vkj =
�

2
N

� � 1
3

cos
�

2�
p

j� (k) +  (v)
k

�
;

Wqk =
�

2
N

� � 1
3

cos
�

�
2�
p

q� (k) �  (u)
k �  (v)

k

�
;

(3.2)

where � (k) denotes the image ofk under a random permutation off 1, . . . , Ng – re�ecting

the permutation symmetry of the hidden neurons. The phase (u)
k and  (v)

k are uniformly and

independently sampled between(� �; � ].

Proof. Consider the output of network with weights given by

Equation (3.2)

f z(x; y) =
NX

k=1

Wzk(Ukx + Vky )2

=
2
N

NX

k=1

cos
�

�
2�
p

� (k)z � (� (u)
k + � (v)

k )
�

�

�
�

cos
�

2�
p

� (k)x + � (u)
k

�
+ cos

�
2�
p

� (k)y + � (v)
k

�� 2

=
2
N

NX

k=1

�
1
4

cos
�

2�
p

� (k)(2x � z) + � (u)
k � � (v)

k

�

+
1
4

cos
�

2�
p

� (k)(2x + z) + 3 � (u)
k + � (v)

k

�

+
1
4

cos
�

2�
p

� (k)(2y � z) � � (u)
k + � (v)

k

�

+
1
4

cos
�

2�
p

� (k)(2y + z) + � (u)
k + 3� (v)

k

�

+
1
2

cos
�

2�
p

� (k)(x + y � z)
�
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+
1
2

cos
�

2�
p

� (k)(x + y + z) + 2 � (u)
k + 2� (v)

k

�

+
1
2

cos
�

2�
p

� (k)(x � y � z) � 2� (v)
k

�

+
1
2

cos
�

2�
p

� (k)(x � y + z) + 2 � (u)
k

�

+ cos
�

�
2�
p

� (k)z � � (u)
k � � (v)

k

��
: (3.3)

The term that leads to the desired target output has been highlighted with a box. Note that

the boxed term is the only one without an additive random phase. AsN becomes large, all other

terms will vanish due to random phase approximation. For largeN , we can write this boxed term

in a more suggestive form to make the analytical solution apparent.

f z(x; y) �
1
N

NX

k=1

cos
�

2�
p

� (k)(x + y � z)
�

� � p(x + y � z) ; (3.4)

where we have de�ned theKronecker Delta function modulop � p(�) as

� p(a) =

8
>>><

>>>:

1 a = np (n 2 Z)

0 otherwise

; (3.5)

Consequently, with suf�ciently largeN

f z(x; y) �

8
>>><

>>>:

1 z = x + y mod p

0 otherwise

; (3.6)

which is the desired one-hot encoded target for the modular addition task.
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To quantify the degree of similarity between the periodic solutions Equation (3.2) and the

weights learned with gradient descent based training, Gromov [80] utilizedinverse participation

ratio (IPR), which is commonly used in physics of localization [87].

De�nition 3.3. We de�ne the functionF IPR : Rp ! R, which quanti�es the degree of localization

in its input vectors (v 2 Rp) 2

F IPR (v) =
�

kvk4

kvk2

� 4

; (3.7)

wherek�kP denotes theLP -norm of the vector.

Note thatF IPR (�) 2 [1=p;1], where1=pand1 correspond to uniform and localized vectors,

respectively. The key insight is that if the row(column)-vectors (a.k.a. neurons) of the weights

U k�; V k�(W �k) are periodic, then their discrete Fourier transformseU k�; eV k�( fW k�) should be

localized to a single discrete frequency. Indeed, for the solutions in Equation (3.2)F IPR ( eU k�) �

F IPR ( eV k�) � F IPR ( fW �k) � 1. It is useful to quantify the periodicity of each neuron in the

hidden layer of the network (indexed byk) by averaging over the weight-vectors connected to

the neuron, i.e.U k�; V k�; W �k . We de�ne per-neuron IPR, for thek-th neuron, as

ipr k :=
1
3

�
F IPR ( eU k�) + F IPR ( eV k�) + F IPR ( fW �k)

�
: (3.8)

If trained networks generalize via these periodic weights, a larger population of highipr

neurons would lead to better generalization. An overall measure of periodicity can be de�ned by

averagingipr k over all the neurons:ipr := Ek [ipr k ].

2In general IPR is de�ned as(kvk2r =kvk2)2r . We setr = 2 , which is a common choice.
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Figure 3.2: Two-layer MLP network learn periodic weights when trained on modular addition
data (p = 97; � = 0:5) using Setup 3.1. (a)ipr increases monotonically with training,
converging to a high value. (b) Individual weight-rows become periodic after grokking. (c)
The histogram of per-neuron IPR (ipr k) shifts towards 1 upon grokking.

In Figure 3.2 we demonstrate that trained networks indeed converge to a qualitatively

similar solution to Equation (3.2). We show the monotonically increasing behavior ofipr with

training as well as the distribution-shift in per-neuronipr k before and after grokking.

3.4 Grokking Modular Polynomials

The analytical solutions presented in Section 3.3 can be extended to more general modular

polynomials. In this section, we will explicitly write the solutions for two such cases, namely (i)

modular addition with many terms and arbitrary coef�cients, and (ii) modular multiplication with

many terms and arbitrary powers. In both cases, we will show that two-layer MLPs converge to

qualitatively similar solutions upon grokking. Based on our analysis, we will tackle the question

of classifying modular polynomials into learnable and non-learnable by training neural networks

[19].
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3.4.1 Modular Addition with Many Terms

Here we present the analytical solution for generalized modular addition task with many

terms and arbitrary coef�cients:(c1x1 + c2x2 + � � � + cSxS) modp; wherecs 2 Zpnf 0g are the

nonzero coef�cients (s 2 f 1; 2; : : : ; Sg). Consider a two-layer MLP network:

f (S)(x1; x2; : : : ; xS) = W � (U (ex1 � � � � � exS )) = W �
�

U (1) ex1 + � � � + U (S)exS

�
; (3.9)

whereexs 2 f 0; 1gp are one-hot encoded numbersxs. U 2 RN � Sp andW 2 Rp� N are the �rst

and second layer weight matrices. For convenience, we decomposeU = U (1) � � � � � U (S) ;

whereU (s) 2 RN � p serves as the embedding matrix forxs . � (�) = ( �)S is the element-wise

activation function.

Theorem 3.4. A two-layer MLP model with with activation function� (�) = ( �)S and suf�cient

width N achieves100%accuracy on the modular addition task with many terms and arbitrary

coef�cients when its weights take the following form

U(s)
ki = A cos

�
2�
p

� (k)csi +  (s)
k

�
(8 s 2 [0; S])

Wqk = A cos

"

�
2�
p

� (k)q �
SX

s=1

 (s)
k

#

;

(3.10)

where� (k) denotes the image ofk under a random permutation off 1, . . . , Ng. Phases (s)
k

are uniformly and independently sampled between(� �; � ]. A =
�
2S=(N S!)

� 1=(S+1)
is the

appropriate normalization factor that ensures the correct magnitude of the output logits.

Proof. The proof of Theorem 3.4 follows in a similar fashion as that of Theorem 3.2.
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f (S)
z (x1; : : : xS) = W �

�
U (1) ex1 + � � � + U (S) exS

�

=
NX

k=1

Wzk(U(1)
kx 1

+ � � � U(S)
kx S

)S

=
2S

N � S!

NX

k=1

cos

 

�
2�
p

� (k)z �
SX

s=1

 (s)
k

!

�

�
�

cos
�

2�
p

� (k)c1x1 +  (1)
k

�
+ � � � + cos

�
2�
p

� (k)cSxS +  (S)
k

�� S

=
2S

N � S!

NX

k=1

(

� � � +
S!
2S

cos
�

2�
p

� (k)(c1x1 + � � � + cSxS � z)
�

+ � � �

)

(3.11)

In the last line of Equation (3.11), we have omitted all the terms that vanish due to random phase

approximation, showing only the desired surviving term. The number of extra undesired terms

increases exponentially in S, resulting from the binomial expansion. Since they are suppressed by

a factor of1=N due to random phase approximation, the analytical solution requires the network

width N to grow exponentially withS. We show that this is indeed the case in Figure 3.3. For

largeN , we can write

f (S)
z (x1; : : : ; xS) �

1
N

NX

k=1

cos
�

2�
p

(c1x1 + � � � + cSxs � z)
�

� � p(c1x1 + � � � + cSxS � z) ;

(3.12)

which is the desired one-hot target.

As before, to quantify the degree of similarity between trained networks and the solution

in Equation (3.10), we utilize IPR for row(column)-vectors of the weights:F IPR (U (s)
k� )
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Figure 3.3: Analytical solution for two-layer MLP for modular addition with many temrs (p =
23). The width required to for the solution in Equation (3.10) to work scales exponentially with
the number of termsS. The accuracies are computed over a random subset consisting of 10k
examples. The results shown are best out of 10 random seeds.

(F IPR (W (s)
�k )) (De�nition 3.3). The per-neuron IPR in this case is

ipr k =
1

S + 1

�
F IPR (U (1)

k� ) + � � � + F IPR (U (S)
k� ) + F IPR (W k�)

�
; (3.13)

and the average IPR over all neurons isipr = Ek [ipr k ].

Figure 3.4: Two-layer MLP trained on modular addition with 4 terms (p = 11) using Setup 3.1.
(a) ipr monotonically increases with training. (b) The histogram of per-neuron IPR (ipr k)
shifts towards 1 upon grokking – showing agreement of trained network with the analytical
solution Equation (3.10).

In Figure 3.4 we show that (a) a two-layer MLP model trained on modular addition with
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4 terms, using Setup 3.1, exhibits grokking. (b) the model converges to periodic weights as

described in Equation (3.10) upon grokking, as can be seen from the distribution ofipr k .

3.4.2 Modular Multiplication

Next, we present the analytical solution for modular multiplication with many terms and

arbitrary powers:xa1
1 xa2

2 � � � xaS
S mod p ; whereas 2 Zpnf 0g are the nonzero powers. We

consider a two-layer MLP network, identical to Equation (3.9).

Before �eshing out the analytical solution for this task, we introduce the useful idea of

�nite �elds [88].

De�nition 3.5. A �nite �eld of prime order p, denoted byGF(p), is a �eld that consists ofp

integer elementsf 0; 1; : : : ; p � 1g; with addition and multiplication de�ned modulop.

The �nite �eld GF(p) consists of the additive groupZp of orderp and the multiplicative

groupZpnf 0g of orderp � 1, both of which are cyclic.3

• The additive groupZp is cyclic of orderp. That is, for anyx 2 Zp, the sequencef nx

mod pj n 2 Zg forms a cycle of lengthp – covering allp elements before repeating.

• The multiplicative group of nonzero elementsZpnf 0g is cyclic of orderp� 1. Any primitive

rootg generates a cycle of lengthp� 1, meaning the sequencesf gr mod pj r 2 Zg covers

all p � 1 nonzero elements before repeating. (This serves as the de�nition of primitive

roots.)

• If x 2 Zpnf 0g is not a primitive root, then its order is a proper divisor ofp � 1. The

3These are well-known results in �nite �eld theory [89].
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sequencef xr mod pj r 2 Zg forms a cycle of lengthd, whered is the smallest integer

such thatxd � 1 mod p.

Note that in our experiments, we will include the element 0 in modular multiplication,

despite it not being part of the multiplicative group – multiplication by 0 trivially results in 0. For

the remainingp � 1 elements, consider the exponential mapexpg(x) : Zpnf 0g ! Zpnf 0g = gx ,

whereg is a primitive root ofGF(p). Since primitive roots form cycles of lengthp � 1, the

exponential map is bijective (invertible). Inverting this map de�nes the logarithmic map with

baseg over GF(p), logg(x) : Zpnf 0g ! Zpnf 0g. We emphasize that both exponential and

logarithmic maps are basically speci�c reshuf�ings of the elements inZpnf 0g. Importantly,

reshuf�ing according to the logarithmic map turns modular multiplication task into modular

addition task:logg(x1x2 mod p) = log g x1 + log x2.4 Consequently, by leveraging this map, we

can construct the solution for modular multiplication task in a similar fashion as Equation (3.10).

Note that the element 0 requires separate treatment.

Theorem 3.6. A two-layer MLP model with activation function� (�) = ( �)S and suf�cient width

N achieves100%accuracy on the modular multiplication task with many terms and arbitrary

powers when its weights take the following form

U(s)
NN = 1 ; WNN = 1 ;

U(s)
kN = U(s)

Ni = 0 ; U(s)
kN = U(s)

Nj = 0 ; WqN = WNk = 0 ;

U 0(s)
ki = B cos

�
2�

p � 1
� (k)(a logg i ) +  (s)

k

�
;

W 0
qk = B cos

"
2�

p � 1
� (k)(a logg i ) �

SX

s

 (s)
k

#

;

(3.14)

4Note that this is the �nite �eld version of the fact that logarithm turns multiplication into addition.
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where we have de�ned the sub-matricesU 0(s) 2 R(N � 1)� p andW 0 2 Rp� (N � 1) after removing

theN th row fromU (s) andN th column fromW respectively (the choice of indexN is arbitrary).

� (k) denotes the image ofk under a random permutation off 1, . . . , Ng. Phases (s)k

are uniformly sampled between(� �; � ]. B =
�
2S=((N � 1) S!)

� 1=(S+1)
is the appropriate

normalization factor that ensures the correct magnitude of the output logits.

Proof. The proof of Theorem 3.6 follows in a similar fashion as that of Theorem 3.4. We �rst

deal with the case wherex1; : : : xS 6= 0; and treat the 0 cases separately.

f (S)
z (x1; : : : xS) = W �

�
U (1) ex1 + � � � + U (S) exS

�

=
N � 1X

k=1

Wzk(U(1)
kx 1

+ � � � U(S)
kx S

)S

=
2S

(N � 1) � S!

N � 1X

k=1

cos

 

�
2�

p � 1
� (k) logg z �

SX

s=1

 (s)
k

!

�

�

 
SX

s=1

cos
�

2�
p � 1

� (k)as logg xs +  (s)
k

� ! S

=
2S

(N � 1) � S!

N � 1X

k=1(

� � � +
S!
2S

cos
�

2�
p � 1

� (k)(a1 logg x1 + � � � + aS logg xS � logg z)
�

+ � � �

)

(3.15)

As before, we have omitted the term that vanish due to random phase approximation in the last

line. For large N, we can write

f (S)
z (x1; : : : ; xS) �

1
N � 1

N � 1X

k=1

cos
�

2�
p � 1

(a1 logg x1 + � � � + aS logg xs � logg z)
�
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� � p(xa1
1 xa2

2 � � � xaS
S � z) ; (3.16)

which is the desired one-hot target forx1; : : : ; xS 6= 0. Note that ifxs = 0 for any1 � s � S,

then the output logit corresponding toz = 0 will be the largest (= 1), due toU(s)
NN = WNN = 1.

Consequently, the network will correctly predict 0 output in this case.

As before, we will utilize IPR to quatify the similarity between trained networks and the

solution in Equation (3.14). Since the rows(columns) ofU 0(s)(W 0) encode logarithms of the

inputs, their periodic structure becomes apparent when we undo this reshuf�ing with exponential

map. For notational clarity we explicitly write the weight matrices with exponential maps

performed on their relevant indices

U
(s)
ki := U(s)

k gi ; W qk := Wgq k (3.17)

In this case, the per-neuron IPR is

ipr k =
1

S + 1

�
F IPR

�
U

(1)
k�

�
+ � � � + F IPR

�
U

(S)
k�

�
+ F IPR

�
W �k

� �
; (3.18)

and the average IPR over all neurons isipr = Ek [ipr k ].

In Figure 3.5 we show that (a) a two-layer MLP model trained on modular multiplication

with 2 terms, using Setup 3.1, exhibits grokking; and (b) the model converges to periodic weights

(up to an exponential map) as described in Equation (3.14) upon grokking, as can be seen from

the distribution ofipr k .
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Figure 3.5: Two-layer MLP trained on modular multiplication with 2 terms (p = 97) using
Setup 3.1. (a)ipr monotonically increases with training. (b) The histogram of per-neuron
IPR (ipr k) shifts towards 1 upon grokking – showing agreement of trained network with the
analytical solution Equation (3.10).

3.4.3 General Modular Polynomials

The analytical solutions developed in this section so far can be extended to

h(g1(x1) + g2(x1) + � � � + gS(xS)) mod p ; (3.19)

wherex1; x2; : : : ; xS 2 Zp andh; g1; g2 : : : ; gS : Zp ! Zp are functions overGF(p) (e.g. power,

discrete logarithm, exponential etc.). We construct solutions in a similar fashion as Equations

3.10 and 3.14, with the modi�cation that inputs and outputs get reshuf�ed according to functions

gs andh� 1. Note that whenh is not invertible, these solutions do not always get100%accuracy.

Interestingly, we �nd that trained networks often �nd a way around these subtleties.

However, not all modular polynomials are learnable by neural networks. There exists a

large class of polynomials that models never generalize on, regardless of the data fraction� ,

the training duration or the architecture choice [19]. We demonstrate an example of this in

Figure 3.6. Interestingly, there is also a third class of modular polynomials with intermediate
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performance – trained networks achieve non-trivial yet imperfect test performance, which

increases monotonically with� .

Figure 3.6: Two-layer MLP trained on modular polynomials (p = 97) using Setup 3.1 for 10k
steps for different data fractions� . We observe three classes of polynomials, i.e. learnable, non-
learnable and “intermediate”.

Intriguingly, we empirically �nd a strong correlation between the class of modular

polynomials for which we can write analytical solutions (Equation (3.19)) and the class of

modular polynomials which can be learned by training neural networks. In Table 3.1, we

demonstrate this empirical correlation. We observe that two-layer MLPs trained on modular

polynomials of the form Equation (3.19) get100% test accuracy; whereas training them on

polynomials that do not follow this form results in near-random test performance.

Note that we have focused on training two-layer MLPs because we can construct analytical

solutions for them. However, the learnability of modular polynomials remains unaffected with

stronger architectures, such as the Transformer [19]. Based on these observations, we conjecture

the following result pertaining to the learnability of modular polynomials.

Conjecture 3.7. Training a standard neural network (MLP, Transformer etc.; not pre-trained)

on a modular polynomial onGF(p), with commonly used optimizers (SGD, Adam etc.) and

loss functions (MSE, CrossEntropy etc.) and regularization methods (weight decay, dropout,

51



Modular polynomial Train accuracy Test accuracy
(4x + y2)3 mod 97 100% 100%

(4x + y2)3 + xy mod 97 100% 2:27%
(2x + 3y)4 mod 97 100% 100%

(2x + 3y)4 � x2 mod 97 100% 3:93%
(4x + y2)3 mod 23 100% 100%

(4x + y2)3 + xy mod 23 100% 1:89%
(2x + 3y)4 mod 23 100% 100%

(2x + 3y)4 � x2 mod 23 100% 7:17%
(5x3 + 2y4)2 mod 23 100% 100%

(5x3 + 2y4)2 � y mod 23 100% 2:64%

Table 3.1: Performance of two-layer MLPs trained on various modular polynomials using
Setup 3.1 for 10k steps. Polynomials that follow Equation (3.19) are learnable, resulting in100%
test accuracy (black). Adding a single term to these polynomials so that they no longer follow
Equation (3.19) renders them non-learnable, resulting in near-random performance.

batchNorm etc.) – achieves100%test accuracy if the polynomial is of the form Equation(3.19).

While we provide empirical evidence supporting Conjecture 3.7 in Table 3.1, we leave

proving or disproving it for future efforts. Furthermore, a better understanding of the

“intermediate” polynomials also remains an open question.5

3.5 Grokking with Corrupted Data

Annotated real-world datasets are inevitably noisy, forcing deep learning models to

memorize noisy data. Large models possess the incredible ability to simultaneously memorize

corrupted data and generalize to unseen data, known as benign over�tting [90]. In this section, we

explore the tussle between memorization and generalization through the lens of data corruption,

building upon the setup developed in the previous section. Knowledge of the analytical solutions

5We have observed an interesting correlations between the geometric genus of the polynomials (after relevant
“reshuf�ing” by f; g; h � 1) and their learnability. The learnable polynomials can be factorized into lines. The
intermediate polynomials have genus 0. The non-learnable polynomials often (but not always) have genus> 0.
We surmise very interesting �ndings in this direction.
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Figure 3.7: Training curves using for various phases. Trained on modular addition data (p = 97)
with � = 0:5 and � = 0:35 using Setup 3.1. (a) Coexistence, weight decay = 0. (b) Partial
Inversion, weight decay = 5. (c) Full Inversion, weight decay = 15. (d) Forgetting, weight decay
= 20. (e)L2 norm of weight norm decay to extremely small values in the Forgetting phase.

for generalizing networks will allow us to disentangle generalization and memorization in trained

networks.

To do this, we select a fraction� of the training examples and replace the true labels

with random ones, with uniform probability. This is referred to as symmetric label noise in

literature [91]. We trained MLP models on the corrupted training data and discovered interesting

dynamical behaviors that change based on the data fraction� , corruption fraction� and level of

regularization. Notably, even this simple model possesses the ability to simultaneously memorize

the corrupted data while generalizing to unseen test data, for corruption fractions as high as

60%. Surprisingly, with suf�cient regularization during training, the model manages to not only

generalize, but also predict the true labels for the corrupted data! We term this phenomenon
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Figure 3.8: Phase diagrams w.r.t. data fraction� and corruption fraction� , with different amounts
of weight decay (denoted by “wd”) during training. (row 1) Training accuracy gets worse with
more regularization, due to worsening memorization of corrupted labels. (row 2) Test accuracy
improves with more regularization. (row 3) Empirical phase diagrams, constructed by combining
the data from rows 1,2. Excessive weight decay (wd=20) leads to poor train and test performance,
resulting in theForgettingphase. Each point is trained on modular addition data (p = 97) with
Setup 3.1 for 2k steps.

Inversion, because the test accuracy is higher than the training accuracy in this case, resulting in

a negative generalization gap. We summarize these dynamical behaviors in the phase diagrams

in Figure 3.8 and describe them in detail below.

Coexistence: In the absence of explicit regularization the network generalizes on test dataand

memorizes the corrupted training data. In other words, both train and test accuracy are close to

100%despite label corruption.
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Figure 3.9: Phase diagrams w.r.t. data fraction� and corruption fraction� , with different
amounts of dropout probabilities (denoted by “dp”). (row 1) Training accuracy gets worse with
more regularization, due to worsening memorization of corrupted labels. (row 2) Test accuracy
improves with more regularization. (row 3) Empirical phase diagrams, constructed by combining
the data from rows 1,2. Excessive dropout (dp=0.9) reduces the model's capacity to memorize,
resulting in theConfusionphase. Each point is trained on modular addition data (p = 97) with
Setup 3.1 for 2k steps, with 0 weight decay.

Partial Inversion: In this phase, the network generalizes on the test data but only memorizes

a fraction of the corrupted training data. Remarkably, the network predicts thetrue labels on the

remaining corrupted examples. Consequently, we see< 100%train accuracy but near-100%test

accuracy, resulting in anegativegeneralization gap (Figure 3.7(b))! Remarkably, partial inversion

occurs even in the absence of any explicit regularization, but only when there is ample training

data (column 1 in Figures 3.8, 3.9).
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Full Inversion: Upon adding regularization, the network can generalize on the test set while

not memorizing any of the corrupted examples. This results in training accuracy plateauing close

to 100(1� � )%, while the test accuracy is at100%(Figure 3.7(c)). Increasing regularization

enhances this phase (columns 1,2 in Figures 3.8, 3.9).

Memorization: With very low training data fraction and/or very high label corruption, the

network memorizes all of the training data (corrupted as well as non-corrupted), but does not

generalize. We get close to100%accuracy on training data, but random guessing accuracy on

test data in this phase.

Forgetting: With very high weight decay, the network performs poorly on both training and test

data (column 4 in Figure 3.8). However, upon examination of the training curves (Figure 3.7(d))

we �nd that the accuracies plummetafter the network has generalized! This performance drop is

a result of the norms of weights collapsing to extremely small values (Figure 3.7(e)). Forgetting

exclusively occurs in grokked networks with activation functions of degree higher than 1 (e.g. we

use� (x) = x2) and with adaptive optimizers.

Confusion: With very high dropout the network becomes effectively narrow, resulting in

reduced capacity to memorize. Consequently, even in the absence of grokking, the network

does not manage to memorize all the corrupted labels (column 4 in Figure 3.9).

3.5.1 Generalizing and Memorizing Sub-Networks

We �nd that even with data corruption, generalization occurs with the same underlying

mechanism as Equation (3.2). This hints to the existence of specialized neurons for memorization
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Coexistence
Partial

Inversion
Full

Inversion
Memorization

Forgetting /
Confusion

Memorizes
corrupted train data

Yes Partially No Yes No

Generalizes
on test data

Yes Yes Yes No No

Table 3.2: Qualitative characterization of phases.

of corrupted data and generalization. In other words, the network consists of two distinct sub-

networks responsible for generalization and memorization. Thus, this simple setup gives rise to

“circuits”, akin to those found in large language models. To identify these sub-networks, we can

leverage the per-neuronipr k (Equation (3.8)) to isolate generalizing neurons from memorizing

ones. We provide empirical evidence for the following hypothesis:

Hypothesis 3.8.For a two-layer MLP with quadratic activation trained on modular addition

datasets with label corruption, the neurons with high IPR facilitate generalization via feature-

learning, whereas the ones with low IPR cause memorization of corrupted training data.

Evidence for Hypothesis 3.8 is presented in Figure 3.10, where we show the distribution

of ipr k in various phases. In the Coexistenece phase, we �nd a bi-modal distribution if

ipr k , indicating the presence of distinct generalizing and memorizing neurons (left column in

Figure 3.10). Adding regularization, in the form of weight decay or dropout, results in Partial/Full

Inversion, which has reduced/no memorization. As one would expect, we see a sizable reduction

in the number of memorizing neurons in favor of generalizing neurons (middle and right columns

in Figure 3.10). Note that this provides a mechanism by which the network recovers thetrue

labels even for the corrupted data – in the absence of the memorizing sub-network, the predictions

are guided by the underlying rule and not corrupted samples.
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(a) Regularization with weight decay. (wd denotes the weight decay value)

(b) Regularization with Dropout. (dp denotes the Dropout probability)

Figure 3.10: Distribution of per-neuron IPR for trained networks in various phases. Coexistence
phase has a bimodal IPR distribution, where the high and low IPR neurons facilitate
generalization and memorization, respectively. Regularization with weight decay or Dropout
shifts the IPR distribution towards higher values – Generalizing neurons get more populous
compared to memorizing ones; resulting in more robust generalization andInversion. All plots
are made for networks trained on modular addition data (p = 97) with � = 0:5 and� = 0:35,
using Setup 3.1 with various regularization strengths.

While Figure 3.10 proves the existence of neurons with low and high IPR, their distinct

effect on generalization and memorization remains to be demostrated. To that end, in Figure 3.11,

we gradually prune neurons from trained models (a) starting from the lowest IPR neuron; (b)

starting from the highest IPR neuron. Notably, in the Coexistence phase where the original model

has near-100%accuracy on both train and test data, we �nd that pruning low IPR neurons rapidly

destroys the accuracy on corrupted training data, while retaining the accuracy on test data and

un-corrupted training data. As a result, the total training accuracy drops to100(1� � )%. On the
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(a) Pruning memorizing (lowipr ) neurons. In the Co-existence phase (left), accuracy on the corrupted
part of training set drops rapidly, while accuracy on the test set and the uncorrupted part of training set
remain high.

(b) Pruning generalizing (highipr ) neurons. In the co-existence phase (left), accuracy on the test set
and the uncorrupted part of training set drops rapidly, while accuracy on the corrupted part of training set
remains high.

Figure 3.11: Graudally pruning neurons from networks trained using Setup 3.1 for 2k steps,
on on modular addition data (p = 97) with � = 0:5; � = 0:35. Upon pruning memorizing
(generalizing) neurons, we can isolate the model's performance on test data (corrupted training
data).

other hand, pruning high IPR neurons rapidly drops the accuracy on the test data, while retaining

the accuracy on corrupted training data.

3.5.2 General Architectures

The �ndings presented in this section extend to model architectures beyond a two-layer

MLP. Using Transformers and deeper MLPs, we empirically verify the following hypothesis:

Hypothesis 3.9. For any network that achieves non-trivial generalization accuracy on the
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(a) 1-layer Transformer trained with Setup 3.10 for 3k steps.

(b) 3-layer ReLU MLP trained using Setup 3.11 for 5k steps.

Figure 3.12: Modular Addition phase diagrams and IPR histograms with different architectures
and weight decay values (denoted by “wd”). The IPR histograms are plotted for neurons
connected to the input (embedding) layers.

modular addition dataset with label corruption, its operation can be decomposed into two steps:

(I) The input (embedding) layer with row-wise periodic weight maps the data onto periodic

features; (II) The remainder of the network nonlinearly implements trigonometric operations

over the periodic neurons and maps them to the output predictions. We hypothesize that step (I)

depends only on the dataset characteristics; and hence, is a universal property across various

network architectures.

We conduct experiments similar to the ones shown in Figures 3.8, 3.9, 3.10, using the

following training setups.

Setup 3.10.One-layer Encoder-only Transformer with 8 heads, embedding dimensiondembed =

128and ReLU activation; trained on modular arithmetic data (p = 97) with data fraction� and

corruption fraction� . We use full-batch, MSE loss, AdamW optimizer with learning rate0:001
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and� = (0 :9; 0:98).

Setup 3.11.Three-layer MLP with ReLU activations and widthN = 500, trained on one-hot

encoded modular addition data (p = 97) with data fraction� and corruption fraction� . We use

MSE loss, full-batch AdamW optimizer with learning rate0:001and� = (0 :9; 0:98).

The phase diagrams for these general architectures (columns 1,2 of Figure 3.12) exhibit

a qualitatively similar behavior as two-layer MLPs (Figure 3.8); indicating that increased

regularization promotes generalization over memorization. Furthermore, the distributions of per-

neuronipr (columns 3,4 of Figure 3.12) shift towards higher values with more regularization,

corroborating the Hypothesis 3.9.

3.6 Discussion

In this chapter, we have derived analytical forms of solutions learned by networks trained

on modular arithmetic tasks. Based on our formulation, we also explored various dynamical

behaviors and the underlying model circuits that arise due to data corruption. The two important

directions for future research that are not explored in this work include (i) the dynamics that

leads to the modular arithmetic solutions we have derived, and (ii) characterization of the sharp

transition in generalization with data fraction.
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Chapter 4: In-Context Learning and Skill Composition

This chapter is adapted from our published work [10].

4.1 Introduction

Large language models (LLMs) exhibitemergent capabilities– sudden emergence of new

complex skills with scaling compute, data or model size [92, 93]. On the one hand, emergence

of simple new skills is often ascribed to the formation of structure within the models. For

example, models show grokking on algorithmic tasks [19], which results from model learning

structured representations [69, 77, 80]. The model learns to perform the task abruptly once

these representations emerge. On the other hand, complex skills are usually attributed to models

learning tocomposethe simple skills [21]. LLMs can also perform simple tasks that are absent

from their training data, by looking at a few examples in the context. This ability is known as

in-context learning (ICL) [20]. With appropriate prompting and �ne-tuning, they can learn to

perform an even large variety of complex tasks.

In this work, we set out to examine in-context learning and skill composition both

empirically and mechanistically. Inspired by the prior work that investigated emergence of

in-context learning on linear regression tasks [94, 95], we introduce a �nite collection of

discrete modular arithmetic tasks [19] generalized to the in-context learning setting. Each task
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corresponds to learning a linear functionz = a x+ b y mod poverZp from the examples provided

in the context of the autoregressive model. In the bi-variate case there arep2 such functions

labeled by the vector(a; b). The main objective of this algorithmic dataset is to probehow an

autoregressive model utilizes the tasks it has learnt during training to solve the new tasks.

Our analysis shows that the solution found by the Transformer after optimization is

qualitatively different from the linear regression cases studied before [94]. In those cases, due

to the continuous nature of the task, the autoregressive model develops an emergent �rst-order

optimization method that minimizes an emergent quadratic loss function. Furthermore, as it was

shown in [94], a single linear attention layer can solve the regression problem, while adding extra

layers and non-linearities slightly modi�es the gradient descent. In the modular arithmetic case,

the model �rst learns how to solve the pre-training tasks and later (assuming enough different

tasks) develops a generalizing solution by combining the solved tasks.

A preview of our results is shown in Figure 4.1. Our main �ndings are as follows.

(i) There arefour different phases in the end of pre-training depending on the number of tasks,

ni:d:, and number of examples per task,� .

(ii) At inference time, there is a generalization transition in the number of few-shot examples,

as the number of examples grows, the models starts to generalize. This effect is somewhat

similar to the transition in sample complexity for the modular arithmetic found in [19].

(iii) The model develops a striking circular representation for all of the tasks that naturally

generalizes the circular representations found in the original work [19].

We further �nd that the deeper models are easier to optimize, but much harder to interpret.

The optimization is discussed in more detail in the main text. Here we will highlight that
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Figure 4.1: Preview of results.(a) Phase diagram for a six-layer model. We �nd four different
phases. (1)in-distribution memorization: The modelonly performs well on tasks(a; b) and
examples(x; y) from the training set – it does not generalize on unseen examples or tasks. (2)
in-distribution generalization: model generalizes on unseen examples(x; y) but not on unseen
tasks(a; b). (3) out-of-distribution memorization: model generalizes on unseen tasks(a; b) but
only for examples(x; y) it has seen during training. (4) out-of-distribution generalization: model
generalizes on unseen tasks(a; b) for seen as well as unseen examples(x; y). We focus on
investigating phase (4) in more detail.(b) In-context sample complexity. Accuracy of the model
in phase (4) as a function of the number of few-shot examples.(c) Representations developed by
one of the attention heads in the �rst layer. These are projections of the embedding of a pair of
numbers onto the two largest principal components (PCs) of the internal representation formed
after passing through the attention layer and projection matrix.(d) First 3 PCs of embeddings
separatelog27-annotated numbers into even/odd planes, with 0 sandwiched between them.

optimization for these tasks is challenging and autoregressive models tend to prefer the minimum

that just solve a handful of tasks and memorize the training set. To avoid such minima we make

sure thatevery batchcontains equal number of tasks (meaning that no tasks is over- or under-

represented in each batch). We further �nd that for larger models early stopping is necessary

because the generalizing solution is transient.

4.2 Related Works

In-Context Learning (ICL). Brown et al. [20] �rst demonstrated that large models

performance improves substantially when a few examples of the task at hand are provided at

inference time, in the prompt. Ahn et al. [94], Akyürek et al. [96], von Oswald et al. [97] showed
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that the AM implements emergent �rst-order optimization on an emergent objective function

to solve linear regression tasks. Furthermore, Akyürek et al. [96] showed that larger models

learn to perform Bayesian estimation. Garg et al. [98] demonstrated that transformers can learn

several simple classes of functions in context. Kirsch et al. [99] presented how task diversity

and model size would affect the ICL performance for unseen tasks using a mixture of modi�ed

MNIST datasets. Raventos et al. [95] investigated the relation between task diversity and out-

of-distribution ICL ability on linear regression tasks. Lin and Lee [100] identi�ed two operating

modes in ICL using a mixture of linear regression tasks, where for the �rst several shots, the

model tries to �gure out the correct task vector and later uses it to predict the correct results.

Boix-Adser�a et al. [101] showed theoretically and experimentally that with enough pre-training

data, a transformer model can perform abstract reasoning that a MLP cannot do. Guo et al.

[102] showed that transformers can use lower layers to memorize and upper layers to perform

ICL in a feature regression setting. It was found in [103] that ICL is a transient phase from the

optimization point of view: it goes away once the model is over-trained. Hendel et al. [104], Liu

et al. [105] showed that language models form in-context vectors, which can be used to steer

model predictions.

Modular Arithmetic. Power et al. [19] discovered Grokking, where models trained on modular

arithmetic datasets have an abrupt change from random guessing to generalization on the test set

way after the model memorized the training set. Nanda et al. [77], Gromov [80], Gu et al. [106]

showed that for modular addition tasks, models learned to map integers to Fourier features to

solve modular arithmetic tasks. Liu et al. [69] showed that grokking is related to learning highly

structural features, and the grokking transition can be explained by a toy model. Zhong et al.
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[107] showed that there is more than one algorithm that a model can implement to solve modular

addition. Doshi et al. [83] showed that corruption of the label does not prevent the models from

�nding a generalizing solution. Doshi et al. [9] showed that MLP and transformer models can

solve a speci�c family of modular polynomial tasks by bijectively mapping them to modular

addition tasks.

Interpretability. Elhage et al. [108], Olsson et al. [109] showed that transformers can form

induction heads that predict the next token in a sequence by identifying and copying patterns

from earlier in the sequence. With several indirect empirical evidences, they showed that those

heads might constitute the core mechanism of ICL. Nichani et al. [110] showed theoretically and

empirically how disentangled transformers learn causal structures from in-context Markov chains

by forming induction heads.

4.3 Preliminaries

Linear Modular Functions. We consider modular arithmetic tasks of the form:zt
i = atx i +

btyi mod p. We will refer to the coef�cients(at ; bt ) 2 Z2
p as thetask vector. The superscript

t 2 f 1; � � � ; p2g labels thep2 possible tasks. We will refer to(x i ; yi ) 2 Z2
p as theinput vector,

which is labeled by the subscripti 2 f 1; � � � ; p2g.

In-Context Learning with Transformers. We use GPT-like transformers [20] with ReLU

activation function and Rotary Positional Embedding (RoPE) [111]. The model hasd consecutive

blocks,H attention-heads, and embedding dimensiondembed. Each number is tokenized as an

independent token. The pre-training is done following a slightly modi�ed next-token prediction
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Figure 4.2: In-context learning linear modular functions with Transformers. (a) The dataset.
The tasks are labeled by vectors(a; b) 2 Z2

p. Each table contains examples ofax + by mod p.
A fraction 1 � � of the examples is blacked out; while the remaining examples are �attened
into a single “document” in the batch. Each document is organized as a collection of triples
(x; y; ax + by) for x; y from the training set (i.e. not blacked out in the table). (b) The model
takesf x1; y1; z1; : : : ; xi ; yi g as input and predicts the labelszt

i for 1 � i � nctx , wheret is the
task index. We do not explicitly provide the task vector(at ; bt ) to the model.

setup, with sequences of the form:

st = ( x1 y1 zt
1 x2 y2 zt

2 � � � xnctx ynctx zt
nctx

) 2 Z3� nctx
p ; (4.1)

wherenctx is the maximum number of in-context examples. The model is asked to predictonly

the labelsf zt
1; � � � ; zt

nctx
g. We emphasize that we do not explicitly provide the task vectors(at ; bt )

to the model (see Fig. 4.2) – this information is implicit in the in-context labelsf zt
i g. In order for

the model to generalize, it must determine the underlying task vector(at ; bt ) from the few-shot

examples.

Generalization. There are two notions of generalization in this setup. (i)In-distribution:

Generalization tounseeninput vectors(x i ; yi ), but on task vector(at ; bt ) the model has seen
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Figure 4.3: The performance of the model is characterized into 4 phases, based on their accuracy
on seen/unseen tasks and seen/unseen inputs.

during pre-training. (ii)Out-of-distribution: Generalization to task vectors the model hasnotseen

during pre-training. To clearly separate these regimes, we split the task vectors into in-distribution

(i.d.) set Ti:d: := f (at ; bt )gi:d: and out-of-distribution (o.o.d.) setTo:o:d: := f (at ; bt )go:o:d:.

Similarly, we split the input vectors into train and test sets:Xtrain := f (x i ; yi )gtrain ; Xtest :=

f (x i ; yi )gtest . This results in four distinct sets of sequences constructed from those sets; we name

themSi:d:
train ; Si:d:

test ; So:o:d:
train andSo:o:d:

test . The setSi:d:
train is used for pre-training, while the other three

sets are used for evaluations.

Pre-Training Task Selection and Sequence Design.We always sample the pre-training task

vectorsTi:d: in sets of 4, following the rectangular rule, shown in Figure 4.4(a). Additionally,

each batch contains an equal representation from all the task vectors in the setTi:d:. Moreover, all

the tasks share the same sequence of inputs. For example, a batch with two different task vectors

(at1 ; bt1 ); (at2 ; bt2 ) and two distinct input sequences per task (resulting in four total sequences) is

shown in Figure 4.4(b).

This structured approach creates a coherent signal from the sequences within each batch;

ensuring that the model learns multiple task vectors with reasonable batch sizes. Alternatively, if
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Figure 4.4: Structured selection of pre-training tasks and sequences. (a) Schematic of pre-training
task selection with the Rectangular rule. (b) “Balanced” sequence design with 2 tasks and 2
examples per task.

the batches are sampled i.i.d., then the model is confused by the batch noise and cannot learn any

tasks.

Detailed discussions on task selection and sequence design are presented in Appendix C.3.

Default Setting. Unless stated explicitly, we will usep = 29, the number of headsH = 4, and

embedding dimensiondembed = 512, with nctx = 32 in-context examples. All models are trained

with AdamW optimizer [28] with batch sizeB = 1024 for 200k steps. We have also tied the

embedding layer of the model with the readout layer.

4.4 Emergence of In-Context Learning and Task Composition

In this section, we demonstrate that a transformer model with depthd � 2 can develop

ICL and out-of-distribution generalization on modular arithmetic tasks. We delve deeper into the

two notions of generalization (i.d. and o.o.d.), and discuss the relevant factors. We �nd that the

model's ability to generalize out-of-distribution is predominantly determined by the number of

pretraining tasksni:d:.
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4.4.1 Transition driven by the number of tasks

(a) Accuracy averaged over the entire context. Interestingly, in the regions when models generalize to o.o.d.
sets, the pre-training performance degrades.

(b) Last-shot accuracy. These were used to construct Figure 4.1(a).

Figure 4.5: Phase diagrams for the depthd = 6 model – based on accuracies on all four sets
(Si:d:

train ; Si:d:
test ; So:o:d:

train ; So:o:d:
test ); with early stopping.

In Figure 4.5, we show the accuracy ofd = 6 models vs the number of training tasksni:d:

and the number of input pairs(x; y) quanti�ed by the fraction of the total number of data points

(p2), � ; on setsSi:d:
train , Si:d:

test , So:o:d:
train andSo:o:d:

test . The phase diagram in Figure 4.1 is constructed by

merging the last-shot accuracy diagrams, shown in Figure 4.5(b).

The ability of the model to generalize in-distribution increases with� , as can be seen by

comparing the left two panels of Figure 4.5(a,b). This behavior is in correspondence with the

original work on grokking, where the transition to generalizing solution is driven by the amount

of data. Further, we observe that an increase inni:d: enhances the in-context sample ef�ciency,i.e.
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the model generalizes at inference time with fewer few-shot examples. This indicates the onset

of the transition from a task-memorizing solution to the one that generalizes out-of-distribution.

The model switches to a new algorithmic way of solving the task and the solution is more few-

shot-sample-ef�cient.

Shifting our focus to the right two panels of Figure 4.5(a,b), we see that whenni:d: � 256,

the model can solve new tasks that were absent in the training set. Notably, in Figure 4.5(a), there

appears to be a trade-off between memorization and generalization when the model attains this

o.o.d. generalization ability. As the o.o.d. performance increases, the pre-training performance

simultaneously degrades. This phenomenon indicates a shift in the algorithm implemented by

the model. Prior to this transition, the model primarily needed to select possible vectors from

the list of memorized tasks and apply them. However, post-transition, the model adopts a more

universal approach to solve the task in-context. We emphasize, that the model learns to perform

ICL in both scenarios. The difference lies in the approach to generalization. When the model

can only generalize in-distribution its task is to classify the sequence as one of the seen tasks or

as unknown. Once it matches the sequence to one of the memorized task vectors, it does well

for x; y pairs that only appear in the test set. However, as the number of tasks vectors grows

the model fails to store them all and is forced to �nd a method of determining the task vector

algorithmically at inference time. In that case model performs equally well on both seen and

un-seen tasks. In fact, the small two-layer model we study has such a low capacity that it entirely

skips the in-distribution generalization phase and immediately jumps from pure memorization to

out-of-distribution generalization.

Next, to further illustrate the effect of task diversity, we plot the pre-training accuracy

(setSi:d:
train ) and the o.o.d. test accuracy (setSo:o:d:

test ) as a function of training steps (Figure 4.6(a,
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(a) Loss - step (b) Accuracy - step

(c) Loss - # of shots (d) Accuracy - # of shots

Figure 4.6: Performance curves for the depthd = 6 model.(a, b) � = 0:6 training accuracy and
o.o.d. test accuracy (dotted line). Forni:d: = 28, we notice that the o.o.d. generalization ability
of the model �rst improves then degrades as we train longer;(c, d) � = 0:6, loss and accuracy
vs context length, measured onSo:o:d:

test at the end of training, where forni:d: = 28 case the ICL
ability fades away.

b)); for various values ofni:d:. We observe a clear memorization-to-generalization transition as

task diversity increases. Interestingly, forni:d: = 28, the ICL ability onSo:o:d:
test set exhibits non-

monotonic behavior, where the o.o.d. performance rises and falls along the training process. This

phenomenon is likely due to a competition between the memorizing and generalizing circuits

inside the model. Note that this phenomenon is akin to the one analyzed in Singh et al. [103],

albeit with a different setup.

Further evidence supporting the two-circuit competition can be observed in of

Figure 4.6(c). The loss curves show a “monotonic! non-monotonic! monotonic” transition

as the task diversity increases. With a minimal number of pre-training tasks, the model
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primarily engages in memorization, resulting in a monotonically increasing o.o.d. loss curve.

As the number of pre-training tasks increases, the loss curve exhibits non-monotonic behavior,

indicating competition between two distinct neural circuits. This transient nature of o.o.d.

generalization forni:d: = 2 8 is a peculiar case where memorization circuits are initially

suppressed but eventually prevail. With substantial task diversity, the circuits responsible for

generalization take over, culminating in a monotonic loss curve. Similar insights can be derived

from examining the monotonicity of the accuracy curves in Figure 4.6(d).

4.4.2 Effect of Model Size and Task Dif�culty

A natural question to ask is if similar phenomena can be observed with different model

sizes or task dif�culties. Here we present our results withd = 4 andd = 2 in Figure 4.7 and

leave the results for other primep values in Appendix C.7.

When comparing phase diagrams in Figure 4.5(a) with Figure 4.7, we observe that those

phase diagrams across different depths are qualitatively similar, where the o.o.d. generalization

only emerges with a large enough number of pre-training tasks. As model capacity decreases,

performance on both the pre-training set and the o.o.d. test set degrades. This is particularly

evident in thed = 2 case, where the pre-training accuracy falls drastically as the model gains

o.o.d. generalization ability.

Interesting observations can be made by comparing loss and accuracy on the o.o.d. test set

as a function of context length at the end of training. First, it is evident that as the model depth

decreases, the1-shot loss surge attributable to memorization becomes milder. Notably, for models

with ni:d: = 2 9, there is no loss surge in the1-shot case across all three depths. Furthermore, the
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Figure 4.7: Phases of depthd = 4 andd = 2 models. With decreasing model capacity, the
performance on both sets degrades. At the same time, the transient nature of ICL does not appear.
(Left) Accuracy phase diagrams (averaged over the entire context) on pre-training setSi:d:

train and
on o.o.d. test setSo:o:d:

test , with early stopping.(Right) Loss vs context length on o.o.d. test set
So:o:d:

test for � = 0:6.

d = 4 model withni:d: = 28 behaves signi�cantly differently from the corresponding one with

d = 2 case, where the model fails to perform ICL for the o.o.d. test set. This is also distinct

from thed = 6 case, where the model tends heavily toward memorization due to its excessive

capacity. Instead, thed = 4 model manages to maintain a better balance between memorization

and generalization at the end of pre-training. Consequently, the model has a1-shot loss surge

followed by a notable drop in ICL loss. This suggests thatd = 4 optimally leverages the available

model capacity to facilitate effective learning dynamics for o.o.d. generalization.
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4.5 Interpreting the Learned Algorithms

We now explain the algorithms implemented by the models to achieve o.o.d generalization.

We �nd that the models implement two distinct algorithms depending on the depth and the

number of in-context examples during inference.

Ratio Matching: If there existsi s.t. ci (x i ; yi ) = ( x; y) mod p thenz = ci zt
i mod p. This

algorithm only works wheny=x = yi =xi mod p holds for at least one of the in-context examples.

Modular Regression: Find f c1; c2; : : : ; ckg s.t.
P k

i =1 ci (x i ; yi ) = ( x; y) mod p. Then the

prediction isz =
P k

i =1 ci zi mod p. This can be viewed as discretized circular regression over

GF(p).

We �nd telling signatures of these algorithms upon analyzing model predictions with

varying numbers of in-context examples (Figure 4.8). With very few in-context examples, the

models implement the Ratio Matching algorithm. As a canonical example, consider the 1-shot

scenario(x1 y1 z1 x y ?). In this case, Ratio Matching will only solve the task for inputs

that obey(x; y) = c1(x1; y1) mod p for somec1. Indeed, this is exactly what we observe in

Figure 4.8 for bothd = 2; 4 models. With many (� 10) in-context examples,d = 2 andd = 4

models implement different algorithms. Thed = 4 model cancombinethe in-context examples

using the Modular Regression algorithm, leading to near-perfect o.o.d. generalization. On the

other hand, thed = 2 model still uses Ratio Matching and shows sub-optimal performance. We

ascribe this to the limited capacity of thed = 2 models. In other words, thed = 4 models exhibits

analgorithmic shiftfrom Ratio Matching to Modular Regression as them number of in-context

examples increases. Whereas, thed = 2 models shows no such shift.
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(a)d = 4 model

(b) d = 2 model

Figure 4.8:d = 4 andd = 2 models' performance on k-shot inference, on the grid of inputs
(x; y) 2 Z2

p (task vector =(6; 6)). row 1: Models' predictions on o.o.d. task of the type
(x1 y1 z1 � � � xk yk zk x y ?). row 2: Analytical plots showing predictions solely
based on Modular Regression algorithm.row 3: Subtract row 2 from row 1, by using correct=1
and incorrect=0. The red points correspond to the examples where Ratio Matching does not
give the correct predictions but the model predicts correctly. The blue points are examples that
the model missed despite Ratio Matching being applicable. This row tells us about the model's
ability to implement Modular Regression bycombiningthe in-context examples. Note thatd = 4
model readily learns to combine previous examples, while itsd = 2 counterpart struggles due to
its limited capacity.

76



To implement these algorithms, the model needs to perform linear operations overGF(p),

which can be broken down into the following essential skills (in addition to copying information,

which is readily implemented by attention heads).

I. Modular Map: Encode the tokens such that operations overGF(p) can be easily

implemented

II. Multiplication: A necessary skill to rescale in-context examples in both algorithms

III. Addition: A necessary skill for combining in-context examples in Modular Regression

algorithm

While bothd = 2; 4 models learn skills I, II perfectly; thed = 4 model outperforms itsd = 2

counterpart in skill III – which helps itcombiningthe in-context examples.

In the remainder of this section, we show the special attention heads that implement skill

I (Section 4.5.1) and MLPs that implement skills II, III (Section 4.5.2). We explicitly show the

deterioration in this structures as pre-training task diversity (ni:d: ) decreases. We also elucidate

the algorithmic shift in thed = 4 models as the number of in-context examples increases.

4.5.1 Attention Heads Implement Skill I

So far we have presented “black-box” evidence suggesting that the model is implementing

the proposed algorithms (Figure 4.8). Now, we turn to “white-box” interpretability, to identify

the components within the transformer model that are responsible for the essential skills. In

Figure 4.9(a, b), we analyze the important attention heads in thed = 2 model. Speci�cally, we

compare the emergent structures in models trained with different pre-training task diversities.
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