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Autonomous mobile robots are increasingly deployed in diverse outdoor applications such
as surveillance, search and rescue, planetary exploration, delivery, and agriculture. However, nav-
igating complex and unstructured outdoor environments remains a formidable challenge due to
factors including uneven terrain, heterogeneous surface conditions, dense vegetation with varying
physical properties, and the need for contextual scene understanding. This dissertation attempts
to address these challenges through a multi-modal perception and learning-based framework,
introducing novel algorithms for robust and adaptive outdoor navigation.

The first part of the dissertation focuses on the development of deployable deep reinforce-
ment learning (DRL) policies. For wheeled robots, an online RL framework is proposed that
leverages elevation-aware perception and a hybrid attention-based planner to enable stable traver-

sal of highly uneven terrain and effective sim-to-real transfer. For legged robots operating in



dense vegetation, an offline RL approach is introduced that integrates proprioceptive and exte-
roceptive sensing for stability-aware and vegetation-compliant planning. Additionally, a novel
policy gradient algorithm with heavy-tailed parameterization is proposed to tackle sparse reward
challenges, enabling sample-efficient training and reliable real-world deployment.

The second part explores robust perception under degraded sensing conditions. A trajec-
tory traversability estimation framework is developed by fusing RGB images, 3D LiDAR, and
odometry, with candidate paths modeled as graphs and processed using an attention-based Graph
Neural Network (GNN) trained to handle partial sensor failures. Furthermore, we introduce a
novel 3D object representation, the Multi-Layer Intensity Map (MIM), which leverages stacked
LiDAR intensity grids to estimate obstacle height, solidity, and opacity. MIMs enable reliable
differentiation between passable and impassable vegetation and structures, while an adaptive in-
flation scheme further enhances navigation performance in narrow or cluttered environments. The
MIM formulation is also extended to support real-time transparent object detection, addressing
a common failure case in LiDAR-based systems by enabling safe and reactive collision avoid-
ance. Finally, we present AVENTR, a general-purpose system for autonomous navigation in
unstructured outdoor environments marked by uneven terrain and dense vegetation. AAVENTR
integrates data from RGB cameras, 3D LiDAR, IMU, odometry, and pose estimation, processed
through efficient, edge-deployable learning-based perception and planning modules.

The third part tackles context-aware navigation in long-tail and open-world scenarios using
compact vision-language models (VLMs). A lightweight framework is proposed that leverages
zero-shot scene understanding from VLMs to interpret user-defined behavioral instructions. De-
tected objects are associated with regulatory actions to construct a behavioral cost map, encoding

language-driven rules into a spatial format. This enables adaptive, behavior-aware navigation



that responds dynamically to scene changes. To balance motion efficiency with compliance, the
framework integrates the cost map with an unconstrained Model Predictive Control (MPC) plan-
ner. The result is a flexible and interpretable navigation system capable of executing high-level

objectives in complex outdoor environments.
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Spot robot trajectories while navigating in an unstructured outdoor terrain using
various methods. We consider that a trajectory is non-traversable/unsuccessful

if it leads the robot to collisions, stumbling, or similar modes of failure. Our
method GrASPE, utilizes multi-modal sensory inputs from RGB camera, 3D Li-
DAR, and the robot's odometry to estimate the future success probability of a
candidate trajectory to avoid obstacles and other non-traversable regions such as
A andC. Multi-modal fusion methods such as PAAD [16] and NMFNet [17] pro-

vide inconsistent perception under extremely cluttered settings. LiDAR-based
methods such as DWA [13] recogni®e B, andC regions as obstacles due to the
cluttered vegetation even though region B is actually traversable. GrASPE iden-

ti es trajectories that are traversable by intelligently fusing such partially reliable
cameraand LiDARdata. . . . .. ... .. .. ... 79
GrASPE System Architecture for candidate trajectories’ success probability es-
timation. We utilize RGB images, 3D point clouds, the robot's velocity history,

and the predicted trajectory of the robot as an image to train a novel graph-based
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of navigation. . . . . . . . L e 86
Image & Point cloud Reliability Estimation: (a) and (b) demonstrate images of

the same scene under two different lighting conditions. Regions with poor light-

ing and motion blur (yellow rectangle in (a)) have a signi cantly lower number

of features. Similarly, the motion blur and camera occlusions result in images
with low reliability values. (c) Top view of a point cloud with many edge and
planar features (blue rectangle), (d) Distorted point cloud observed in cluttered
vegetation such as tall grass, and the corresponding RGB image (top right). . . . 89
Architecture of the attention-based graph neural network (A-GNN) used in our
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Nav [18], GrASPE w/o reliability, and GrASPE w/o A-GNN under different en-
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dictions outperform the other methods under varying conditions that are critical

for robot navigation in unstructured outdoor environments. . . . . .. .. .. .. 97
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Comparison of trajectories while navigating using our Multi-layer Intensity Maps
(MIM), DWA with laser scan [13], DWA with occupancy map [19], Spot's Inbuilt
Autonomy, and VERN [3] in complex vegetation. The MIM for the scenario is
shown in the top right, with the robot in pink, its goal in blue, passable obstacles
such as tall grass in green, and the robot's trajectory overlayed for reference.
MIMs help differentiate solid objects such as trees even when they are intertwined
with tall grass. Other methods for robot perception in this case either freeze or
collide with the solid obstacles. . . . . . . ... ... ... ... .. ....... 107
Our approach's overall system architecture. At time instatite intensities of

re ected point clouds from a height intervéd; (grey rectangles) are used to
construct a 2D grid map Iayé@ZHj according to equation 7.1. Several of such
layers are stacked to form an MIM. Certain layers from MIMs can be used to
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goal(gx; gy)" direction, and ignores passable obstacles (FP). The planner nally
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while in ating the obstacles in the direction opposite to the robot's goal direction. 118
Robot trajectories when navigating in different complex indoor and outdoor envi-
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able obstacles while other methods detect them as solid, and impassable. (c) MIM
accurately identi es pliable tall grass regions (which register lower intensities on
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Our method can robustly detect transparent obstacles in scenes with varying il-
lumination in real-time ( 50Hz). The gure shows the robot's trajectories in

one trial when a planner [13] used our method (in green), GDNet [2] (in blue),
Translab [20] (in red), Glass-SLAM [21] (in yellow), and 2D laser scans (in
black) to detect transparent obstacles in unknown environments. RGB segmen-
tation methods [2, 20] are affected by strong lighting changes and motion blur in
these environments, causing collisions with glass or freezing during navigation.
SLAM methods such as [21] require 3 seconds to update the locally sensed
obstacles onto a map, leading to collisions. Our method's accurate detection of
transparent and opaque obstacles facilitates safe, collision-free navigation in un-
mapped, unknown environments. . . . . . . . . ..o e 129
The Gaussian distribution of point cloud intensities observed when the robot faces
obstacles with different levels of transparency and shapes. The average intensities
along with the distribution depend on the transparency (high transparency leads
to lower average intensity), and shape (high curvature leads to lower average
re ected intensity). The corresponding intensity maps at three different height
ranges de ned by equation 7.3 are shown, and the peak intensity neighborhood
re ected from the glass appearslify, due to our de nitions of its range, and is
highlighted by the yellow circle. Our formulation detects this pattern and linearly
extrapolates the transparent obstacle's shape from it to safely navigate unknown
environments. The green parallelograms show regions of interest which are de-
ned by equation 7.5. . . . . . .. 133
(a) The green lines represent light rays incider@ abtn a transparent obstacle
(blue). The perpendicular red line extends from the point of incidence by the
robot's radiusr,o, on either side. (b) The corresponding scenaricGhnwhere

the green line connects the robot (yellow) with,,; c..,), and red lines extend

by rop=sgrids. All grids beyond the red lines are considered obstacles attime
Candidate trajectories from a planner [13] are shown in blue, yellow, and pink,
with the pink trajectory preferred for avoiding obstacles and progressing toward
thegoal. . . . . . . . . e 140
The glass detection outputs (yellow indicates transparent obstacle) of Mirror-
Net [22], TransLab [20], and GDNet [2] in a few images from our test bench-
marks, which contains scenarios with strong lighting changes (columns 1, 3),
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glass. Further, the robot's motion could cause blurring in some sets of frames,
which leads to inaccurate detections. During navigation, such errors cause the
robot's planner to freeze or collide. TOPGN accurately extrapolates (red lines)
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Transparent obstacle mapping outputs from the lidar-based mapping methods:
Gmapping [23]; Cartographer Glass [24] and Glass SLAM [21] compared to
TOPGN (ours). Red regions indicate the transparent objects detected from each
method on a local map where the robot is located at the center (green color ar-

row). Artifacts due to erroneous glass detection from SLAM methods are marked

in yellow. The perspective from the robot as it maps the environment is shown in

the rst column for context, and the transparent obstacles are marked inred. . . . 143

The overall system architecture of our outdoor navigation framework displaying

how our scene-aware switching module (section 8.2.2) switches between multi-

ple perception methods depending on the predominant challenge in the outdoor
environment. Our outdoor navigation planner integrates the outputs of one or

a combination of two perception methods to compute an optimal, collision-free
velocity. Additionally, our framework supports both wheeled and legged robots. . 154
Perception Cost Maps Generated from LIiDAR and camera that represent terrain
elevations, roughness, and solidity of the obstacles. The robot-centric elevation
cost map is generated from the 3D LIDAR point cloud to estimate the elevation
changes of the robot's vicinity. The surface cost map in (b) is generated from Ter-
raPN [25] (for wheeled robots) by correlating the instability experienced by the
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Sensor data analysis for scene-aware switching. (a) PCA analysis on IMU data

for wheeled and joint position and force data for legged robots, respectively.
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sity map used to identify the existence of soft/pliable objects (i.e., white squares). 159
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Chapter 1: Introduction

1.1 Autonomous Robot Navigation

Autonomous mobile robots are increasingly deployed in diverse outdoor applications such
as surveillance [27], search and rescue [28, 29], planetary exploration [30], delivery [31], and
agriculture [32, 33]. Their growing presence in these domains is driven by advances in robotics
hardware and autonomy, enabling them to operate in complex and dynamic environments without
human intervention. Mobile robots range from compact indoor units used for food delivery on
campuses to rugged planetary rovers operating under extreme extraterrestrial conditions. This
versatility stems from diverse form factors, wheeled, tracked, or legged, and varying capabilities
in terms of payload, endurance, and terrain adaptability. Their widespread use in industries such
as warehousing, logistics, healthcare, and planetary science highlights their potential to transform
both everyday and mission-critical operations [34].

Achieving autonomy in mobile robots requires the integration of several foundational com-

ponents. These include:

» Sensing and Perception [35] Perceiving the robot's surroundings using modalities like

LiDAR, RGB cameras, IMUs, and advanced sensors.

* Mapping and Localization [36]: Building maps of the environment and estimating the



robot's position within it.
» Path Planning [37]: Computing a global or local route from the start to the goal.

» Motion Planning [38]: Generating executable actions (e.g., velocity commands) to follow

the planned path safely.

» Low-Level Control [39]: Converting planned actions into motor commands for real-time

execution.

Among theseperception, motion, and path planningare especially critical in outdoor
environments, where robots must navigate around dynamic obstacles, unstructured terrains, and
unanticipated changes. These components enable terrain-aware navigation, ensuring both safety
and task ef ciency. This dissertation focuses on advancinddbal perception and planning
modules for outdoor mobile robots from a multi-modal perception and learning based perspective,
contributing to more robust, behavior-aware, and adaptable navigation strategies under real-world

uncertainties.

1.2 Sensing and Perception for Navigation

Sensing and perception form the cornerstone of autonomous robot navigation, particularly
in unstructured and dynamic outdoor environments. Sensing refers to the process of collecting
raw data from the environment using various sensor modalities, while perception involves in-
terpreting this data to derive meaningful representations of the world, such as the location of
obstacles, terrain types, or dynamic agents like pedestrians. Together, these components enable

the robot to build situational awareness, make informed decisions, and act safely and ef ciently



in the real world [35].

Perception transforms raw sensory inputs into semantically rich information critical for
navigation. This includes detecting and classifying objects, identifying drivable surfaces and
terrain types, estimating the robot's own pose and velocity, tracking moving entities, and even
understanding high-level scene context [18, 25]. For instance, a robot navigating a construction
site must perceive cones, machinery, and terrain types like mud or gravel while tracking dynamic
agents and adjusting its motion accordingly.

A wide variety of sensor modalities are employed to achieve reliable sensing in outdoor
scenarios. Cameras are commonly used for their rich visual information and can support se-
mantic segmentation, object detection, and visual odometry. LIiDAR sensors provide accurate
3D geometry of the environment through high-resolution point clouds, making them suitable for
obstacle detection and depth estimation [40]. Depth cameras, such as stereo or structured-light
systems, estimate depth from visual disparity and are effective in environments with good texture
and lighting.

Inertial Measurement Units (IMUs) are used to sense linear acceleration and angular veloc-
ity, which are valuable for estimating short-term motion and aiding pose estimation. Odometry
can be derived from multiple sources: wheel encoders (wheel odometry), LIDAR scans (scan-
matching or ICP-based LIiDAR odometry), or image sequences (visual odometry). Each modality
has trade-offs in terms of accuracy, drift, and robustness to environmental changes. For legged
robots, proprioceptive sensing plays a crucial role. Sensors that monitor joint angles, motor
torques, and foot contact provide internal feedback that allows the robot to estimate its posture
and stability, which is essential for locomotion over complex terrains [41].

Multimodal perception refers to the integration of information from multiple sensor modal-
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ities, such as cameras, LIiDAR, radar, and IMUs, to achieve a more comprehensive and robust
understanding of the environment [42]. By combining the complementary strengths of differ-
ent sensors, multimodal perception can improve accuracy, enhance resilience to individual sen-
sor failures, and enable richer semantic understanding. For example, fusing RGB imagery with
LiDAR data helps in associating visual semantics with precise geometric structure, while ther-
mal imaging can complement visible light cameras in low-light or occluded scenarios. Com-
mon multimodal approaches include sensor fusion algorithms (e.g., Kalman lters [43]), deep
learning-based fusion networks, and attention mechanisms that weigh sensor contributions con-
textually. However, challenges persist in aligning and synchronizing data across different spatial
and temporal resolutions, dealing with missing or corrupted modalities, and ensuring real-time
performance under computation constraints. Despite these challenges, multimodal perception is
a critical enabler for robust navigation in complex, unpredictable outdoor environments.

While traditional perception pipelines have been effective at handling well-structured in-
puts and prede ned tasks, they often struggle in complex outdoor settings that require higher-level
scene understanding and contextual reasoning [44]. Scenarios involving rare events, ambiguous
appearances, or semantic cues (e.g., interpreting a detour sign or distinguishing a puddle from a
shadow) are particularly challenging.

To address these limitations, there is growing interest in leveraging large pre-trained multi-
modal models, especially vision-language foundation models, which are trained on diverse
datasets encompassing images, text, and behavioral interactions. These models have shown
promise in enabling robots to reason about novel situations, interpret complex instructions, and
generalize across diverse environments with limited task-speci c training [45]. As a result, they
open new possibilities for context-aware perception that bridges the gap between raw sensory
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data and high-level autonomous behavior in real-world outdoor navigation.

1.3 Local Planning for Autonomous Navigation

Local planning refers to the process of generating short-horizon motion commands that
guide a robot safely and ef ciently through its immediate environment. Unlike global planning,
which computes a high-level path to the goal over a pre-mapped area, local planning operates in
real-time using current sensor inputs to avoid obstacles, adhere to terrain constraints, and main-
tain stability, often without reliance on a pre-existing map [46]. This capability is especially
crucial for mapless navigation or in environments that are highly dynamic, unstructured, or pre-
viously unseen, where global maps are unavailable or quickly outdated.

In the context of outdoor mobile robots, local planners play a critical role in enabling
real-time decision-making under uncertainty. They ensure collision-free movement, adapt to
terrain variability, handle dynamic agents like pedestrians or vehicles, and align with task-level
behaviors. The key objectives of local planning include obstacle avoidance, terrain reasoning,
goal-directed movement, and increasingly, social and semantic compliance, such as avoiding
restricted or undesirable terrain regions [8].

Local planning approaches can broadly be categorized into model-based and learning-
based methods. Model-based planners rely on explicit models of robot dynamics and the en-
vironment to compute feasible and safe trajectories. One popular technique is Model Predictive
Control (MPC) [47], which uses a dynamic model to optimize a trajectory over a nite time hori-
zon while respecting constraints. MPC is particularly powerful for incorporating multi-objective

cost functions such as goal proximity, obstacle avoidance, and smoothness, making it suitable



for systems with complex dynamics. However, MPC is often computationally intensive, and its
performance may degrade in highly uncertain or unstructured environments.

Another classical model-based method is the Dynamic Window Approach (DWA) [13],
which samples admissible velocity commands within the robot's dynamic limits and selects the
one that optimizes a short-term cost function. DWA is lightweight and reactive, offering good
performance in simple settings. Nevertheless, its greedy nature and reliance on local optimization
can lead to failures in more complex environments, such as getting trapped in local minima.
Trajectory optimization methods, such as CHOMP [48], take a different approach by re ning
an initial guess of the trajectory using smoothness and collision-avoidance objectives. These
methods can generate elegant and feasible trajectories but are often sensitive to initial conditions
and assume relatively complete knowledge of the environment.

Learning-based local planners, on the other hand, utilize data-driven approaches to infer
policies or trajectories from experience. Imitation learning (IL) [49] methods aim to mimic ex-
pert behavior by learning from demonstration data. These methods are typically ef cient to train
and produce task-aligned behaviors, but often struggle in unfamiliar or out-of-distribution sce-
narios due to covariate shift. Reinforcement learning (RL) [50] provides an alternative paradigm
where policies are trained through trial-and-error, enabling the discovery of novel strategies under
complex or high-dimensional reward structures. However, RL methods tend to be data-intensive
and can be dif cult to deploy in real-world robotic systems due to challenges in ensuring safety,
stability, and generalization.

More recently, end-to-end learning approaches have emerged that map raw sensor inputs,
such as RGB images or LiDAR scans, directly to low-level control commands [51]. These meth-

ods are particularly advantageous in perception-rich settings where explicit modeling is infeasible
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or overly complex. However, they often suffer from a lack of interpretability, making them hard
to validate and debug, especially in safety-critical applications.

While model-based methods offer interpretability, safety, and predictability, they can be
brittle in uncertain, perception-driven environments. Conversely, learning-based methods offer
adaptability and task-level generalization but may sacri ce robustness and reliability. As a re-
sult, hybrid approaches are increasingly popular, combining model-based control structures with
learning-based perception or behavior modules. These frameworks aim to harness the structure
and safety of classical planning while leveraging the exibility and representational power of
learned policies, making them well-suited for challenging outdoor, mapless, and real-world nav-

igation tasks.

1.4 Challenges and Research Opportunities in Outdoor Robot Autonomy

Despite signi cant progress in autonomous navigation, deploying mobile robots in com-
plex outdoor environments remains a formidable challenge. While existing perception and local
planning methods perform well in structured or semi-structured environments, the unpredictable
and heterogeneous nature of real-world outdoor settings introduces numerous limitations. These
limitations arise due to dynamic physical conditions, diverse terrain structures, and the need for
high-level contextual understanding, factors that are often underrepresented in traditional datasets

and algorithmic frameworks. The major challenges in outdoor robot autonomy include:

» Uneven Terrains: Outdoor environments frequently contain slopes, inclines, and irregular
surfaces that disrupt the robot's stability. Such terrain features can lead to slippage, tipping,

or even collapse, particularly for legged and wheeled robots that rely on smooth surface



assumptions. Traditional planning algorithms, often designed for at or mildly uneven
surfaces, fail to generalize to these more demanding conditions without adaptive control

strategies.

Variable Terrain Surface Properties: Outdoor surfaces can vary dramatically from hard
asphalt and gravel to soft sand, loose soil, and wet mud. Each terrain type has different
physical characteristics such as friction, deformability, and energy dissipation, which can
result in excessive vibration, reduced traction, and higher energy consumption. Motion
planning systems that do not model or anticipate these variations risk generating trajectories

that are either physically infeasible or suboptimal for energy ef ciency and safety.

Diverse Vegetation: Tall grass, dense shrubs, and low-hanging foliage introduce signi -
cant perception and mobility challenges. Vegetation can cause sensor occlusions and mis-
classi cations, making it dif cult to maintain reliable obstacle detection or terrain mapping.
Additionally, physical interaction with vegetation can entangle or destabilize the robot,
particularly for ground robots with limited clearance or weak torque capabilities. Current
perception pipelines often lack the ability to accurately distinguish between traversable and

obstructive vegetation.

Varying Environmental Conditions: Outdoor settings are subject to frequent changes

in lighting (e.qg., bright sunlight, overcast skies, shadows), visibility (e.g., fog, dust), and
weather (e.g., rain, snow). These conditions degrade the reliability of cameras, LiDAR,
and depth sensors by introducing noise or attenuating signal quality. As a result, the per-
ception stack becomes unreliable, which cascades into failures in scene understanding and

planning.



» Contextual and Scene Changeskeal-world environments are inherently dynamic due to
construction activities, temporary obstacles, seasonal vegetation growth, or the movement
of people and vehicles. These changes can introduce out-of-distribution inputs that are not
captured in training data, leading to poor generalization in both perception and planning
modules. Robots may fail to recognize novel obstacles or respond inappropriately to altered

traf ¢ patterns or signage, resulting in brittle and potentially unsafe behavior.

On the other hand, Reinforcement Learning (RL) holds promise for training exible and
adaptive policies for robot navigation. However, its deployment in real-world outdoor settings is

hindered by several challenges:

» Sim-to-Real Transfer Gap: Policies trained in simulation often fail in the real world due
to mismatches in dynamics, sensor noise, and environmental complexity. Bridging this gap
requires methods such as domain randomization, improved simulation delity, and robust

policy transfer mechanisms.

» Reward Engineering for Dense Rewards:Designing dense reward functions that accu-
rately capture task goals without inducing unintended behavior is dif cult. Such rewards

often require extensive tuning and may still misalign with high-level objectives.

» Sparse Reward ChallengesSparse rewards provide minimal guidance (e.g., only at goal
completion), which can severely slow learning. Without intermediate feedback, RL agents

struggle to explore ef ciently, especially in long-horizon or complex tasks.

» Safety and Exploration in the Real World: Unsafe exploration can lead to hardware

damage or system failure. This makes online RL dif cult to use directly on physical robots
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Figure 1.1: Dissertation Overview

operating in outdoor environments.

» Ofine RL and Dataset Limitations: Ofine RL trains policies using pre-collected
datasets, avoiding unsafe online exploration. However, real-world data is often biased,

suboptimal, or incomplete, which can lead to poor generalization or unsafe policies.

1.5 Dissertation Overview

Considering the challenges and research opportunities in outdoor robot autonomy, this the-
sis is organized into three main parts. The rst part focuses on the development of deployable
deep reinforcement learning (DRL) policies for outdoor navigation using both online and of ine
methods, including techniques to mitigate challenges in sparse reward settings. The second part
explores multi-modal perception strategies to enhance robustness and generalization in complex

environments by fusing LiDAR, camera, IMU, and proprioceptive inputs. The third part investi-
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gates how lightweight Vision-Language Models (VLMs) can enable robots to follow high-level
language instructions and navigate diverse environments in real time. A summary of the disser-

tation overview is presented in Fig. 1.1.

Part I: Robot Navigation using Deep Reinforcement Learning (RL)

Deep Reinforcement Learning (DRL) has demonstrated the capacity to learn control poli-
cies from high-dimensional inputs and adapt to dynamic settings [50]. Unlike traditional control
or supervised learning approaches, DRL learns through interaction, removing the need for large-
scale annotation or handcrafted supervision. However, RL policy training for complex outdoors
has remained underexplored due to numerous reasons such as sim-to-real transfer dif culties,
lack of high delity simulations, complexities in accurate environmental sensing, need for re-
ward engineering, etc.

In Chapter 2, we present TERP [52], an online RL framework for wheeled robot naviga-
tion over rough outdoor terrains. TERP integrates elevation-aware perception with model-based
planning to enable stable and transferable policies from simulation to the real world. However,
online RL often depends on accurate simulators, which may not model real-world complexities
such as deformable vegetation or shifting ground.

To overcome these limitations, we explore of ine RL in VAPOR [53], targeting quadruped
robots navigating dense vegetative environments. VAPOR utilizes real-world trajectories with
proprioceptive and exteroceptive sensing to learn policies that ensure safe and stable navigation
without requiring online interaction or exploration.

Finally, recognizing the challenges of sparse and delayed rewards in complex tasks, we
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propose a novel policy gradient algorithm with heavy-tailed parameterization to enhance stabil-
ity and sample ef ciency [54]. This technique improves learning in environments where conven-

tional reward shaping is impractical.

Part II: Multi-modal Perception for Outdoor Robotics

Achieving robust autonomy in outdoor environments requires a deep and contextual under-
standing of terrain characteristics, including deformability, slipperiness, clutter, and occlusion.
Single-modal perception systems, such as those relying solely on vision or LIDAR often under-
perform in the presence of variable lighting, sensor degradation, or complex surface properties.
To overcome these limitations, our work embraces multi-modal fusion, integrating diverse sens-
ing modalities to enhance scene understanding and planning robustness.

In Chapter 5, we introduce GrASPE, a trajectory evaluation framework that fuses RGB
images, LIDAR point clouds, and odometry for resilient decision-making in degraded sensing
conditions [55]. Motion candidates are represented as graphs, and their traversability is evaluated
using an attention-based Graph Neural Network (GNN). This allows the robot to reason about the
safety of different trajectories even in the presence of ambiguous or missing sensor information.

To further improve perception in vegetation-dense regions, we propose the Multi-Layer
Intensity Map (MIM) [56], a novel representation that captures height, solidity, and opacity of
obstacles by stacking LIiDAR intensity values across elevation layers. This representation enables
the robot to distinguish between passable obstacles (e.g., pliable tall grass) and impassable objects
(e.g., trees, walls). We also introduce a vegetation-aware obstacle in ation technique, which

dynamically adjusts trajectory planning by modulating the perceived size of obstacles based on
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their MIM features. These contributions are validated through eld experiments using TurtleBot
and Boston Dynamics Spot platforms.

Building upon the MIM representation, we present TOPGN [57], a real-time method for
detecting transparent obstacles, a common failure case in LIDAR-based systems. By analyzing
intensity values across the MIM layers, our approach isolates point neighborhoods that re ect
from transparent surfaces. We then extrapolate the geometry of the transparent obstacle by tting
a tangential line segment to these neighborhoods, enabling safe and ef cient collision avoidance
in real time.

Finally, we introduce AAVENTR [58], a general-purpose system for autonomous navi-
gation in unstructured outdoor environments characterized by uneven terrain and dense vege-
tation. AAVENTR leverages data from RGB cameras, 3D LIiDAR, IMU, odometry, and pose
estimation, processed through ef cient, edge-deployable learning-based perception and planning
modules. A scene-aware switching mechanism dynamically selects the most suitable perception
algorithm at runtime, enabling adaptation to terrain changes. We validate AAVENTR's robust-
ness across diverse scenarios, including sloped, muddy, rocky, and vegetated terrains, on both

wheeled (Clearpath Husky) and legged (Boston Dynamics Spot) robotic platforms.

Part Ill: Context and Scene-Aware Navigation using Vision-Language Models

(VLMs)

Conventional navigation systems are typically trained for speci ¢ environments, limiting
their adaptability when faced with new tasks or scenes. Generalized navigation demands policies

that can interpret high-level instructions and dynamically reason about diverse contexts [45].
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In Chapter 9, we introduce BehAV [59], a lightweight language-conditioned navigation
framework that leverages compact Vision-Language Models (VLMSs) for real-time operation on
edge hardware. These VLMs enable zero-shot object recognition and contextual scene under-
standing from natural language commands, such as “stay on the trail” or “avoid bushes.” The
VLM outputs are used to construct behavioral cost maps that encode user preferences and envi-
ronmental constraints. These maps feed into an unconstrained Model Predictive Control (MPC)
planner, which balances task completion with adherence to behavioral rules. Compared to prior
large-scale VLM pipelines [60, 61], our method supports exible, real-time adaptation to chang-

ing scenes without needing retraining or backend servers.

In summary, this thesis presents a multi-modal, learning-driven navigation framework that
enhances robotic autonomy in unstructured outdoor settings. It contributes: (1) DRL-based de-
ployable control policies for terrain-aware navigation, (2) multi-modal perception techniques for
robust scene understanding under uncertainty, and (3) a compact VLM-based planning pipeline
for instruction-following navigation. Finally, in Chapter 10, the dissertation concludes by sum-

marizing key contributions and outlining directions for future work in autonomous navigation.
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Chapter 2: TERP: Reliable Planning in Uneven Outdoor Environments using

Deep Reinforcement Learning

2.1 Introduction

Autonomous mobile robots have increasingly been used for many real-world eld appli-
cations such as indoor and outdoor surveillance, search and rescue, planetary/space exploration,
large agricultural surveys, etc. Each of these applications requires the robot to operate in differ-
ent kinds of terrains, which can be characterized by visual features such as color and texture, and
geometric features such as elevation changes, slope, etc.

A robot's stability, which includes its pitch and roll angles being within certain limits, is
predominantly dictated by the elevation changes/unevenness and slope of the terrain [62]. For
reliable navigation, robots need to identify unsafe elevation changes and plan trajectories along
planar regions to a large extent. However, sensing and navigating in uneven unstructured envi-
ronments can be challenging because we do not have a complete model of the terrain with all
the elevation information [63, 64]. Rather this information is gathered using camera or LIDAR
sensors as the robot navigates. In addition, elevation changes cannot be adequately inferred only
from visual features of the environment [65]. Prior works have addressed this by using grid-based

data structures such as Octomaps [66] and elevation maps [67], which are 2D grids that contain
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Figure 2.1: Robot trajectories while navigating in an uneven terrain (elevation g&m) us-

ing four different methods: our method TERP (pink), Ego-graph (orange), DWA (Blue), and
velocities from the end-to-end Attn-DRL method (violet). TERP computes an attention mask
to highlight reduced-stability regions for navigation, which are then used to compute and up-
date navigation cost-maps continuously (e.g., cost-map computed at the robot's start location is
shown in the top left) , with the unsafe regions where the robot's pitch and roll angle could ex-
ceed the stability limit are highlighted in yellow and red (superimposed on the terrain). TERP
then generates waypoints (pink points) that are dynamically feasible and reachable by locally
least-cost paths. Other methods navigate through unsafe regions with high elevation gradients,
which could lead to unstable robot orientations. TERP leads to trajectories with low elevation
gradients (26.14% lower than prior navigation methods), leading to a higher rate of reaching the
goal (35.18% increase).

the maximum elevation (in meters) at each grid.

Many other techniques have been proposed in the outdoor domain including semantic
segmentation-based perception methods [18, 68-70], and Deep Reinforcement Learning-based
navigation methods [71, 72]. Semantic segmentation methods in this domain typically classify
terrains in images based on whether they are traversable for a robot [18, 68, 69] by learning the
visual features corresponding to the color and texture of different objects. However, they are
trained using human annotations which may not be suitable for all types of robots with different
dynamic constraints. Therefore, a terrain that is traversable for a robot could be misclassi ed

as non-traversable. As a result, navigation methods that use these segmentation methods for
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perception could be overly conservative for robot navigation and may result in sub-optimal tra-
jectories [73].

DRL-based navigation approaches [74,75], have been used for robot navigation in crowded
scenes with dynamic obstacles. However, they are mostly limited to navigation on at surfaces
and do not account for varying elevation in outdoor terrains. Moreover, these DRL methods
are typically trained using simulations and may face performance degradation in real-world en-
vironments [74]. Such methods also cannot provide any optimality guarantees on the robot's
trajectories.

Main contributions: We present TERP (Terrain Elevation-based Reliable Path Planning)
[52], a novel method for navigating a robot in a reliable and stable manner in uneven outdoor
terrains. That is, our approach identi es unsafe regions (with high elevation gradients) and com-
putes least-cost waypoints to avoid those regions. Our overall approach uses a continuous stream
of local elevation maps, robot pose, and goal-related vectors as inputs. The novel components of

our approach include:

» A DRL network (Attn-DRL) that uses a Convolutional Block Attention Module (CBAM)
[76] and a reward function to learn appropriate terrain features in the local elevation map
that indicatereduced-stability regions the environment. The Attn-DRL network is pri-
marily used for perception. After training, for any given input frame, we extract an attention
mask from an intermediate feature vector in the Attn-DRL network. Our attention mask
is not biased by human annotations and leads to an increase of 31.9% in the success rate
for reaching the goal in high-elevation environments compared to not using attention, and

a decrease of up to 75% in cumulative elevation gradient of the robot's trajectory.
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» A 2D navigation cost-map computed using the extracted attention mask and a normalized
elevation map of the environment. Our cost-map encodes a certain region's degree of
planarity i.e., a measure of whether the robot's pitch and roll angles will be within safe
limits, without the risk of ipping-over. Using the attention-based navigation cost-map
leads to a 35.18% higher rate of reaching the goal in high elevation terrains when compared

to prior methods.

* A method to compute waypoints on the cost-map that are dynamically feasible (i.e., sat-
isfying the kinodynamic constraints of the robot) and reachable by locally least-cost tra-
jectories. These trajectories are used as inputs to DWA-RL [77], a navigation scheme that
computes dynamically feasible collision-free robot velocities. Our formulation results in a
decrease in the Cumulative Elevation Gradient (CEG) of 26.14%. Decoupling perception
to Attn-DRL network, and navigation to DWA-RL leads to improved overall performance,

as compared to using one end-to-end network approach. (see Fig. 9.1 and Fig. 2.5).

Our overall formulation has signi cantly lower execution times (takes one-fourth the time)
than a state-of-the-art segmentation method [18] and, guarantees that the robot's trajectories are
locally least-cost and dynamically feasible. We point the reader to [52] for a detailed version of

our work.

2.2 Related Work

In this section, we discuss existing work on identifying terrain features and robot navigation

on uneven terrains.
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2.2.1 ldentifying Terrain Features

Early works that addressed terrain identi cation utilized classi cation and modeling tech-
niques [78-80]. These include Gaussian mixture models [81], Markov random elds [82], ter-
rain mapping [83], and 3D environment reconstruction [84] with perception data from laser range
nders [85] or from LIiDARS, stereo cameras, and infrared cameras.

Recent methods have also constructed 3D maps, identi ed dynamic obstacles for unstruc-
tured scene navigation [86] and in walkways [87]. Due to the advent of deep neural networks
(DNN), classi cation techniques have been used for terrain understanding [88-90], with some
methods using robot-ground interaction data to train DNNs [91]. Most of the visual features
extracted by DNNs and external geometric features can vary signi cantly from one environment
to another. Hence, elevation estimation methods were introduced to generalize the terrain under-
standing problem.

Recent studies such as [72] highlight the importance of terrain elevation data to perform
robust outdoor navigation tasks. [92] presents a method to perform terrain semantic segmentation
and mapping using point clouds and RGB images for an autonomous excavator. In our work, we

utilize an elevation map of the environment computed using point clouds from a 3D LiDAR.

2.2.2 Robot Navigation on Uneven Terrains

Early works in uneven terrain navigation addressed it using binary classi cation (obstacle
vs. free space) [93], a continuous obstacle space [94], or potential elds [95] for high-speed rough
terrain navigation. Recent developments in deep learning have led to motion planners with high-

dimensional input processing capabilities [71]. For instance, [96,97] have incorporated on-board
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sensory inputs and prior knowledge of the environment to estimate navigation cost functions or
cost-maps. In [98], a nonlinear geometric cost function has been trained to imitate human expert's
behavior in uneven terrains. Similarly, an energy-cost model was proposed in [75] to generate
energy-ef cient robot paths on rough terrains.

Numerous end-to-end DRL methods have also been proposed for uneven terrain naviga-
tion [72,99,100]. These methods have used perception inputs such as elevation maps, the robot's
orientation, and depth images to train an A3C-based network [99] or have used RGB images and
point clouds to train a multi-modal fusion network [100]. In [65], the effectiveness of zero to
local-range sensing was compared using a rainbow DRL-based local planner. All the aforemen-
tioned DRL methods were trained and tested only on simulated uneven terrains. Hence, transfer-
ring such methods into a real robot while maintaining comparable navigation performance can be
challenging [74]. In our method, we decouple perception (to Attn-DRL network) and navigation
to two separate modules (see Fig.2.2). This ensures that our method's real-world performance is

comparable to its simulation performance.

2.3 Background

2.3.1 Notations, and De nitions

We highlight the symbols and notation we use in Table 2.1. For our formulation, we con-
sider a differential drive robot mounted with a 3D LiDAR with a range Qfs., and a360 eld
of view. We assume that the robot's start and goal locations are in stable regions i.e., the robot's
roll and pitch angles are within a safe limit. We use 2D elevation map} (from processed

point cloud data) obtained from a 3D LiDAR!(i;j ) denotes elevation value at tkigj ) grid
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Symbols | De nitions

E! Ann n 2D local elevation map of the sensed environment at time instant t
C Ground clearance of the robot

Ek Elevation map normalized based on ground clearance at time instant t

Al Attention mask obtained from an intermediate feature vector at time instant t

Ct Navigation cost-map at time instant t

res Resolution to convert index locations to real-world locations

I'sense Radius (in meters) of the robot's sensing region
Emax» E€min | Max and min elevation values iB'(x;y) (in meters)

dyoal Distance between the robot and its goal
goal Angle between the robot's heading direction and the direction to the goal
relative Angle between the robot's current location and the goal w.r.t. the robot's start
location
g Goal location relative to the robot

, Roll and pitch angles of the robot

Table 2.1: List of symbols used in our approach.

coordinate (see Fig. 2.4). All 2D data structures in our watk EL ; At; C!) are regarded as
n n matrices or grids with the robot located at the center. We transform the in@igg¢such
that the robot's position correspondgtg ) = (0 ; 0). We obtain real-world position; y) from
indices(i;] ) as

(x;y)=res (i;j): (2.1)

2.3.2 Deep Reinforcement Learning

Our Attn-DRL network is based on the Deep Deterministic Policy Gradient (DDPG) algo-
rithm [101] combined with Convolutional Neural Network layers and CBAM [76] (see Section
2.3.3). We choose DDPG because it uses an actor-critic network, which leads to stable con-
vergence to the optimal policy compared to policy-based or value-based methods. We brie y
describe the input and action spaces of our DRL network here and our network architecture and

reward function in Section 5.4. The perception input consists of a 2D normalized elevation map
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EL (see Equation 2.3). The robot pose and goal related inputs indjdgle goal, relative +J i

| |, and the elevation gradient vectoin the robot's heading direction, de ned as follows:

G = jir E'jj.; h=G(n=2:10): (2.2)

wherer denotes the gradient operation resulting iman n G matrix andG(n=2 : 1, 0)
denotes all the values in rows=2 to 1 in the0™ column (according to our indexing conven-
tions). Our Attn-DRL network is end-to-end with its action space being a linear and angular
robot velocity pair.

Although DRL methods are useful for training certain robot behaviors in simulations, their
performance degrades when transferred to real-world scenarios. In addition, the velocities com-
puted by the end-to-end DRL network cannot guarantee dynamic feasibility or optimality (in
terms of any metric). Therefore, we choose not to use the output velocities from Attn-DRL,
and instead decouple perception and navigation. We use Attn-DRL purely for perception by ex-
tracting an attention mask from an intermediate feature vdgtorin the network (see Section
2.4.2.1 and Fig. 2.3), and then computing a navigation cost-map. Computing waypoints and

robot velocities for navigation is performed in a separate module (see Fig. 2.2).

2.3.3 Convolutional Block Attention Module

To highlightreduced-stability regions the environment's elevation map, we use CBAM,
a light-weight attention module that can be integrated with any CNN architecture [76]. Given a
feature vector (say an output of a CNN) with a certain number of channels, CBAM sequentially

applies attention modules along the channels and then along the spatial axis (different parts on
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Figure 2.2: TERP's overall system architecture. We extract an attention mask from the Attn-

DRL network continuously for each frame of the input and compute the navigation cost-map.

Our architecture decouples perception and navigation to different modules instead of using an
end-to-end DRL network, resulting in improved performance. It also ensures that our method
performs comparably in both simulated and real-world environments. The advantages of this
formulation are highlighted in Section 9.5.4.

the feature vector) to obtain a re ned feature vector (see Fig. 2.3). This leads to our Attn-DRL

network learning the features in the elevation map that are relevant for reliable navigation.

2.4 TERP: Terrain Elevation-based Robot Path Planning

We explain the three major stages of our method: 1. training the Attn-DRL network and
extracting the attention mask, 2. computing a navigation cost-map and 3. generating locally

least-cost trajectories.

2.4.1 Normalized Elevation Map

We use existing software packages to process raw point cloud data from a 3D LiDAR
and obtain am n local elevation magE! around the robot. We employ nearest neighbor
interpolation to interpolate values for missing points based on nearby points.

A robot with higher ground clearanaecan navigate through higher degrees of uneven-
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ness than a robot with lower ground clearance. We account for this difference by computing a

normalized local elevation mdg, as,

8
2 E'(i;j) c+0:1(enax €mn) IfE'(j) >0

Exn(iij)= 3 (2.3)
TE'W(i;j) c Otherwise.

2.4.2 Computing Attention Masks

We useE}, and the other input vectors (Section 2.3.2) to train the Attn-DRL network.
We explain its novel network architecture and the reward function used for training in simulated

environments.

2.4.2.1 Network Architecture

Our network architecture (Fig. 2.3) has two branches. On the rst branch, we use a 2D
convolutional (conv-) layer of dimensiod® 40 8to process the input normalized elevation
map (withn = 40). This outputs a feature vector with eight channels, which are passed on to
the channel and spatial attention modules sequentially. Then, the channels are passed through
another conv-layer. The channel and spatial attention modules weigh the features in the different
channels and locations in each channel to idem&tjuced-stability regiongelevant for reliable
navigation. The resultant output is a re ned feature vedigs; () with dimensiongi0 40 8§,
which is nally passed through a dimension reduction conv-layer.

On the second branch, we concatenate the other ingdg#s, ( goai, relative » J J,J J, and
h vector) to obtain a 1D vector of size=2 + 5 (25 in this case). This is processed using a

fully connected layers of dimensions shown in Fig. 2.3. The outputs from the two branches
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Figure 2.3: The network architecture of our Attn-DRL network. The dark blue layers represent
our normalized elevation map and the vector containing the robot's pose, goal, and elevation
gradient-related vectors. The orange layers represent convolutional layers, and the light blue lay-
ers are fully-connected layers. The green and yellow blocks are the channel and spatial attention
modules, respectively. The dimensions of each layer are mentioned next to it. Our network runs
in real-time with an execution time of 0:08 seconds.

are concatenated through several fully connected layers to nally obtain the robot's linear and
angular velocities (which are used only for training and comparison). W&eke& activation

in the hidden layers an@dnh activation at the output layer.

2.4.2.2 Reward Functions

The reward function is used to shape the velocities of the end-to-end attn-DRL network
during training, i.e., to reward desirable and penalize undesirable robot actions/velocities. This
in turn trains the intermediate feature vectors (suchgs) in the network to learn features that
are relevant for reliable navigation (leading to high rewards). The total reward collected by the

robot for performing an action at any instant is given as,

Riot = 1Rdist ¥ 2Rnead *  3Rstabie + 4Rgrad: (2.4)

Here, the different are the weighing factors for the different reward componeRfg;
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andRyeaq, are the penalties for the robot moving away from its goal. They are de ned as,

Raist = dgoal; Rhead = ] goalj: (2-5)

The novel terms of our reward function &Rgipe andRyraq Which encourage the network
to learn features to maintain the robot's stability and avoid regions with high elevation gradients.
Rstable 1S the reward for the robot maintaining stability (having low roll and pitch angles), and

Rgrad IS the penalty for heading in a direction with a high elevation gradient. They are de ned as,

wherew is a weight vector with weights in ascending order, and the heading gradient
vector de ned in Equation 2.2. The& vector weighs elevation changes that are closer to the robot

higher than the ones farther away.

2.4.2.3 Attention Mask Extraction

As mentioned in Section 2.3.2, we extract an attention nfagkom the re ned feature
vector Fs . SinceF, 's different channels are already weighted by the channel and spatial
attention modules, the attention mask can be obtained by an unweighted summation along the
channels. This is,
X8
At(i;j) = Frer (Xy:i): 2.7)
i=1

The attention mask weighs elevation changes in the direction the robot is moving or turning
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higher than all other directions. This is depicted in Fig.2.4(b), where the attention mask corre-
sponds to the normalized elevation map presented in Fig.2.4(a). The robot turns to its right to
head towards its goal, and the high elevation changes on the right are highlighted in the attention

mask.

2.4.3 Computing Navigation Cost-map

Since the normalized elevation map and the attention mask represent the environment's
elevation values and the weights for the different regions at a time insteet utilize them to
compute a navigation cost-map as,

C'=E, A. (2.8)

Here represents element-wise multiplication. The computed costmap is shown in

Fig.2.4(c). To completely avoid certain high-cost regions while navigating (costs higher than

a certain threshol@,,.« ), we perform the following operation.

Cl(i;j)=1 if CUi:j)>Cma: (2.9)

Cmax IS set not only based on the elevation in a region, but also on the robot's maximum

torque capabilities. Therefore, all regions not reachable by the robot are assigned in nite cost.

2.4.4 Computing Least-cost Waypoints

Consider a local cost-map! and a goal locatiog that lies outside it. Choosing least-cost
waypoints (some index (i, j)) insid€!(i;j ) that lead the robot towards its goal is non-trivial.

This is because the robot operates without any global knowledge of the environment. In addition,
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Figure 2.4: (a) The normalized input elevation nfay. The colors range from light shades

of blue (low elevation) to dark shades of red (high elevation) indicating elevation relative to the
robot; (b) Attention mask extracted from Attn-DRL network. The light blue regions highlight
the reduced-stability regions the direction of the goal (see (d)). The attention mAskdoes

not focus on high elevation regions in the left bottom since they are not relevant to the robot's
current goal direction (top right); (c) Cost-map computed fiéjpandA'. The lighter regions

have high cost.; (d) Least-cost waypoint computation with the other parameters represented. The
red dots represent the candidate waypoints on th&arc

the chosen waypoint must be safely reachable by the robot. To address this, we formulate the
following method.

Given a robot with its goal a, we consider an approximate cirdiggpiore in C' centered
at the robot with a radiuBexpiore < I' sense- Next, we consider an ars} on the circumference
of Gexpiore that makes an angle ofypiore at the center with the goal vectgrbisecting it (see
Fig.2.4(d)). We use all locatior(§j ) 2 A} as candidate waypoints. We then choose the set of
least-costvaypoints as,

L., = fargmin(cost((i;j)))g: (2.10)
(i )2A Y

Here, forcost((i;] )) is the cumulative cost of navigating (o] ) from the robot's location
(0;0) in the cost-map by trajectories computed by Dijkstra's algorithm [102]. If multiple index
locations existirL!... , we choose the waypoint by transforming it to real-world coordinates (see
Equation 2.1) as,

X ;y = argmin (dist((x;y); Q) : (2.11)

x;y2(res Lt

min )
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In the highly unlikely event that! . = ; (implying all trajectories have in nite cost), we
expand the ard} to A}, which makes an angle af explore at Gexpiore 'S CENteEr. We then consider
(i;j ) 2 AL n A} as candidate waypoints and repeat the procedure.

When the terrain is planar, the robot can safely have a larger exploration circle and choose
waypoints on its circumference. This signi cantly reduces the number of waypoints that need to

be computed before reaching the goal. Therefiasg,ore is formulated as a function of the costs

within the circle as,

1 .
mean(C'(i;j ))’

reXpIore = kl + k2 8',] 2 Cexp|ore: (212)

wherek; andk;, are constants. If the costs with@giore are low (implying a planar

surface), the formulation expands the radius.

Proposition 1. Our method always navigates the robot in a dynamically feasible trajectory with

a low cumulative elevation gradient locally.

Proof. This result follows from the fact that the waypoints computed using Equation 2.11 are
reachable with the least trajectory cost locally. In addition, since our cost-map has in nite costs
for regions that are unsafe and unreachable based on the robot's torque requirements, such regions

are guaranteed to be avoided while computing trajectories. O

2.4.5 Dynamic Feasibility

We use DWA-RL [77] to compute robot velocities to follow the least-cost trajectory com-
puted by Dijkshtra's algorithm. DWA-RL guarantees that the velocities are collision-free and
obey the robot's kinodynamic constraints. Therefore, the robot can also avoid collisions with
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dynamic obstacles in the environment. Fig. 2.2 shows how the components in our method are
connected. Our approach decouples perception to our DRL network with the attention modules
and the navigation to our local waypoint computation and DWA-RL. This architecture leads to

superior performance and guarantees least-cost waypoints and the dynamic feasibility of the nal

velocities.

2.5 Results and Analysis

We explain our method's implementation in simulations and on a real-world robot. We then

explain our evaluation metrics and discuss our inferences.

2.5.1 Implementation

Our Attn-DRL network is implemented in Pytorch. We use simulated uneven terrains with
a Clearpath Husky robot created using ROS Melodic and Unity game engine to train the Attn-
DRL network. The simulated Husky robot is mounted with a Velodyne VLP16 3D LIDAR. The
network is trained in a workstation with an Intel Xeon 3.6 GHz processor and an Nvidia Titan
GPU.

We replicate the simulated robot's setup on a real Husky robot. In addition to the LIiDAR,
the robot is mounted with a laptop with an Intel i9 CPU and an Nvidia RTX 2080 GPU. We
use the Octomap [66] and Grid-map [103] ROS packages to obtain the elevatidat épize
40 40using the point clouds from the Velodyne ROS package. Our network is computationally

light enough to run real-time on the laptop along with the aforementioned ROS packages.
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2.5.2 Evaluation Metrics

We use the following metrics to compare our method's navigation performance with the
Dynamic Window Approach (DWA) [104], the ego-graph [105] method used in [65], and our
end-to-end Attn-DRL network (without decoupling perception and navigation). The ego-graph
method uses a cost function based @p, and the terrain's cumulative elevation gradient along
a set of local trajectories to nd the minimum cost trajectory. We add a distance-to-goal cost to

this cost function and use it for additional comparison (ego-graph+).

» Success Rate The number of times the robot reached its goal while avoidauyced-

stability regionsand collisions over the total number of attempts.

» Cumulative Elevation Gradient (CEG) - The summation of the elevation gradients ex-
perienced by the robot along a trajectory (ijj.,zronjj , Wherer z,, represents the robot's

elevation at any time instant).

* Normalized Trajectory length - The robot's trajectory length normalized using the

straight-line distance to the goal for both successful and unsuccessful trajectories.

» Goal Heading Deviation- The cumulative angle difference between the robot's heading

P .
and the goal along a trajectory (i.e.,iti‘f' goal» Wheretyo, is the time to reach the goal).

2.5.3 Testing Scenarios

We evaluate our elevation based navigation framework and compare it with prior methods

in four scenarios(see Fig.2.5).
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