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This dissertation advances analytical frameworks for studying brain dynamics in com-
plex fMRI experiments. Modern neuroscience is shifting toward dynamic paradigms that
better mimic real-world scenarios, but these pose fundamental analytical challenges. First,
they often lack the well-defined events or trials that serve as basic units of analysis. Sec-
ond, they challenge the core assumption of trial-averaging. Recent work suggests that
trial-to-trial variability is not simply noise, but a critical signal corresponding to meaning-
ful behaviors or internal states. Conventional methods, which discard this variability, are
thus ill-suited for these experiments. This thesis addresses these challenges by developing
and applying a suite of state-space and machine learning models to analyze brain activity
as it unfolds dynamically.

First, to establish a new unit of analysis, we apply Switching Linear Dynamical Systems
(SLDS) to model fMRI data from a continuous threat-of-shock experiment. The model
parsed fMRI timeseries into discrete brain states that successfully mapped onto experimen-
tal events (e.g., threat proximity) . By separating the dynamics into intrinsic and extrinsic
components, we show that these states evolve toward stable fixed-point attractors and quan-

tify how external inputs steer the system’s trajectory.



Next, we extend this SLDS framework to test the hypothesis that trial-to-trial variabil-
ity encodes rich internal processing of experimental stimuli. We represent this internal
processing by characterizing each trial from a dynamic threat-avoidance task as a latent
state sequence. Clustering these sequences reveals that a single experimental condition
elicits a repertoire of distinct “dynamic modes,” each defined by a unique sequence of
threat and safety states . These modes recurred across different experimental conditions
, challenging the one-to-one stimulus-response assumption. We demonstrate these modes
are functionally significant, proving predictive of physiological arousal (skin conductance)
and corresponding to different ways of engaging with external stimuli, as revealed by a
controllability analysis.

Finally, this dissertation addresses the critical challenge of interpretability: linking the
abstract, system-level findings of dynamical models (such as attractors and state trajecto-
ries) back to their concrete neurobiological substrates (such as specific brain regions). We
first approach this in the SLDS framework by introducing a novel “region importance”
measure to identify which brain areas are most influential in steering state trajectories . We
then extend this focus on interpretability to a supervised recurrent neural network (RNN)
framework, which we developed to model the spatiotemporal dynamics of highly com-
plex naturalistic stimuli (movie-watching) for which unsupervised models are less optimal.
This RNN approach uses saliency maps and lesion analyses to identify critical brain re-
gions . We demonstrate these dynamic RNN representations are highly generalizable and
rich enough to predict stable cognitive traits, such as fluid intelligence, from a participant’s
brain response.

Taken together, these studies provide a cohesive methodological progression for charac-
terizing brain dynamics in complex experiments, moving beyond static analyses to capture

meaningful, time-varying neural processes.
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Chapter 1: Introduction

This dissertation is a work of computational and methodological neuroscience. Its cen-
tral contribution is the development and application of novel analytical frameworks de-
signed to characterize complex brain dynamics from fMRI data. As modern neuroscience
increasingly adopts dynamic, naturalistic experiments, it creates a critical methodological
gap. The very nature of these new paradigms, with continuous stimuli, a loss of discrete
trials, and meaningful trial-to-trial variability, which renders traditional analysis techniques
like trial-averaging insuf cient. This thesis directly addresses this gap by introducing and
validating a suite of state-space and machine learning models capable of analyzing brain
activity as it unfolds in time.

To build this case, this introduction will rst review the classical block-design and
event-related paradigms (Section 1.1) to highlight their conceptual and ecological limita-
tions. | will then detail the eld's transition toward complex, dynamic experiments (Section
1.2) and the two primary analytical challenges this shift introduces: the loss of the trial as
a discrete unit of analysis and the discovery that neural variability is a meaningful signal
and may re ect behavior and internal states, not noise. With these challenges established,
| review dynamical systems theory (Section 1.3) as the core mathematical framework for
modeling brain activity as it evolves in time. | also highlight critical gaps in its current ap-
plication, particularly the challenge of bridging abstract, system-level constructs with their
underlying neurobiology, which motivates the methodological developments in this disser-

tation. Finally, this chapter concludes with an overview of the thesis contributions (Section



1.4), which apply this framework to develop the speci ¢ methodological advancements

presented in the subsequent chapters.

1.1 Block design and event-related fMRI experiments

A fundamental principle in systems neuroscience is to understand neural mechanisms
through experimental control. This classical experimental framework operates on the as-
sumption that complex neural phenomena can be broken down into constituent elements
which can be studied independently by isolating speci ¢ experimental variables while hold-
ing others constant, such as in the early blocked-design experiments in functional Magnetic
Resonance Imaging (fMRI). A typical blocked design would alternate extended blocks of
an experimental task (e.g., tapping the index nger for 30s) with similarly long events of a
control task (e.g., resting for 30s). The comparison of the fMRI signal between two blocks
provided an estimate of the overall effect of an experimental manipulation. Early versions
of this design separated experimental events by long-duration intervals, which minimized
the overlap between the fMRI responses evoked by successive events and allowed the esti-
mation of event-related activity in regions of interest [89].

Early research established that the fMRI hemodynamic response followed key prop-
erties of a linear system [20]. Speci cally, it demonstrated scaling, where the amplitude
increased proportionally to the underlying neuronal activity , and superposition, meaning
the response to a long-duration stimulus could be estimated by adding a series of responses
from shorter stimuli [40, 177]. Such properties indicated that even complex experiment
designs could be analyzed through a simple “deconvolution” step, a process by which the
complex measured signal (the overlapping BOLD responses) is mathematically separated
into the estimated underlying components (the response to each discrete event), often im-

plemented within the framework of the General Linear Model (GLM), a statistical frame-



work expressed as the matrix equatidr § bjX + e. In this model, the measured fMRI
signal over timeY) is explained by a set of regresso¥'s), which are time courses of

the expected BOLD response for each event type [60, 224]. The regressors are created by
mathematically convolving the known timing of experimental events with the typical de-
layed shape of the BOLD signal. By tting this model to the data, the analysis estimates a
regression coef cientsh's) for each event type, and the magnitude of this coef cient re-
ects the estimated strength or extent of the brain's BOLD response to that speci c event.
Researchers have used such experiments to study a remarkable diversity of topics, from
basic processes of perception and memory, to the complex mechanisms of decision making
and moral cognition, by identifying specialized brain regions and their networks responsi-
ble for each function.

However, despite their historical success, such event-related paradigms suffer from con-
ceptual and ecological limitations that constrain their explanatory power. By reducing cog-
nition to isolated, transient events, these designs fail to capture the dynamic, multimodal,
and context-dependent nature of real-world neural processing [77, 80, 129, 134, 195]. The
arti cial simpli cation of stimuli—such as static images, tones, or brief words bears little
resemblance to the dynamic sensory environments in which the brain operates in real life
[236]. In everyday experience, perception and cognition unfold through the integration
of information across multiple modalities and over extended temporal windows, processes
that involve heteromodal regions like the prefrontal cortex [79, 139]. Consequently, event-
related paradigms neglect the hierarchical temporal structure of neural computations, where
meaning may accumulate over seconds to minutes rather than milliseconds. For example,
studies of threat processing show that brain regions such as the amygdala and ventromedial
prefrontal cortex integrate information over extended timescales to evaluate context and
predict future threat, rather than responding solely to isolated cues or single fearful faces

[119, 151, 207]. This reductionist approach, though experimentally convenient, risks ob-



scuring the emergent dynamics and distributed network interactions that underlie adaptive

human cognition.

1.2 Transition to complex and dynamic experiments

Recognition of the limitations of event-related experiments as well as advancements
in neuroimaging techniques has led researchers to increasingly adopted more complex
and dynamic experimental paradigms that move further along the spectrum toward greater
ecological validity [77, 80, 129, 134, 195]. Complex paradigms diverge from traditional
event-related experiments along several key dimensions of experimental design. Instead
of presenting brief, time-locked stimuli separated by rest intervals, they use continuous,
temporally extended inputs such as feature Ims, spoken narratives, or immersive virtual
environments that unfold over minutes rather than seconds. This shift replaces discrete,
repetitive trials with continuous streams of information, allowing temporal dependencies
and contextual structure to emerge naturally. In contrast to the single modality presenta-
tion typical of event-related tasks such as static visual images or isolated tones, naturalistic
paradigms employ complex, multimodal stimuli that simultaneously engage visual, audi-
tory, and linguistic cues [80, 195, 236]. Rather than following a strict sequence of stimuli
and responses predetermined by the experimenter, complex paradigms also allow partici-
pants' actions or choices to in uence the unfolding experience. For example, in a virtual
reality or game-based setting, a participant might explore different paths, make decisions
that affect the storyline, or choose which objects to attend to, creating a ow of events
shaped by their own behavior [6, 10, 231]. Temporal scheduling is no longer xed or ran-
domized by the experimenter but driven by the natural progression of the stimulus or the
participant's actions. Through these modi cations in stimulus duration, structure, sensory

richness, and participant interaction, complex paradigms may move beyond the constrained



temporal and structural assumptions of event-related experiments, as abstractly conveyed
In Fig. 1.1 in the context of experimental paradigms for studying threat responses.

Complex experimental paradigms may offer several advantages over traditional ap-
proaches [134, 157, 195]. Dynamic experiments feature stimuli that change continuously
and unpredictably, better capturing how the brain adapts to temporal evolution and con-
text shifts, and allowing for the study of prediction, anticipation, and temporal integration
mechanisms . Complex designs, especially those involving naturalistic stimuli, simultane-
ously engage multiple cognitive, sensory, and affective processes [79, 236]. As the brain
has been tuned to respond to a continuous sensory stream during evolution, complex natural
stimuli trigger more reliable neural responses than the conventionally used, well-controlled
yet simpli ed stimuli. For example, cells in the cat visual cortex respond more strongly
to natural pictures than to random patterns [3]. Dynamic conditions can uncover patterns
of spontaneous or emergent neural synchrony and variability, including those linked to
higher-order cognition, attention shifts, and transitions between brain states that may re-
main masked in static, controlled tasks.

The transition from block design and event-based experiments to more complex and
dynamic designs poses a challenge to the existing methodological frameworks used for
analysis. Among challenges known in the literature, | mention a few that are relevant in the

context of this dissertation.

1.2.1 The loss of the trial as the unit of analysis

As mentioned earlier, in neuroscience experiments involving traditional task designs
such as block or event-related paradigms, neural data are segmented into discrete, well-
de ned events or blocks with clear onsets and offsets. These temporal boundaries support

statistical analyses like the General Linear Model (GLM) by providing repeated, time-



Figure 1.1:Experimental paradigms for studying threat responses. (AA static threat appraisal
paradigm, where participants are shown a static image representing a potentially risky situation and
are asked to rate their perceived fear and risk [{B4]JA passive imminent threat paradigm, where

a phobic stimulus (e.g., a spider) is shown dynamically approaching the participant (or their avatar)
to increase threat imminence [147{C) An dynamic threat-processing paradigm, where partic-
ipants passively watch randomly moving objects and associate a speci ¢ event (e.g., the objects
approaching or touching) with an aversive outcome (e.g., a shock) [{BBJAn active avoidance

task, where the participant controls an agent (player) in a simple video game environment to actively
escape from a pursuing threat and reach a designated safdEpAecomplex approach-avoidance
foraging task, where the participant must actively navigate an open map to seek and collect rewards
while simultaneously being pursued by a persistent threat, with the option to retreat to a safety
area. The paradigms ( guratively) progress from passive, static evaluations (A) to highly dynamic,
interactive tasks involving active decision-making under con icting goals (E).



locked trials for averaging and contrast. However, complex, naturalistic experiments, in-
cluding attending to dynamic natural stimuli or engaging in immersive gameplay, funda-
mentally depart from this structure. In such settings, there is often no clear block or event
structure; transitions between cognitive or behavioral states occur seamlessly and continu-
ously, preventing simple demarcation of data segments ([6, 10]. Responses to events may
overlap and mix, making it dif cult or impossible to decompose neural signals reliably
into separable task-related components. Additionally, in naturalistic paradigms involving
playing video games, each trial or episode is unique due to ongoing decision-making by
the participant, resulting in highly variable sensory and cognitive states across trials that
may resist clustering them into groups of similar play styles, making it challenging to cat-
egorize them into discrete conditions (e.g., playing styles) for analysis or straightforward
comparisons across trials [10, 37].

Recent advances have begun to address these challenges through data-driven segmen-
tation approaches applied to both animal and human natural behavior and/or stimuli. For
instance, methods leveraging unsupervised learning and computer vision have been used
to identify behavioral motifs or neural states from continuous recordings without prede-
ned task structures [133, 220, 223]. For example, studies in freely moving mice have
used such methods to uncover regularities in neural activity linked to behavior in unstruc-
tured contexts, including social play or spontaneous exploration [223]. Although these
segmentation approaches can yield meaningful behavioral or neural state boundaries that
allow subsequent modeling—sometimes using GLMs with regressors derived from anno-
tated features, they may only validate known functional localizations or neural correlates
previously established under simpler, controlled conditions rather than uncover fundamen-
tally new dynamics in such experiments [195]. What could be a good unit of analysis for
studying brain dynamics in such experiments remains an open quesiton.

Over the last decade, there has been an increasing focus on 'brain states' as the fun-



damental unit of analysis, coming from the realization that the brain's internal dynam-
ics, in addition to just external stimuli, may often be the primary determinants of behav-
ior and cognition [73, 112, 209, 218]. Brain states, based on prior works, can be gen-
eralized as unique, recurring con gurations of neural activity and/or dynamics that can
be observed across a range of behavioral and cognitive conditions [73, 135]. In exist-
ing works, these states have been characterized as distinct static patterns of brain activity
[28, 76, 102, 123], functional connectivity based networks [5, 27, 185], joint patterns of
both activity and co-activation [12, 13, 76, 136, 193, 194, 215, 216] as well as patterns of
dynamics [152, 200, 201]. Broadly, without ignoring the practical bene ts of segmenting
experimental stimuli into events of interest as mentioned in the preceding paragraph, here
| mention a few motivations to also pursue characterization of brain states for the study of
complex experimental paradigms.

First, brain states re ect the intrinsic, ongoing dynamics of neural activity (that shape
perception, cognition, and behavior), regardless of external events. In real-world or immer-
sive experimental settings, external stimuli are often continuous, overlapping, or highly
variable, making it dif cult to de ne clear event boundaries or to align neural data with
speci ¢ stimulus features. In contrast, brain state segmentation captures the intrinsic orga-
nization of neural activity, which may allow researchers to identify meaningful transitions
and patterns that may not correspond directly to external events but are nonetheless crit-
ical for understanding how the brain processes information in natural contexts. Second,
brain state segmentation enables the study of rare or transient neural patterns that might
be missed by stimulus-based approaches, especially when stimuli are not repeated or are
highly individualized (see also Fig. 1.2, for example, in gameplay or free behavior. In
the following four paragraphs, | brie y discuss four models that have been effective at
characterizing brain states.

Sliding Window Correlation (SWC) analysis is one of the most common and straight-



Figure 1.2:Brain state segmentation for analyzing experiments. (AA schematic of an exper-

iment featuring a simulated near-miss scenario from time0 tot = T. (B) An illustration of

brain state segmentation applied to neural data from such an experiment. The timing and presence
of a speci c state (e.g., a “threat” state shown by the scared face image) can vary from trial to trial
(within and/or across individuals), and may not align precisely with the timing of the external event
(the “near-miss” at= T).



forward techniques for evaluating brain network dynamics during resting state and task
fMRI, operating analogously to a moving average function but in the co-activation space
[5, 27, 185]. Within the SWC framework, a brain state is de ned as a recurring, quasi-
stationary con guration of functional connectivity (FC), which is de ned as a unique ma-
trix of pairwise activity correlations that persists for the duration of the window. The
methodology computes a succession of pairwise correlation matrices by sliding a window
of xed length (t) across the time series data from a given parcellation of brain regions,
which are then grouped (typically using K-means) to yield clusters whose centroids repre-
sent network states. For example, in the N-back working memory task, Shine et al. [185]
applied SWC analysis to show that the human brain dynamically alternates between seg-
regated and integrated network states during cognitive performance. Critically, time spent
in highly integrated network states was associated with faster and more accurate task re-
sponses.

The Co-Activation Patterns (CAPs) methodology de nes a brain state as a unique,
instantaneous spatial pattern of activity across brain regions. The approach is driven by
the hypothesis that spontaneous functional Magnetic Resonance Imaging (fMRI) signals
originate from brief, temporally isolated instances of neural activity. CAPs are identi ed
by clustering brain activity at each time step (typically using K-means ) to identify stable
states represented by the cluster centroids (each called a CAP), capturing the instantaneous
dynamics of brain networks [28, 76, 102, 123]. Unlike the sliding-window approach, which
requires prede ned window sizes, CAP analysis does not rely on such presets, making it
more exible and sensitive to transient brain states. The CAP methodology has enabled
the discovery of frequent, highly reproducible spatial activation patterns in resting-state
and task fMRI data. In a seminal study, Karahanoglu and Van De Ville [102] aimed to
disentangle resting-state fMRI dynamics into transient, spatially and temporally overlap-

ping CAPs using innovation-driven clustering of deconvolved fMRI signals. These CAPs

10



captured the rich spatiotemporal structure of brain activity by revealing how multiple func-

tional networks dynamically assemble and overlap both spatially and temporally, providing
new insight into the non-stationary and hierarchical organization of intrinsic brain activity

during rest.

Hidden Markov Models (HMMs) offer a mathematically rigorous alternative to win-
dowing methods, modeling brain dynamics as a sequence of discrete states which switch
among one another ([12, 13, 76, 136, 193, 194, 215, 216]. An HMM brain state is de ned
as a discrete, hidden, stochastic process. For example, in a Gaussian HMM each state fol-
lows a Gaussian process: time-varying brain actiwty during a statek) is sampled from
a multivariate Gaussian distribution characterized by a mean activation map across brain
regions (rx, wherek is the state label) and a full covariance mati$)( which captures
functional connectivity between regiong: N (m; Sx) HMMs describe the time series
data using a nite number of hidden states< 1;2;:::;K whereK is the number of states).

The model state transitions follow Markov's principle, where the probability of switching
between states is decided bi{a K state transition matriR, (P(zjz 1)= Pz ,:z), which

de nes the probability of switching between states. One such early application of HMMs
includes the work of Anderson and Fincham [8], who used HMMs in a mathematical
problem-solving task to segment fMRI data into sequential brain states representing “en-
coding,” “planning,” “solving,” and “responding” phases of each trial. The model-derived
duration of the “responding” state strongly correlated with the actual time participants spent
entering their answers ( r=0.53), providing behavioral validation for the discovered states.
The study demonstrated that HMMs can recover meaningful cognitive stages from brain
activity, even in complex reasoning tasks, and highlighted both the promise and the inter-
pretational challenge of unsupervised brain state discovery.

Switching Linear Dynamical Systems (SLDS)extend HMMs by introducing more

exible, temporally structured dynamics within each state. SLDS models, like HMMs,

11



use a sequence of discrete latent statgslfut differ in that each state is not just a static
pattern, but instead has its own unique linear dynamical system (LDS) describing how
brain activity evolves over time [2, 15, 59, 152, 200, 201]. Each LDS &{ateodels brain
dynamics using the equatioq,= A + by, wherex; is the low-dimensional representation

of the original brain activity timecoursg, andAy; by are parameters of the linear system

that govern the dynamics within the state. This means that unlike SWC,CAPs,HMMs
which partition time into segments, each described by a static activation or co-activation
pattern an SLDS brain state is a dynamical regime that dictates how brain signals evolve
through time, offering a richer modeling possibility on brain activity. Recent years have
witnessed several applications of the SLDS approach. For example, Taghia et al. [200]
used the model to analyze fMRI data collected during a blocked working memory task.
The model identi ed discrete brain states, each characterized by distinct linear dynamics,
that corresponded to different phases of the cognitive task—such as task engagement and
rest. Importantly, the SLDS framework revealed that transitions between these states were
systematically linked to changes in task structure and cognitive demands.

CAPs, SWC, and HMMs all model brain states as static entities, with the dynamics in
the data represented solely by discrete switches between these states. In contrast, the SLDS
framework is capable of modeling continuous dynamics within each state, offering the po-
tential to reveal richer insights into brain dynamics during complex experiments. However,
SLDS models (representative of a broader class of models characterizing brain states) have
typically been applied to blocked or event-related tasks as better ways to segment brain
signals. In most analyses, the dynamics inferred by SLDS models are summarized using
descriptive statistics such as the average duration of each state, the frequency of state transi-
tions, and the most probable sequences of state switching. Rather than directly interpreting
the underlying dynamical system parameters (like the state-speci ¢ dynamics matrices) in

neurobiological terms, studies typically focus on these higher-level temporal features to
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characterize how brain states evolve and interact during the experiment. This approach
provides useful information about the temporal organization of brain activity, but often
leaves the mechanistic interpretation of the model's parameters underexplored. As a result,
while SLDS offers a powerful framework for modeling complex neural time series, further
methodological advances are needed to relate its latent dynamics to interpretable features
of brain function and behavior. For example, in the study by Nair et al. [152] used SLDS
to discover line bra states in hypothalamic population activity during social behaviors in
mice, providing a mechanistic link between neural dynamics and behavioral state. Such
works have made considerable contributions to study of dynamics, but understanding how
eternal stimuli interact with internal brain states during experiments is poorly understood.
Furthermore the characterization of attractors in fMRI data, which is an indirect measure of
neuronal activity, has not been extensively studied, thus necessitating further applications

and analysis.

1.2.2 Variability of brain responses to stimuli may be meaningful

A foundational observation in neuroscience is that neural activity and behavior are sur-
prisingly variable. [166] Even when an identical stimulus is presented repeatedly under
highly controlled laboratory conditions, the brain's response is never exactly the same from
one trial to the next [44]. This trial-to-trial variability has been documented in every sensory
modality and is a ubiquitous feature of neural recordings [31]. Historically, this variability
was largely considered to be “noise’—a random and meaningless component of brain ac-
tivity that obscured the “true,” underlying neural signal [132]. Consequently, the standard
analytical approach has been to average the responses across many trials, with the explicit
goal of canceling out this noise to enhance the signal-to-noise ratio.

From a theoretical standpoint, the brain is not a simple, static input-output device; it
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may be a system characterized by continuous, spontaneous activity that re ects a rich in-
ternal world of ongoing cognitive processes [113]. The brain's response to an external
stimulus is therefore determined not only by the properties of the stimulus itself but also by

the brain's internal state at the moment the stimulus arrives. These internal states—which
include uctuating levels of attention, arousal, expectation, and memory—are constantly

evolving and are rarely controlled in experimental designs [132]. From this perspective,

much of what has been dismissed as noise might be a meaningful signal re ecting these
uncontrolled but crucial internal variables.

Empirical evidence strongly supports this reinterpretation, particularly as neuroscience
moves toward more ecologically valid experimental paradigms. When researchers replace
simple, repetitive stimuli with complex, naturalistic ones—such as movies, music, or un-
structured, self-directed movements—tin arm movements, the observed neural variability
increases substantially [161]. This is an expected consequence of studying the brain as it
operates in more complex experiments, where the sensory input and cognitive context may
be in constant ux [132]. Crucially, this heightened variability has been shown to carry
important information. It is systematically related to behavioral performance, is essential
for learning and neuroplasticity, and can even serve as a stable, trait-like marker that dis-
tinguishes individuals [44]. For example, studies of naturalistic reaching movements such
as by Peterson et al. [161] have found that while the average neural activation patterns re-
semble those from constrained tasks, the signi cant trial-to-trial variability is not random;
it can be partially explained by speci ¢ behavioral features, such as the angle of the reach.
This paradigm shift recasts neural variability from an experimental nuisance to be elimi-
nated into a primary object of study, one that offers a deeper and more dynamic window
into brain function.

Pioneering work in this area demonstrated that an individual's patterns of brain-wide

functional connectivity act as a neural “ ngerprint” that is both reliable and predictive of
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cognitive abilities [58, 211]. By having participants watch movies, researchers found that
these neural ngerprints could be enhanced, making individual differences more salient
than during simple, task-free rest states. This led to the development of novel analyti-
cal techniques, such as Inter-Subject Representational Similarity Analysis (IS-RSA) [81],
designed speci cally to quantify this variability. Instead of averaging it away, 1S-RSA cor-
relates the pairwise similarity in subjects' neural responses with their pairwise similarity
on a given behavioral or trait measure. Using this approach, studies have shown that in-
dividuals with higher levels of trait paranoia exhibit more similar neural responses to one
another during an ambiguous social narrative, demonstrating a direct link between a stable
psychological trait and a shared, distinct pattern of brain activity [14].

Beyond the stable differences that distinguish one person from another, a second critical
dimension of variability occurs within a single individual over time. Even when presented
with an identical stimulus, a person's brain will respond differently from one trial to the
next, a phenomenon known as intra-individual variability. Early studies in rodents, for
example, demonstrated that the degree of variability in neural responses could differ sys-
tematically depending on the stimulus being presented, suggesting that variability itself
contributes to the neural code [176]. Much of this foundational research was conducted
using relatively simple, trial-based decision-making tasks. Such studies were instrumental
in identifying the spatial patterns of variability—that is, which neurons or brain regions
showed uctuating activity [154, 155]. However, these paradigms typically capture a static
snapshot of a discrete decision, leaving the full spatiotemporal extent of variability in more
dynamic, continuous contexts largely uncharacterized.

A central challenge in the eld has been to move beyond simply detecting these dif-
ferent neural responses and to link them mechanistically to the underlying internal brain
states that produce them [153, 155]. Much of what appears as “unexplained” variability

is thought to be the signature of uctuations in cognitive states like attention, arousal, or
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expectation, which are dif cult to control experimentally, for example in [211]. While this
link has been dif cult to bridge, a few key lines of research have made important progress.
For instance, trial-to-trial uctuations in human reaction time have been successfully linked
to a latent cognitive process known as “response caution”—the amount of evidence a per-
son requires before committing to a decision [128]. These single-trial estimates of caution,
in turn, correlate with hemodynamic activity in a frontostriatal network that includes the
pre-supplementary motor area and anterior cingulate cortex. Other work has shown that the
brain's state of ongoing, spontaneous activity in the moments before a stimulus arrives has
a profound impact on the subsequent evoked response, accounting for a signi cant portion
of its trial-to-trial variability [36]. While it is getting clearer that different neural responses

to identical stimuli are a ubiquitous feature of brain function, the next frontier is to fully
characterize their complex dynamics and connect them to the rich and constantly shifting

tapestry of internal cognitive states.

1.3 Dynamical systems theory and mapping back to the brain

| mentioned about characterizing brain states and motivated their analytical relevance
in the previous section. To move beyond a descriptive account of brain states and into a
mechanistic understanding of how they unfold, we can turn to Dynamical Systems Theory
(DST), a mathematical framework explicitly designed to characterize (brain) systems that
change over time. Traditional univariate analyses, like the General Linear Model (GLM),
are fundamentally descriptive, identifying where in the brain activity correlates with exper-
imental events. While powerful, this approach reduces complex neural processes to a set of
isolated regional activations. Multivariate Pattern Analysis (MVPA) represents an impor-
tant step forward by considering distributed patterns of activity, asking what information

is encoded in the brain at a given moment. DST pushes this inquiry one step further by
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asking how these patterns of brain activity emerge and transition over time according to a
set of underlying rules. The goal shifts from merely describing patterns to identifying the
generative principles that govern their evolution. This represents a critical move from a
descriptive science to a mechanistic and potentially predictive one, offering a formal lan-
guage to model the dynamic processes that may be missed by static approaches. In the
following paragraph, | would brie y describe common ideas of DST which would be used
throughout the dissertation.

Within the DST framework [21, 48, 95, 99, 172, 198], the collective activity of a
brain network consisting oN regions is formally de ned as a state vecta(t), in an
N-dimensional state space, such tké) 2 RN, where the™ dimension corresponds to
regioni's activity. Therefore, each elemex(t) of the vector represents the activity of the
i brain region at timé. Thebrain state spaceis the set of all possible activation patterns
the brain can exhibit, which forms a subspace of the eihd#imensional space. As this
activity evolves over time, the system tracesrain trajectory , which is the sequence of
state(t) over a time interval. The evolution of this trajectory is governed by an underlying
dynamical rule, a functiori that maps the current state to its future state. For a continuous
system, this is expressed as a set of differential equations:

dx(t) _

ar f(x(t);u(t))

whereu(t) may represent external inputs (experimental stimuli) in uencing the system.
The dynamics functiorf encapsulates the intrinsic “rules” of interaction between brain
regions and may also capture the extrinsic rules of interaction between brain regions and
external stimuli. In case of discrete time, the above differential equation may take the form
of a difference equation.

DST provides a formal language for conceptualizing brain statedtesctors in the

17



neural state space which characterize long-term behavior of brain trajectories. An attractor,
A , is a subset of the state space toward which trajectories converge over time and remain
within once entered. The set of all initial stafeg0)g whose trajectories converge £0
is known as itdasin of attraction. The simplest form of an attractor is>ed-point at-
tractor, a stable equilibrium state where the system's dynamics come to rest, satisfying
f(x )= 0. Such a state can be considered a model for a persistent, quasi-stable brain state.
Cognition can then be viewed as the evolution of the system's trajectory across a dynamic
landscape populated by multiple such attractors [42, 140]. The system may dwell within
the basin of one attractor, representing a stable cognitive state, until a perturbation, either
from an external stimulus(t) or intrinsic neural noise, provides suf cient energy to push
the trajectory across a separatrix and into the basin of a different attractor, instigating a tran-
sition between cognitive states [105, 140]. The analysis of brain dynamics thus becomes
the effort to characterize the underlying landscape: identifying its attractors and mapping
the principles that govern the transitions between them [30, 51, 192, 194, 232, 235].
Control theory, broadly de ned, is the mathematical study of how external inputs can
be used to guide a system toward desired states [75, 100]. When integrated with the frame-
work of Dynamical Systems Theory (DST), control theory provides the tools to analyze
how brain dynamics can be in uenced or steered by internal or external perturbations.
Speci cally, while DST describes how the brain's intrinsic dynamics evolve according to
the function f(x(t);u(t)), control theory formalizes how inputgt) can be strategically
applied to move the system between attractors or maintain it within desired regions of the
state space. This joint perspective has illuminated how structural connectivity constrains
the brain's controllability landscape, suggesting that certain regions or networks may act
as effective control nodes, facilitating transitions between functional states [38, 202, 226].
Integrating DST and control theory thus bridges mechanistic understanding with interven-

tion principles, offering a framework to study both spontaneous and stimulus-driven neural
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dynamics. Although control theory has been predominantly applied to structural brain net-
works, leveraging this framework to study how functional networks interact with external
stimuli remains comparatively underexplored especially in context of complex experiments
[169, 184].

While DST offers a rigorous mathematical language for describing the global prop-
erties of brain dynamics (such as attractors, stability, and transitions) these system-level
constructs are inherently abstract and often agnostic to the anatomical and physiological
details of the underlying neural substrate. This abstraction is both a strength and a limita-
tion: it enables generalizable insights into the principles of brain function, but can obscure
the speci ¢ contributions of individual brain regions or circuits. Bridging this gap remains
a central challenge in neuroscience. To fully realize the promise of DST, it is crucial to
develop methods that map system-level dynamical features—such as the location and sta-
bility of attractors, or the structure of basins of attraction, back onto the spatial organization

and biophysical properties of the brain.

1.4 Thesis contribution

This thesis summarizes the research | completed during my Ph.D. at the University of
Maryland from 2019 to 2025, in the laboratory of Prof. Luiz Pessoa. The primary goal of
my work was to develop and apply novel analytical frameworks capable of characterizing
brain dynamics in complex and naturalistic f/MRI experiments. This research moves be-
yond traditional static or event-based analyses by embracing Dynamical Systems Theory
and state-space modeling to understand how distributed brain activity evolves over time,
how external stimuli shape this evolution, and how trial-to-trial variability can be inter-
preted as a meaningful feature of neural processing rather than as noise.

In Chapter 2, we introduce the Switching Linear Dynamical Systems (SLDS) frame-
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work to study a continuous threat-of-shock experiment. Our main contribution is to demon-
strate that an unsupervised model can successfully parse continuous fMRI data into discrete
brain states that are systematically related to the experimental paradigm. We characterize
the dynamics of these states, showing that their intrinsic evolution converges toward stable
xed-point attractors. Crucially, we quantify how external stimuli perturb these intrinsic
dynamics to steer brain state trajectories and drive transitions between states. We also de-
velop a novel measure of “region importance” that identi es which brain areas are most
in uential in steering the system’'s dynamics, and we validate the entire framework by
showing that the learned model generalizes to explain brain activity in a separate, related
experiment.

In Chapter 3, we shift our focus to the fundamental question of trial-to-trial variability,
challenging the conventional one-to-one mapping between stimulus and brain response.
Using data from a dynamic threat-avoidance task, we apply the SLDS model to characterize
each trial's entire spatiotemporal trajectory as a “dynamic mode.” Our central nding is that
a single experimental condition elicits not one, but a repertoire of multiple, distinct dynamic
modes. We show that these modes recur across different conditions, suggesting the brain
draws from a shared set of response patterns. The functional signi cance of these modes is
con rmed by their association with physiological arousal (skin conductance responses) and
by a controllability analysis showing that they correspond to different modes of engaging
with external stimuli.

In Chapter 4, we develop an alternative computational framework based on recurrent
neural networks (RNNSs) to characterize spatiotemporal patterns during naturalistic movie-
watching. The main contribution of this chapter is a dynamic supervised decoding approach
that demonstrates that spatiotemporal brain patterns learned by the model are highly consis-
tent and generalizable across individuals. Importantly, to ensure the model is interpretable,

we use saliency and lesion analyses to identify the speci c brain regions and networks
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that are most critical for decoding at different moments in time. Finally, we establish that
these dynamic representations are rich enough to predict stable, individual differences in

behavioral traits such as uid intelligence.
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Chapter 2: De ning dynamic brain states as unit of analysis for dynamic

experiments

This chapter is based on research with Prof. Luiz Pessoa, published at [141].

2.1 Introduction

Historically, systems neuroscience has sought to develop experimental paradigms where
an effect of interest is varied while as many other variables remain xed in an attempt to
isolate the impact of the former while controlling for the latter. Such time-tested strategy
has provided deep insights into brain and behavior. However, with the advent of neurotech-
nologies allowing the study of animals in more freely-behaving conditions, more naturalis-
tic paradigms have been introduced [91, 203]. At the same time, in human neuroimaging,
researchers have defended the idea that dynamic and/or naturalistic paradigms are needed
to advance our understanding of brain and behavior in a way that is not entirely constrained
by rigid paradigms [57, 72, 80, 117, 195]. While such ideas resonate with those from eco-
logical psychology and ethological approaches [52, 71, 146], they introduce considerable
challenges in the analysis of brain data and associated behaviors. If there are no speci c tri-
als or blocks in an experiment, what should constitute the unit of analysis? If the paradigm
is more open-ended and lacks speci ¢ conditions (e.g., “attend to the visual stimulus” vs.
“attend to the audio stimulus”), how should brain and behavior be investigated?

A promising approach is the use of unsupervised methods that consider time series dy-
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namics [8, 13, 29, 122, 148, 160, 189, 194, 201, 206, 208, 215, 225, 227]. In particular,
Hidden Markov Models (HMMs) can be applied to time series data and partition it into
“states” in time. For example, in one study, continuous narratives were presented and state
transitions were identi ed from fMRI signals [13]. Notably, state boundaries corresponded

to human-annotated ones better than chance, and the match between model and human
boundaries increased for more “high-level” brain regions (e.g., angular gyrus). Another
study attempted to determine mental states while participants solved novel mathematical
problems [8]. Model states were interpreted as re ecting “encoding”, “planning”, “solv-
ing”, and “responding” stages based on fMRI data. Although the authors found evidence
for the detected states, the study also highlights some of the challenges of applying unsu-
pervised methods to complex paradigms. The estimated duration of the nal responding
state correlated well with the measured time participants spent entering their responses
(r=0.53), providing some validation of that state. However, the mapping between brain
signals and putative mental states (e.g., “encoding”) remained speculative. More generally,
state-based modeling of fMRI data would bene t from evaluation in contexts where the ex-
perimental paradigm affords a clearer mapping between discovered states and experimental
manipulation, as done here.

Overall, despite encouraging results [8, 13, 136, 193, 194, 200, 201, 215, 225], the
extent to which state-space models successfully parse fMRI data into meaningful men-
tal/brain states remains poorly understood. Critically, while state-space models like HMM
are able to segment time series data, they do not enable discovery of properties of state
dynamics. In particular, how do brain signals evolve during a brain state that is maintained
for a period of time? In systems neuroscience progress has been made in this context by
studying brain signals via dynamical systems theory [43, 165, 171, 183, 233]. In particu-
lar, it has been suggested that attractor dynamics plays important computational functions

[105, 140]. However, comparable progress in fMRI research has lagged behind, perhaps
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because of the slowly evolving nature of the hemodynamic response (but see [99]).

Threat processing is typically studied in terms of discrete events and/or blocks that
correspond to experimental conditions (but see [118, 144, 145, 151]). For example, a con-
ditioned threat is presented and associated evoked brain responses determined [62]. But in
many real-world situations, conditions involving threat unfold temporally in a less-discrete
manner [54]. In the present investigation, we investigated brain dynamics during a con-
tinuous threat-of-shock paradigm [120, 138] (Fig. 2.1). We sought to characterize the
evolution of brain signals in terms of trajectories in multidimensional space, a framework
at times called “computing with trajectories” [24]. Instead of responses to discrete events
possibly observed across multiple brain sites, we determined multivariate and distributed
patterns of activity with shared dynamics.

We employed a Switching Linear Dynamical Systems (SLDS) framework that estimates
a generative model of the data with both states and transitions like HMMs [2, 15, 59, 121].
In addition, each state is described in terms of a linear dynamical system that speci es the
trajectory of brain activity during the state. Importantly, we estimated both endogenous
and exogenous components of the dynamics, whereas some past work has not modeled
both contributions (see discussion in [105]). A considerable challenge in state-based mod-
eling, including SLDS, is linking estimated states and dynamics to interpretable processes.
Here, we developed a measurerefiion importancethat provides a biologically mean-
ingful way to bridge this gap, as it quanti es how individual brain regions contribute to
steering state trajectories. Our approach demonstrated that we can recover key properties
of threat-related processing in the brain [74], while establishing novel properties of threat
and safety dynamics. More generally, the approach can be applied to a broad range of
continuous and/or naturalistic fMRI paradigms investigated in humans.

We also investigated model generalizability: how well does a model estimated in one

paradigm generalize to related experiments? Examining this question is of importance
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because even statistically signi cant ts do not necessary generalize well to unseen data,
not to mention to related but different paradigms. However, if an SLDS model captures
meaningful spatiotemporal regularities associated with behavioral/brain states in a given
dataset, the SLDS states should provide good ts to unseen data from a second, related
experiment. Here, we investigated the extent to which the SLDS model that was t to the
moving circles paradigm generalized to a second, continuous paradigm involving threat
and safety conditions.

Is the present contribution focused on threat processing or methodological develop-
ments for the analysis of more continuous/ecologically valid paradigms? Our answer is
“both”. One goal was to contribute to the development of a framework that considers brain
processing to be inherently dynamic and multivariate. In particular, our goal was to provide
the formal basis for conceptualizing threat processing as a dynamic process (see [54]) sub-
ject to endogenous and exogenous contributions. At the same time, our study revealed how
regions studied individually in the past (e.g., anterior insula, cingulate cortex) contribute to

brain states with multi-region dynamics.

2.2 Results

2.2.1 Continuous threat processing switches between states

Participants watched two circles of different colors on the screen, at times moving close
to each other, at times moving apart in a smooth but unpredictable fashion [120, 138] .
Upon circle collision, the participants received mild but unpleasant electrical stimulation
together with an aversive sound. To enhance unpredictability and hence anxious appre-
hension by participants, the movement of the circles included multiple instances of “near
misses” in which the circles nearly touched before retreating from each other.

Time series data were analyzed according to the SLDS framework (Fig. 2.1). Brie y, an
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Figure 2.1: Determining shared dynamics during threat processing. Switching linear dynamical
systems (SLDS) were used to model fMRI time series d@jdrom a set of brain regions of interest
(ROIs). The framework assumes that time series data can be segmented into a set of discrete states.
The model represents brain signals in terms of a set of latent variafesHor each stat& the

temporal evolution of the system is speci ed via a linear dynamical system with both intrinsic and
input-related components. In the diagram, the system starts injstatéte star) and transitions to

statek (the colored patches in the middle represent the subspaces associated with the two states).
In statek, the system evolves according to the dynamics magirand input contributions\f).

Overall, as states switch temporally, so does the corresponding linear dynamical system governing
the system'’s trajectory.
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SLDS estimates a model of the data using a set of unobserved (also called latent) variables
assumed to govern system dynamics. The latent space is typically of considerably smaller
dimension relative to the original data space (here 10 latent dimensions and 85 ROI time
series, respectively). SLDSs consist of one linear dynamical system model per state, such
that the trajectory of the system is governed by a single dynamical systems at at time. Like
HMMs, an SLDS segments the data into a xed number of states, such that the transitions
between states follows a Markov process. At a given time, a single state is considered to be
“active”. Overall, SLDS models provide a piecewise linear approximation of (potentially
nonlinear) dynamics. Time series data were obtained from 85 regions involved in threat-
related processing, as de ned in a prior study [150].

The results reported below were obtained with 92 participants. A separate group of 30
participants was used to de ne hyperparameters, including the number of tates, Gee
supplementary methods and Fig. A.2) and the dimensionality of the latent $pacé(,
see supplementary methods and Fig. A.1). Assessing statistical signi cance when complex
models are applied to multi-participant data requires estimating variability of the estimates
across participants. We employed a bootstrap procedure such that an SLDS model was
estimated for each bootstrap sample, allowing us to estimate how SLDS parameters var-
ied across the population (see Methods), thus allowing generalization beyond the current

sample.

Model states are synchronous with the experimental paradigm

We evaluated if the states estimated by the model re ected experimental stimuli. For
example, when the circles were far from each other, participants were “safe”, in contrast to
when the circles were rather close and could progress to a collision. We encoded the input

based on 20 bins de ned in terms of circle proximity and directi8g:A,o for approach,
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R1-Ryo for retreat (see Methods, top inset in Fig. 2.2). When the circles approached each
other,A; indicated the farthest distance afg indicated that they collided; when they re-
treated from each othdR;g indicated that the circles collided aRi indicated the farthest
distance. We determined the associations between brain states and stimulus categories (i.e.,
bins) by calculating the probability of a brain state given the stimudstatej stimulug

(see Methods). The probabilities are shown in Fig. 2.2A (ETATE 2A10) = 0:63),

where values exceeding those expected by chance are indicated in red outline. A total of
ve out of six brain states were signi cantly associated with speci c stimuli categories.
Examination of Fig. 2.2A can be used to provide a qualitative description of the esti-
mated brain states. For exampgBIATE #vas maximally observed when the circles were
approaching and then collided, and thus re ects shock delivery (as well as peri-shock peri-
ods). As another exampI8TATE %Was observed when the circles were in close proximity
but did not touch. This state was particularly interesting given that the experiment was
designed such that multiple “near miss” events would occur during the session, so as to
enhance participants' state of apprehension when the circles approached each other.

We found that brain states were observed under speci ¢ stimulus conditions. But as
the stimulus conditions change, do states transition in a systematic fashion? To evaluate
this question, we determined the probability of a state transition given a speci ¢ stimulus
category (Fig. 2.2B, e.gR([STATE 2Z! STATE [1j A1) = 0:88; see Methods). Fig.
2.2B shows state transitions that were signi cantly associated with a stimulus category. For
example STATE Zcentered on the collision event) transitioneM0ATE {‘post-shock”)
with very high probability for both stimulus categoridgsy, andRyg (i.e., when the circles
collided). In Fig. 2.2B, to facilitate understanding, we ordered the rows by starting with
theSTATE 10 STATE ®&ansition (from “post-shock” to “not close”) and then chained the
transitions in a manner that re ected the movement of the circles. Thus, the second row

showsSTATE 37! STATE %from “not close” to “near miss”), and so on. For ease of
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reference, we summarize state descriptions in Box 2.2.1. SLDS state descriptions

STATE 1“post-shock”. Observed right after the circles collided; only state that
followed STATE # Fig. 2.2B.

STATE 2‘shock/peri-shock”. Observed during shock and peri-shock inputs.
STATE 3'not near”. Observed when the circles were not near.

STATE #4'not near”. Observed when the circles were not near and simil8iT#TE
3 in terms of inputsSTATE 4ollowed STATE %vhen, after a near-miss collision,

the circles continued to move apart from each other.

STATE 5*near miss”. Observed when circles approached, came close to colliding,

and then retreated.

Together, brain states and state transitions were systematically related to external stim-
uli, demonstrating that the model captured important properties of the experimental paradigm

in an unsupervised manner.

Model states capture threat processing

We reasoned that if states detected by the model re ect known mental states, they
should be associated with brain activity with coherent spatial patterns consistent with
those observed with standard fMRI designs (such as block and event-related designs).
SLDS states and state transitions are de ned in a latent space of dimensionality consid-
erably lower than the original brain data space (here 85 brain regions). Thus, to deter-
mine brain maps associated with speci c states, we performed linear regression with a
regressor that wasn during the state in question awdf otherwise (see Methods). Fig.

2.3 illustrates some of the states (see Fig. A.4 for all states).SHF&TE 5consistent
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