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The digital tsunami is upon us - digitization projects are no longer small-scale boutique

workings and the rapid approach of primarily born-digital archiving necessitates a fundamental

shift in the research questions, tools, and processes of LAM professionals (Libraries, Archives,

and Museums). Machine Learning (ML)/Artificial Intelligence (AI) will be a key component of

the answer. The urgency of investigating this space is reflected in a number of recently launched

research initiatives, both in academia, such as the InterPARES Trust AI (an international research

project aiming to design, develop, and leverage AI to support the ongoing availability and acces-

sibility of trustworthy public records: 2021-26), and with emerging research monographs such

as Archives, Access and Artificial Intelligence (Lise Jaillant (Ed.), Bielefeld University Press,

May 27, 2022), and also in cultural institutions themselves, such as at the National Archives

and Records Administration (NARA) (where research into self-describing records has been sug-

gested in order to explore how to automatically produce descriptive metadata for public access



with minimal archivist intervention, and where for the first time, cultural archival big datasets

have been shared with the public in order to enable AI/ML explorations).

This dissertation is an important contribution to these pressing emerging challenges and the

need to develop a new research agenda based on cutting-edge crossover work at the intersection

of archival and data science. We develop real-world case studies whose contexts typify this field

on a precipice and will allow us to advance solutions in this new research space.

The dissertation is organized around three published papers.

The first study, comprises a review of literature in the Computational Archival Science

research space as well as offering important research contributions in terms of characterizing

fundamental changes observed in the field as archives only begin to take deposits from the digital

workforce. The analysis uses data science and Large Language Model (LLM) methods.

The second study, based on a library collection from OCLC, explores the case of a massive

consolidated catalog with challenges related to the cleaning of multilingual MARC records at the

million-records scale. We develop and prototype two approaches – an innovative ML model that

predicts the likelihood of errors in new ingests, and an algorithm that produces relevant statistical

language probabilities to identify and repair transliteration errors. The effectiveness of these two

methodologies is evaluated against established metrics.

The third study, based on an archive collection from Spelman College, explores the case of

a small university archive with a highly engaged alumni community pushing for greater access

to and details about the archives’ photograph collections. We investigate the potential develop-

ment of automated workflows to convert Dublin Core metadata to Archival Linked Data. We

further assess the potential effectiveness of these types of automation pipelines and suggest new

approaches for metadata extraction and linking of cultural resources.



These papers, each grounded in their specific contexts, in aggregation suggest a new re-

search agenda that addresses the need for libraries and archives to adapt to the massive shifts

in scale, speed, accuracy, diversity, connectivity, rapid engagement and co-creation that are de-

manded by the challenges of the Digital age.
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Chapter 1: Introduction - The Digital Age in Libraries and Archives

Figure 1.1: Library of Congress, 1890s - Left: Front of House; Right: Materials awaiting pro-
cessing

In the 1890s, the US Library of Congress was notorious for storing books in piles on any

available surface in its stacks, to say nothing of the narrow, winding footpaths through heaps and

drifts of unprocessed materials spilling across the �oors of the staff-only storerooms. Bringing

this degree of chaos to manageable levels was not simply a matter of greater staff time; it required

the professionalization of librarianship, the invention of the Library of Congress Classi�cation

System, and the relocation of 800 tons of material collections to the separate and purpose-built

Jefferson Building of the Library of Congress (52; 58). More than 130 years later, the industry

hangs on an even greater precipice, and managing this transformation requires similarly overar-
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ching advancement of the profession. As a �eld, moving from boutique digitization projects to

mass digitization and the incorporation of primarily born-digital works, today's archivists operate

at terabyte scales while facing digital preservation challenges that are far from solved.

In March 2024, NARA estimated a 600-year backlog to process FOIA requests at just two

Presidential Libraries1. In this digital age, the scale of the problem of organization and as-

yet-uncatalogued materials grows exponentially with the rate of creation enabled by the societal

Digital Revolution and the added challenges placed on archivists needing to not only initially

process, but also maintain accessibility to digital records despite the serious challenges of digital

fragility. The Digital Tsunami and the (r)evolution of Born Digital Work brings with it a variety

of challenges for libraries and archives, including a need for speed to handle its scale without

compromising accuracy, increased diversity as collections from more people and places achieve

greater visibility, a recognition of the value of connectivity, and calls from communities for rapid

engagement and co-creation. At the same time, archival professional education often fails to

prepare students suf�ciently to handle this changing, growing class of material types (39; 14; 41;

49). This complex context is further discussed in Chapter 2.

These challenges have brought explorations of computational techniques such as Arti�cial

Intelligence, Machine Learning, and Natural Language Processing, by necessity, to the fore (33;

69).

Archival methods have evolved over quite a long period of time based on the needs of

diverse physical collection materials. The advent of digital collections has happened on a much

faster timescale and so it is not surprising that management methods have struggled to keep pace

1U.S. National Archives' 2025 Budget Request Threatens Mission Failure: https://nsarchive.gwu.edu/foia-
audit/foia/2024-03-15/us-national-archives-2025-budget-request-threatens-mission-failure.
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with changes in the �eld. However, the difference between digital and traditional collections is

signi�cant. Not only do digital materials themselves differ fundamentally from traditional analog

collections due to challenges of digital preservation, additionally, the qualities of digital media -

speed, accessibility, and connectivity - have signi�cantly altered the expectations of patrons.

Indeed, it was written more than 15 years ago:

”It has become cliche to say that the digital revolution has changed the nature of

information, but the fact remains that it has. The prevalent format, the speed of

information creation, delivery and dissemination, and user needs and expectations

have all changed.” (59)

But even more so than 15 years ago, digital archives have continued to evolve greatly as a �eld,

moving from boutique digitization projects to mass digitization and the incorporation of primarily

born-digital works.

Methods continue to develop on the �y, project-by-project methods, and standards and

best practices suffer from inconsistent development and dissemination as ef�cient and effective

practices discovered within one organization have limited dissemination to other practitioners

and stakeholders (71).

Archivists face a variety of archival processing challenges at all stages of the Records Man-

agement Cycle (1.2): limited resources, especially staff time; backlogs; evolving patron informa-

tion seeking behaviors; instability; changing, even competing, values; preservation challenges,

inducing the fundamental fragility of digital records; accessibility issues... not all of which are

even possible to solve.

Further explanation of these challenges in depth, and the role they play speci�c to digital

3



Figure 1.2: Records Management Cycle Diagram

collections can be found in The Digital Tsunami and The Vanishing Box Problem sections in

Chapter 2.

This dissertation seeks to establish a new research agenda that emphasizes the need for

LAMs to adapt to the massive shifts in scale, speed, accuracy, diversity, connectivity, rapid en-

gagement and co-creation that are demanded by the challenges of the digital world by deploying

new technologies — including Arti�cial Intelligence, Machine Learning, Natural Language Pro-

cessing, Large Language Models, and Knowledge Graphs — to augment the capabilities of the

archivist, enabling them to carry out traditional work within existing work�ows at greater scale

and in greater detail.
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Thus the research question addressed in this dissertation is:

RQ1: What impact can incorporating AI into conventionallibrary work�ows have

on issues ofbacklogsin quality and quantity ?

A great deal of research has investigated the potential of various AI technologies in li-

braries and archives, however, this dissertation speci�cally sets out to examine the incorporation

of these tools intolibrary work�ows . In the Library and Archives context, work�ows are proce-

dures that are project agnostic, i.e. transferable between collections with only a limited need for

customization.

This emphasis speci�cally on library work�ows, rather than custom, one-off digital projects,

is intentional. It is about how scale and automation can augment existing practices across the

board. Because the archival processing challenges addressed in this research are both systemic

and growing, it is repeatable automation models that can become standard in the �eld that repre-

sent real, impactful solutions.

As demonstrated in Chapter 2, the �eld is developing a growing maturity with management

of digitized collections but is struggling to transition from institutional expertise to systemic

practice with these technologies and this is particularly important at a time when both the growth

of digitized collections and that impending deposit of increasing numbers of born-digital records

to archives exacerbate established challenges.
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In each of the following chapters, each composed of published papers, subtopics of the

research question are addressed.

In Chapter 2, we examine the context of the digital revolution within which libraries and

archives are adapting and adopting new technologies and demonstrate original contributions in

archival theory derived from Grounded Theory and literature reviews.

The literature review informs which stages of the Records Management model are of great-

est interest for augmentation, which are of particular interest for digital collections and why, and

where the stages differ greatly between digitized and born digital. The last in particular must be

recognized as the �eld prepares to transition from managing digitized collections to increasingly

incorporating born-digital collections.

In Chapter 3, we examine how transferrable work�ows incorporating AI/ML and NLP

can support greater quantity in processing based on work in library catalogs. The project is

emblematic of big processing issues that might be there without the scale - as with dif�culties

of conducting quality control of a dataset in a language one does not speak, and of the linguistic

computing challenges shared by many languages written with diacritics and special characters,

but it is the added scale that really brings the need for technological augmentation.

In Chapter 4, we examine how transferrable work�ows incorporating AI, NLP, and Se-

mantic Webs can improve the quality of processing using an exemplar collection from an HBCU

photographic archive. The issue of quality, depth of description in this case, is as important

in the digital age as quantity since many of the information seeking behaviors, techniques, and

technologies used by patrons today rely on greater-than-item-level description for �ndability.

When the �eld has struggled to diminish backlogs even at collection level or ”More Prod-

uct, Less Process (MPLP)”-style item level description, this represents a serious challenge. Fur-
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thermore, this chapter employs a useful validation technique uncommon in the �eld of library

and archival science - the Gold Standard - to prove the value of the proposed work�ow if adopted

across the industry.

In each case, the use of next generation technology - AI, ML, NLP, Semantic Webs, and

LLMs - are able to ”augment” the capabilities and practices that librarians and archivists already

do, enhancing their work substantially.
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Chapter 2: A Computational Review of the Literature of Computational Archival

Science (CAS): Advancing Archival Theory in the Age of the Dig-

ital Tsunami and the Vanishing Box Problem

2.1 Introduction

Little analysis has been done on the impact of the Born-Digital Frontier — the time when

the records of the �rst largely born-digital workplaces reach their mandated deposit date — on

archives and archival practices as a whole, how they overlap and where they differ from the

management of digitized records.

The originality of the Vanishing Box approach to born digital archiving is clear - this effort

to identify the '�t' between Born-Digital collections and conventional archival theory attempts to

address a gap in existing literature while also delineating the spaces within which digitized and

born digital collections management is understood to provide important context for the research

question. Thus:

RQ1.1: What is the context within which digital collections are currently managed?

This paper examines literature from the �eld of Computational Archival Science (CAS) with over

150 papers since 2016, using computational tools to analyze computational works to track efforts

to address these challenges on the ground and derive from that work a natural progression of

8



theories of archival science for the digital age.

2.2 Review and Analysis Methods

In 2016, a group of archivists, educators, and technologists formulated the initial notion of

Computational Archival Science or CAS (41). The de�nition that emerged was formulated as:

Computational Archival Science (CAS) is de�ned as a transdisciplinary �eld grounded

in archival, information, and computational science that is concerned with the appli-

cation of computational methods and resources, design patterns, sociotechnical con-

structs, and human-technology interaction, to large-scale (big data) records/archives

processing, analysis, storage, long-term preservation, and access problems, with the

aim of improving and optimizing ef�ciency, authenticity, truthfulness, provenance,

productivity, computation, information structure and design, precision, and human

technology interaction in support of acquisition, appraisal, arrangement and descrip-

tion, preservation, communication, transmission, analysis, and access decisions (def-

inition updated by N. Payne in 2018 (51))

Since its inception in 2016, this initiative has hosted over 50 workshops, generated over 150 pa-

pers, and hosted 9 annual IEEE CAS workshop events (see CAS Portal at: https://ai-collaboratory.net/cas/).

CAS is still an emerging �eld though it has several hundred publications to date. Four core clus-

ters of publications alone have generated over 150 papers (See: “Compendium of Core CAS

Papers” (2)):

• IEEE Big Data Conference CAS workshops (from 2016 to 2023) have produced 101 papers

9



1. Also, see “Major IEEE CAS Workshops” at the bottom of that page.

• ACM Journal on Computing and Cultural Heritage (JOCCH) Special Issue on CAS (2022

–Vol. 15 Issue 1 Feb. & Vol. 15 Issue 3 Sep.), featured another 21 papers.2

• Records Management Journal (Emerald Insight) Special Issue on Technology and Records

Management (Vol:30 Issue:2, Jul. 2020. & Vol:30 Issue:3, Dec. 2020), featured another

16 papers.3

• Miscellaneous journal and book chapters including 15 papers were published across Pro-

ceedings of Science, Archives and Primary Source Handbook, DigitalHeritage, UCL Press,

Libraries, Archives, and the Digital Humanities, AI & Society Journal of Knowledge, Cul-

ture and Communication, and International Conference on Metadata and Semantics Re-

search.

2.2.1 Analysis Keys

In this paper, we further categorize these 153 papers based on the following 5 categories:

Broad Archival Functions CAS Topics Extended CAS Topics Social Justice Topics Record Types

• Broad Archival Functions:

Appraisal Accessioning Arrangement Description Preservation Access Records Management

We characterize which of the 7 archival processing steps the paper relates to.

• CAS Topics:
1CAS Portal, https://ai-collaboratory.net/cas/
2ACM JOCCH, https://dl.acm.org/doi/10.1145/3495004
3RMJ, https://www.emerald.com/insight/content/doi/10.1108/rmj- 07-2020-057/full/html

10



Iterative Design

Computational Thinking

NLP

Graph Analytics

Computational Finding Aids

Digital Curation

Public Engagement

Authenticity

Archival Theory

Computational Methods

Spatial Analytics

Temporal Analytics

Based on our foundational 2018 CAS paper (41), which explored 8 case studies, we iden-

ti�ed 12 core CAS topics.

• Extended CAS Topics:

AI/ML Computer Vision (CV) GenAI LLM

More recently a number of CAS Topics have emerged beyond what we envisaged in 2016.

These include 4 emerging topics: AI/ML, Computer vision (CV), GenAI, and LLMs.

• Social Justice Topics:

11



African American voices

Black women's voices

Black women's history

Chinese historical

City directories

Endangered languages

Finnish war victims

Holocaust

Legacy of Slavery

Ottoman population

Spanish Civil War

Taiwan Indigenous People

WWII Japanese American Incarceration

We also felt it was important to highlight CAS papers that were concerned with the ethical

and social justice aspects of computation. While these topics are open-ended, for now, we

simply list the 13 topics that show up in the papers: 2020 anti-racism protests, African

American voices, Black women's voices, Black women's history, Chinese historical, City

directories, Endangered languages, Finnish war victims, Holocaust, Legacy of Slavery,

Ottoman population, Spanish Civil War, Taiwan Indigenous People, and WWII Japanese

American Incarceration.

• Record Types:

12



Architectural & Engineering Drawings

Artifacts

Data Files

Maps & Charts

Moving Images

Photographs & other Graphic Materials

Sound Recordings

Textual Records

Web Pages

We decided to reference NARA's General Records Type Authority List, part of its LCDRG

model (Lifecycle Data Requirements Guide). See: LINK. These include the following 9 cate-

gories: Architectural & Engineering Drawings, Artifacts, Data Files, Maps & Charts, Moving

Images, Photographs & other Graphic Materials, Sound Recordings, Textual Records, and Web

Pages.

To illustrate the CAS paper tagging process with metadata elements from these 5 categories,

we show the last 12 papers published at the 2023 CAS Workshop in Sorrento, Italy. See Fig. 2.1.

Figure 2.1: Annotated CAS papers from the 2023 Sorrento, Italy workshop.
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2.2.2 Knowledge Graph and LLM Analysis

An intriguing alternative to computational review is to explore conversational literature

review processes using KGs or Knowledge Graphs to capture semantic relationships, to provide

deeper context for Retrieval Augmented Generation (RAG) LLM tuning. This is an emerging

technique called GraphRAG, which merges Knowledge Graphs with context, structure, and trust.

Instead of using LLM techniques that rely on simple text chunk searches (using Vector

DBs), it uses graph queries to pull relevant, connected data. The claim is that it helps with “Ex-

plainable AI”: every result comes with an audit trail, helping with trust and transparency. We

make use of the Neo4j NoSQL graph database to represent KGs, and make use of Neo4j's lat-

est LLM Knowledge Graph Builder tool.4 A GraphRAG KG allows us to perform computational

reviews of the CAS papers in plain English. We turn the 5-category annotated publication spread-

sheet shown in Fig. 2.1 into a plain English text �le (Fig. 2.2). Fig. 2.3 shows the resulting KG

generated from the automatic extraction of entities and relationships from the annotated papers

�le in plain English from Fig. 2.2.

4Allison Cossette: Building Better GenAI: Your Intro to GraphRAG, Oct. 2024. See:
https://www.youtube.com/watch?v=UYJbG3p68NM
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Figure 2.2: Sample of 7 annotated papers exported in plain English text
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Figure 2.3: Entity and relationship-generated KG
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Figure 2.4: Search on all 2024 papers (5 blue nodes result)

Figure 2.5: Search on paper `M-24-16' showing all the associated tags.

17



Which paper IDs are related to 2024?The paper IDs related to the year 2024 are M-24-12,
M-24-10, M-24-13, M-24-15, and M-29-9.

From these paper IDs which items are there?The paper IDs mentioned (M-24-10, M-24-
12, M-24- 13, M-24-15, and M-29-9) link to the following items: • M-24-10: Architectural
& Engineering Drawings, Data Files, Maps & Charts, Moving images, Photographs & Other
Graphic Materials, Sound Recordings, Textual Records, Web Pages • M-24-12: Textual Records.
• M-24-13: Textual Records. • M-24-15: Maps & Charts, Textual Records. • M-24-9: Maps &
Charts: Textual Records.

From these paper IDs which Steps are there?The paper IDs you mentioned are associated with
the following Steps: • M-24-10: Access, Accessioning, Appraisal, Arrangement, Description,
Preservation • M-24-12: Access, Accessioning, Arrangement, Description • M-24-13: Access,
Accessioning, Arrangement, Description • M-24-15: Access, Description • M-24-9: Access,
Description

From these paper IDs which Tools are there?The paper IDs you mentioned are associated
with the following Tools: • M-24-10: Computational Methods, Computational Thinking, Digital
Curation, Graph Analytics • M-24-12: Digital Curation • M-24-13: Digital Curation • M-24-15:
Digital Curation • M-24-9: Computational Thinking, Digital Curation, Graph Analytics

Table 2.1: Performing computational review of CAS papers through ChatGPT conversational
query prompts.

2.2.3 Computational Review Dashboard

Using tags from the 5 Analysis Keys categories from section 2, we conducted a series of

computational analyses using Tableau. Emerging trends show that:

• Digitization has increased the pre-existing problem of collection backlogs, creating a sig-

ni�cant problem of scale and CAS has had to respond with changing toolsets.

• CAS focuses on computational methods and NLP is a consistently high approach (54%).

• Description and access are the most prevalent (65%) – this seems natural in the age of

digitization where those steps receive much attention and funding.

An initial analytics dashboard, representing the following three visualizations is shown in
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Fig. 2.7: (1) Count of Papers by CAS Topics Over Time, (2) Count of Papers By Archival

Function, and (3) Papers By Year By Archival Function. We found the dashboard approach to be

currently more informative and reliable than the Knowledge Graph and LLM Analysis from the

previous section, which are still emerging technologies.

Figure 2.6: Born-digital vs. digitized collections by archival topic

The purpose of CAS calls for literature since 2016 has always included interest in technolo-

gies to open massive stores of records and handle workloads of growing size and complexity. As

part of the IEEE Big Data Conference, the CAS workshop has, by de�nition, taken an essential

interest in scale. While we did not tag papers by scale, in these papers, the digital tsunami re-

verberates. Scale is the most dominant factor and topic across CAS, and the changing toolsets as

papers incorporate the latest technologies such as GenAI and LLMs.

As archives approach the born digital event horizon, scale becomes more relevant and the

traditional box organization becomes less central, both because the physical box is disappearing

from the archives and because the box level of inherent organization is disappearing from collec-

tion deposits. Fig. 2.6 is our motivation for discussing the Vanishing Box as a discrete conceptual

phase.
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Figure 2.7: Tableau Dashboard for computational review of CAS papers

2.3 The Digital Tsunami – a problem of scale, a changing toolset

In this digital age, the scale of the problem of organization and as-yet-uncatalogued ma-

terials grows exponentially with the rate of creation enabled by the societal digital revolution

and the added challenges placed on archivists needing to not only initially process but also

maintain accessibility to digital records despite the serious challenge of digital fragility. In the

broadest terms, these challenges can be divided into three categories: (1) Digital Fragility, (2)

Scale/Speed/Accuracy of Description, and (3) Connectivity / Engagement / Democratization of
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Access.

2.3.1 Digital Fragility

The most signi�cant difference between analog and digital collections is that digital media

require active and ongoing preservation action in order to combat the many factors contributing

to digital fragility . Interest in Digital Preservation has a long history in Archival Science, dating

back to the work of projects of the 1990s and 2000s, including the University of British Columbia

and Department of Defense Reengineering Program, InterPARES, and the Electronic Records

Archives (ERA) Program (66; 17; 20). It has also been a consistent theme in CAS research, both

in terms of engaging with the Preservation stage of the Records Lifecycle (3rd largest) and with

thematic areas of Digital Curation and Authenticity (28%).

Degradation of hardware, software obsolescence, �le transfer errors, bit rot, and hosting

service collapse all represent risks unique to digital collections (6). Failure to manage all of these

elements continuously and correctly can lead to total loss of digital materials, often on unpre-

dictable (and for the majority of people, surprisingly short) timescales. While environmental

systems and monitoring with occasional restoration work are standard for maintaining physical

records in an accessible state, digital preservation requires active labor, constant migration and

emulation, and continuous hardware support and maintenance.

The environmental impact of digital archiving is also something that must be considered

where it seldom was before. Training a single high-level natural language processing model can

use so much processing power that it releases more carbon into the atmosphere than six cross-

country jumbo jet trips (50).

21



Additionally, preparing archives professionals for this changing work, requiring education

in the challenges inherent in digital preservation and the evolving best practices to meet those

challenges, is only part of a larger administrative problem of integrating practices into research

organizations' standard operating procedures and the structural dif�culties of operating trustwor-

thy digital repositories (28).

2.3.2 Scale/Speed/Accuracy of Description

Backlogs are a consistent theme in libraries and archives due to infrastructural imbalances

between the quantity of material and funding for employee hours necessary to even minimally

process material to initially make it �ndable and accessible (27; 26; 69). While the wider archival

community, in�uenced heavily by Greene and Meissner's in�uential “More Product, Less Pro-

cess,” (MPLP) has sought to address issues of scale and speed by reducing attention per collec-

tion, CAS has sought to develop tools, strategies, and practices to increase the ef�ciency of the

archivist with Computational Methods, the largest thematic area within CAS.

However, while both the original and updated article on MPLP were written in an era of

digital work, it was not yet an era of widespread digital acquisition and only the largest and best-

funded institutions were able to support signi�cant digitization programs. Since then, archives

have passed through an era where it became common for all levels of institutions to conduct

small-scale `boutique' digitization projects with experimental technology highly tailored to cap-

ture data unique to that material, followed by a further stage employing assembly line techniques

for bulk digitization of entire collections with greater speed and less description as the new norm

(63). This led to less data captured at time of digitization and post-processing, leading to a need
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for retroactive reconnecting, as seen in the signi�cant effort applied to the Description stage of

the Records Management Cycle in CAS literature (39%, Fig. 2.7).

Today, coping with the over�ow is well beyond the imbalance of ingest and staff hours.

Widespread mass digitization programs, digitization programs conducted without archival ex-

pertise, and the transition across all sectors to the born-digital format for document creation

don't merely compound the problem; they fundamentally alter it. The scale of mass digitiza-

tion requires work�ows that operate effectively across a wide variety of documents and data

types whereas before, `boutique' collection-by-collection digitization could work with more nar-

rowly designed, even one-use-only, toolkits. Digitization programs conducted without archival

consultation, often as part of a broader idea of `updating' business practices, often include the

permanent destruction of the original record and omit standard digital preservation practices con-

sidered common sense, basic requirements in the digital archival community today, leading to a

looming silent crisis for the near future (23).

Contemporary challenges have led to several gaps between the needs of digital collections

and standards in archival methodology, but research has shown that core concepts necessary for

this digital archival future can be incorporated into the �ow of conventional archival curricula

(22).

2.3.3 Connectivity/Engagement/Democratization of Access

The global digital revolution has greatly changed the expectations of the average patron

(62). More than ever before, patrons expect not just instant access, but also a different kind of

�ndability familiar from the internet, greater engagement with content, and wider, more diverse
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relevance in collections material (59). There is also growing interest today in content that didn't

used to be considered notable - for example, the names and stories of everyday people in the

backgrounds of historic events previously documented only with attention to the famous and

infamous, whether from independent family and local history researchers or members of minority

communities seeking collections in which they can see themselves and their own history (30; 32).

Furthermore, attributes of the modern web, with its emphasis on the co-creation of content, not

only help archives capture the authentic voices of community members (72), but also drive public

engagement through crowdsourcing programming (47; 29). As such, the relatively large share

of CAS papers relating to Access (27%) and techniques of Computational Finding Aids, Public

Engagement, and Digital Curation (18%) are understandable.

2.4 The Vanishing Box Problem – even greater scale and tool changes, a fun-

damental rethinking of core principles of archival science

In records arrangement, the collection has several layers of relationships reproduced in

the structured order of archival storage: (1) there is the archive itself with its collection policies

making meaningful decisions about inclusion, (2) there is the originator of a deposit whether that

is an individual, a group, an of�ce, or an organization, then (3) there is some structure by time

or topic within what comes from a particular originator, and (4) there is division or separation

between items within those structures based on where items are associated or not. Broadly, this

is Archive, Collection, Boxes, Folders.

Anyone who has engaged with unprocessed collections will be familiar with the Junk

Drawer deposit – the package that looks like someone upended a drawer of miscellaneous stuff
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into a donation box at the end of creating a collection or swept an arm across a messy desktop

to clear into a banker's box for out-of-sight storage. These Junk Drawer deposits may contain

some items whose physical proximity is inherently meaningful — a stack may be thematic, or

at least indicate some sense of time from top to bottom, a letter in an envelope with an enclosed

photograph may provide context for the photo, etc — but largely the only obvious connection

inherent within is from the item back to the collector.

In the born-digital IT archive, the implied structure that creates boxes is broken down -

every collection in the archive is, in its entirety, a single Junk Drawer deposit within which every

item that might be a record has been retained without de-duplication, with incomplete metadata,

placed wherever the software recommended and named whatever seemed expedient at the time,

with links to the work of others that may also make their way to the archive reduced to merely

what can be implied within the item, or sometimes only within the hidden logs of an item. The

Box has vanished, leaving only the Collection above and the Folders adrift.

The Vanishing Box is thus a metaphor for the fundamental change in how the records

of the digital workforce are retained and how this change problematizes the organization and

identi�cation of records and the creation of meaning from the structure and relationships within

`the collection'.

Traditionally, Archival Science has relied on concepts of provenance, original order and

Respect des Fonds. The order of physical �les has been assumed to be meaningful as a legacy

of the types of researchers – historians, writers, academics, etc — who traditionally deposited

records collections. The patterns of work and methods of creating meaning these originators

already used carried over into the nature of the preparation they made of their materials prior to

deposit. This led to archival standards developing around the assumption that those meaningful
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preparations were inherent properties of a corpus of material, and, over time, archival theory

began to think of that kind of pre-organized order as omnipresent and any work conducted outside

the archives prior to transfer became invisible to archival theory and discourse.

The idea that order existed inherently within collections has seldom been seriously ques-

tioned, despite that order having been created in the conventional archive by the work of de-

positors or previous archivists, and since the digital revolution, initially reaching archives only

through the processes of digitization, through retroactively ascribing the same during the digitiza-

tion process to match existing standards of arrangement and description. Unfortunately, that has

created a false sense that the digital world follows the same order and naturally logical structure

we have come to expect of our physical records collections, even though, if pressed, any archivist

would admit their personal digital �les are, in fact, quite chaotic. The meaningful order in which

we retrieve them in the course of our work is largely in our heads, less so in the �les and fold-

ers themselves (29). This change makes the concepts of inherent, meaningful order previously

positioned at the center of archival identity increasingly problematic (11).

Whether it must be rejected or adapted is an open question, with CAS researchers like

Katuu (36) arguing for the importance of relationships outside the documents themselves, such

as those deriving from the business uses of various interconnected software tools, while Zhang

(73) states ”the principle of original order continues to be valid but the expression of documentary

relationships of archival records has undergone transformation in the digital environment”.

Once, the chaotic desk of our workplace was intercepted in the Records Management pro-

cess by expert File Clerks who could marshal an of�ce of career white-collar workers to produce

all physical documents relating to a completed project, then ID, order, and de-duplicate them,

package them, and hand that discrete topical collection off along the Records Management chain.
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This system was a kind of records-as-a-service model (38). Today, that role is more often �lled

by an IT worker zipping the virtual of�ce desktop and email of a separated employee wholesale,

wrapping perhaps several years of work on any number of topics and projects together as one

and maintaining its accessibility through bit-checking and software licensing. Confusingly, this

IT process is also known as “digital archiving” which leads to some signi�cant confusion in the

market for tools to manage born-digital records. This evolution in the workplace presents new

challenges unique to born-digital archiving, particularly in the areas of description, access, and

appraisal.

In the mid 1990s, the Department of Defense and Luciana Duranti's team at InterPARES

endeavored to Reengineer Records Management to address the management of electronic records

and build an IDEF0 process model of managing electronic records and a IDEF1x data model

that worked with archival theory. This model was the basis of “Criteria for Designing Records

Management Applications (RMAs)” as de�ned by DoD 5015.2. The Army's Joint Interoper-

ability Test Command (JTIC) has tested commercial records management products to determine

whether they meet these criteria. NARA approved these criteria for determining which software

could be used to manage electronic records in other of�ces of the Federal Government. The

InterPARES Project further addressed the development of a process model to specify the archival

preservation of authentic electronic records in Archival Theory. Ken Thibodeau of NARA partic-

ipated in the InterPARES Project and used its results in the development of NARA's Electronic

Records Archive (ERA). (65; 66; 19; 18; 35; 20; 17)

This is seen strongly in an analysis of how CAS authors describe handling born-digital

collections.

As seen in Fig. 2.6, the areas of Appraisal and Records management are most impacted
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by the lack of a preprocessed physical record, followed by Description, Access, and Preservation

which are split 50/50. Detailed below are examples of how CAS authors handling born-digital

collections identi�ed their work as different from similar work with digitized collections.

Termed “the born-digital selection challenge”, archivists at The National Archives (UK)

write that, “Born-digital records pose many challenges for government departments. These in-

clude high volumes of records and a lack of structure of born-digital record collections. This af-

fects not just the appraisal, selection, and sensitivity review processes when transferring records

to The National Archives but also poses challenges for departments responding to Inquiries and

Freedom of Information requests. Additionally, there are broader information management and

security concerns for born-digital record collections” (64; 70).

Furthermore, Higgins et al. (29) write that “to be adequately discovered. . . [born-digital

material] needs item level description with indexing or tagging, and links to related materials

to enable cross-linking and lateral browsing – more akin to the labour-intensive document cal-

endaring seen in the early days of the profession,” and Hoekstra et al. (31). agree that these

interconnections at the item level are fundamental to understanding, and thus to arranging and

describing, born-digital records. Jalliant & Caputo (34) also describes an approach which em-

ploys automation to processes digital material at a deeper than item level in order to better explore

varied connections between items and the different ways in which researchers might navigate the

materials. In order to accomplish this, the tools of scale/speed/accuracy of the Digital Tsunami

are invaluable.

Return to archives-as-service model, while the �le clerk model is unlikely to happen as the

structure of work in the digital age has fundamentally changed post-COVID in ways that directly

impact the Records Management Process (9; 24), another model exists in Library and Informa-
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tion Science - the Data Management Librarian who engages with creators from the early stages to

educate about best practices, advise, consult on how to adapt best practices to particular project

and disciplinary contexts, and enact practical plans that prepare for eventual deposit. Indeed,

Cocciolo (12)'s research identi�es the educational approach as equally important to archival fu-

tures as developing infrastructure for born-digital archiving and tackling digital backlogs. This

early intervention data management model for archiving, also known as the Digital Stewardship

model, can be effective at minimizing chaos and loss of vital information before it can happen

(37). This is obviously not a perfect solution as the role of IT in digital preservation must also

be considered and an effort to reconcile the realities of IT digital archiving with Library/Archival

digital archiving in the pre-deposit stage undertaken.

Often focused on practice, Archival Theory has been a weaker topic within CAS literature

(representing just 2%). However, CAS has made signi�cant contributions in one particular area

of appraisal of digital records - that of provenance.

The principles of original order and Respect des Fonds were derived from a need to “main-

tain the context of the creation and original use of the materials while ensuring that the essential

characteristics of records (and by extrapolation archival materials) are maintained: authenticity,

reliability, usability, and integrity (International Organization for Standardization, 2001, p.7)”

(73). Therefore, the need is to �nd new theories to underpin these functions.

According to recent advice from CLIR, “In archival appraisal, more sophisticated concep-

tions of provenance, such as functional provenance and multi-provenance, have been developed

for electronic records that apply business process analysis and functional decomposition,” (11).

CAS researchers have done signi�cant work in the area of authenticity and integrity, for

example, in the use of blockchain technology for information assurance. This work, which
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alone accounts for 6% of CAS publications, attempts to provide guidance on the application

of blockchain technology in tracking this new provenance and ensuring it is maintained through

the transformations of the archival process where no authoritative physical copy is available for

long-term comparison.

2.5 Conclusion

This chapter examined literature from the �eld of Computational Archival Science (CAS)

to track efforts to address the challenges of the Digital Tsunami and the Vanishing Box Problem

on the ground and to derive from it insights into theories of archival science for the digital age.

The Digital Tsunami presented archives with a problem of scale, challenges with Digital

Fragility and changing modes of access which CAS sought to address with computational meth-

ods. The born-digital revolution presents the challenge of the Vanishing Box - the loss of topical

and temporal structure in records created by the digital workforce leaving collections of Virtual

Machines containing chaotic virtual drifts of items with limited metadata suffering from delays

in digital preservation. This raised further issues of scale as well as necessitating a fundamental

rethink of foundational theories of archival science which CAS sought to address with changes

to the Appraisal, Records Management, Description and Preservation practices previously devel-

oped for analog and digitized records.
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Chapter 3: Using Machine Learning and Statistical Language Models for Au-

tomated Error Detection and Correction in Catalog Records Incor-

porating Cyrillic and Phonetic Alphabets

3.1 Introduction

In this chapter, the portion of the research question associated with quantity is most directly

addressed. Thus:

RQ1.2: How can incorporating AI into existing library work�ows help reduce the

quantity in the backlog?

The design of the solution provided intentionally �ts within existing library work�ows, using

machine learning to transform manual processes that struggled to maintain standards as backlogs

increased to assist catalogers in processing library catalog records, augmenting their capabilities

to keep up with Big Data scales.

3.2 Problem Statement

Consolidated Catalogs offer a variety of bene�ts in the library world. For information

seekers, it lets a single search return whether their desired material is available at a large number
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of different libraries. For institutions, it offers ef�ciencies of scale, visibility, enhanced copy-

cataloging, simpli�ed interlibrary loans, and community services. However, a Consolidated Cat-

alog, or Union Catalog, faces several unique challenges to maintaining high quality of the catalog

records in its database. The �rst is the scale of the quality control problem – with more than half

a billion records, OCLC must use semi-automated approaches to maintain high standards in data

quality and standardization.

Another signi�cant challenge is that, in combining records from so many different institu-

tions serving diverse populations with individual needs, submitted records can vary, even within

the system-enforced basic MARC outline, in some surprisingly creative ways. This is because

different institutions catalog according to internal standards designed to best serve their service

population. While stricter standards for submitted records might make for cleaner data, OCLC

must balance the needs of the partner institutions with the needs of managing the consolidated

catalog. For example, it might be considered unnecessary for non-English language collections to

include record content that is neither the service language nor the language of the material being

cataloged. But once the record joins the OCLC multilingual database, it becomes bene�cial to

have a portion of the record written in such a way that employees of the catalog can interact with

records en masse. At OCLC this is done by recommending non-Latin script languages optionally

include some transliterated values – using consistent tables to phonetically record some data on

each record using the Latin alphabet as it can be typed into maintenance and retrieval systems.

A third challenge is that, with 486 languages, with nearly 2/3rds of the catalog in languages

other than English1, it isn't possible to have enough workers �uent in each language to rely on

reading the records to do Quality Control (QC) alone. And at the hundred-millions of records

1https://www.oclc.org/en/worldcat/inside-worldcat.html
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Figure 3.1: Library of Congress Transliteration Table or Russian Cyrillic
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scale, the simple truth is that manual QC, �uent or not, is horribly insuf�cient. Russian is the

10th largest language on OCLC, the third largest language that does not use the Latin alphabet

(after Chinese and Japanese), and Russian language materials are held by institutions providing

service in over 290 unique languages2. This project, organized and sponsored by the LEADING

program3, was intended to aid OCLC with quality control of Cyrillic catalog records. At the scale

of work where 40 million records formed `a modest subset', they needed a machine learning

model to aid in identi�cation of errors and programmatic and statistical methods to assist non-

�uent record managers with correcting those errors.

3.3 Background

The use of machine learning classi�ers to sort records into categories based on inherent

properties is well established. However, the other methods selected for this approach to the

problem merit some background description.

In relation to the error identi�cation and correction task, there are two areas of research

which provided the most guidance in the design of this project: post-OCR error correction and

diacritic restoration. Post-OCR error correction is an area of research that looks at automated

methods of identifying where optical character recognition tools have incorrectly interpreted an

image of text at the character level and repairing those mistakes at scale. There are several ap-

proaches. Many OCR tools already incorporate a spell-checking-like system utilizing one or

more dictionaries relevant to the language, and sometimes also to the speci�c context, the op-

2Ibid.
3Access provided through the LEADING project fellowship program at Drexel University and funding provided

by Institute of Museum and Library Services (IMLS), Laura Bush 21st Century Librarian (LB21) National Digital
Infrastructures and Initiatives project, LEADING project: RE-246450-OLS-20.
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erator has identi�ed as the document language (60; 67; 55; 10). This is not helpful in this use

case since there are no dictionaries for the relevant phonetic tables and while there are techniques

for creating these dictionaries on-the-�y for use in low resource languages (56), this type of ap-

proach is better suited to more free �owing text samples than information dense, non-sentence

texts like titles. Another common approach makes several passes at OCR using different models

and `votes' on the most likely character – again, this approach is not relevant here (56; 40; 61).

A third common approach is to use Neural Machine Translation models which identi�es which

word should occur in place of the misspelled one based on the rest of the sentence and word level

n-gram statistical probabilities – this could potentially be useful, but would require more exten-

sive training data than is available for this problem (4; 43). However, using statistical language

models at the character level, also common in Post-OCR error correction, works similarly to how

substitution codes can be broken by hand – since most common letters and letter combinations

should logically appear roughly the most often in any language sample, assumptions about which

letters should occur within those patterns can provide guidance on what is a typo and what the

correct repair would be. The most common decision method in these cases, and the method used

in this case study, is the Levenshtein distance method – changing as few individual characters as

possible to reach a valid, more likely character n-gram (45; 68; 42).

The �eld of automatic diacritic restoration is also relevant, since the phonetic language of

the transliteration tables include many diacritics that various software is prone to silently mis-

placing or deleting. This a relatively small and specialized area of research but several strate-

gic approaches to the problem are typical, including statistical modeling discussed above, Deep

Learning and Neural Networks (NN) trained on large corpora, and Natural Language Process-

ing (NLP) Pipelines that parse meaning in order to perform like a spelling and grammar checker
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(7; 15; 3; 48). However, metadata is dense with information and sparse with contextual structure

so conventional NLP and NN approaches are not helpful.

3.4 Methods

3.4.1 The Considerable Challenge of Pre-processing

The data in question was a tsv formatted export of core MARC �elds from the catalog

records of millions of library items where the record was in Cyrillic Russian, Ukrainian, or Bul-

garian. This included item IDs, transliterated titles, Cyrillic titles, an item language code, a

service language code (the language of the institution holding the item), a country of publication

code (the country where the item was published), publication year, cataloging standard (usually

AACR or RDA), and a free text description. OpenRe�ne was used for Data Cleaning and label-

ing as over 4 million records across the three languages were identi�ed as needing QC edits, not

needing QC edits, or falling into an area of uncertainty, all for the purposes of using supervised

learning methods to train a model to automatically mark records that did not need QC and rate

the level of concern for the remaining records as high or low.

Following the data cleaning and labeling, some additional steps remained in the pre-processing

stage in order to prepare the data for modeling. Several challenges of various degrees of dif�culty

were encountered in this process: First, free text, especially information-dense metadata descrip-

tion, contains commas, tabs, and occasionally other cell-breaking characters. Ultimately, I had

to export the tsv with a special separator (—) and order python to use that instead of any defaults

to get the data imported without errors. Second, transliteration for Russian contains several dif-

ferent linguistic special characters and diacritics. Fortunately, all these characters are Unicode
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and therefore I didn't have to contend with a common problem in linguistics of endangered or

extinct languages or idiosyncratic phonetics where characters are not able to be entered into any

computer at all or can be pasted in but not saved by modern software. However, working with

these diacritics was still challenging, often involving copy-paste or consulting Unicode tables

with only mixed success – especially in keeping the diacritics attached to the character they be-

longed to, and the frequent use of stress marks represented by single quotes had to be managed

carefully, such as by using only double quotes around data variables, to avoid code breaking due

to prematurely ended strings. Third, machines speak math – to be able to create a machine learn-

ing model using this data, the values needed to be numerical. Thus free text �elds were hashed

using scikit-learn's HashingVectorizer and for nominal columns like the country codes, a code

book and regex script was used to convert countries to numbers consistently across sessions. Ul-

timately, the description column had to be dropped. Python's data handling scales well in number

of lines in a data table but very poorly in terms of the length of each line; this meant hashing had

to be used extremely sparingly – on only shorter strings - and it limited the ML model options

available due to computational power limitations.

3.4.2 Machine Learning – Making the Model

Once the data was prepared, scikit-learn in python was used and several different algorithm

options were explored. However, early attempts to model with the description column hashed and

included hung and even later attempts with only the titles hashed and the description removed saw

results ranging from hanging to “Cannot allocate 32 TB of RAM” errors. Experimentation with

different numbers of variables (ranked in importance by Gini Index) and different complexities
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Figure 3.2: Comparison of pre- and post-calibration values when titles (hashed 28̂) and 3 vari-
ables (left) vs titles (hashed 23̂) and 8 variables (right)

of hash were tested. In order to be able to use the maximum amount of meaningful variables,

Decision Trees were used as this method would split the dataset into smaller and smaller subsets

at each stage, evading some of the scaling errors. Ultimately, the RandomForestClassi�er within

scikit-learn4 was selected as it proved reliably able to handle the scale of the data with reasonable

results in terms of metrics like ROC AUC and Confusion Matrices. Additionally, it was calibrated

with the sigmoid method to provide the best possible representation to humans attempting to use

the results in decision-making.

3.4.2.1 Results

The best results across all metrics were obtained using 23̂ features in hashing and the top 8

variables as identi�ed by the Gini index.
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Further analysis of accuracy metrics of the selected model (Fig 3.2, right) indicated an

anomaly on the lower left value which represented records labeled as incorrect being identi�ed

as good. Investigation showed that this represents Russian libraries serving Russian-speaking

patrons so the records are unlikely to contain typos but quite likely to omit the transliterations

altogether. As the transliterations are preferred by OCLC but of�cially optional, and because

their absence is easy to spot on visual inspection of records en masse rather than something that

needs a model to identify them at scale, unlike typos in the text, this was determined to be an

acceptable deviation in the model.

3.4.3 Gaming Substitution Ciphers - Statistical Language Models for Typo cor-

rection

Following on from the development of the model able to predict how much attention any

given record needs in the QC process, it was then necessary to develop some probability tables

of letter combinations to use for narrowing down where in the identi�ed records typos might

have occurred. For Cyrillic Russian, there are spell checkers, but for transliterated Russian,

there are not. The utility of frequency tables is well established, as anyone who has played with

breaking substitution ciphers will know – you expect to see the most common letters and letter

combinations most frequently. This allows not only identifying deviations, but making educated

guesses about corrections. For example, in English, if you see an `-img' in the suf�x position

of a word, there's a relatively high chance that that m should have been an n. These kinds of

shortest distance substitution methods based on the statistical models of a particular language

are an established method in both diacritic restoration and post-OCR error correction research
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(43). Additionally, this method was chosen because OCLC already use a manually curated list

of grammatical and syntactical frequencies compiled through pattern recognition to allow non-

�uent record managers to identify some errors while working with the records manually and the

statistical work on this dataset to elaborate on those frequency tables can integrate and automate

those tasks within their existing work�ows.

In order to generate character n-grams for the transliterated Russian, there was a signi�cant

amount of pre-processing needed. Cycling correctly through transliterated characters in order

to split it into all its n Cyrillic characters when that could be anywhere from 1 to 5 characters

(counting diacritics and an underscore in place of spaces between words in order to capture

pre�x and suf�x patterns), is a complicated problem to program.

By creating a list of all transliterated characters using unicode for those with diacritics in

order to avoid silent errors like shifting marks and deletion common when working in linguistics.

These characters sequences had to be sorted longest string to shortest and looping through them,

using regex to check against the beginning of the title string, from the start of the alphabet list until

a match is found, then marking that as a single character and continuing through the title string

but looping back to the start of the alphabet list ensures that the n value is counted correctly. There

is, however, the challenge of diacritics to consider again: python can't automatically lowercase

characters with diacritics accurately so the list has to also include duplicates of characters where

the non-diacritic values are lowercase but the diacritic characters are still uppercase in order to

catch cases where the transliterated title included a capitalized diacritic character. Additionally,

in order to identify pre�x and suf�x patterns, spaces in the titles were replaced with underscores

and the underscore added to the end of the alphabet list. It was then allowed algorithmically as

�rst or last characters in an n-gram. Finally, in order to handle characters that are not part of the
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Figure 3.3: Code for splitting transliterated text by original n letter values
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transliteration table at all, an else option is needed to avoid errors.

3.4.3.1 Results

The script was then run against each row of all those transliterated titles labeled as good

and separately against all those labeled as of greatest concern, creating n-grams with lengths

representing 2, 3, 4, and 5 Cyrillic characters regardless of how many transliterated characters

that was, according to the established rules.

As each new n-gram was copied from the title, it was checked each against a dynamic

set of n-grams and their counter values generating a frequency list of all letter combinations.

Sorting these tables by counter value identi�ed the top frequencies. The top frequencies were

then compared between the good and concern tables to remove frequent values from the concern

list wherever the combinations appeared in roughly the same distribution, leaving behind only

the anomalies in the concern list as likely typos to be veri�ed by �uent catalogers. Ultimately,

the bi-grams tables were discarded after it was found they had poor differentiation between the

Good and Concern tables. The top matches in the good frequency table were also retained so

typo n-grams could be matched against it in a least Levenshtein distance method – i.e. which

matched with the least number of character changes - to identify likely corrections.

3.5 Findings - Implications for Libraries:

In the digital age, as our collection backlogs continue to grow, machine learning can be a

powerful tool on the belt of the cataloger, enabling at scale operations that maintain or improve

our existing quality standards. In addition to knowledge of how machine learning works and
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Figure 3.4: Top Good and Bad 5-Gram and Good 4-Gram Transliterated Cyrillic Sequences
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how to prepare data and build appropriate models, some problems may require advanced skills in

programming, natural language processing, and modeling to accomplish. This is just one reason

that it is very important to incorporate digital skills into archival science education and continuing

education programs.

Catalogers — and those who are working with digital and digitized linguistics documents

generally — should also take from this work that working with diacritics in the digital world is

not a trivial problem despite how many language and linguistics records they appear in. Software

that isn't intentionally designed with linguistics in mind – and some that are – are prone to silently

deleting or mutating characters with diacritics – that is to say, they will mess up the transcript

without warning the user that is what has happened. This is because, hidden in the back end of

all software is a value judgment about what needs to be able to be captured and what is out of

scope. The more tools that linguistic collections are put through, the more opportunity there is

for greater and greater errors of this type.

The Cyrillic records – as many challenges as were faced in this project – is the shallow end

of that pool. The deep end – endangered languages, extinct languages at the center of indigenous

culture revival movements, historical phonetic lexicons holding irreplaceable data about how

people sounded long ago – those are even more challenging. And our computers are getting in

the way and lying to us while they're doing it. It's not their fault. But it's vital for every archivist

who works in these spaces to know that this IS happening so we can prepare, raise awareness,

advocate, and eventually be able to solve this larger problem. But in the meantime, this research

takes baby steps, helping OCLC QC multilingual Russian Cyrillic catalog records at scale and

hopefully provides other archivists with lessons learned that can act as a springboard for work on

more collections in more languages with less pain.
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Chapter 4: An AI-Assisted Framework for Rapid Conversion of Descriptive

Photo Metadata into Linked Data

4.1 Introduction

Many collection-focused LAM publications produce highly speci�c, custom, boutique

technologies, stopping short of planning for broader adoption in their design and description.

This paper sets out to create systems of tools that can be adapted to other similar collections

in similar states of processing, or even adopted by users of photographic collections with exist-

ing item level processing, thus augmenting the capabilities of archivists and enthusiasts alike at

creating a greater depth of description, improving its quality signi�cantly.

Furthermore, this paper employs a rare method in library and archival science research -

the Gold Standard - to explore what is possible if such technologies could achieve widespread

adoption within standard LAM work�ows. Use of this technique establishes the value of the

method beyond a single collection, demonstrating its utility as a transferrable work�ow.

This chapter thus speci�cally addresses the quality aspect of the research question. Thus:

RQ1.3: How can incorporating AI into conventional library work�ows improve the

quality of descriptive metadata without contributing to backlogs?

Originally published in 2021, this paper preceded the development of revolutionary LLM tech-
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nology which could have been very useful at addressing the gap in the automation - extracting

entities and creating a knowledge graph from descriptive metadata. This new development will

be explored in future work, as discussed in the concluding chapter of this dissertation.

4.2 The Mystery and Mystique of Archival Photographs

A photograph may seem to represent a moment of life captured for eternity. It may have a

few simple annotations - perhaps a title and a date on the back, and perhaps a studio or printer's

mark - that, at the time, seem to hold all that needs to be added to bring the viewer into the win-

dow on the lives depicted. But if that photo then �nds its way into a collection in an archive, then

suddenly “Dad's 50th Birthday” and “Bara Photographic” become very limited pieces of infor-

mation to accompany a print that might depict 10 people gathering around a cake. Which one is

`Dad'? Whose dad is he and how are they related to the archival collection? Who are the other

people and how are they connected to each other? The questions could easily continue to spiral.

It is all too common to �nd that photographs in cultural heritage collections have been discon-

nected from their context, collected without names and without stories, or have lost those with the

passing of time. Descriptive metadata for photos thus ends up being shallow and repetitive(21).

This complicates efforts to connect them with Linked Open Data, as it leads directly to false

matches, unhelpful triples, orphan nodes and isolated webs. Photograph collections, in this way,

are often part of the “dark archives” problem – where collections exist but paradoxically represent

inherently inaccessible information1 (46).

We explore the question of whether computational methods can improve the integration

1The SAA Dictionary of Archives Terminology de�nes “dark archives” as 1) “a repository that stores archival
resources for future use but is accessible only to its custodian” or 2) “a collection of materials preserved for future
use but with no current access.”

46



of textual and photographic resources to aid photo archivists and researchers in bringing more

of the context surrounding photos into the metadata associated directly with those photos. To

investigate this question, a set of 40 photographs prepared to current standards of best practice

using Dublin Core metadata and Library of Congress Subject Headings were selected. Both

Gold Standard and computational treatments were applied to identify both possibilities and gaps

in existing technologies for building additional context data and linkages in Linked Data format

for the selected images.

4.3 Related Work

Machine learning in archives is largely applied to texts where its value is in operations at

scale (13). Some projects exist that have attempted to apply machine learning to non-text collec-

tions, however, non-text collections require different approaches. One such approach to applying

machine learning to photographs utilized the concept of “distant viewing” for visual materials

as a methodological and theoretical framework, speci�cally for studying large collections of vi-

sual materials. It mapped connections and patterns in visual corpora, exploring context beyond

individual items using the Distant Viewing Toolkit python library (5). This supports automatic

extraction of semantic elements from visual materials followed by the aggregation and visualiza-

tion of these elements via techniques from exploratory data analysis and the use of deep learning

models built on OpenCV (5).

Other efforts have focused on using AI to colorize and/or animate historical photographs,

typically in an effort to compete for attention on social media through adapting their emotive

style, but not developing the collection and its archived content itself (44).
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Occasionally projects attempt to apply commercial and open source facial recognition al-

gorithms to the task of identifying people in pictures, but due to ethical concerns such projects

fall into two categories: 1) those with images that contain only public �gures or people who died

more than 150 years ago, or 2) projects that have been widely condemned on ethical grounds (8).

Building end-to-end pipelines that link together people, places and events in historical photogra-

phy is a new area of research

4.4 The Exemplar Collection

The Spelman College Archives Photograph Collection contains approximately 1,253 im-

ages dating from 1880-2007.2 It contains digitized �les of photographs and associated meta-

data prepared to current standards of best practice (57) using Dublin Core metadata and Library

of Congress Subject Headings. Also available are digitized playbills, school newspapers, year-

books, and other college archival collections. This collection is accessible for this research project

through an AI-Collaboratory cooperative agreement as part of an IMLS-funded grant.3 In prepa-

ration for subsetting, statistical analysis of the photo collection as a whole using OpenRe�ne

on its consolidated metadata yielded the following information: all photos depict locations on

Spelman College campus. Two-thirds had a single year or better precision as a date while the

majority of the others had a circa year date. Eighty percent had no names associated with them

and of those, only 15% were listed as being primarily representations of buildings or grounds

so a substantial number of people in the collection are categorized as “Name Unknown”. Ap-

2Spelman College Photographs Collection, https://radar.auctr.edu/islandora/object/sc.002%3A9999
3Laura Bush 21st Century Librarian Program (LB21) National Digital Infrastructures and Initiative (NDII)

Project grant: RE-246334-OLS-20 “Piloting an Online National Collaborative Network for Integrating Computa-
tional Thinking into Library and Archival Education and Practice
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Figure 4.1: Photo 3A0292 – Existing Caption: “Spelman Commencement 1981”.
[See:https://radar.auctr.edu/islandora/object/sc.002%3A0292] After: “Three generations of Spel-
man women celebrate the graduation of Tanya Trippett on Commencement Day 1981, part of
Spelman's centennial collegiate class. Right, Tanya's grandmother Gertrude Emily Foster, grad-
uated Spelman class of 1925; Left, her daughter and Tanya's mother; Gertrude Yvonne Ketchum
Trippett, graduated Spelman, class of 1952.”

proximately 55% of the total photographs in the collection are related to theater and dance. The

second most common theme is the documentation of commencement ceremonies and graduates

with images in this category ranging from single portraits to full class photographs and including

both posed and candid shots. The collection is composed of surrogates digitized from various

types of photographic prints including silver gelatin, salt prints, albumen prints, and c-prints and

some may have been born-digital (it is irrelevant to the process whether a photograph is digitized

or born-digital as long as the metadata of all items within the collection maintain a level of con-

sistency suf�cient to allow the pattern matching components of the pipeline to complete without

error).

The subsetting process selected images to create a sample that captured the different sub-

jects, eras, and styles, while also ensuring that images contained at least one person recognizable

by the naked eye, with or without a name already known, and that certain known computer vision
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issues exposed in pre-testing that would be particularly relevant would remain part of the subset

(such as ensuring a couple of dance photos were included). The subset is not representative of

the collection qualitatively as the collection leans heavily towards more contemporary theater

production captures, but instead seeks to represent the range of the collection as a whole.

4.5 Designing the Framework

Linked Data has signi�cant value to libraries, archives, and museum collections. It can

create vast numbers of new access points to collections through de-silo-ing and help to digitally

recreate the serendipitous discovery that is such a valuable feature of physical collections by bet-

ter enabling `wandering' through connections (21). Linked Data is also particularly helpful with

calls for integrating other voices as authorities on collections when opened to community efforts.

It can provide an answer, for example, to Duff and Harris' calls for fundamental records system

features including: “encouraging the documentation of continuing archival intervention... �nd-

ing ways of documenting the continuing use of records... [and] providing space for researchers

to embed their own stories of use within the descriptive layerings” (16). It also enables research

processes to incorporate their methods of handling uncertainty, from genealogy's methods of doc-

umentation of “an abundance of evidence” to the “breadcrumbs” of digital humanities research.

It also mitigates some of the power of description from the hands of the archivist to community

co-authorship (25).

However, creating Linked Data often remains deeply time-, labor-, and expertise-intensive.

This is where automation through the use of machine learning could have signi�cant practical

impact. Historically, projects attempting to implement Linked Data more broadly in institutional
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Figure 4.2: High Level Overview of Framework Components

archives or speci�c collections have faced signi�cant challenges to adoption, especially in the

area of workers' technological con�dence and capabilities (54). Issues with skills mismatches

and a lack of additional time to devote to individual collections due to processing backlogs are

also signi�cant barriers to adoption (25). For these reasons, our framework is designed to work

with existing item level metadata standards and provide as much automated assistance from ar-

ti�cial intelligence tools and libraries as possible. As seen in Fig. 4.2, the framework consists

of an input of existing metadata from the archive, followed by stages of Text Analysis, Semantic

Processing, Image Analysis, and �nally Linking. Each stage is described in depth below.

4.6 Text Analysis

The framework takes as input a clean metadata �le commonly used in the process of batch

uploading multimedia items to digital collections with headers containing the schema tag, rows

beginning with the item control ID and cell values containing the relevant descriptive metadata.

The �le should be cleaned with the concepts of nodes (subjects and objects) and relations (predi-

cates describing the relationship between the nodes) in mind. Some metadata cells will sensibly
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3A01154 Wine In The
Wilderness,
February
1989

1989-
02

Portrait of a
woman.

African American
universities and
colleges; African
American women;
Theatre and dance;
African American
arts

Georgia-
-Atlanta

Spelman
College

Table 4.1: Metadata Input

need to be maintained as a single node through the whole process. Copyright Statements are a

good example; where a lengthy form statement is used. These should instead be condensed into

single word shorthand such as InC (In Copyright), CCBY (Creative Commons Attribution), OA

(Open Access), PD (Public Domain) etc. as they can't be broken apart by the linguistic pipeline

process.

Therefore, they should remain a single node by the triple store stage while also maintaining

shared schematic linkages through Rights and Usage Statements across items, collections, and

institutions. Any more complex additions to standard statements can be added in sentences within

the same cell following the shorthand to preserve that information. Moreover, hyperlinks are only

usable if maintained in their entire unity and unfortunately, the pipeline components are prone to

stripping pieces from them. Cleaning them from the csv �le and adding them back in later based

on connecting links to item IDs is a better practice. Information types that do process well and

should be included are ID number, Description, Title, Subject tags, and Date.

The NLTK Python library contains a variety of pre-trained options for each stage of the

classic Natural Language Processing Pipeline (sentenizing, tokenizing, part of speech tagging,

chunking phrases and clauses, and Named Entity Recognition and extraction). Selection of an

appropriate NLTK model to suit the use context is important. For example, there are models for
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tweets, for digital and print journalism articles, for using encyclopedia texts for question answer-

ing and chat applications, which are not interchangeable. The reason for that is that the variations

in format represent assumptions built into each model which signi�cantly impact the model's

ability to `understand' new data such that the more divergent the format from the training con-

tent and context, the worse the performance of the model on the new material. As such, many

libraries had to be eliminated due to context mismatches. Others, such as the Penn Treebank,

trained on a small set of Wall Street Journal articles, or the Brown Corpus which was trained

on US dictionaries, were eliminated due to the high chance that their training data would have

inadequately prepared them to recognize important entities for the exemplar collection such as

African-American names with high accuracy due to societal inequalities. Ultimately, we se-

lected the standard NLTK Python library and leaned heavily on rule-based parsers. As metadata

text is traditionally uniform, straightforward, and direct, with little extraneous text, the parsing

and extraction tasks are of relatively limited complexity, allowing the current use of a pattern

matching-based parser. Training a parser speci�c to metadata would be a possibility for future

improvement.

4.7 Semantic Parsing

From the parsed description of an item, simple triple relations can be derived. For example:

Together, these facts can be linked into a kind of web known as a labeled directed graph, as shown

in Fig. 4.3. Many of the linkages pictured above include pre�xes (foaf, lcsh, dc, dbr) which

represent established Linked Data schema - predetermined wordlists computers can understand.

This helps computers use these webs to make inferences by connecting overlapping facts between
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Figure 4.3: When a series of small facts represented as subject-relation-object semantic triples
are linked, they quickly form growing webs. Here is a web for just 1 image depicting just one
person.
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sites without human intervention. This is how work like this on a small scale at individual archives

can quickly become something much larger and more impactful.

Ideally, a script would be able to transform the trees output by the previous Text Analysis

stage into triples automatically. There are several python packages and APIs attempting to enable

this (Examples include the Stanford CoreNLP API or its nlptriples Python package, Seq2RDF

(https://github.com/YueLiu/NeuralTripleTranslation), or FRED (http://wit.istc.cnr.it/stlab-tools/fred/),

but a signi�cant hurdle seems to be less in the actual processing of text and more in the lack of

central search points for semantic schema options to query from such a tool. Development of

such a project is far outside the scope of this paper, but would almost certainly be a prerequi-

site to signi�cant adoption of Linked Data in archives on a large scale. At present, the time and

cognitive processing necessary for human specialists to derive triple relations is marked and the

learning curve is not insigni�cant.

4.8 Image Analysis

The facial recognition systems used in this framework - Distant Viewing Toolkit (DVT)

and OpenCV - were tested initially to establish baseline measures for accuracy, as the ability

of computer vision libraries to recognize and correctly treat black bodies cannot be taken for

granted (1), representing a serious problem for the people of most concern to this paper's case –

the young adult African American women who represent the majority of the faces in the Spelman

photo archives. Beyond the ethical, particular notice given to such oddities in the images in this

collection as the highly fashionable 1890s leg-of-mutton sleeves, the extremely stiff poses of the

earliest images which required long captures, and the unusual poses of the dancers in the later
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