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Examining how a principal can effectively delegate tasks to an agent is a central problem in many

real-world settings, and has been studied extensively in economics, computer science, and operations

research. Representative examples include a team manager delegating problem-solving tasks to team

members, and a funding agency selecting researchers to advance specific fields. More broadly, it

subsumes a wide class of applications, ranging from traditional economic settings—where a public

sector delegates trade governance to a self-interested broker—to the modern digital economy, where

platforms such as YouTube rely on creators for content production.

In each case, the principal benefits from the agent’s informational advantage, often lacking the

expertise or time to make decisions independently. However, agents typically have objectives that are

not perfectly aligned with those of the principal, giving rise to moral hazard, where the agent may act

strategically for personal gain. The principal’s challenge is therefore to design incentives that align the

agent’s behavior with their own objectives.



This article explores two fundamental questions in this context: (i) given a self-interested agent,

how can the principal design an efficient mechanism that incentivizes the agent’s behavior in favor of

the principal, and what approximation guarantees can be achieved relative to the first-best (omniscient)

outcome? and (ii) if the principal cannot intervene in the agent’s decision-making, how much worse

can the outcome be compared to the first-best outcome in hindsight?

I investigate these questions across four representative domains spanning both classical and mod-

ern applications: (i) delegation of choices in organizations, (ii) delegation of trade in auctions, (iii)

delegation of production in modern online platforms, and (iv) delegation of information retrieval via

generative AI. This work provides both theoretical insights and practical relevance within the broader

literature on algorithmic game theory.
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Foreword

Delegation is a fundamental feature of modern decision-making process, where a principal relies

on agents—humans, algorithms, or AI systems—to act on her behalf when she cannot observe all

relevant information or actions in decision-making process. The principal delegates decision rights to

agents who possess more information but may have misaligned objectives, preferences, or incomplete

understanding of the principal’s preferences. This misalignment between the principal’s objective

and the agent’s incentives can lead to inefficiency compared to the first-best benchmark—namely, the

outcome a fully informed principal would implement if she directly observed all signals.

A concrete instance arises in online content platforms such as YouTube, where the platform

delegates content production to millions of independent creators. Each creator observes private infor-

mation about their expertise and costs, and strategically adjusts behavior to gain exposure through the

recommendation system. This is just one manifestation of a broader phenomenon: delegation arises

across many domains. Managers depend on employees or algorithms to make operational choices, and

individuals now delegate the task of information retrieval to large language models (LLMs). In each

case, decisions are made indirectly—through intermediaries who act strategically.

While such delegation enables scalability and automation, it also introduces inefficiencies and

ethical risks. Strategic or misaligned agents can exploit algorithmic systems, distort market outcomes,

or propagate biased behavior. Understanding the limits and design principles of delegation mecha-

nisms is therefore essential for building reliable platforms, markets, and human–AI ecosystems.

Despite decades of progress in mechanism and market design, we still lack an understanding

of how to design decision systems that remain efficient when control is decentralized, information

is incomplete, and agents behave strategically. This gap stems partly from the slow development of

foundational theory in delegation up to seminal works [1–4], and partly from the emergence of new
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applications—such as online content platforms and LLMs—that existing models cannot yet capture.

My research agenda investigates the theory of delegation from a modern algorithmic perspective,

offering insights into real-world decision-making and addressing theoretical gaps in the literature of

algorithmic game theory, addressing two fundamental challenges in this context:

Question 1: Efficient delegation mechanisms and approximation guarantees. Given a self-interested

agent, design a mechanism for the principal that optimally incentivizes the agent to act in the

principal’s interest, and quantify the approximation to the first-best (omniscient) outcome.

Question 2: Fundamental loss without intervention. When the principal cannot intervene in the

agent’s decision, analyze how much worse the outcome can be compared to the first-best out-

come in hindsight.

My research investigates these questions in four representative domains spanning classic and

modern applications: (1) delegation of choices in classic organizations, (ii) delegation of trade in

auctions, (iii) delegation of production in modern online platforms, and (iv) delegation of information

acquisition in the era of large language models (LLMs). These results characterize how much the

principal’s utility decreases compared to the first-best outcome and what efficient mechanisms can

achieve near-optimal outcomes.

1. Delegation of Choices. A canonical model of delegation is the delegated choice prob-

lem [1, 2], where a principal delegates the selection of one among several uncertain options to an

informed but self-interested agent. Each option i yields random utilities Xi for the principal and Yi

for the agent; the agent observes the realizations, but the principal only knows their distributions. The

principal must thus design a screening mechanism that determines whether to accept the agent’s pro-

posal, for example by imposing a threshold on her own utility and accepting the agent’s proposal when
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it exceeds the threshold. This model captures many real-world situations—such as a manager approv-

ing a project proposed by an employee, a research foundation evaluating project proposals, or a hiring

manager screening applicants.

[2] characterize the optimal mechanisms under stylized assumptions, and [3] show that the

utility loss from delegation—the delegation gap—compared to the first-best is bounded by a constant

factor using an elegant connection to the prophet inequality problem [5, 6]. However, these results

are limited to narrow settings where the principal selects a single option and can freely inspect the

agent’s proposal. These assumptions are far from real-world applications, where decisions are often

combinatorial or costly to verify. Thus, fundamental questions in this context are:

1. What if the principal needs to select a set of options that may not be a singleton, subject to a

combinatorial set constraint that may govern the collection of feasible sets?

2. What if the principal needs to inspect the agent’s proposal at some cost?

My recent papers address these questions as summarized in what follows.

In [7] (EC’25), I extend the delegated-choice framework to cases where the principal selects

multiple options under a set constraint and show that the delegation loss remains small. First, I

show that the connection to the prophet inequality persists if and only if the constraint is a matroid.

Then, I study downward-closed constraints—a class that likely subsumes most practical constraints.

Surprisingly, I devise a constant-factor approximate mechanism using a novel combination of set-wise

thresholds and element-wise thresholds. Notably, this is the first stark separation between delegated

choice and prophet inequality, as constant-factor approximation is shown to be impossible for prophet

inequality [8].

In [9] (EC’25), I further analyze a setting where the principal can inspect additional options

v



at some cost. Notably, this setting generalizes Pandora’s box problem [10] which has numerous

applications in matching markets and search theory [11], establishing a new bridge between delegation,

online decision-making, and search theory. I first prove that the optimal mechanism is NP-hard to

compute, but also design a 3-approximation that combines a novel search algorithm with a delegation

mechanism.

Many delegation mechanisms rely on prior knowledge of the utility distribution for each option.

In practice, such information must be learned, prompting interest in prior-independent mechanisms

that operate without explicit distributional knowledge. In [12] (AAAI’24), I study an online learning

scenario where the principal repeatedly interacts with a single agent, using dynamic screening rules

to elicit feedback and gradually estimate the utility distribution. I propose efficient algorithms with

sublinear regret for both myopic and farsighted agents, who may optimize either short-term or long-

term utility. In contrast, in [13] (EC’23), I show that prior learning may be unnecessary if the principal

can delegate to multiple agents. When agents derive utility only if their option is selected, competitive

tension emerges, motivating agents to reveal stronger proposals. This mechanism achieves improved

outcomes without prior knowledge, though its effectiveness crucially depends on agents’ information

and heterogeneity.

2. Delegation of Trade. Auctions are perhaps the oldest market structure to exchange

items. A classic setting in auctions is the bilateral trade problem, where a strategic buyer and seller

aim to trade a single item. The seminal result by [14] shows that it is impossible to achieve ex-

post efficiency under the standard constraints of (i) incentive compatibility, (ii) individual rationality,

and (iii) budget balance. This impossibility has led to a long line of research seeking approximate

efficiency, particularly in terms of gains from trade (GFT)—the net increase in social welfare from the
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trade. A major open question was whether a constant-factor approximation to the first-best GFT is

achievable, until resolved affirmatively by [15].

On the other hand, in many real-world scenarios—such as financial markets, real estate, over-

the-counter markets, and markets for demerit goods with licensed intermediaries—the governance

of trade is delegated to a self-interested broker whose objective is not to maximize social welfare.

Despite its practical relevance and strong theoretical foundation, there has been surprisingly little work

on bilateral trade with a broker. Accordingly, it remains questionable whether the presence of a self-

interested broker interferes with the possibility of achieving a constant-factor approximation to the

first-best GFT. Thus, I have been investigating the following research questions:

1. Does the presence of a self-interested broker interfere with the possibility of achieving constant-

factor approximation to the first-best GFT? What happens when the broker has only limited

data samples about buyers’ and sellers’ distributions?

2. Can we obtain a Bulow–Klemperer style result [16] showing that recruiting a small number of

additional participants can offset the broker’s informational disadvantage?

In [17] (SODA’25), I initiate the study of bilateral trade with a strategic broker. I prove that

if the broker runs a profit-maximizing mechanism, approximation to the first-best GFT becomes

impossible, in contrast to the benevolent-broker case of [15]. However, when the broker is restricted to

run posted-pricing mechanisms—prevalent in real markets due to simplicity—I show that a constant-

factor approximation is achievable under standard regularity assumptions.

In [18] (WWW’26), I study the sample-limited setting where the broker has access to a few

independent samples from the buyer’s and seller’s distributions. I show that, unlike the fully informed

case, a single-sample mechanism can already achieve constant-factor approximations for both the

vii



broker’s profit and the overall GFT, providing a simple and prior-independent design. Interestingly, I

observe that the approximation factor for the GFT remains almost the same as in the scenario without

a broker [19]. From a practical perspective, a policymaker can restrict the intermediary’s information

to improve social welfare.

3. Delegation of Production. In the modern digital economy, online platforms such

as YouTube delegate the role of producing content to individuals. Producing high-quality content,

however, requires significant time and effort. To keep content producers engaged in the ecosystem,

platforms often provide monetary compensation or encourage them to embed advertisements in their

content. Crucially, the incentives for content producers are closely tied to the recommendation algo-

rithm itself, as greater visibility to users translates to higher potential earnings.

Despite the strategic nature of content production, most recommendation algorithms do not ac-

count for the producers’ strategic behavior—namely, their efforts to maximize revenue while man-

aging production costs. This interaction is critical to designing an efficient ecosystem, yet it remains

underexplored in existing models. Thus, the fundamental questions in this context are:

1. How can a platform optimally incentivize content producers when they strategically choose the

quality of their content to maximize expected rewards minus production costs?

2. What if producers also strategize over quantity, deciding how many pieces of content to pro-

duce?

In [20] (STOC’26), I study a contest design problem where a platform operates a recommender

system with n strategic producers who select costly effort levels to generate content of a given

quality. The platform recommends the i-th highest-quality content with probability pi, aiming to

balance user welfare and content quality at equilibrium. This induces an optimization problem over
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a convex-plus-concave objective that is typically intractable. Interestingly, I prove that the optimal

policy always satisfies p1 ≥ p2 = . . . = pn−1 ≥ pn = 0, implying that fairness in exposure, often

imposed as an external constraint, emerges endogenously. Using this structure, I show that the optimal

policy can efficiently be computed.

En route to these results, I observe a surprising reduction from a structured high-dimensional

nonconvex optimization to a single-dimensional optimization by connecting the shape of the gradient

sequences of the objective function to the number of transition points in optimum for a constrained

symmetric function optimization problem, which may be of broader interest to the optimization com-

munity. This can be also viewed as a generalization of the Schur-convexity [21], a central concept in

numerous optimization problems.

In [22,23] (AISTATS’22, AAAI’25 oral), I study an extreme version of strategic behavior over

quantity. Here, producers can replicate their content freely to exploit exploration phases of recom-

mendation algorithms. I design algorithms that deter such replication while maintaining near-optimal

regret in the multi-armed bandit framework,1 while showing that standard algorithms are vulnerable

to careless replication of content. A core idea is to fairly divide the exploration amount between

producers. In other words, fairness again implies robustness against such manipulation.

4. Delegation of Information Acquisition. In recent years, generative AI—especially

large language models (LLMs)—has transformed how people gather information, with many now

using LLMs instead of search engines [24]. Yet LLMs often misinterpret user intent or generate mis-

aligned outputs due to ambiguous prompts or limited awareness of user preferences. Thus, a key

1Interestingly, the motivation behind this question comes from my industry experience. When I was working as a data
scientist in an advertisement platform company, I observed an anomaly that small-business advertisers register the same
ads multiple times. After thorough data analysis, I observe that they are abusing exploration resources of recommendation
algorithms. Notably, this even motivates my journey on Ph.D. to study incentives in markets.
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challenge for improving user experience is how to effectively control LLM outputs to align with indi-

vidual preferences.

A standard approach is reinforcement learning from human feedback (RLHF), where LLMs are

post-trained using large datasets of outputs and human evaluations. However, this process is usually

costly and does not scale to provide personalized alignment, as retraining per user is too costly. Re-

cently, there has been growing attention to decoding-time alignment,2 which aims to align outputs

during inference time without retraining. However, this emerging direction lacks theoretical foun-

dations and often relies on ad hoc external modules. In this context, I have been investigating the

following set of questions:

1. How can we align an LLM’s output during decoding through repeated interactions and per-

sonalized feedback, without retraining?

2. In practice, LLMs rely on retrieval-augmented generation (RAG); how can we optimally learn

to retrieve document sets to improve accuracy?

3. How should platforms incentivize and finance high-quality document provision while covering

operational costs?

In [25] (ICML’25), I study decoding-time alignment: aligning outputs during inference time

from repeated user feedback. I introduce the tokenized bandit framework, extending multi-armed

and linear contextual bandits to sequential token generation where feedback arrives only after the

full sequence. I establish exponential lower bounds and, under a natural structural condition, design

algorithms with sublinear regret. As a byproduct, I show that greedy decoding is provably near-

optimal, offering the first theoretical justification for a widely used decoding heuristic.
2Decoding (inference) algorithms decide which token to select given a probability distribution over tokens from the

transformer.
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In my position paper [24] (SIGecom Exchanges 22.2), I argue that LLMs can embed textual

advertisements within outputs to finance operational costs, contrasting this with traditional online

ads. In [26] (NeurIPS’24), I develop an auction framework for RAG where retrieved documents are

allocated proportionally to bids; I show how this rule can be implemented via discrete-choice methods

and that it optimizes a logarithmic social welfare objective that balances allocative efficiency and

fairness among advertisers. In [27] (ICLR’26 Workshop on AI for Mechanism Design and Strategic

Decision Making), I study a two-sided market in which the platform earns revenue from advertisers

and compensates document providers under a budget-balance constraint, and analyze mechanisms

that maximize user utility. Notably, this generalizes the standard double auction beyond linear utility

objectives.
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Part I

Delegation of Choices
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In this part of the article, results on several extensions of the fundamental problem called dele-

gated choice are presented. Each chapter consists of a self-contained paper.

In the realm of public decision-making, a decision-maker frequently faces a task that demands

expertise beyond its own, which necessitates the delegation of the decision-making process to an agent

with expertise. Consider, for example, a scenario where a mayor (principal) in a local government

wishes to undertake infrastructural development by paving roads that span a given set of cities. The

mayor aims to minimize the total cost of paving the roads. However, she cannot directly estimate the

potential cost of each edge in the graph, but only knows a distribution from which the cost of paving

each road might be sampled, possibly inferred from historical data. Therefore, the mayor delegates the

decision-making to an expert (agent) who can observe the exact cost of the edges. The expert, however,

has a misaligned preference for paving roads that benefit their personal connections or interests. The

mayor should now commit to a screening mechanism that filters out bad proposals from the expert.

Then, a natural question is to design an efficient mechanism to maximize the principal’s expected

payoff against the selfish agent.

The delegated choice problem, dating back to [1,2], received a lot of attention from both the com-

puter science and economics community, being one of the most fundamental principal-agent problems.

In delegated choice, there is a set of pairs of mutually independent random variables {(Xi, Yi)}i∈[n],

where Xi and Yi denotes a principal’s and an agent’s utility for element i, respectively. The principal

wants to select an element that maximizes her3 own utility Xi, however, she cannot access the value of

the random variables directly. Instead, she delegates the role of examining the random variables to the

agent, who proposes one of them to the principal. The agent observes the realization of the random

variables at no cost, but has ulterior motives to maximize his own utility Yi. To mitigate the agent be-

3Throughout, feminine pronouns refer to the principal and masculine ones refer to the agent.
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ing too selfish, the principal commits to a screening mechanism that screens out the proposed element

based on its utility. If the principal knows the distribution from which the utility of the solutions are

drawn, the principal faces the problem of designing an optimal Bayesian mechanism to compete with

the expected utility from the optimal solution in hindsight, i.e., E
[
maxi∈[n]Xi

]
.

On the other hand, initiated by [5], the prophet inequality problem has attracted significant inter-

est in the past few decades, with its fruitful connections to various problems spanning online auctions

for digital goods [33], multi-dimensional mechanism design [34], stochastic optimization [35], secre-

tary problem [36, 37], and online Pandora’s box [38]. In the prophet inequality problem, n mutually

independent non-negative random variables W1,W2, . . . ,Wn with known distributions arrive one at

each round, and the decision maker needs to irrevocably choose one random variable to compete

against the maximal value in hindsight, i.e., E
[
maxi∈[n]Wi

]
. The surprising result by [5] proved that

there exists a stopping rule τ such that

E [Wτ ] ≥
1

2
E
[
max
i∈[n]

Wi

]
,

which is known as a prophet inequality thus far. [6] flourished their result by showing that a simple

threshold-based rule achieves the inequality above, and a numerous number of papers extend our

understanding of the prophet inequality problem in various settings, e.g., [39–42], or see [43] for a

wonderful survey. Perhaps two of the most groundbreaking results are the matroid prophet inequality

by [44] and downward-closed prophet inequality by [8].4

4To provide more context, [44] provided an optimal adaptive algorithm with 1/2-approximation if the decision maker can
select multiple elements subject to a matroid constraint, and the benchmark is the maximal independent set with maximum
weight in hindsight. This, in particular, is surprising given that the matroid analogue of the secretary problem which has
an intimate connection to the prophet inequality, i.e., matroid secretary by [45], has not yet resolved over the decades. [8]
obtained a 1/logn-competitive algorithm and log logn/logn lower bound for downward-closed prophet inequality, which is
the first known result beyond the matroid constraint.
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Quite recently, [3] observed a surprising connection between the prophet inequality and the

delegated choice problem. They showed that the delegated choice problem is equivalent to the prophet

inequality problem with oblivious stopping rules,5 thereby constructing several efficient delegation

mechanisms in various settings, especially a 1/2-approximate Bayesian mechanism which is proven

to be optimal. This connection, correspondingly, later extended to variants of the delegation problem

such as delegated stochastic probing [46] and delegated pandora’s box [47], all of which reduce the

delegation mechanism design to prophet inequality.

Chapter 1: Delegated Choice with Combinatorial Constraints

This chapter presents the results of [7] (EC 2025).

1.1 Introduction

A natural follow-up question of [3] is, to what extent such connection between delegated choice

and prophet inequality carries over, i.e.,

Does the connection between prophet inequality and delegated choice carry over to arbitrary

combinatorial constraints?

Surprisingly, we show that this is not true for downward-closed constraints but holds if and only if

the underlying constraint is matroid, revealing its first intrinsic distinction between the two problems

5An oblivious stopping rule sets a non-adaptive threshold for each element, and selects the element if and only if the
element’s value is at least that threshold, and is feasible with respect to the set constraint upon the currently selected set.
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under combinatorial constraints.

Formally, we study delegated choice with combinatorial constraints, generalizing the delegated

choice problem into multiple choices with set constraints.1 More specifically, given a universe U

of n elements, there is an underlying set system M over U which determines a collection of fea-

sible sets I ⊆ 2U . Both the agent and the principal realize non-negative utility only if a feasible

set is selected as a final outcome, and their utility is additive over the selected elements. The prin-

cipal aims to design a Bayesian mechanism that competes with the optimal feasible set in hindsight,

i.e., E
[
maxI∈I

∑
e∈I Xe

]
. We focus on two classes of agent-aware/oblivious mechanisms, depending

on whether the principal knows the agent’s utility distribution or not.

To highlight some of the main implications of our results:

1. We first prove that the reduction presented in [3] no more works for general downward-closed

constraints. Nevertheless, we obtain a constant-approximate mechanism for downward-closed

constraints, which implies a strict separation between prophet inequality and delegated choice

since prophet inequality does not admit constant approximation due to [8]. The mechanism

here exploits both the bundle-wise thresholds and element-wise thresholds inspired by multi-

dimensional auction design, which has not been studied in the context of delegated choice and

its variants.

2. For matroid constraints, however, we show that the connection between two problems carries

over up to matroid, by establishing the connection between the agent’s best-response and the

greedy algorithm’s optimality in the matroid structure. We further prove that the matroid con-

straint is a necessary condition for such correspondence, which complements our result on the

1This problem is also studied as a special case of delegated stochastic probing by [46], but from a different perspective.
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separation under downward-closed constraints.

3. Finally, we examine the power of agent-aware mechanisms that know the agent’s utility distri-

bution. We obtain a natural connection to prophet inequality which knows the distribution of the

arrival order, defined as an order-hinted algorithm. Interestingly, however, we show a minimax-

style result, implying that order-hinted non-adaptive algorithms (and induced mechanism) do

not have strictly better competitive ratios compared to order-oblivious non-adaptive algorithms

(and induced mechanism), which might be of independent interest.

Further, it is worth noting that the strict separation between delegated choice and prophet in-

equality for downward-closed constraints is not expected at first glance. Indeed, each problem has its

own advantages in designing algorithms/mechanisms when compared with each other.2 In the prophet

inequality, one can design an adaptive algorithm that determines its decision at each round based on

what it has observed before and its corresponding previous decision. In the delegated choice, one

cannot design a mechanism that adaptively changes its behavior on the remaining elements upon a

partial observation of the other elements, since the principal needs to fully commit to a mechanism and

announce the mechanism description in advance.

However, for delegated choice, one can impose more complicated combinatorial structure on the

mechanism’s decisions. For instance, one can impose a bundle-wise threshold such that the mechanism

will accept a set of elements only if its total utility is at least the value of such threshold. Note, however,

that this is not possible for prophet inequality as an algorithm needs to irrevocably decide whether or

not to accept each arriving element without knowing the future element’s values. On the other hand, for

example, a prophet inequality algorithm can adjust its decision on the fifth element after accepting the

2When we say an algorithm, it refers to a prophet inequality algorithm, and a mechanism refers to the mechanism for
delegated choice.
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first two elements while rejecting the following two elements, whereas a delegated choice mechanism

cannot adjust its description on its fifth element in such an adaptive manner. We finally remark that our

mechanism for downward-closed constraints largely exploits the fact that the mechanism can impose

a combinatorial structure on its decision, which indeed cannot be implemented as an algorithm for

prophet inequality as mentioned above.

As conceptual contributions, our work first reveals the intrinsic distinction between delegated

choice and prophet inequality, presenting an almost complete understanding of the differences and sim-

ilarities between the two problems. Further, our work emphasizes the importance of several variants

of non-adaptive algorithms for matroid prophet inequality, which have received less or no attention in

the literature, to the extent of our knowledge. Lastly, our result on the negligible power of knowing

the arrival order distribution for non-adaptive algorithms in prophet inequality complements the recent

line of work on revealing the gains from having (partial) information on the arrival order [48, 49].

1.2 Our results and techniques

Before getting into the results, we briefly introduce some notation. We mainly consider two

types of mechanisms: (i) agent-oblivious mechanisms in which the principal does not have any prior

information regarding the distribution of the agent’s utility on each solution, and (ii) agent-aware

mechanisms where the principal knows the agent’s utility distribution in advance and can observe the

agent’s utility of the proposed elements. Also, we consider several types of adversaries for the prophet

inequality. An order-oblivious algorithm does not have any information regarding the arrival order,

and an order-aware algorithm knows the arrival order. For both types of algorithms, the adversary

picks the worst-case arrival order. An order-hinted algorithm knows the distribution from which the
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arrival orders are drawn, and the adversary chooses the worst-case distribution of the arrival orders.

In particular, throughout the paper, a non-adaptive algorithm for the prophet inequality refers to the

algorithm that imposes a non-adaptive threshold for each element.

In what follows, we first introduce our result for the downward-closed constraints, and then we

present the deep connection between the matroid prophet inequality and the delegated choice problem

with matroid constraints.3 Afterwards, we present our results on agent-aware mechanisms. Several

technical lemmas and further discussion are deferred to the appendix.

1.2.1 Agent-oblivious mechanisms for downward-closed constraints

Towards designing efficient mechanisms, the most direct approach would be to observe whether

the connection by [3] carries over, since it might allow us to implement delegation mechanisms from

prophet inequalities. To this end, we first briefly introduce the intuition behind the results by [3]. In

the single-choice setting, they provide an exact correspondence between an oblivious stopping rule

in a continuous version of the prophet inequality and the single-proposal mechanism in the single-

choice delegation problem. Their intuition behind such correspondence is as follows. Let us plot the

principal’s and the agent’s utility (Xi, Yi) of each solution i in the 2-dimensional Euclidean space, and

consider an instance of prophet inequality such that the random variables Wi = Xi arrive in an order

of decreasing Yi. The oblivious stopping rule, or in particular non-adaptive algorithm, accepts the

first element that belongs to an eligible region, i.e., the earliest arriving element satisfying Xi ≥ τ for

some threshold τ . With the single-proposal mechanism with eligible set Xi ≥ τ , the agent submits a

solution such that it belongs to the eligible set while maximizing the agent’s utility Yi, i.e., the element

satisfying Xi ≥ τ , while maximizing Yi. Due to the way we couple the arrival time and the agent’s

3Preliminaries about matroids can be found in Section 1.4 and Appendix 1.4.1.
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utility, the two problems’ outcomes are exactly equivalent to each other. Therefore, one fundamental

question is whether such correspondence remains true beyond the single-choice setting.

In the following example, however, we observe that the connection does not hold with arbitrary

set constraints.

Example 1.2.1. Define a set system M = (U, I) with the universe U = {1, 2, 3, 4, 5}, where I =

{I ⊂ U : |I| ≤ 3} \ ({1, 2, 3} ∪ {1, 2, 4} ∪ {1, 2, 5}), i.e., it is a 3-uniform matroid where three

specific bases are excluded. Let the support of all the random variables be within [0, 1], and consider

any non-adaptive algorithm ALG for the prophet inequality. Consider a realization of random variables

(Xi, Yi)i∈U such that Yi = 1/(i + 1) and principal’s utility satisfies that X1 = X2 = 1, and Xi = 0.1

for i = 3, 4, 5. Consider a coupling Wi = Xi for i ∈ U in the corresponding prophet inequality

problem where the elements arrive in decreasing order of Yi, and consider ALG. Since the support is

limited to lie in [0, 1], obviously ALG’s threshold for each random variable τi ∈ [0, 1]. Hence, ALG

selects the first two elements W1,W2, and skips the remaining elements since all of the elements 3, 4

and 5 are forbidden after selecting elements 1 and 2. On the other hand, the agent’s best response given

the realization is to propose {1, 4, 5}. Indeed, agent’s best response yields the principal utility of 1.2,

but ALG obtains at least 2. Thus, not only the agent’s best response and the outcome of ALG differ,

but such different outcome yields strictly lower utility for the principal as well, compared to what the

algorithm has obtained in the prophet inequality.

This implies that designing delegation mechanisms from prophet inequality is hopeless for

downward-closed constraints, and we need a unique device tailored to the delegated choice problem

to tackle it.4 Our intuition for downward-closed mechanisms starts from the fact that in the delegated
4In fact, there are provably no constant competitive algorithms for the prophet inequality with general downward-closed

set systems as per [8]. Our intention is to show that even though there exist some algorithms for the prophet inequality, the
correspondence no longer holds due to the inconsistency between the algorithm’s choice and the agent’s best response.

9



choice with combinatorial constraints, we can impose more combinatorial thresholds on the accept-

able sets, e.g., by announcing a threshold on the entire utility obtainable from the proposed set. We

describe below some further technical tools used in obtaining a constant-approximate mechanism, but

let us first present the theorem statement here.

Theorem 1.2.2 (Constant approximation for downward-closed constraints; Informal). Under the downward-

closed set constraint, there exists a constant approximate delegation mechanism.

To elucidate an implication of this result, we emphasize that for the prophet inequality with

general downward-closed constraints, the best possible approximation factor is known to be only

log log(n)/log(n) by [45] and [8]. Thus, there exists a strict separation between the downward-closed

prophet inequality and the downward-closed delegated choice problems, implying that the delegated

choice can go much beyond what the prophet inequality can do. Indeed, we note that our mechanism

used for Theorem 1.2.2 cannot be implemented as a prophet inequality algorithm.

The main technical challenge arises from the fact that neither element-wise thresholds-only nor

bundle-wise5 thresholds-only work here. Indeed, we first observe from Example 1.2.1 that only im-

posing element-wise thresholds does not work. This is because if this does work, this actually can

be implemented as a prophet inequality algorithm with non-adaptive thresholds, implying a constant-

factor approximation for downward-closed prophet inequality, which contradicts [8]. On the other

hand, imposing only bundle-wise thresholds does not work as well. One can mimic the analysis of the

standard single-choice prophet inequality by considering each bundle I ∈ I as a single element in the

prophet inequality. However, the negative correlation between bundle I’s expected value conditioned

on the bundle J being lower than the specified threshold may lead to an arbitrarily bad performance of

the mechanism.
5Bundle here refers to a feasible set I ∈ I.
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Indeed, our mechanism smartly uses both features by combining the idea of (i) the median-based

algorithm for single-choice prophet inequality and (ii) the core-tail decomposition technique by [50].

We refer to Section 1.5 for more intuitions. It starts from decomposing the core and tail contribution of

mechanism MEC. Precisely, the tail contribution TAIL(MEC) comes from the elements whose values

are larger than or equal to some large enough threshold τt, and the core contribution CORE(MEC)

comes from the remaining elements. Our tail threshold τt will be defined to be α-quantile of the

random variable maxi∈U Xi for an appropriate choice of α.

Note that the total expected utility can be written as E [ MEC ] = CORE(MEC)+TAIL(MEC). If

CORE(OPT) ≥ TAIL(OPT) where OPT denotes the optimal feasible set in hindsight, we simply lower

bound the CORE(OPT) in our mechanism, and otherwise, we lower bound TAIL(OPT). Suppose that

CORE(OPT) < TAIL(OPT). Due to our choice of τt, we can lower bound E [ MEC ] by an α fraction

of the summation of each element’s tail contribution. This is because our choice of τt guarantees that

only a single element will have value above τt with probability at least α. Further, our choice of τt

will eventually imply that conditioned on the event that this single element’s value is at least τt, its

conditional expectation will be a good approximation of the optimal benchmark. Further, E [ OPT ]

can be upper bounded by 2 · TAIL(OPT), which itself can be bounded above by the summation of the

tail contribution of every element; this leads to a constant approximation factor overall.

On the other hand, if CORE(OPT) ≥ TAIL(OPT), it suffices to lower bound the mechanism’s

performance given that all the random variables are bounded above. If the boundary τt is large enough

so that it is bounded below by β ·CORE(MEC), we can argue that simply running the same mechanism

as above yields a β ·α-approximation, since τt is selected in a way that at least one element is at least τt

with constant probability α. Otherwise, i.e., τt < β · CORE(MEC), we can apply the concentration of

self-bounding function by [51] to argue that with some good constant probability, the core contribution
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of the maximum weight feasible set is at least a δ of its expectation. Thus, imposing the bundle-

threshold τc = δ · CORE(OPT), i.e., to accept the set if the total utility from the set is at least τc, gives

us a constant factor approximation.

1.2.2 Agent-oblivious mechanisms for matroid constraints

Example 1.2.1 explicitly shows that the correspondence does not hold for arbitrary set con-

straints. Therefore, the fundamental question one can ask is to identify the family of set constraints

under which the correspondence remains true. To elaborate on our results, we need to introduce an

(informal) definition of an implementable algorithm. Informally, we say that an algorithm for the

prophet inequality is implementable, if it can be used to construct a delegation mechanism with the

same approximation factor for the delegated choice problem.67

Our first main result can be stated as follows.

Theorem 1.2.3 (Non-adaptive algorithms; Informal). Any non-adaptive algorithm for the matroid

prophet inequality is implementable. Specifically, under the k-uniform matroid constraint, there exists

a matroid delegation mechanism with an approximation factor of
(
1−O(

√
log k
k

)

)
.8

The main intuition of how we obtain this result is as follows. We start with the coupling tech-

nique between the prophet inequality and delegated choice problem, i.e., Wi = Xi and the random

6A formal definition of the implementability can be found in Definition 1.4.1.
7We mostly consider the setting in which the principal’s and agent’s utility Xi and Yi are independent for i ∈ [n], and

consider prophet inequality algorithms against an offline adversary who determines the arrival order before realization of
any random variable. However, we emphasize that this is for sake of simplifying our exposition and to focus on main
implications and takeaways of our results. Indeed, all the implementability results to be presented here carry over to the
setting in which Xi and Yi can be correlated if the prophet inequality algorithm’s performance is guaranteed against an
almighty adversary who observes all the realization of the random variables in advance and determines the arrival order.
Detailed discussion can be found around Corollary 1.6.2.

8More precise statement along with exact approximation factors can be found in Theorem A.4.2 and Corollary 1.6.3.
Specifically, we use approximation factor for delegation mechanism, and competitive ratio for prophet inequality algo-
rithms to denote the corresponding approximation ratios.
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variables arrive in a decreasing order of Yi, under the matroid structure M. Given a non-adaptive

threshold τi for each i and given the realization of the random variables, we can identify a set of ran-

dom variables that are acceptable with respect to the thresholds, i.e., Xi ≥ τi. Denoting such a set

by V = {i ∈ U : Xi ≥ τi}, one can observe that M|V , i.e., the set system restricted to V , is still

a matroid. Then, we consider a greedy algorithm in the restricted matroid M|V to find the maxi-

mum weight basis, where the weights are given by Yi. Since the greedy algorithm indeed finds the

maximum weight basis, this implies that the agent’s best response to maximize his own utility is to

greedily select the elements in decreasing order of Yi, under the restricted matroidM|V . Therefore,

this establishes the correspondence between the delegated choice and the non-adaptive algorithm in

the matroid prophet inequality, since the algorithm also chooses the feasible elements, i.e., those in V ,

with respect to the arrival order, which is the decreasing order of Yi.

Necessity of matroid structure for implementation. As acute readers may have noticed, the main

intuition behind Example 1.2.1 and Theorem 1.2.3 gives some evidence that the matroid structure

might be very essential to make an algorithm implementable.

The following theorem formalizes and confirms this intuition.

Theorem 1.2.4 (Matroid necessity; Informal). Suppose thatM = (U, I) is a set system with downward-

closed constraint I. Consider any non-adaptive algorithm ALG whose thresholds are non-negative

finite values for every problem instance. If ALG underM is implementable to its induced mechanism

MEC, thenM is a matroid.

The formal definition of an induced mechanism can be found in Section 1.7. En route to this

result, we need a slight variant of the well-known result which states the necessity of being matroid

when the greedy algorithm is optimal for any non-negative integer-valued weight functions, formally
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stated in Lemma A.4.3. More formally, equipped with this lemma, the proof of Theorem 1.2.4 pro-

ceeds by considering an exponentially decaying discrete distribution such that its probability density

function is defined as f(i) = 2−i−1. Then, we essentially consider a problem instance of the delegated

choice in which all the random variables follow this distribution. Our construction of the problem

instance guarantees that every non-negative integer vector can be realized as the agent’s utility with

strictly positive probability, and we apply the aforementioned lemma to obtain the final result.

Implementation of broader class of non-adaptive algorithms. With purely non-adaptive algo-

rithms for matroid prophet inequality, however, it is hopeless to obtain constant factor approximations,

as [52] provided the upper bound of Ω(log logn/logn) on the approximation ratio of any non-adaptive

algorithm. However, we overcome this impossibility result, by observing that a broader class of algo-

rithms, defined as matroid-constrained non-adaptive algorithms,9 can be implemented as well, using a

simple variant of Theorem 1.2.3.

Proposition 1.2.5 (Matroid-constrained non-adaptive algorithms; Informal). Any matroid-constrained

non-adaptive algorithm for the matroid prophet inequality is implementable. Specifically, there exists

a 3-approximate agent-oblivious mechanism for the matroid delegated choice on graphic matroids,

and a 4-approximate mechanism for this problem on general matroids.

It is worth mentioning, that this result highlights the importance of designing matroid-constrained

non-adaptive algorithms for matroid prophet inequality, which previously had no further implications

other than its usefulness for the prophet inequality itself.

Note further that the super-constant upper bound of Ω(log logn/logn) by [52] applies to purely non-

9A constrained non-adaptive algorithm imposes a sub-constraint J ⊂ I upon the thresholds and accepts the element
with respect to J given the threshold condition. In particular, we focus on the matroid-constrained non-adaptive algorithm
whose sub-constraint J itself constitutes a matroid over the restricted set of elements. Formal definitions can be found in
Section 1.4.2.
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adaptive algorithms in which their decision at the boundary, i.e., whenXi = τi, is always deterministic.

In fact, we observe that the reduction in Theorem 1.2.3 can be combined with perturbation techniques

to construct non-adaptive algorithms whose decisions at the boundary are randomized, which we call

the boundary-randomized non-adaptive algorithms.

Our implementability result can be stated informally as follows.

Theorem 1.2.6 (Boundary-randomized non-adaptive algorithms; Informal). For any ε > 0, any

boundary-randomized non-adaptive α-competitive algorithm can be implemented to an (α−ε)-appro-

ximate mechanism for the matroid delegated choice.10

In particular, implementing a boundary-randomized non-adaptive algorithm is not straightfor-

ward since it requires the selfish agent to break the tie in a precisely desired manner. This is straight-

forward in the prophet inequality, since the algorithm can break the tie however it likes given the online

arrival of the random variables. In the delegated choice problem, however, the random variables in fact

do not arrive in an online manner, and we cannot directly enforce the agent to best respond with respect

to our desired tie breaking rule. Thus we require a reduction that allows the principal to affect how the

agent breaks ties exactly in the way she desires.

We achieve this by designing a mechanism that slightly perturbs the utility distribution of the

given problem instance. Then, we also apply the same perturbation to the utility of random variables

that the agent has proposed in examining the proposed set. Combined with several technical lemmas

stating that the outcome of the perturbed problem instance can be made sufficiently close to the original

problem instance, we can now apply Theorem 1.2.3 to conclude the proof.

10We note that a slight variant of the proof of Theorem 1.2.4 ensures that both the matroid-constrained non-adaptive
algorithm and boundary-randomized non-adaptive algorithm are subject to the matroid necessity result in Theorem 1.2.4,
but we omit the proof as it is a cumbersome extension.
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1.2.3 Agent-aware mechanisms

Finally, we investigate the power of agent-aware mechanisms over agent-oblivious mechanisms.

If the principal knows the agent’s utility distribution, she can exploit this distribution to run a smarter

mechanism. Indeed, by slightly modifying the proof of Theorem 1.2.3 to exploit the knowledge of

the agent’s distribution, we find that a stronger class of algorithms can be implemented as agent-aware

mechanisms.

Proposition 1.2.7 (Implementing order-hinted algorithms; Informal). Any α-competitive order-hinted

non-adaptive algorithm for matroid prophet inequality implements an α-approximate agent-aware

mechanism for the matroid delegated choice.

As a corollary of independent interest, we find that a non-adaptive algorithm for matroid prophet

secretary11 can be implemented to an agent-aware mechanism under an ex-ante indifferent setting,

thereby suggesting the importance of designing non-adaptive matroid prophet secretary algorithms,

which has not been studied before. We refer to Corollary A.2.3 for more details.

This gives some evidence that the agent-aware mechanisms might be strictly more efficient than

the agent-oblivious mechanisms. However, the following theorem proves that order-hinted algorithms

are not strictly better than order-oblivious algorithms, thereby suggesting that the agent-aware mecha-

nism induced from an order-hinted algorithm is not strictly better than the agent-oblivious mechanism

induced from an order-oblivious mechanism.

Theorem 1.2.8 (Power of knowing the arrival distribution; Informal). Let ALG be any α-competitive

order-hinted non-adaptive algorithm for prophet inequality with set systemM. Then, for any ε > 0,

11In the prophet secretary problem, the arrival order is given uniformly at random.
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there exists an (α−ε)-competitive order-oblivious non-adaptive algorithm for prophet inequality with

set systemM.

To the best of our knowledge, there has been no such result regarding the power of order-hinted

algorithm for the prophet inequality. Our result highlights that one cannot hope for better competitive

ratio with the information on the arrival distribution, with respect to the worst-case distribution of the

arrival orders.

Intuitively, to prove this result, we consider a game between an algorithm designer and an adver-

sary who chooses the arrival order. The action space of the algorithm designer is a set of all possible

deterministic non-adaptive algorithms, while the action space of the adversary is the set of permu-

tations over the universe U . The algorithm designer tries to maximize the expected output of the

algorithm where the expectation is taken over the randomness in the weights of the elements, while

the adversary chooses the arrival order to minimize it. A mixed strategy of the algorithm designer

is a randomized algorithm which randomly outputs the non-adaptive algorithms. Moreover, a mixed

strategy of the adversary is the distribution over the arrival orders.

Now, if the algorithm designer moves first, then this corresponds to the setting in which the

algorithm designer designs an order-oblivious non-adaptive algorithm, and then the adversary picks the

worst-case arrival order. On the other hand, if the adversary moves first, this is the case that the arrival

order is known, and thus the algorithm designer chooses an order-hinted algorithm to maximizes its

utility. Thus, if one can essentially apply the minimax theorem, formally presented in Lemma A.3.2,

it implies that there exists no benefit of order-hinted algorithms. The subtlety, however, lies in the

fact that the collection of all possible non-adaptive algorithms is not finite, thus we cannot apply the

minimax theorem directly. Instead, we construct a finite approximate class of algorithms to bound the
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loss from the entire space of non-adaptive algorithms within a small factor, and apply the minimax

theorem over this restricted class of algorithms.

1.3 Model

In the delegated choice with combinatorial constraints, a set of elements U = {1, 2, . . . , n}

are given. A principal and an agent have utility Xi and Yi, respectively, for each element i ∈ U .

Random variables Xi and Yi are supported on a set of non-negative real values Φi and Ψi for i ∈

U , respectively. In the independent utility setting, all the random variables (Xi)i∈U and (Yi)i∈U are

mutually independent. In the correlated setting, Xi and Yi can be correlated with each other for each

i ∈ U . Unless specified explicitly, our results hold under the general correlated setting. We write

X and Y to denote the random vectors (X1, X2, . . . , Xn) and (Y1, Y2, . . . , Yn), respectively. We also

write x to denote the realization of a random vector X such that x = (x1, x2, . . . , xn) and xi denotes

the realization of Xi, and similarly for y and yi. Further, there exists a set of feasible allocations I

defined over U , that is I ⊆ 2U ,12 which is publicly available to both the principal and the agent. We

letM = (U, I) be a set system defined over U . A problem instance of the delegated choice problem

is completely specified by the tuple (M, X, Y ). If the underlying set systemM is a matroid, this is

called a matroid delegated choice problem.

The principal wants to find a maximal feasible set I ∈ I that maximizes his utility
∑

i∈I Xi.

However, there exists an information asymmetry such that the principal cannot observe the realization

of random variables, but only the agent can do. As a result, the principal delegates the role of selecting

the feasible set to the agent. Technically, the principal only knows the distribution of (X,Y ), whereas

the agent observes the realization of (X,Y ). The agent is rational expected utility maximizer, and thus

122U denotes the power set over U .
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proposes a feasible set in order to maximize his own expected payoff given the mechanism. If the

mechanism’s final allocation is given by I ∈ I, the eventual utility of the principal is
∑

i∈I Xi, and

that of the agent is
∑

i∈I Yi, i.e., utility functions are additive. We often write XI to denote
∑

i∈I Xi

and similarly for YI , unless confusion arises.

If there exists no condition on an acceptable set of elements, the agent will simply solve the

optimization problem maxI∈I
∑

i∈I Yi after observing the realization, and propose the solution of it.

The principal’s utility is then
∑

i∈I Xi, which can be arbitrarily bad if Xi is largely misaligned with

Yi. Thus, the principal faces a moral hazard of the misaligned agent. To optimize the expected

utility, the principal commits to an eligible collection as in [3].13 Formally, an eligible collection is a

function E : I ×
(×i∈U(Φi,Ψi)

)
7→ {0, 1} that maps the agent’s proposed set I ∈ I and utility vector(

(Xi, Yi)
)
i∈U to the binary signal of whether the principal accepts the proposed set or not. For example,

if the agent proposes {2, 3} among {1, 2, 3}, then E decides whether or not to accept I = {2, 3} after

observing the realization of
(
(0, 0), (X2, Y2), (X3, Y3)

)
. Note that since element 1 is not contained

in the proposed set, the mechanism cannot observe its quantity and thus is simply masked by pair of

zeros. This is called a single-proposal mechanism, and we denote by MECE the mechanism that posts

an eligible collection E .

Given a problem instance (M, X, Y ), if the principal knows the realization of the random vari-

ables and solves the task by herself, then the expected optimal value in hindsight will be the following:

E [ OPT(M, X, Y ) ] = E

[
max
I∈I

∑
i∈I

Xi

]
. (1.1)

13This is defined as a single-proposal mechanism in [3]. In fact, one can consider a more generalized class of mecha-
nisms, but due to a revelation principle style of argument, it is without loss of generality to only consider single-proposal
mechanism in our setting. Details can be found in Proposition 1.4.2.
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However, since it is the agent who proposes the set, the principal’s utility depends on the agent’s

strategy. Formally, the agent’s strategy is a mapping σ :
(×i∈U(Φi,Ψi)

)
7→ I, which maps the

observed utility (xi, yi)i∈U ∈×i∈U(Φi,Ψi) to the proposed set I ∈ I. Given that the principal

commits to an eligible collection E , the agent plays a best-response strategy that maximizes his own

utility. Given a problem instance (M, X, Y ), we denote the agent’s best-response given a mechanism

MECE by B(MECE ;M, X, Y ). Since it maximizes the agent’s utility, we also have

B(MECE ;M, X, Y ) = argmax
I∈I

{∑
i∈I

Yi subject to E (I, (Xi, Yi)i∈I) = 1

}
. (1.2)

We often write B(MECE) = B(MECE ;M, X, Y ) if the problem instance is clear from the con-

text. A mechanism MEC is α-approximate if the principal’s expected utility under MEC is at least

α · E [ OPT(M, X, Y ) ], for some α ∈ [0, 1], for every problem instance (M, X, Y ). We write

MEC(M, X, Y ) to denote the expected utility from running MEC given the problem instance (M, X, Y ).

More formally,

E [ MECE(M, X, Y )) ] = E

 ∑
i∈B(MECE)

Xi

. (1.3)

We simply write E [ OPT ] and E [ MECE ] to denote (1.1) and (1.3), if the problem instance is clear

from the context. If there are multiple feasible sets that optimize (1.2), we assume that the agent

breaks the tie arbitrarily.

We consider a Bayesian mechanism in which the principal knows the distribution of X , and

tries to compete with the optimal value in hindsight, defined as (1.1). We say that the principal is

agent-aware if she knows the distribution of the agent’s utility and can observe the agent’s realized
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utility for the proposed set, and agent-oblivious if it has no information regarding the agent’s utility,

nor cannot observe the agent’s utility of the proposed set. For both cases, the approximation factors

are measured based on the worst case problem instance (M, X, Y ), i.e., the underlying set constraint

and the distributions of the random variables.

1.4 Preliminaries

1.4.1 Matroids

A set system is a pairM = (U, I) such that U is a finite set of elements, called a ground set, and

I ⊆ 2U is a family of feasible sets. A downward-closed set system satisfies that ∅ ∈ I and if T ∈ I

then S ∈ I for every S ⊆ T . A matroidM is a downward-closed set system such that I satisfies the

following augmentation property: if A,B ∈ I and |A| > |B|, then there exists x ∈ A \ B such that

B ∪ {x} ∈ I. IfM is a matroid, any I ∈ I is called an independent set, and a basis is a maximal

independent set. Denote the set of all bases by B. We further define several standard notions. Given

a V ⊆ U , the restriction ofM to V isM | V = (V, I|V ) where I|V = {I ∩ V : I ∈ I}. Given a

V ⊆ U , the contraction ofM by V , writtenM/V , is the set system over U \ V whose feasible sets

are the sets whose union with V is independent inM. A matroid minor of the matroidM is another

matroid obtained fromM by a sequence of restrictions and contractions. For a subcollection J ⊂ I,

we define induced set system be aM|J = (U |J ,J ) where U |J = {i ∈ U : ∃J ∈ J , i ∈ J}. If

M|J constitutes a matroid, we call it an induced matroid. We write I(M) to denote the collection of

independent sets equipped toM. A rank of a set V ⊆ U for matroid, denoted by rank(V ), is the size

of a largest independent set contained in V . A matroid polytope is defined as PM = {p ∈ R|U |
≥0|∀S ∈

2U ,
∑

i∈S pi ≤ rank(S)}, i.e., the convex hull of the characteristic vectors of the bases ofM. One can
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define a set polytope for arbitrary set systemM as a convex hull of all characteristic vectors of feasible

sets, i.e., PM = conv({1I |I ∈ I}), too. Unless stated explicitly, the universe is simply U = [n].

1.4.2 Prophet inequality

The prophet inequality problem is defined over a set systemM = (U, I) with U = [n]. Each

i ∈ U has a random variable Wi with distribution Fi supported on a set of non-negative real numbers,

which denotes element i’s random weight. Let Fi be the collection of all possible distributions Fi on

R≥0, and F =×i∈U Fi. Each element i is further equipped with a random arrival time Ti ∈ R≥0,

and the elements arrive in increasing order of the arrival time.14 Each Ti is equipped with distribution

Gi supported on non-negative real numbers. Let Gi be the collection of all possible distributions Gi

on R≥0, and G =×i∈U Gi. Further, we use Γ to denote the collection of all possible deterministic

distributions on Rn
≥0, i.e., γ ∈ Γ is completely specified by a n-dimensional non-negative real vector.15

We write W to denote the random vector (W1, . . . ,Wn), and similarly for T . Overall, a problem

instance of prophet inequality is given by (M,W, T ).

An online algorithm for prophet inequality is an algorithm such that at every round, if element

i arrives, it irrevocably decides whether or not to accept i, upon observing the realization of Wi,

subject to the feasibility constraint I, i.e., the selected set I must be feasible I ∈ I. We write WI to

denote
∑

i∈IWi. Given a problem instance (M,W, T ), we denote the resulting allocation set given an

algorithm ALG by A(ALG;M,W, T ). We often write A(ALG) if the problem instance is clear from

the context. The algorithm competes with the maximal feasible set with maximal weight in hindsight

14In fact, only the ordering of the arrival times matters, and their magnitudes are irrelevant.
15This will be used to define the competitive ratio of an order-oblivious algorithm shortly.
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defined as follows:

E [ OPT(M,W, T ) ] = E

[
max
I∈I

∑
i∈I

Wi

]
. (1.4)

Similarly, an algorithm ALG’s performance given the problem instance is defined as follows:

E [ ALG(M,W, T ) ] = EW∼F,T∼G

 ∑
i∈A(ALG,W,T )

Wi

 . (1.5)

We often write E [ ALG ] and E [ OPT ] for (1.4) and (1.5) if the problem instance is clear from the con-

text. Throughout the paper, we write ALG to denote an algorithm for the prophet inequality problem,

and MEC to denote a mechanism for the delegated choice problem.

Arrival order and competitive ratio. We consider several types of algorithms based on the algo-

rithm’s prior knowledge on the arrival order T . An order-aware algorithm is an algorithm that knows

the realization t = (t1, . . . , tn) of the arrival orders T exactly. An order-oblivious algorithm does not

have any information regarding T , nor its distribution. For both types of algorithms, a competitive

ratio of an algorithm ALG is defined as follows:

COMP(ALG) = min
F∈F ,G∈Γ

EW∼F,T∼G [ALG(M,W, T )]

EW∼F,T∼G [OPT(M,W, T )]
,

where the expectation is taken over the randomness of W as well as the random bits of the algorithm.

Note further that T does not have any randomness in this case.

Further, an order-hinted algorithm is the one that only knows the distribution G ∼ G from

which the arrival orders are sampled. In other words, it knows that the arrival order is sampled from a
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distribution G ∼ G, but does not exactly know their realization. In this case, ALG’s competitive ratio

is defined over the worst-case possible distribution and distribution of the random weights:

COMP(ALG) = min
F∈F ,G∈G

EW∼F,T∼G [ALG(M,W, T )]

EW∼F,T∼G [OPT(M,W, T )]
,

where the expectation is taken over randomness of W , T , and the algorithm’s random bits.

We say that an algorithm is α-competitive if it’s competitive ratio is at least α.

Finally, in the matroid prophet secretary problem, the arrival order is selected uniformly at ran-

dom, and the algorithm knows this information. Let UNIFORM be the uniform distribution over [|U |].

Then, the competitive ratio is defined as

COMP(ALG) = min
F∈F

EW∼F,T∼UNIFORM [ALG(M,W, T )]

EW∼F,T∼UNIFORM [OPT(M,W, T )]
,

where the expectation is taken over the randomness of W , T , and random bits of ALG.

We finally note that in all cases, the algorithm’s competitive ratio is defined with respect to the

offline adversary, which determines the problem instance before the algorithm starts. However, our

results easily extend to the almighty adversary who can determine the arrival order after observing the

realization of the random variables.

Algorithm classes. We introduce here several classes of algorithms. First, throughout the paper, we

focus on a class of threshold-based16 algorithms, such that if element i arrives, upon having selected

a set A, the algorithm accepts the current element i if and only if Wi ≥ τi for some nonnegative real

number τi and A ∪ i ∈ I.17 An adaptive algorithm adaptively changes τi based on the history and the

16In fact every reasonable class of algorithms, so-called monotone algorithms, can be completely defined as threshold-
based algorithm. We refer to [44] for more detailed discussion.

17We write A ∪ i to denote A ∪ {i} for element i and set A.

24



currently selected set, while a non-adaptive algorithm determines all the thresholds τ = (τi)i∈[n] before

any element arrives. A constrained non-adaptive algorithm is a non-adaptive algorithm such that upon

the thresholds τ , it specifies a sub-constraint on a feasible set J ⊆ I so that the algorithm only accepts

elements that make the selected set feasible with respect to J . A matroid-constrained non-adaptive

algorithm is a constrained non-adaptive algorithm where the induced set systemM|J is a matroid. A

randomized non-adaptive algorithm is a non-adaptive algorithm which randomly selects the thresholds.

A boundary-randomized non-adaptive algorithm is a non-adaptive algorithm with thresholds τ and

probability vector p = (p1, . . . , pn) ∈ [0, 1]n such that if the tie happens, i.e., Xi = τi, it accepts

element i with probability pi if its addition gives a feasible soliution subject to set constraint. A static

algorithm is a non-adaptive algorithm with a single threshold τ ∈ R≥0 such that it accepts element i

whenever Wi ≥ τ and its addition preserves feasibility with respect to I.

1.4.3 Implementation

Many parts of our main results deal with converting non-adaptive algorithms in prophet inequal-

ity to delegation mechanisms. We define here a precise notion of the implementable algorithm. We

write X ∼ Y for random variables X and Y if their realization is coupled to be the same.

Definition 1.4.1 (Implementation). Given a set system M = (U, I), consider a problem instance

(M, X, Y ) of delegated choice with combinatorial constraints. Consider a problem instance (M,W, T )

of prophet inequality such that W ∼ X and T ∼ e−Y . That is, the random variables are coupled so

that the realization of Wi coincides that of Xi and Ti coincides that of e−Yi for every i ∈ U . For some
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mechanism MEC, we say that ALG implements MEC if the following holds everywhere

A(ALG;M,W, T ) = B(MEC;M, X, Y ).

That is, their outcomes are the same in a point-wise manner for every coupled realization ofW,T,X, Y .

We often say that ALG is implementable to MEC or MEC is implementable by ALG. We say that the

coupled problem instances (M, X, Y ) and (M,W, T ) are associated with each other.

It’s worth noting that in the 1-uniform matroid setting, [3] show that every oblivious stopping

rule is implementable to some mechanisms, thereby constructing several constant approximate mech-

anisms. To see more intuition behind our definition of the implementability, we kindly ask the readers

to recap the correspondence explained in Section 1.2.2.

Recall that our definition of eligible set in fact does not subsume every reasonable class of

mechanisms. For example, one may consider a mechanism which requires the agent to propose at

least two eligible sets, and picks one of them based on a pre-committed rule. More generally, one

may consider a signaling mechanism in which the agent sends a generic signal about the realization of

the random variables, and the principal selects a feasible set based on the information acquired from

the signal. We provide a revelation style of argument suggesting that it is without loss of generality

to focus on the class of single-proposal mechanisms. To this end, we first define a notion of interim

outcome. Given a realization (x, y) of random vectors (X,Y ), an interim outcome of MEC is the

outcome of the mechanism given the realization, denoted by g(MEC;M, x, y) ∈ I ×
(×i∈U(Φi,Ψi)

)
.

Proposition 1.4.2 (Revelation principle). Given any instance (M, X, Y ) of delegated choice with

combinatorial constraints, for any mechanism MEC, there exists a single-proposal mechanism MEC′

such that their interim outcomes are equivalent, i.e., given arbitrary realization (x, y) of (X, Y ), we
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have that g(MEC;M, x, y) = g(MEC′;M, x, y).

1.5 Downward-closed constraint

In this section, we prove Theorem 1.2.2. Mainly, our intuition starts from a simple observation

such that in the delegated choice, we can impose more combinatorial constraints on the acceptable

sets, e.g., announcing a threshold on the entire utility of the proposed set.

Why straightforward extension fails. Before presenting the main proof, let us first try whether the

standard analysis of prophet inequality would somehow carry over. We shall briefly recap the analysis

of the single-choice prophet inequality by [6]. Intuitively, we want a constant probability on the event

that once the element i arrives, the element i can be selected since no other elements are selected

before. To this end, let us select the threshold τ so that

Pr [ no elements are selected ] = Pr [ all the elements’ values are less than τ ] = α, (1.6)

for some constant α which will be defined shortly. Then, we have Pr [ element i can be selected ] ≥ α

since this probability is at least LHS of (1.6). For simplicity, assume U = [n] and the elements arrive

in a sequential order of 1, 2, . . . , n. Let E be the event that Xi < τ for every i ∈ U . Then, we can

decompose what the algorithm obtains as follows, E [ ALG ] can be written as

E [ ALG ] =
∑
i∈U

Pr [Xj < τ, ∀j < i ]Pr [Xi > τ | Xj < τ, ∀j < i ] · E [Xi | Xi > τ,Xj < τ, ∀j < i ]

≥
∑
i∈U

Pr [Xj < τ, ∀j < i ]Pr [Xi > τ ] · E
[
τ + (Xi − τ)+ | Xi > τ,Xj < τ, ∀j < i

]
.

Note, however, that
∑

i∈U Pr [Xj < τ, j < i ]Pr [Xi > τ ] = Pr [Ec ]. Thus, we can decompose the
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above as follows

E [ ALG ] ≥
∑
i∈U

E
[
(Xi − τ)+ | Xj < τ, ∀j < i

]
· Pr [Xj < τ, ∀j < i ] + τ · Pr [Ec ]

=
∑
i∈U

E
[
(Xi − τ)+

]
· Pr [Xj < τ, ∀j < i ] + τ · Pr [Ec ]

≥
∑
i∈U

E
[
(Xi − τ)+

]
Pr [E ] + τ · Pr [Ec ].

On the other hand, we have

E [ OPT ] ≤ τ + E
[
(Xmax − τ)+

]
≤ τ +

∑
i∈U

E
[
(Xi − τ)+

]
,

where Xmax = maxi∈U Xi. If we choose α = 1/2, then our choice of τ guarantees Pr [E ] = Pr [Ec ],

which implies that our algorithm is 1/2-competitive.

Now, let us slightly tweak the analysis to obtain combinatorial version. Consider a mechanism

with bundle-threshold τ such that it accepts the set I if
∑

i∈I Xi ≥ τ and I is a maximal feasible set.

Let F be the collection of maximal feasible set obtained from I. Similar to the previous analysis, we

can first extend our algorithm’s gain as follows.

E [ ALG ] ≥
∑
I∈F

E
[
(XI − τ)+ | XJ < τ, ∀J ̸= I, J ∈ F

]
· Pr [XJ < τ, ∀J ̸= I, J ∈ F ] + τ · Pr [Ec ].

Then, it becomes not trivial to lower bound the conditional expectation since

∑
I∈F

E
[
(XI − τ)+ | XJ < τ, ∀J ̸= I, J ∈ F

]
̸=
∑
I∈F

E
[
(XI − τ)+

]
, (1.7)
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due to the correlation between XI and XJ if they share some mutual random variables i ∈ I ∩ J .

Indeed, the event XJ < τ, ∀J ̸= I, J ∈ I is negatively correlated with the random variable (XI−τ)+,

so the conditional expectation only decreases compared to the RHS of (1.7).

Toward efficient mechanism. Our approach builds upon the intuition above. Due to the arbitrary

combinatorial structure induced by the downward-closed set constraint, it was hard to deal with the

correlation in (1.7) if XI and XJ share some mutual random variables. How can we get away from

this? One obvious fact that we know about I and J is that, as long as I ̸= J and both of them are

maximal, there exists an element i ∈ I \ J . Then, obviously, we can lower bound LHS of (1.7) by the

conditional expectation of this single element Xi. However, the event XI ≥ τ may not give a good

conditional expectation for the exact quantity E [ (Xi − τ)+ | XI ≥ τ ], since the other elements in I

may contribute more than i does.

Thus, our main idea is, instead of imposing a bundle-threshold τ which does not give a good

conditional expectation for that single element i, let us go back to what we did in (1.6), and pick the

same large enough threshold τt so that the single element’s contribution gives some good constant

approximation to the mechanism. This, however, does not give a good approximation if all the random

variables are moderately similar. Hence we combine the idea of bundle-threshold with element-wise

thresholds to obtain an efficient mechanism. More precisely, we consider two cases such that (i)

given the large element-wise threshold τt defined as above, the contribution from core, i.e., those from

Xi < τ , is dominant over the contribution from tail, i.e., the single element i’s contribution conditioned

on the event Xi ≥ τt, and (ii) the other way around. In the first case, we simply lower bound the core

contribution, using the fact that under the this event, we have Xi < τ , i.e., the random variables are

essentially bounded and thus we can use concentration on it. For the latter, we follow the analysis
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presented above as initial attempts.

Theorem 1.5.1 (Restatement of Theorem 1.2.2; Formal). Given downward-closed set systemM, there

exists a 0.1098-approximate agent-oblivious mechanism for the delegated choice problem underM.

It is worth recalling that in case of arbitrary downward-closed constraint, [8] formally shows that

constant approximation is not achievable for the prophet inequality. As the single-choice delegation

mechanism is equivalent to the oblivious stopping rule of single-choice prophet inequality, one may

expect that the multi-choice delegation entails the negative result of the multi-choice prophet inequality

for general downward-closed constraint. In stark contrast, our result implies that the delegated choice

with combinatorial constraints can be much better than what the non-adaptive algorithms can do in

the prophet inequality with combinatorial constraints. Indeed, delegation mechanism allows more

flexibility in its approach since in addition to imposing a threshold for each element, it can examine

the entire proposed set as a bundle while screening out based on the entire utility from the bundle.

1.6 Matroid constraint

We present here the connection between the matroid delegated choice and the matroid prophet

inequality, which yields improved approximation factor for certain classes of matroids. First, we prove

that any non-adaptive algorithm for matroid prophet inequality is implementable. We then prove that

boundary-randomized and matroid-constrained non-adaptive algorithms, both of which subsume the

non-adaptive algorithm, are also implementable. Finally, we complement these results by showing that

the matroid structure is indeed necessary for a prophet algorithm to be implementable. This shows deep

connections between the prophet inequality and the delegated choice under matroid constraint.
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1.6.1 Implementation from matroid prophet inequality

We start with the proof of the following theorem.

Theorem 1.6.1 (Restatement of Theorem 1.2.3; Formal). Any α-competitive non-adaptive order-

oblivious algorithm against offline adversary for the matroid prophet inequality can be implemented to

an α-approximate agent-oblivious mechanism for the matroid delegated choice under the independent

utility setting.

It is worth emphasizing that although this theorem guarantees the implementability under the

independent utility setting, the analysis easily carries over to the correlated utility setting when the

prophet inequality algorithm works against the almighty adversary. Precisely, the almighty adversary

can manually change the arrival order to minimize the algorithm’s performance, which means that it

can arbitrarily change the agent’s utility Y ′
i s based on the realization of the principal utility Xi’s, to

minimize the mechanism’s output. Thus, the mechanism’s output is at least better than the algorithm’s

guarantee as the almighty adversary can also enforce the arrival order to be correlated with Xi in the

same manner. This immediately implies the following corollary.

Corollary 1.6.2. Any α-competitive non-adaptive order-oblivious algorithm against the almighty ad-

versary for the matroid prophet inequality can be implemented to an α-approximate agent-oblivious

mechanism for the matroid delegated choice under the general correlated utility setting.

We leave the detailed proof to the readers as it is a straightforward extension of the proof of The-

orem 1.6.1. We also remark that the other implementability results (Theorem 1.7.2, Proposition 1.8.1,

Theorem 1.8.4) analogously extend to the prophet inequality against the almighty adversary and the

mechanism under the general correlated setting. We do not include all the analogous statements to
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avoid redundant arguments.18

To more elucidate the implications of Theorem 1.6.1, let us first consider a uniform matroid

M = (U, I) with rank k ∈ [|U |], i.e., I = {A ⊂ U : |A| ≤ k}. This is often referred to as multi-unit

(k-unit) setting in prophet inequality. Note that k = 1 corresponds to the single-item case.

The following corollary can be implied from combining the above theorem with the well-known

results by [33] and [31].

Corollary 1.6.3 (Restatement of Theorem 1.2.3; Formal). Under k-uniform matroid constraint, there

exists a mechanism satisfying the approximation ratio specified in Lemma A.4.2, with an asymptotic

ratio of 1 − O(
√

log k
k

), under the general correlated utility setting. In particular, the mechanism is

completely determined by a static threshold τ such that it accepts the proposed set I ∈ I if every

element i ∈ I satisfies Xi ≥ τ .

1.7 Necessity of matroid constraint for implementability

We cement the above results by showing that matroid structure is necessary to obtain the imple-

mentability, by formally proving Theorem 1.2.4. Our result for the necessity of matroid will be made

clear once the induced mechanism is defined.

Definition 1.7.1 (Induced mechanism). Given a set systemM = (U, I), consider a problem instance

(M,W, T ) of delegated choice. Suppose non-adaptive ALG non-adaptive thresholds τ . A mechanism

MEC under the set systemM induced by ALG is defined as follows.

• Announces non-adaptive thresholds τ ∈ R|U |
≥0 .

• Accepts the proposed set I if I ∈ I, and Xe ≥ τe for every e ∈ U .
18It is also worth noting that our downward-closed result in Theorem 1.5.1 does not require independence as well.
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Essentially, we will prove that if an algorithm can be implemented to the induced mechanism,

then the underlying set is necessarily a matroid.

Theorem 1.7.2 (Restatement of Theorem 1.2.4; Formal). Suppose that M = (U, I) is a set system

with downward-closed constraint I. If an order-oblivious non-adaptive algorithm ALG under M

against the offline adversary is implementable to induced mechanismM, thenM is a matroid.

We note that although the theorem is proved only for the class of non-adaptive algorithms, it can

easily be extended to matroid-constrained/boundary-randomized non-adaptive algorithms.

1.8 Implementation of broader class of non-adaptive algorithms

Unfortunately, however, beyond the uniform matroid, only few results are known for constant

approximate non-adaptive algorithms. [53] present 1/32-approximation non-adaptive algorithm in case

of graphic matroid, motivated by multi-parameter mechanism design beyond unit-demand buyer. This

was improved to 1/16-approximation by [54] for graphic matroids on simple graphs. They provide

further results on cographic, regular and laminar matroids, most of which are far much worse than

1/4-approximation.

Indeed, [52] show that non-adaptive algorithms cannot be made constant approximation for ar-

bitrary class of matroids, by constructing a worst-case problem with gammoid. Thus, it might be

hopeless to obtain constant approximation mechanism for general matroids from non-adaptive algo-

rithms for matroid prophet inequality.

Matroid-constrained non-adaptive algorithms. On the other hand, as one may have noticed from

the proof of Theorem 1.6.1, we do not necessarily need to constrain ourselves to the class of non-

adaptive algorithms. Indeed, consider a mechanism that imposes a sub-constraint on the feasible sets
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upon the non-adaptive thresholds, i.e., it defines a collection J ⊂ I, and only accepts the set that

belongs to J . If the underlying sub-constraint constitutes a matroid, a parallel of Theorem 1.6.1

shows that one can implement a mechanism from the corresponding prophet inequality algorithm,

i.e., matroid-constrained non-adaptive algorithm. Recall that the matroid-constrained non-adaptive

algorithm is defined in Section 1.4.2.

Proposition 1.8.1 (Restatement of Proposition 1.2.5; Formal). Any α-competitive matroid-constrained

order-oblivious non-adaptive algorithm for the matroid prophet inequality against the offline adver-

sary implements an α-approximate agent-oblivious mechanism for the matroid delegated choice under

the independent utility setting.

For matroid-constrained non-adaptive algorithms, [34] first obtain a 3-competitive algorithm for

the prophet inequality on graphic matroids, using non-adaptive thresholds with a partition matroid

sub-constraint. Thus one can immediately obtain the following corollary.

Corollary 1.8.2 (Restatement of Proposition 1.2.5; Formal). There exists a 3-approximate agent-

oblivious mechanism for graphic matroids under the correlated utility setting.

Furthermore, we observe that the online contention resolution scheme (OCRS) by [52] also

partitions the matroid into a union of matroid minors, which itself is a matroid. We observe that their

method indeed constructs a matroid sub-constraint.

Corollary 1.8.3 (Restatement of Proposition 1.2.5; Formal). There exists a 4-approximate agent-

oblivious mechanism for general matroids under the correlated utility setting.

Implementing boundary-randomized non-adaptive algorithm. In fact, the worst-case problem

instance by [52] assumes that the decision at the boundary case for the non-adaptive algorithm should

34



be deterministic, i.e., if Xi = τi then it must accept the element i if it’s feasible with respect to the

set constraint. Indeed, if the algorithm’s decision at the boundary can be randomized, there might be

some chances that the algorithm overcomes the pessimistic upper bound. Then, one natural question

is whether the boundary-randomized non-adaptive algorithm is implementable. We show that this is

indeed possible.

Theorem 1.8.4 (Restatement of Theorem 1.2.6; Formal). For any ε > 0, any boundary-randomized α-

competitive order-oblivious non-adaptive algorithm against the offline adversary can be implemented

to (α − ε)-approximate agent-oblivious mechanism for the matroid delegated choice under the inde-

pendent utility setting.

To briefly sketch the proof intuition, given a problem instance of the matroid delegated choice,

we perturb the principal’s utility distribution to make it continuous. Then, we run the given boundary-

randomized algorithm. Thanks to Lemma A.3.4, the boundary-randomized algorithm under the per-

turbed instance behaves as a purely non-adaptive algorithm, so we can obtain non-adaptive thresholds.

Then, we construct an induced mechanism from the obtained non-adaptive thresholds using the con-

struction of Theorem 1.2.3. Such mechanism guarantees α-approximation for every perturbed problem

instance. Then, together with Lemma A.4.4 which states that an arbitrary problem instance can be con-

verted to a problem instance with the principal’s utility distribution being continuous at the cost of a

small approximation factor, the proof follows.

1.9 Agent-aware mechanisms

Thus far, we have investigated agent-oblivious mechanisms which do not assume any prior in-

formation regarding the agent’s distribution. If the principal knows the agent’s distribution as well, it
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is fairly intuitive that the principal can do at least better than agent-oblivious mechanism by exploiting

additional information. In this section, we explore the power of agent-aware mechanisms compared to

the agent-oblivious mechanisms.

We start with simple observations under the matroid constraint such that an order-hinted non-

adaptive algorithms can be implemented. As a special case of independent interest, this highlights the

importance of non-adaptive algorithms for matroid prophet secretary, which has never been studied

before. Due to the page limit, we defer relevant theorem statements to Appendix A.2.

Since the order-hinted algorithm attains much information compared to the order-oblivious al-

gorithm for prophet inequality, one may expect that order-hinted algorithm can be strictly better than

order-oblivious algorithm. Nonetheless, we obtain a pessimistic result on the power of order-hinted

algorithm based on minimax-style of argument, thereby concluding that knowing the distribution does

not help the algorithm for prophet inequality, in terms of the competitive ratio against worst-case dis-

tribution.

1.9.1 Power of knowing the arrival order is negligible

Meanwhile, the above results imply that one can implement stronger classes of algorithms for

matroid prophet inequality if the principal knows the agent’s utility distribution, which gives some

evidence of the power of knowing the agent’s distribution. In what follows, however, we show that

knowing the arrival order does not give an advantage in terms of the worst-case competitive ratio. We

remark that the competitive ratios are defined with respect to the worst-case distribution of the arrival

orders (see Section 1.4.2). This implies that the agent-aware mechanism induced from an order-hinted

algorithm is not strictly better than the agent-oblivious mechanism induced from an order-oblivious
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mechanism.

Theorem 1.9.1 (Restatement of Theorem 1.2.8; Formal). Let ALG be any α-competitive order-hinted

non-adaptive algorithm for the prophet inequality problem with set systemM. Then, for any ε > 0,

there exists an (α− ε)-competitive order-oblivious non-adaptive algorithm for the prophet inequality

problem with set systemM.

Chapter 2: Delegation with Costly Inspection

This chapter presents the main results of [9] (EC 2025).

2.1 Introduction

The fundamental assumption in the standard delegated choice problem is that the agent truth-

fully reports the corresponding utility of the proposed alternative. For instance, this could be an easily

verifiable lie once the decision making process is over and the alternative is implemented, or it may

backfire on the agent’s reputation status. However, in many real-world applications, the cost of veri-

fying the utility of the outcome might be expensive, e.g., delegated decision of a governmental policy,

or if the delegation happens only as a one-off interaction, so that the agent might have incentive to

misreport the utility of the proposed alternative. In this context, we consider a variant of the delegated

choice problem, termed delegated choice with inspection cost (DCIC), where the principal can further

inspect the alternative at a certain cost upon the agent’s signal and the agent might not truthfully report

the utility of the proposed alternative.
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We first observe that DCIC is a strict generalization of the recently introduced variant of the

Weitzman’s box problem by [10], called Pandora’s box with nonobligatory inspection (PNOI) [29,55].

In the PNOI problem, there exists a set of boxes (alternatives) with a private reward for each box, the

distribution of which is publicly available to the searcher. The searcher wants to commit to one of

the boxes to maximize the reward. To this end, the searcher sequentially either (i) opens a box i at

fixed cost ci to observe the reward or (ii) selects a box that might be opened or closed, and finishes

the searching process. Different from the standard Pandora’s box problem with obligatory inspection

which has a simple optimal index-based policy, PNOI problem is proven to be NP-hard [56] even if the

support of each of the reward distributions is of cardinality three. Indeed, we observe that the PNOI

problem reduces to an instance of DCIC problem where the cost of delegation is significantly larger

than values obtainable from any alternative, which implies NP-hardness of the DCIC problem.

In this paper, we formally introduce and study the DCIC problem as extensions of both the

delegated choice problem and PNOI problem, and provide the first constant approximate mechanisms

for several versions. We first show that neither pure delegation policy nor pure PNOI policy can achieve

a constant approximation to the optimal policy, implying that a combination of both the delegation and

inspection is necessary to achieve constant approximation. Correspondingly, we consider a setting with

costless delegation where the cost of the delegation is zero, and obtain a 3-approximate mechanism,

and further prove that this is essentially tight. We show that this result extends to a combinatorial cost

setting [57], where the cost function is an arbitrary monotone set function. We finally obtain a constant

factor approximation mechanism for the general setting of DCIC for rich class of instances.

As a conceptual contribution, our work connects the Pandora’s box problem and the delegated

choice problem, complementing the intimate connection between the delegated choice problem and

prophet inequality by [3], one of the most central problems in online algorithms. Furthermore, to the
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best of our knowledge, our work initiates the first study of Pandora’s box with side information given

by the strategic agent’s signal, which might be of independent interest.

We first briefly summarize our technical results in Section 2.2 along with a concise version of

problem setup. Further related works can be found in Section 2.2.5, and formal problem setup is

detailed in Section 7.2. Our main results are presented in Section 2.4, where we defer the proofs of the

propositions to the appendix due to page limit.

2.2 Our results and techniques

We introduce here our main results and ideas for their proofs. To this end, we briefly introduce

our problem setup. Formal model description can be found in Section 7.2. In the DCIC problem,

we have a set of alternatives1 [n] = {1, 2, . . . , n}, and the principal needs to select one of them.

Each alternative i is equipped with independent nonnegative random variables Xi and Yi, denoting the

principal’s and the agent’s utilities, respectively. Let DX
i and DY

i denote the distribution associated

with Xi and Yi, respectively, and DX be the product distribution of (Xi)i∈[n], and we similarly define

DY . Let DX and DY be the respective families of all possible such distributions over Rn
≥0. Each

alternative i is also equipped with a deterministic inspection cost ci. The principal is aware of the

distribution DX
i and the cost ci for i ∈ [n]. At each time, the principal can decide either to inspect an

uninspected alternative, select an alternative and realize its utility, or stop the search. If the principal

inspects a set of alternatives I and commits to alternative k ∈ [n], the principal realizes the utility of

Xk −
∑

i∈I ci. Let P be a set of all possible search (inspection) policies.

Without the presence of the agent, the principal’s search procedure to maximize the utility can

be exactly framed as the Pandora’s box problem with nonobligatory inspection (PNOI) [55]. On the
1We often refer to an alternative as a solution, an element, or a box (as in the Pandora’s box problem).
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other hand, the principal can consult an agent who can observe the realization of every alternative.

Importantly, we assume that the principal needs to pay the exogenous cost of cDEL to delegate to the

agent and receive the feedback. The agent, however, realizes the utility of Yk if the principal decides

to select alternative k, i.e., having a misaligned utility. Let Σ be the set of all possible signals by the

agent; e.g., in [3], this might be a pair of a proposed alternative and a corresponding utility. Then,

given the principal’s committed mechanism, the agent best-responds by sending a signal σ ∈ Σ that

maximizes the agent’s utility. Overall, the game proceeds as follows:

1. The principal commits to a mechanism MEC : Σ → P that maps the agent’s signal to an

inspection policy.

2. The agent observes the realization of (Xi, Yi)i∈[n] and best-responds with signal σ given MEC.

3. The alternative (including null) is determined by the outcome of the search policy MEC(σ).

We are interested in designing an agent-oblivious mechanism that has no information about the

agent’s utility distributions DY . Formally, the principal’s expected utility for mechanism MEC can be

written as

E [ MEC ] = E

∑
i∈[n]

AiXi − Iici

− IDELcDEL

,
where Ai is the indicator random variable denoting whether i is selected, Ii denotes an indicator vari-

able of whether i is inspected, and IDEL indicates whether the principal decides to delegate or not.

Furthermore, the worst-case utility of the principal for an oblivious mechanism MEC is defined over
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the worst-case possible agent’s distribution, written as

EDX
[MEC] = min

DY ∈DY

EDX ,DY

∑
i∈[n]

AiXi − Iici

− IDELcDEL

 .
Given an optimal mechanism OPT that maximizes the above quantity over the space of feasible mech-

anisms, MEC is an α-approximation if

α · min
DX∈DX

EDX
[MEC]

EDX
[OPT]

≥ 1,

i.e., the worst-case ratio between the optimal oblivious mechanism and MEC.

As discussed, DCIC can be viewed as a version of PNOI problem where the side information

from a strategic agent is possible at certain costs. On one hand, one can regard such information

from the agent as another box that changes the distribution of the other boxes. On the other hand, the

correlation structure on how the agent’s signal changes the other boxes’ distributions is very unclear,

which makes our problem significantly harder and fundamentally different from the Pandora’s box

problem with correlated rewards.

Before presenting our main results, it is straightforward to see that DCIC problem is NP-hard,

since the PNOI problem reduces to DCIC by setting cDEL sufficiently large.

Proposition 2.2.1. DCIC problem is NP-hard.

2.2.1 First attempt: PNOI policy or SPMI

A natural attempt that one might try first might be to see if either of the delegation-only (without

further inspection on elements not proposed by the agent) mechanism or inspection-only (without
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delegation), i.e., a PNOI policy, mechanism is sufficient to achieve any constant approximation.

We observe that the inspection-only mechanism cannot achieve constant approximation as fol-

lows, which necessitates the a smarter mechanism beyond the delegation.

Restatement of Proposition 2.4.1. There exists a problem instance in which the optimal direct in-

spection policy cannot achieve a constant approximation ratio.

Intuitively, one can consider n identical boxes with the same distribution supported on two values

v > 0 and 0. For the inspection-only policy without delegation, the decision maker only needs to

determine how many alternatives to inspect before it observes v due to the symmetry of the alternatives.

On the other hand, one may set a simple threshold-based delegation mechanism for which the agent is

required to submit a single alternative and it is accepted if and only if it induces the principal’s utility

at least the specified threshold. If we appropriately set the probability for v, there exists only one

alternative realizing v with high probability. In this case, the inspection-only policy necessarily suffers

significant amount of inspection costs, whereas the delegation mechanism, with any nonzero threshold

would enjoy the utility of v with just a single inspection.

For the delegation-only mechanism, we consider the single-proposal mechanism (SPM) pro-

posed by [3], which achieves 2-approximation to the first best outcome E
[
maxi∈[n]Xi

]
under the

assumption with truthful report. Since the original SPM does not inspect the proposed solution, which

incentivizes the misreport of the utility of the proposed alternative by the agent, we consider a natural

variant of SPM, dubbed single-proposal mechanism with inspection (SPMI), that further inspects the

proposed alternative. Further, the following result shows that the single-proposal mechanism fails to

achieve any constant approximation ratio as well.

Restatement of Proposition 2.4.2. There exists a problem instance in which the SPMI cannot be

42



α-approximate for any α > 0.

The result follows from the intuition that if the inspection cost is sufficiently large, then selecting

an alternative without any inspection dominates the SPMI.

2.2.2 Next attempt: using ideas of [28, 29]

On the other hand, one may wonder whether we could smartly upper bound the optimal mech-

anism in an efficient manner, to build our intuition towards an efficient mechanism. Indeed, such

approaches are quite common in the original Pandora’s box problem [10], and even for its variant [29].

These techniques, however, turn out to not easily extend to DCIC, as will be shown in what follows.

Let us first recap the standard approaches. In the standard Pandora’s box problem, the principal’s

utility using the optimal policy can be upper bounded by a tuple of random variables (κi)i∈[n] defined

by κi = min(Xi, σi) where σi satisfies

E
[
(Xi − σi)+

]
= ci.

The quantity σi is usually called cap. Then, [28] proved that

E [AiXi − Iici ] ≤ E [Aiκi ]. (2.1)

The proof follows from decomposing Xi into κi + bi such that

1. If Xi > σi, then capped value κi = σi and bonus bi = Xi − σi.

2. Otherwise, κi = Xi, i.e., capped value is claimed.
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Then, one can easily see that the construction of the bonus bi satisfies ci = E [ bi ], i.e., the expected

amount of bonus marginalizes the cost of the inspection. Thus, a net utility from each box can be

viewed as exactly the capped value.

Correspondingly, this inspires a very natural greedy-like search policy to match the described

upper bound: opens the boxes in a decreasing order of σi, and stops when the largest observed Xi

exceeds the highest remaining cap σj and select such i. This policy is shown to be exactly the optimal

and achieving the above upper bound.

For the PNOI problem, [29] analogously follows this intuition to upper bound the optimal mech-

anism’s utility in a structured way. Indeed, one can modify the random variable κi to κ̃i so that κ̃i = κi

if i is inspected and κ̃i = Evi∼DX
i
[vi] if i is not inspected, i.e.,

κ̃i =


κi if Ii = 1

E [Xi ] if Ii = 0

and maintain the upper bound by replacing κi into κ̃i, i.e., E [AiXi − Iici ] ≤ E [Aiκ̃i ]. Intuitively,

such an upper bound easily extends from the standard setting since the reward of an uninspected

box can be simply upper bounded by the expected value of its reward. Given this, a simple up-

per bound for the utility of the optimal PNOI algorithm can be found based on the solution to Pan-

dora’s box problem and the fact that the maximum utility gained from choosing uninspected solutions,

E[
∑

iXiAi · 1 { Ii = 0 }], is at most maxi∈[n] E [Xi ].

On the other hand, in our setting, even the uninspected solutions’ utility can be significantly

larger than E [Xi ] depending on the principal’s mechanism and the information gained from the

agent’s signal, formally stated as follows.
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Restatement of Proposition 2.4.3. There exists a problem instance where the ratio of utility gained

from uninspected solutions for some mechanisms and corresponding agent’s best-response signal,

i.e., E[
∑

iXiAi ·1 { Ii = 0 }] to the maximum expected utility of any solution maxi∈[n] E [Xi ] is Ω(n).

Thus, it is highly unclear how to upper bound the optimal mechanism’s utility for DCIC unlike

the PNOI problem or the standard Pandora’s box problem.

2.2.3 Costless delegation

We will now outline our approach that will lead to constant approximate mechanisms for DCIC.

Recall that in previous attempts, we observe that it is crucial to (i) obtain a reasonable upper bound on

the optimal mechanism, and (ii) accordingly design an efficient mechanism that smartly exploits both

the delegation and further inspection. To this end, we first consider a simpler case where the cost of

delegation is zero, which will serve as a stepping stone in the general setting in Section 2.2.4.

We first formally provide our main result in the costless delegation setting.

Restatement of Theorem 2.4.8. There exists a mechanism that achieves an approximation ratio of 3

for delegated choice with inspection costs problem if the delegation cost is zero.

Let us briefly summarize our technical steps to prove this theorem. Clearly, the principal is

always not worse off by choosing to delegate and receive the agent’s signal since she can simply

ignore the signal in any case.

Thus, we first aim to establish an upper bound for the utility obtained from an optimal mech-

anism. To this end, we introduce a notion of overinspection. Formally, an alternative i is selected

without overinspection if

Ai = 1, Ui =
∨

j:cj≥ci

Ij = 0,
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i.e., any alternative with the same or higher inspection cost than ci has not been inspected. Then, we

can effectively prove that there exists an agent such that the expected utility from selecting a solution

without overinspection is upper bounded by the expected value, i.e.,

∑
i∈[n]

E [XiAi · 1 {Ui = 0 } ] ≤ max
i∈[n]

E [Xi ]. (2.2)

At the heart of this proof is to construct a best-response from an agent such that if a solution is chosen

without overinspection, it is always the lowest-cost solution that can be selected without overinspection

given the principal’s mechanism. Note that (2.2) exhibits a similar structure to (2.1), but has subtle

differences on both sides which allow us to further upper bound the utility of any policy.

Accordingly, we provide an upper bound on the utility obtained without overinspection from

this best-response by considering another response that leads to the selection of a non-overinspected

solution whenever possible. Finally, we argue that whether a solution is chosen without overinspection

given this response is dependent only on the utility of alternatives with strictly lower inspection costs,

and therefore independent of the utility of the selected alternative itself. This independence shows that

we essentially gain no information on the utility of the selected alternative and the expected utility

gained will match the alternative’s ex-ante utility E [Xi ].

Combining these ideas, in Lemma 2.4.5, we can further upper bound the utility obtained by any

mechanism with the following quantity:

E [ OPT ] ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+
]
, (2.3)

where OPT is an arbitrary (optimal) mechanism’s expected utility.
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Given the upper bound on any feasible mechanism, it remains to derive a mechanism that is a

constant approximate to the quantity in (2.3). We consider a simple form of maximal mechanism that

takes the one with the higher expected utility from two mechanisms. Those two mechanisms are (i)

MEC1: the one that uses the SPMI, and (ii) MEC2: the one that simply selects the solution with the

largest expected utility without any inspection.

We first prove that MEC1 achieves at least half of the last term in the right hand side of (2.3)

in Lemma 2.4.6. Then, we can prove that the maximal mechanism described above achieves the

maximum between the following two quantities:

E [ MEC ] ≥ max

(
max
i∈[n]

E [Xi ],
1

2
E
[
max
i∈[n]

(Xi − ci)+
])

Combining the results, we obtain the 3-approximate mechanism in Theorem 2.4.8. Further, this bound

is shown to be tight for our mechanism, i.e., the mechanism above is exactly 3-approximation, as stated

in Theorem 2.4.11.

Interestingly, we prove that our analysis seamlessly carries over to the combinatorial cost set-

ting, where there exists a monotone cost (set) function c : 2[n] → R≥0 that maps a set of selected

elements to the overall cost that might not be additive over each item [57]. This is formally stated in

Corollary 2.4.9.

Further, if the cost of the delegation is the same, i.e., ci = cj for i, j ∈ [n], we improve the

approximation ratio to be 2 in Proposition 2.4.10. This also holds in the combinatorial cost setting, if

c({i}) = c({j}) for every i, j ∈ [n].

47



2.2.4 Costly delegation

In the costly delegation setting, we prove the following theorem:

Restatement of Theorem 2.4.12. Let MECP be the optimal mechanism for the PNOI problem. If

cDEL = αE
[
maxi∈[n](Xi − ci)+

]
for some α < 1/2, then there exists a (3−4α)/(1−2α) approximate

mechanism. If cDEL ≥ E
[
maxi∈[n](Xi − ci)+

]
− 2E [ MECP ], then there exists a 2 − ε approximate

mechanism for any ε > 0.

This theorem essentially characterizes the constant factor approximability when the cost of del-

egation is relatively large or small. One immediate corollary of this theorem is that if E [ MEC ] ≥

(1 + α)/2 · E
[
maxi∈[n](Xi − ci)+

]
for some constant α, then there exists a constant factor approxi-

mate mechanism regardless of the delegation cost.

The assumption on the delegation cost is innocuous in a sense that DCIC still remains NP-hard

under such assumptions, since the second case of Theorem 2.4.12 allows us to increasing cDEL as

desired. The case where the cost of delegation is moderately large remains a major open problem.

In its proof, we consider a maximal mechanism that either runs (i) PTAS for the PNOI problem

by [58] and [56] or (ii) the SPMI that only delegates and inspects the (nonnull) proposed element.

The proof begins with decomposing the optimal mechanism’s utility similar to the costless setting,

and exploits the (1 − ε) approximability of PTAS and the imposed assumption in a careful manner.

Finally, we provide an improved 2-approximate mechanism when the cost of inspection ci is the same

for every i ∈ [n].
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2.2.5 Related Works

[1] initiates a substantial line of research on delegation mechanisms without transfers. They

examined a setting where a principal delegates an optimization problem over a compact interval to a

single agent and established conditions for the existence of an optimal mechanism for the principal.

[59] expand on these findings by offering a broader characterization of the optimal mechanism. The

discrete choice setting is first explored by [2] in which an agent samples potential solutions from a

distribution and optimizes over this set, providing a setup closely aligned with our problem.

Recently, [3] identify its novel connection to the prophet inequality, and analyze several approx-

imation factor to the first-best outcome. We note here that the second model of [3], termed delegated

search problem, also reveals its connection to the Pandora’s box problem. However, their model is

significantly different from ours since in their model, since the agent suffers the search cost to examine

the alternative assuming that the agent truthfully reports the utility afterwards, whereas in our model

the principal handles the search cost and the agent also might strategically misreport the utility. [60]

also tackle the assumption of truthful reports of the proposed option, or alternatively easily verifi-

able utility of the proposed options, with a stylized model on the principal’s and the agent’s utility.

However, they consider a slightly different model under which the principal can only rule each option

completely in or out based on the distributional knowledge, without relying on additional device such

as inspection. Interestingly, they also show that the approximation to the first-best benchmark is not

possible similar to ours, and thus focus on second-best benchmark. They show that the optimal mech-

anism is NP-hard to compute, and provide 1/3-approximate deterministic mechanism. A number of

papers [13, 47, 61, 62] study several other variants of the delegated choice problem from algorithmic

perspective, but we will omit the details due to significant difference.
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The Pandora’s box problem, initiated by [10], has been also a central problem in theoretical

computer science, grounded as one of the most fundamental online algorithm problem. The optimal

policy is surprisingly simple to have an index-based nature. The most closely related to ours is the

variant with nonobligatory inspection introduced by [55],2 where the searcher can select a box without

necessarily opening it. [29] propose a class of policy defined as committing policy, and prove that the

optimal committing policy achieves 1− 1/e approximation to the optimal policy. Simultaneous works

by [58] and [56] prove that the nonobliatory inspection problem is NP-complete, and provide a PTAS

algorithm based on the framework by [64]. Another line of works study several other variants of the

standard Pandora’s box problem [65, 66], however, their setup is largely different from ours.

2.3 Problem Setup

2.3.1 Delegated Choice

We first introduce the delegated choice problem by [2, 3]. There is a principal who wants to

solve a certain problem, for which there is a set ω = {ω1, ω2, . . . , ωn} ⊆ Ω of possible pre-specified

alternatives (equivalently, solutions, options, or boxes). However the principal is not an expert and may

want help from an expert agent to choose the right solution. Without loss of generality, we assume Ω

includes a null element ⊥ to handle the case when no element is selected in the end, which results in

the utility of zero for both the principal and agent. Each ωi is independently sampled from a probability

distribution Di supported on Ω. We assume that the set ω of available elements (including the number

of solutions) is exogenous to the mechanism designed by the principal, which is standard in literature

2In fact, [63] firstly study the setup of the Pandora’s box with nonobligatory inspection (with discrete reward distribu-
tion) in the context of multi channel wireless networks, yet [55] firstly formalizes the problem as a variant of the Pandora’s
box problem.
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of the delegated choice problem, c.f., [2, 3]. We write Ω∗ to denote the collection of finite sequences

over Ω.

The principal and the agent have their own utility functions x(·), y(·) : Ω 7→ R≥0, respectively.

These utility functions might be misaligned, and the agent is interested in maximizing his own payoff,

rather than maximizing the principal’s. There exists an information asymmetry between the principal

and the agent such that the principal is not aware of the utilities, but the agent can observe all the

utilities x(ωi) and y(ωi) for i ∈ [n]. After the agent observes the elements and utilities therein, he

sends a signal, e.g., an element, to the principal, and then the principal finally decides whether or

not to accept the proposed element. Without any screening device to restrict the agent’s behavior, the

agent will obviously send a signal to maximize his own payoff, i.e., propose an element that maximizes

y(ωi). We write Xi and Yi to denote the random utility x(ωi) and y(ωi), respectively, and DXi
and

DYi to denote the corresponding probability distributions of these utilities. Let DX = ×i∈[n]DXi
and

DY = ×i∈[n]DYi , and DX be the set of all possible distributions DX over nonnegative real numbers

given [n], and similarly define DY .

To prevent adversarial behavior of the agent, the principal devises a mechanism MEC = (Σ, g)

where Σ is an arbitrary set of signals and g : Σ → Ω is an allocation function given the agent’s

signal. Namely, once the principal commits to a signaling mechanism MEC, the agent sends a signal

as best-response, and the principal commits to an element based on the sent signal. We write X∗ to

denote the set of all possible finite sequences over X for any finite set X . Given a mechanism MEC,

the agent’s strategy is defined by a mapping σ : Ω∗ → Σ. Namely, the agent observes the realization

ω and corresponding utilities, and best-responds via σ(ω1, . . . , ωn). We often write σ∗ to denote the

agent’s best-response.

To design an effective mechanism, the principal uses a prior information regarding utility of
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the solution. Formally, we mostly focus on agent-oblivious Bayesian mechanisms which know the

distribution of Xi but not Yi for i ∈ [n], and whose performances are measured with respect to the

worst-case agent’s distribution of Yi’s. Correspondingly, we assume that the principal cannot observe

the agent’s utility for each element in agent-oblivious mechanisms. We often consider agent-aware

mechanisms which know both distributions of Xi and Yi, for i ∈ [n].

Essentially, [3] consider the following class of single proposal mechanisms instead of the general

signaling mechanisms.

Definition 2.3.1 (Single-proposal mechanism). In a single proposal mechanism (SPM), the principal

announces an eligible set E ∈ R2
≥0, the agent proposes an element ω∗ ∈ Ω, and the principal accepts

the element if (x(ω∗), y(ω∗)) ∈ E, and rejects it otherwise.

In short, the agent proposes a single solution and the principal decides whether or not to accept

based on the eligible set. Notably, they formally prove that it is without loss of generality to focus on

single-proposal mechanisms due to a revelation-principle-style of argument. [3] show that there exists a

SPM which achieves a constant approximation to the first-best outcome in hindsight, E
[
maxi∈[n]Xi

]
,

by exploring a novel connection to a version of the prophet inequality [67].

Theorem 2.3.2 ( [3]). There exists a SPM with a single-threshold that yields the principal’s expected

utility of at least 1
2
E
[
maxi∈[n]Xi

]
.

2.3.2 Delegated Choice Problem with Inspection Cost

Importantly, however, one might notice that the definition of SPM and results therein build

upon a critical assumption such that if the agent proposes the solution ωi, then he truthfully reports

the corresponding utility x(ωi) and y(ωi) to the principal so that the principal can reliably believe the
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reported utility and decide her action depending on it. For instance, if the agent knows that the principal

would simply trust the utility reported by him, the agent may strategically misreport the utility of the

proposed solution to induce the principal to accept the solution.3

Therefore, without any procedure to verify the proposed solution’s value, the principal may re-

alize arbitrarily bad utility if she simply accepts the proposal relying on the reported utility. Hence, we

consider a scenario in which the principal can further inspect the elements to verify that the elements

correspond to correct utilities. Under this assumption that the principal can verify the proposed ele-

ment’s utility, it is natural to allow the principal to further inspect the other elements, or just directly

inspect the elements by herself without any delegation. Our model captures all these scenarios.

Now we formally define the problem of delegated choice with inspection cost (DCIC). As in the

delegated choice problem presented above, there exist n alternatives ω1, . . . , ωn, and the principal and

the agent have corresponding utility functions x, y : Ω → R≥0. Analogously, we write Xi and Yi to

denote x(ωi) and y(ωi). Each alternative ωi is equipped with an inspection cost ci ≥ 0 for i ∈ [n]. In

addition, if the principal decides to delegate to the agent, it incurs an exogenous cost of cDEL ≥ 0 to

the principal.

Regardless of whether the principal delegates or not, the principal needs to design an inspection

policy described as follows.

Definition 2.3.3 (Inspection policy). An inspection policy P is defined by a mapping P : H →

([n] × A) ∪ {stop} where H = ([n] × R≥0)
∗ denotes the set of all possible inspection histories and

A = {select, inspect} denotes the set of possible actions on solutions, and {stop} denotes the possible

action of stopping without selecting any solution. In words, given any history H ∈ H that consists of

3The previous literature precludes such scenario by assuming that such a untruthful report might be easily verified, thus
the agent would truthfully report the utility given the threat of future punishment or to maintain his reputation.
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inspected elements and corresponding observed utilities, the inspection policy P determines the next

action of whether to select an element i ∈ [n] (possibly without inspecting it), inspect an element i, or

stop without selecting any solution. Let P be the set of all possible inspection policies.

If the principal decides to delegate to the agent, the principal should further commit to a signaling

mechanism, defined as follows.

Definition 2.3.4 (Signaling mechanism). In the signaling mechanism, given a set of signals Σ, the

principal commits to a mapping SIG : Σ → P that maps the agent’s signal σ ∈ Σ to an inspection

policy P ∈ P .

Finally, the principal’s overall mechanism can be fully characterized by MEC = (IDEL, P, SIG)

where IDEL ∈ {0, 1} denotes the indicator variable of whether the principal decides to delegate (1) or

not (0), P ∈ P denotes the direct inspection policy that will be run if IDEL = 0, and SIG is the signaling

mechanism SIG : Σ→ P that will be run if IDEL = 1.

In particular, in DCIC problem, we consider a modified version of SPM as follows:

Definition 2.3.5 (Single-proposal mechanism with inspection). In a single proposal mechanism with

inspection (SPMI), the principal announces an eligible setE ∈ R2
≥0, and the agent proposes an element

ω∗ ∈ Ω. If ω∗ ̸=⊥, then the principal inspects ω∗ and selects it if (x(ω∗), y(ω∗)) ∈ E and otherwise

does not select any element. If ω∗ =⊥ then the principal does not inspect nor selects any.

Then, the timing of the game can be described as follows.

1. The principal commits to a mechanism MEC = (IDEL, P, SIG)

2. If IDEL = 0, the principal runs the inspection policy P and the outcome is determined by P .
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3. Otherwise, the agent best-responds according to strategy σ∗ : Ω∗ → Σ which maximizes his

own utility given SIG, and the principal runs the signaling mechanism SIG(σ∗((ω1, . . . , ωn))) to

inspect the solutions and determine the outcome.

Given a principal’s mechanism MEC and the agent’s response σ∗ if IDEL = 1, let Ai be the indicator

variable denoting whether the element i is selected by the principal, and Ii be the one denoting whether

the principal inspects i, for i ∈ [n]. Then, one can observe that the mechanism’s expected utility given

the agent’s response can be written as

E [ MEC ] = E

∑
i∈[n]

AiXi − Iici

− IDELcDEL

,
where we write E [ MEC ] to denote the principal’s expected utility given MEC.

Recall that [3] considers a mechanism that approximates the first-best outcome in hindsight,

i.e., E
[
maxi∈[n]Xi

]
. In our setting, however, it is straightforward to see that it is impossible to

approximate the first-best outcome in hindsight, formalized as follows.

Proposition 2.3.6 (Inapproximability against the first-best outcome). In the DCIC, there exists a prob-

lem instance such that no mechanism can obtain a utility of α times the first-best outcome in hindsight,

i.e., E
[
maxi∈[n]Xi

]
for any α = Ω(1/n).

Thus, we consider a second-best benchmark that competes with the optimal mechanism. Let

OPT be an optimal mechanism that the principal could have run given the distributions of Xis, which

maximizes expected utility given the worst-case agent. Accordingly, we will consider a polynomial

time computable mechanism that approximates OPT. We write E [ OPT ] to denote the corresponding

principal’s expected utility with respect to the worst-case agent’s utility. Recall that DX = ×i∈[n]DXi
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andDY = ×i∈[n]DYi denote the sets of all possible distributions for (Xi)i∈[n] and (Yi)i∈[n], respectively.

The principal’s expected utility, given mechanism MEC and distribution DX , can be written as

EDX
[MEC] = min

DY ∈DY

EDX ,DY

∑
i∈[n]

AiXi − Iici

− IDELcDEL

 . (2.4)

We focus on a set of deterministic mechanisms that deterministically set Ii and IDEL to one or zero.4

Given an optimal mechanism OPT, the mechanism MEC is an α-approximation5 if

α · min
DX∈DX

EDX
[MEC]

EDX
[OPT]

≥ 1. (2.5)

We finally impose a minor assumption such that if the agent is indifferent to the eventual outcome

of two actions, i.e., facing the same utility, then the agent behaves in favor of the principal to choose

an action that induces a higher utility for the principal. This is innocuous since it is always better to

make the principal satisfactory for the agent’s reputation effect unless it hurts the agent’s utility.

Pandora’s box with nonobligatory inspection. Interestingly, we first observe that DCIC generalizes

the Pandora’s box problem with nonobligatory inspection (PNOI) by [55].

Definition 2.3.7 (Pandora’s box with nonobligatory inspection). In the Pandora’s box problem with

nonobligatory inspection (PNOI), there are boxes indexed by 1, . . . , n each of which is equipped with

a random reward Xi for i ∈ [n]. The searcher knows the distribution of the random variables in priori.

Opening box i incurs cost ci and reveals the realization Xi. Each box can only be selected after it

4Pandora’s box problem and its variant typically has no advantage of randomizing the policy, but DCIC can have some
advantages since the agent’s best-response could be made different by randomization. Studying randomized mechanism
remains a major open problem.

5Note that this differs from computing worst-case ratio over every possible (DX , DY ) ∈ (DX ,DY ). This is mainly
due to the fact that the principal is oblivious to the agent’s mechanism, thus the natural objective one could consider is to
optimize the expected utility over the worst-case agent’s distribution.
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is opened, and selecting i yields the reward of Xi. Importantly, the searcher can also select the box

without inspecting it. The searcher’s objective is to maximize the expected payoff which is defined as

the expected reward of the selected box minus the total inspection costs.

Essentially, each box can be viewed as an element where the reward from the box is the prin-

cipal’s utility for that solution. Then, without any delegation process, the principal can exactly solve

the Pandora’s box problem with nonobligatory inspection. We write direct inspection policy to denote

the policy entirely based on the Pandora’s box with nonobligatory inspection, without any delegation.

Thus, we often use the word box to denote an element for DCIC, and vice versa for PNOI.

Indeed, if the cost of delegation cDEL is far much larger than the maximal value of the support

of the reward Xi’s, then the principal would trivially set IDEL = 0. This implies that we can reduce

PNOI problem to an instance of DCIC. Thus, since PNOI is recently proven to be NP-hard by [56], it

directly follows that DCIC is also NP-hard.

Proposition 2.3.8. The decision version of DCIC is NP-hard.

2.4 Main Results

This section presents our main results on the 3-approximate mechanism. Our results and intu-

itions therein are presented in a step by step manner, i.e., we first present several examples to construct

our intuition towards an efficient mechanism, and present our main techniques and analysis.

2.4.1 Warm-up

Naturally, the first question one may ask is whether either of the pure delegation mechanisms,

such as SPMI or the pure PNOI policy, would achieve a constant approximation ratio. We here provide
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a formal explanation on why such naive approaches would necessarily fail.

We start with the example stating that if the principal only considers a direct inspection mech-

anism, i.e., always choosing IDEL = 0, there exists a problem instance such that the approximation

factor can be arbitrarily large.

Proposition 2.4.1 (Direct inspection fails). There exists a problem instance in the independent utility

setting in which the optimal direct inspection policy cannot achieve a better than Ω(n)-approximation.

Then, one might wonder whether it is possible to obtain a good approximation if instead of

precluding the delegation and directly inspecting the solutions, the principal commits to SPMI that

only inspects the single solution proposed by the agent.

Proposition 2.4.2 (SPMI fails). There exists a problem instance of DCIC in which the SPMI cannot

be α-approximate for any α > 0.

2.4.2 3-approximation in costless delegation setting

Thus, it is necessary to construct a mechanism that considers the possibility of delegation as well

as further inspection of the elements or selection without inspection. To simplify our argument, we

start with a simple scenario in which the cost of delegation is zero, i.e., cDEL = 0. In this case, one can

always set IDEL to one with zero cost since it is always better to delegate to the agent to extract some

useful information rather than not delegating, and any mechanism MEC = (0, P, SIG) with IDEL = 0

can be simulated by choosing a mechanism MEC′ = (1, P, SIG′) where SIG′ maps every signal to P ,

i.e., ignore the agent’s signal.

To analyze an approximation factor of a mechanism, it is essential to obtain a proper upper bound

on the benchmark E [ OPT ]. However, it is nontrivial to quantify what the optimal mechanism would
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have extracted as additional information from the agent’s signal. Indeed, the following example shows

that the value of information could be significant for certain types of mechanisms.

Proposition 2.4.3. There exists an instance of the problem and a corresponding mechanism where

the ratio of utility gained from uninspected solutions given any agent’s signal using this mechanism,

i.e., E[
∑

iXiAi · 1 { Ii = 0 }] to the maximum expected utility of any solution maxi∈[n]E[Xi] is Ω(n).

This ratio shows the value of information gained from delegation, as without delegation the

maximum utility that can be gained from uninspected solutions is maxi∈[n]E[Xi].

Towards the constant approximate mechanism, we first establish an upper bound for the utility

obtained from an optimal mechanism. We say a solution i is accepted without overinspection if it

is selected without inspecting any solution of the same or higher inspection cost than ci. Defining

indicator variables Ui =
∨
j:cj≥ci Ij , we can say solution i is accepted without overinspection if and

only if Ai(1− Ui) = 1.

Now, we prove the following lemma:

Lemma 2.4.4. For any mechanism, there exists an agent that can best-respond in a way such that the

principal’s utility from solutions accepted without overinspection will be at most maxi∈[n] E [Xi ], i.e.,

∑
i∈[n]

E [XiAi · 1 {Ui = 0 } ] ≤ max
i∈[n]

E [Xi ].

Proof. Assume WLOG that the solutions are numbered in order of increasing inspection costs, i.e., ci ≤

cj for i < j, with ties broken arbitrarily. We consider an agent with deterministic utility values

y = (y1, . . . , yn) such that yi > yj when i < j.

For a given realization of the principal’s utilities x = (x1, . . . , xn), let Σu(x) be the set of signals
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that would lead to a solution being accepted without overinspection, and for any signal σ ∈ Σu(x) let

acc(x, σ) be the solution accepted using that signal. Now, we consider the following response by the

agent given realization x. If Σu(x) is non-empty, the agent chooses a signal σ ∈ Σu(x) minimizing

acc(x, σ) and consequently maximizing the agent’s utility. Otherwise, if Σu(x) is empty, the agent

selects an arbitrary signal.

We argue that the principal’s utility gained from solutions accepted without overinspection is

higher for this response, compared to any best-response of the agent. For any realization x, if the

agent’s best-response chooses a signal in Σu(x) that leads to a solution being selected without overin-

spection, the same solution must be selected by our response, as any other solution being selected

based on a signal in Σu(x) has lower utility for the agent. If the best-response does not select a solu-

tion without overinspection, then the corresponding utility
∑

i∈[n]XiAi · 1 {Ui = 0 } is simply 0 for

this realization since Ui = 1 when Ai = 1, and our statement holds. Therefore, we can use this

response to upper bound the principal’s utility given any best-response of the agent.

Now, for this response, consider any realization x = (x1, . . . , xn) where solution i is accepted

without overinspection. We show that for any other realization x′ = (x1, . . . , xi−1, x
′
i, . . . , xn) that

differs from x only in xi, we will also accept solution i without overinspection. Clearly, the same

signal can be used to select solution i without overinspection, so Σu(x
′) is not empty, and a signal in

Σu(x
′) is used by the agent. Then, for solution i not to be selected, a solution j with yj > yi needs

to be chosen without overinspection using a signal σ′ ∈ Σu(x
′). Since yj > yi, we have j < i and

therefore cj ≤ ci. This means that σ′ should not inspect solution i for solution j to be selected without

overinspection. But then, since x and x′ differ only in xi, using the same signal given x should also

lead to solution j being accepted without overinspection, which is a contradiction. So, for any such x′,

solution i will be accepted without overinspection.
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Since changing xi can not affect whether solution i is selected without overinspection or not, we

can conclude that Ai1 {Ui = 0 }, which represents solution i being selected without overinspection,

can be written as a function of the Xj variables except Xi. Therefore, Ai1 {Ui = 0 } is independent

of Xi. We can now use this to show that a utility of at most maxi∈[n] E [Xi ] can be gained from the

solutions accepted without overinspection:

∑
i∈[n]

E [XiAi · 1 {Ui = 0 } ] =
∑
i∈[n]

E [Xi ]E [Ai · 1 {Ui = 0 } ] (Independence)

≤
∑
i∈[n]

E [Xi ]Pr [Ai = 1 ]

≤
∑
i∈[n]

Pr [Ai = 1 ]max
j∈[n]

E [Xj ] (E [Xi ] ≤ maxj∈[n] E [Xj ])

≤ max
i∈[n]

E [Xi ], (
∑

i∈[n] Pr [Ai = 1 ] ≤ 1)

where the first inequality follows from the fact that 1 {Ui = 0 } ≤ 1 and E [Ai ] = Pr [Ai = 1 ]. a

Next, we use this lemma to prove an upper bound for the utility obtained by any mechanism.

Lemma 2.4.5. For any mechanism, there exists an agent such that the utility obtained by the principal

given the agent’s best-response is at most maxi∈[n] E [Xi ] + E
[
maxi∈[n](Xi − ci)+

]
. That is,

E

∑
i∈[n]

XiAi −max
i∈[n]

ciIi

 ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+
]
.

Proof. Let us denote the left-hand side of the inequality in the theorem as M . We can use the fact that
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at most one Ai can be 1 to upper bound M as follows:

M = E

∑
i∈[n]

XiAi −max
i∈[n]

ciIi

 ≤ E

∑
i∈[n]

(XiAi − Ai(max
j∈[n]

cjIj))

.
Now, we have a sum over i and for each index i, the sum is only non-zero when Ai is 1 and solution

i is selected. We use the notion of selection without overinspection we introduced to break the sum

down into two cases:

M = E

∑
i∈[n]

(XiAi − Ai(max
j∈[n]

cjIj))


= E

∑
i∈[n]

(XiAi − Ai(max
j∈[n]

cjIj))(Ui + (1− Ui))


≤ E

∑
i∈[n]

(XiAi − Ai(max
j∈[n]

cjIj))Ui

+ E

∑
i∈[n]

XiAi1 {Ui = 0 }

.
In the second case, we disregard the inspection costs to obtain an upper bound. Next, in the first case,

since the summation term is only non-zero when Ui = 1, we can safely replace the maximum cost of

inspected solutions with ci. So, we can say

M ≤ E

∑
i∈[n]

(XiAi − Aici)Ui

+ E

∑
i∈[n]

XiAi1 {Ui = 0 }


≤ E

∑
i∈[n]

Ai(Xi − ci)+
+ E

∑
i∈[n]

XiAi1 {Ui = 0 }


≤ E

[
max
i∈[n]

(Xi − ci)+
]
+ E

∑
i∈[n]

XiAi1 {Ui = 0 }

.

62



Finally, we can use Lemma 2.4.4 to replace the second term and achieve the desired upper bound:

M ≤ E
[
max
i∈[n]

(Xi − ci)+
]
+max

i∈[n]
E [Xi ].

a

To obtain a 3-approximate mechanism, we mainly consider a maximal mechanism that com-

putes the expected value of two mechanisms and takes the one that has the higher value. Those two

mechanisms are fairly simple: (i) SPMI with an appropriate threshold, and (ii) that simply selects the

one that has the largest expected utility, i.e., selecting argmaxi∈[n] E [Xi ] without inspection.6

We first prove a lemma stating that the the variant of the SPMI achieves half of E
[
maxi∈[n] (Xi − ci)+

]
.

Lemma 2.4.6. There exists a SPMI, which inspects the proposed element and accepts it based on a

single threshold τ , that achieves 1
2
E
[
maxi∈[n] (Xi − ci)+

]
.7

Proof. Given an instance of DCIC with X = (X1, . . . , Xn), consider an instance of DCIC with X ′ =

(X ′
1, . . . , X

′
n) such that the distributions are shifted to be X ′

i = (Xi − ci)+, but the inspection costs are

set to be ci = 0 for i ∈ [n]. Since the inspection is given at free, this coincides with the setting without

inspection cost by [3]. Thus, in this problem instance, by Lemma 2.3.2, we know that there exists a

SPMI MEC′ with a threshold τ that achieves E [ MEC′ ] ≥ 1
2
E
[
maxi∈[n] (Xi − ci)+

]
.

Now, in the original instance, consider the SPMI that accepts a solution i after inspection if

Xi − ci ≥ τ . We claim that the principal’s utility in MEC is the same as in MEC′ for each realization

of X and X ′ assuming that Xi and X ′
i are coupled so that X ′

i = (Xi − ci)+ for every i ∈ [n]. If

there exists an eligible solution i such that Xi − ci ≥ τ , we would also have X ′
i = Xi − ci ≥ τ and

6The second mechanism will be replaced with PTAS policy for PNOI in Section 4.9
7We will disregard the computation required to compute τ as it’s beyond our interest. In fact, this can be efficiently

computable for discrete random variables, and can be approximately computable for continuous random variables.
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the agent would propose his most preferred eligible solution i in both cases, with the same utility of

Xi−ci = X ′
i. Otherwise, if no eligible solution exists, the agent submits the signal⊥ in MEC resulting

in a utility of 0 for the principal since the agent’s utility is 0 regardless of the signal and he behaves

in favor of the principal in case of ties. In MEC′, the principal’s utility will also be 0 as no eligible

solution exists. Thus, we have E [ MEC ] = E [ MEC′ ] ≥ 1
2
E
[
maxi∈[n] (Xi − ci)+

]
. a

Now, the following lemma shows that the maximal mechanism described above has the desired

lower bound on the principal’s utility.

Lemma 2.4.7. There exists a mechanism MEC that obtains a value of at least

E [ MEC ] ≥ max

(
max
i∈[n]

E [Xi ],
1

2
E
[
max
i∈[n]

(Xi − ci)+
])

.

Proof. Consider a mechanism that simply selects an element that maximizes maxi∈[n] E [Xi ] without

delegation nor inspection.

Obviously the expected utility from this mechanism is maxi∈[n] E [Xi ] since the principal suffers

no inspection cost nor delegation cost at all. Now, if maxi∈[n] E [Xi ], is larger than (or equal to)

1
2
E
[
maxi∈[n](Xi − ci)+

]
, we run the mechanism above. Otherwise, we run the mechanism suggested

by Lemma 2.4.6. Thus, this maximal mechanism achieves the maximum over two quantities. a

We are now ready to prove the following theorem.

Theorem 2.4.8. There exists a mechanism that achieves an approximation ratio of 3 for the delegated

choice with inspection cost if the cost of delegation is zero.
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Proof. By Lemma 2.4.5, we know that for an optimal mechanism OPT, we have

E [ OPT ] ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+
]
.

On the other hand, by Lemma 2.4.7, we know that there exists a mechanism with

E [ MEC ] ≥ max

(
max
i∈[n]

E [Xi ],
1

2
E
[
max
i∈[n]

(Xi − ci)+
])

. (2.6)

Thus, if 1
2
E
[
maxi∈[n](Xi − ci)+

]
≥ maxi∈[n] E [Xi ], we obtain

E [ MEC ] ≥ 1

2
E
[
max
i∈[n]

(Xi − ci)+
]
,E [ OPT ] ≤ 3

2
E
[
max
i∈[n]

(Xi − ci)+
]
,

which implies the 3-approximation ratio. Otherwise, we have

E [ MEC ] ≥ max
i∈[n]

E [Xi ],E [ OPT ] ≤ 3max
i∈[n]

E [Xi ]

which also implies the 3-approximation ratio.

a

Interestingly, we observe that the analysis carries over to the more complicated setting in which

the cost function is rather combinatorial, not additive.

Corollary 2.4.9. Consider a monotone combinatorial cost setting under which the cost of inspecting

a set of solutions is given by a monotone set function c : 2[n] → R≥0. If the delegation is costless, then

there exists a 3-approximate mechanism.
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Proof. Let ci = c({i}) be the cost of inspecting element i by itself. Lemma 2.4.4 is not dependent on

the cost function used for the principal, so it can still be applied when considering costs ci. Conse-

quently, Lemma 2.4.5 can be used in this case, to show that

E

∑
i∈[n]

XiAi −max
i∈[n]

ciIi

 ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+
]
.

Now, we can see that for any monotone function c, the principal’s utility can be upper bounded as

E

 (
∑
i∈[n]

XiAi)− c({j | Ij = 1})

 ≤ E

∑
i∈[n]

XiAi −max
Ij=1

c({j})


= E

∑
i∈[n]

XiAi −max
i∈[n]

ciIi

.
Therefore, the bound in Lemma 2.4.5 can be used as an upper bound for the principal’s utility.

On the other hand, our algorithm when delegation is costless uses at most one inspection, so

its cost is unchanged compared to the setting with additive costs ci. Therefore, the same algorithm

achieves a 3-approximation in this setting too. a

Additionally, the following theorem shows an improved approximation ratio of 2 when all in-

spection costs are the same, whose proof follows from considering the mechanism in Theorem 2.4.12.

Proposition 2.4.10. If ci = cj for any i, j ∈ [n], then there exists a 2-approximate mechanism for

DCIC with costless delegation.

Finally, the following theorem complements the above results by proving that the approximation

ratio of 3 is tight for our algorithm for costless delegation.
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Theorem 2.4.11. There exists a problem instance of DCIC such that the mechanism described in

Theorem 2.4.8 cannot have approximation factor better than 3 + ε for any ε > 0.

Proof. For a small value of ε > 0, consider the following instance with 3 solutions: The first two

solutions have identical distributions, where Xi = 1/ε with probability ε and Xi = 0 with probability

1 − ε. The inspection cost for these solutions is 0. The third solution has a deterministic utility of 1,

but its inspection cost is also 1. One optimal algorithm in this instance inspects the first two solutions

in order, selecting them if the utility is non-zero. If both solutions report a utility of zero, the third box

is chosen without inspection. The expected utility of this algorithm is

ε · 1
ε
+ (1− ε) · ε · 1

ε
+ (1− ε)2 = 3− 3ε+ ε2.

Now, our algorithm considers the two options of delegation or choosing the solution with maxi-

mum expected utility without inspection. For delegation, we look at the value

1

2
E
[
max
i∈[n]

Xi − ci
]
=

1

2

(
ε · 1

ε
+ (1− ε) · ε · 1

ε

)
= 1− ε

2
.

The solution with maximum expected utility has a utility of 1 as all solutions have an expected utility

of 1. Since the maximum expected utility is higher than the utility bound for delegation, our algorithm

will choose the solution with the maximum expected utility without inspection, achieving a utility of 1.

So, the approximation ratio of our algorithm cannot be better than 3− 3ε+ ε2. As ε can be arbitrarily

small, the approximation ratio of 3 is tight for our algorithm. a
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2.4.3 Constant factor approximation for general setting

We finally present the following theorem in the costly delegation setting.

Theorem 2.4.12. Let MECP be the optimal mechanism for the PNOI problem (without delegation).

1. If cDEL = αE
[
maxi∈[n](Xi − ci)+

]
for some α < 1/2, then there exists a (3 − 4α)/(1 − 2α)

approximate mechanism.

2. If cDEL ≥ E
[
maxi∈[n](Xi − ci)+

]
− 2E [ MECP ], then there exists a 2− ε approximate mecha-

nism for any ε > 0.

Proof. Consider a PTAS mechanism Pε for the PNOI problem by [56] and [58] that 1−ε approximates

MECP .

We consider the following mechanism MEC.

1. Compute v1 = E [ MECPε ] of running Pε without any delegation.

2. Compute v2 = 1
2
E
[
maxi∈[n](Xi − ci)+

]
− cDEL for running SPMI given by Lemma 2.4.6.

3. If v1 ≥ v2, run the mechanism MECP , and otherwise run the above SPMI.

Due to the construction, our mechanism satisfies

E [ MEC ] ≥ max

(
1

2
E
[
max
i∈[n]

(Xi − ci)+
]
− cDEL,E [ MECPε ]

)
(2.7)

If the optimal mechanism OPT, does not delegate, we have that

(1− ε)E [ OPT ] ≤ E [ MECP ] ≤ E [ MEC ],
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thus our mechanism is 1− ε approximation.

On the other hand, if the optimal mechanism chooses to delegate, we can subtract cDEL from the

bound in Lemma 2.4.5 to say

E [ OPT ] ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+
]
− cDEL

= max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+ − cDEL

]
.

It is obvious that v1 ≥ maxi∈[n] E [Xi ].8 Now we consider the first scenario where cDEL =

αE
[
maxi∈[n](Xi − ci)+

]
. Then, from (2.7) we have

E [ MEC ] ≥ max

(
(
1

2
− α)E

[
max
i∈[n]

(Xi − ci)+
]
,E [ MECPε ]

)
.

We have the following two cases:

1. E [ MECPε ] ≤ 1
2
E
[
maxi∈[n](Xi − ci)+

]
− cDEL ≤ (1

2
− α)E

[
maxi∈[n](Xi − ci)+

]
.

2. E [ MECPε ] >
1
2
E
[
maxi∈[n](Xi − ci)+

]
− cDEL > (1

2
− α)E

[
maxi∈[n](Xi − ci)+

]
.

8One can also consider a maximal mechanism that mixes any mechanism with closed box inspection in the beginning.
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In the first case, we have

E [ OPT ] ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤ E [ MECPε ] + E

[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤ (

1

2
− α)E

[
max
i∈[n]

(Xi − ci)+
]
+ E

[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤ (

3

2
− 2α)E

[
max
i∈[n]

(Xi − ci)+
]

≤
3
2
− 2α

1/2− α
E [ MEC ],

implying that MEC is (3− 4α)/(1− 2α)-approximation.

Otherwise, we have

E [ OPT ] ≤ max
i∈[n]

E [Xi ] + E
[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤ E [ MECPε ] + E

[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤ E [ MECPε ] + (1− α)E

[
max
i∈[n]

(Xi − ci)+
]

≤ (1 +
1− α
1/2− α

)E [ MECPε ]

≤
3/2− 2α
1/2− α

E [ MEC ],

implying that MEC is a (3 − 4α)/(1− 2α)-approximation. Since in both cases MEC is a (3 −

4α)/(1− 2α) approximation, the mechanism is a (3 − 4α)/(1− 2α) approximation in the scenario

where cDEL = αE
[
maxi∈[n](Xi − ci)+

]
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Now consider the second case where cDEL ≥ E
[
maxi∈[n](Xi − ci)+

]
− E [ MECP ]. Then, we

have

E [ MECPε ] ≥ (1− ε)E [ MECP ] ≥ (1− ε)
(
E
[
max
i∈[n]

(Xi − ci)+
]
− cDEL

)
.

In this case, we have

E [ OPT ] ≤ E [ MECPε ] + E
[
max
i∈[n]

(Xi − ci)+ − cDEL

]
≤
(
1 +

1

1− ε

)
E [ MECPε ]

≤
(
1 +

1

1− ε

)
E [ MEC ],

concluding that it is (2− ε′)-approximation for any ε′ > 0 by taking ε sufficiently small.

a

2.5 Remaining Proofs

2.5.1 Proof of Proposition 2.3.6

Proof of Proposition 2.3.6. Consider n ex-ante identical elements such that Xi’s are i.i.d. random

variables from a distribution D such that Xi = 1/ε with probability ε and otherwise 0. Let each

element i’s inspection cost be ci = c = (1 − ε) · E
[
maxi∈[n]Xi

]
. If the principal’s mechanism

inspects at least one element, her expected utility will be

E [ MEC ] = E

∑
i∈[n]

AiXi − Iici

− IDELcDEL

 ≤ E
[
max
i∈[n]

Xi

]
− (1− ε)E

[
max
i∈[n]

Xi

]
= εE

[
max
i∈[n]

Xi

]
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On the other hand, the principal may select an element without inspecting any element. In this case,

the utility will be at most

E [ MEC ] ≤ max
i∈[n]

E [Xi ] = E [Xi ] = 1.

Note, however, that the first-best outcome in hindsight is E
[
maxi∈[n]Xi

]
= (1− (1− ε)n) · 1/ε. By

plugging ε = 1/n, we obtain

E
[
max
i∈[n]

Xi

]
= (1− (1− 1/n)n) · n ≥

(
1− 1

e

)
n,

where we use (1− 1/n)n ≤ 1/e. On the other hand, we know that

E [ MEC ] ≤ max

(
1, εE

[
max
i∈[n]

Xi

])
≤ max

(
1,

1

n
· n
)

= 1,

which completes the proof. a

2.5.2 Proof of Proposition 2.4.1

Proof of Proposition 2.4.1. Suppose we have n identical solutions with the same utility distribution

for the principal, where each solution has utility 1 with probability p and 0 otherwise. Additionally,

suppose that the cost of inspecting each solution is c.

The probability that at least one solution is realized to have utility Xi = 1 is

Pr

[
max
i∈[n]

Xi = 1

]
= 1− (1− p)n.
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Now, consider a SPMI with an eligibility threshold of 1/2 > 0. Any rational agent will report a

solution with non-zero utility if one exists since otherwise the utility will simply be zero. Therefore,

the principal’s expected utility for the delegation-only mechanism is

E [ MEC ] ≥ 1− (1− p)n − c .

Thus E [ OPT ] ≥ E [ MEC ] = 1− (1− p)n − c.

On the other hand, we consider a direct inspection policy. Since all the solutions have identical

utilities for the principal along with identical costs, and since there is only one non-zero possible utility

value, the number of solutions inspected is enough to describe all possible inspection policies. So, for

any number 0 ≤ k ≤ n, we consider the expected utility of a policy that inspects up to k solutions,

selecting the first one that achieves a non-zero utility. If no inspected solution’s utility is non-zero and

k < n, the policy selects an uninspected solution with an expected utility of p. Now, we can provide

an upper bound for the utility of such a mechanism. If k ≥ 1, we can say

E [ MEC ] ≤
k∑
i=1

p(1− p)i−1(1− ic) + (1− p)k(p− kc)

=
k∑
i=1

p(1− p)i−1 −
k∑
i=1

(1− p)i−1c+ p(1− p)k

= p
1− (1− p)k

1− (1− p)
− c1− (1− p)k

1− (1− p)
+ p(1− p)k

= (1− (1− p)k)(1− c

p
) + p(1− p)k

≤ (1− (1− p)k)(1− c

p
) + p

Now, let p = 1/n, c = 2/n, and assume n ≥ 6. Then 1− c/p = 1− 2 ≤ 0, so we have for any inspection
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only mechanism MEC

E [ MEC ] ≤ p =
1

n
.

On the other hand, we have

E [ OPT ] ≥ (1− (1− 1

n
)n)− 2

n
≥ 1− 1/e− 2

n
≥ 1

6
.

Therefore, no mechanism utilizing only inspection can achieve an approximation ratio better than

n/6 = Ω(n).

a

2.5.3 Proof of Proposition 2.4.2

Proof of Proposition 2.4.2. Consider any instance where the cost of each solution corresponds to its

possible maximum utility for the principal. For example, we can assume an instance with solutions

that have Xi = 1 with probability 1/2 and 0 with probability 1/2, and each solution’s inspection cost

is 1. It is clear that any SPMI that always inspects the nonnull solution proposed will have a utility of

at most 0, as the inspection cost is no less than the utility of the solution. On the other hand, choosing

a solution without inspection leads to a positive utility of 1/2. So, any α-approximation is impossible

using only this class of mechanisms. a

2.5.4 Proof of Proposition 2.4.3

Proof of Proposition 2.4.3. Consider a problem instance with n identical solutions where each Xi is

1 with probability ε and 0 otherwise. Then, the expected utility of each solution is ε. Now, consider
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a signaling mechanism with Σ = [n], with each signal corresponding to a solution. For signal i, the

principal inspects all solutions except solution i, and accepts solution i if all other solutions have a

utility of 0, and does not accept any solution otherwise. Then, any rational agent will use signal i if

solution i is the only solution with a non-zero utility for the principal. It can be seen that assuming

inspection costs are equal to 0, the utility gained from uninspected solutions in this scenario will be

nε(1− ε)n−1. Then, the ratio of utility from uninspected solutions to the maximum expected utility of

any solution can be written as nε(1−ε)n−1

ε
= n(1− ε)n−1 which tends to n as ε goes toward 0. a

2.5.5 Proof of Proposition 2.4.10

Proof of Proposition 2.4.10. Consider the optimal mechanism OPT = (IDEL, P, SIG) and our mech-

anism from Theorem 2.4.8. If for any signal σ ∈ Σ, inspection policy SIG(σ) selects a solution i

without inspecting any solution, an agent preferring i to other solutions will always use this signal.

Then, the principal’s utility can be upper bounded by E [Xi ] ≤ maxj∈[n] E [Xj ].

Otherwise, for any signal σ, the policy SIG(σ) inspects at least one solution at cost c. There-

fore, the expected utility obtained by the principal can be upper bounded by E
[
maxi∈[n]Xi − c

]
. By

Lemma 2.4.7, our mechanism achieves a utility of at least max(maxi∈[n] E [Xi ],
1
2
E
[
maxi∈[n]Xi − c

]
),

which is at least a 2-approximation to the optimal in each case. a

Chapter 3: Delegating to Multiple Agents

This chapter presents the main results of [13] (EC 2023).
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3.1 Introduction

In many real-world situations, a decision-maker (called ”principal”) is encountered with a dif-

ficult task that cannot be solved by herself.1 To cope with it, she delegates the process of finding a

solution to several agents who have the ability to solve the task, and then examines agents’ proposed

solutions to take the best one. An interesting tension arises when the utility of the agents are not

aligned with that of the principal. Since the agents are self-interested to maximize their own payoff,

they may not propose the solutions for sake of the principal.

As a concrete example, consider a research proposal selection process by a grant agency. In

this problem, a principal (e.g., the grant agency) introduces a topic for proposals and asks each agent

(e.g., a principal investigator) to send a private proposal, or a set of proposals, based on a set of his

research directions (possibly coming from some distribution) related to the topic introduced by the

principal. Each proposal has some valuation for the agent and some valuation for the principal which

can be different (e.g., a proposal may be more aligned with a research direction by the agent but less

aligned with the principal’s interests). The goal of the principal is to maximize own valuation of the

finally selected proposal while the goal of each agent is to maximize his utility which is his valuation

for a proposal selected by the principal and zero otherwise.

In this example, the principal faces a problem of mechanism design without money to incentivize

the agents to behave more in favor of her. In practice, the setting here can be an incomplete information

game in the sense that though an agent knows the topic introduced by the principal and general research

topics of the other agents (i.e., distributions of possible proposals), he may not know the exact topics

that other agents consider for their proposals. In addition, the principal may have an examination cost

1Throughout the paper we use feminine pronouns to denote the principal and masculine pronouns to denote the agents.
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(e.g., travel cost for time-consuming site visits) for each proposal which should be accounted for in the

proposal selection process as well. A fundamental question in this example is how should the principal

design a mechanism to maximize her own utility function.

Initiated by [1], there exists a rich line of literature studying the theory of delegation without

monetary transfer. The restriction that the principal cannot commit to a contingent monetary transfer

in the mechanism imparts a restrictive structure on feasible mechanisms in which the mechanism

simply commits to a set of acceptable solutions, and only decide whether or not to accept the proposed

solutions. [1] study the optimality of these simple mechanisms and the characterizations of the regimes

for these mechanisms to be optimal. Subsequent works including [59] and [2] develop the theory of

delegation in this context and broaden its scope in fruitful direction.

Recently, with a lens of computer science, [3] study a problem of designing approximate mech-

anisms in the delegated search problem.2 They consider a simple mechanism so-called a single-

proposal mechanism, which consists of single-round interaction between the principal and the agent.

Remarkably, it achieves a 2-approximation compared to an ideal scenario in which the principal can

directly select the best solution among the entire set of agents’ solutions. Their analysis is based on a

novel observation regarding a connection between the dynamics of the single-proposal mechanism and

the dynamics of threshold-based algorithms in prophet inequalities (see [6], [67], [33], [39], [41], [42]

for more reference to prophet inequalities).

As we discussed in the above example, there exists a variety of real-world situations, spanning

economical applications to modern intelligent systems, such that the principal needs to delegate the

task to multiple agents with misaligned payoff. Surprisingly, however, the problem of delegating to

2They study two types of model, one of which is similar to delegated choice without search cost by [2], and the other
is that with search (sampling) cost. Our model can be framed as either of a delegated search problem with exogenous
solutions, or delegated choice problem which delegates the choice between given alternatives.
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multiple agents in the framework of mechanism design without money has received less attention in

the community. The recent work by [68], preceded by [69], study the optimal delegation mechanism

with two agents in the context of mechanism design without money, but their model is significantly

different from ours, and also is restricted to small number of agents with specific utility functions.3

In this context, we introduce the multi-agent delegation problem, and conduct a comprehensive

study on the approximation factors of various mechanisms without monetary transfer. Technically,

we aim to design a multi-agent delegation mechanism that improves upon the guarantees of a single-

agent mechanism by [3]. Surprisingly, different from the single-agent mechanism which assumes the

prior knowledge on the agent’s distribution to derive a constant approximation factor, i.e., Bayesian

mechanism (BM), we show that we can construct an efficient mechanism even without those prior

knowledge, i.e., by prior-independent mechanism (PIM), which is mainly due to the competitive

tension arise from the multi-agent extension. Notably, however, we further observe that the amount

of such a compelling power from competition differs with respect to the information available to the

agents, and the degree of correlation between the principal’s and the agent’s utility. Overall, we com-

prehensively analyze the approximation factors of BM and PIM in both the complete and incomplete

information settings (in terms of the agents’ information). We note that our main technical results lie

on the analysis of approximation factors of PIM. To highlight a few of the main results,

1. In the complete information setting, we show that there exists a PIM such that the principal’s ex-

pected utility is bounded below by the first-best solution (in the principal’s view) of the second-

best agent. We further quantify this approximation factor by analyzing the upper and lower

bound of the principal’s expected utility in various regimes. This tends to asymptotically op-

timal in certain regimes, i.e., the gains from multi-agent delegation is significant. En route to
3We provide the detailed discussion in Section 3.3.

78



this analysis, we present several technical results regarding the order statistics of i.i.d. random

variables, which might be of independent interest.

2. In the incomplete information setting, we show that under symmetric agents with uniform dis-

tribution U [0, 1] and the assumption of independent utility, we can construct a PIM in which

there exists a (1 − e−n2/2(n−1)2)-approximate Bayes Nash equilibrium such that the principal’s

expected utility becomes exactly optimal, where 1−e−n2/2(n−1)2 converges to 1− 1/√e ∼= 0.3935

as the number of agents n increases. We numerically verify that this guarantee is almost tight.

Using a similar technique, we analyze that there exists a Bayes correlated equilibrium with a

multiplicative approximation factor of en2/2(n−1)2 ∼=
√
e.

3. We further show that the assumptions of symmetric agents and independent utility are necessary.

More formally, without these assumptions, we can construct a problem instance such that there

exists a Bayesian Nash equilibrium in which the agents propose their worst solutions for the

principal, which may induce arbitrarily bad principal’s utility.

To select the best solution among the solutions from multiple agents, however, the principal suffers a

cost of examining the candidates. In this context, we extend our problem setup and further study a

trade-off between such an examination cost and an efficiency of mechanisms, and provide an analogous

result in the complete information setting.

The remainder of the paper is organized as follows. In Section 3.2, we summarize overall results

and the techniques therein. Section 3.3 provides detailed discussions on the related work. Section 3.4

introduces the formal problem setup. In Section 3.5 and 3.6, we provide the results in the complete

and incomplete information setting, respectively. Finally in Section 3.7, we introduce the examination

cost and some results in this extension.
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3.2 Overview of results

Before presenting the summary of our results, we briefly discuss our problem setup and some

preliminaries. We refer to Section 3.4 for a more formal problem setup. In multi-agent delegation

problem, there exists a principal who wants to find a solution for a task by designing a mechanism

that delegates the task to n agents. Each agent i observes ki solutions by sampling from his own dis-

tributions, where both the number of solutions and the distributions are exogenous to the mechanism.

These exogenous parameters can be interpreted as the intrinsic level of effort and skill of the agent.

Afterward, each agent proposes a subset of observed solutions (signal) to the principal. Eventually,

the mechanism selects a single solution, winner, from the proposed ones. If the solution ω is selected

as the winner, the principal receives the utility of x(ω). If ω is proposed by agent i, he gets the utility

of yi(ω) while other agents realize the utility of zero. Given the mechanism, each agent i determines a

(possibly mixed) strategy σi to maximize own utility, which maps the observed solutions and informa-

tion regarding others’ solutions to the signal, and plays an action based on the strategy. Importantly,

we impose no restriction on the utility function x(·) and yi(·), i.e., they might be misaligned, which

brings an interesting trade-off in designing the mechanism.

We introduce technical notations to summarize our results. Denote by ω̄i = {ωi,1, ωi,2, . . . ωi,ki}

the agent i’s observed solutions for i ∈ [n].4 Define Xi,j = x(ωi,j) for i ∈ [n] and j ∈ [ki]. Sort

Xi,j for j ∈ [ki] in decreasing order, and denote by Xi,(1) ≥ Xi,(2) ≥ . . . ≥ Xi,(ki). We denote by

Xi,(1) the first-best solution of agent i. Again, sort Xi,(1) for i ∈ [n] in decreasing order, and obtain

X(1) ≥ X(2) ≥ . . . ≥ X(n). Let the owner of X(i) be the i-th best agent. We often overwrite X(1) by

Xmax. Our benchmark of the mechanism is E
[
X(1)

]
, i.e., the case when the principal can select the

4We use [n] to denote {1, 2, . . . , n} for n ∈ N throughout the paper.
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best one by directly accessing all the observed solutions. Let fM,σ be an interim allocation function

which specifies the outcome under the mechanism M and some strategies σ, given a realization of the

solutions. Then, given some strategies σ of the agents, we say that mechanismM is (ρ, γ)-approximate

if

ρE [ fM,σ ] + γ ≥ E
[
X(1)

]
.

We denote by ρ and γ the multiplicative and additive approximation factors, respectively. We say

that M has multiplicative price of anarchy (POAm) of ρ if it is (ρ, 0)-approximate under any Nash

equilibrium of agents’ strategies, and it has multiplicative price of stability (POSm) of ρ if there exists

a Nash equilibrium such that M is (ρ, 0)-approximate. We similarly define POAa and POSa to denote

the price of anarchy/stability for (1, γ)-approximation, i.e., additive approximation factor.5

3.2.1 Contributions and techniques

We here summarize our key results and the major techniques therein. Basically, we analyze

two types of mechanisms: (1) Bayesian mechanism (BM) with knowledge of the prior distributions,

and (2) prior-independent mechanism (PIM) which does not know the distributions in advance. We

further consider complete and incomplete information settings. In the complete information setting,

each agent knows the others’ observed solutions while in the incomplete information setting, he only

knows the distributions from which the others sample, but not the realized solutions.

We begin by showing that any mechanism can be reduced to a multi-agent single-proposal mech-

anism (MSPM, Definition 3.4.7) in Theorem 3.4.11. Essentially, this theorem implies that we can

5See Definition 3.4.4 and 3.4.5 for more details.
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narrow down our scope of interest to the space of the MSPMs. We note that the MSPM can be either

BM or PIM depending on whether the mechanism uses the knowledge on the distributions or not. All

the positive results we present below will be built upon MSPMs.

General result in the complete information setting. We start with the general result on MSPM.

Restatement of Theorem 3.5.1. In the complete information setting, for any τ ≥ 0, there exists a

MSPM with POAa of

E
[
X(1) −X(2)1[X(2) ≥ τ ]− τ1[X(1) ≥ τ > X(2)]

]
.

Intuitively, the first-best agent needs to guarantee that he will be selected by the principal while

maximizing his own utility. This motivates him to propose a solution that yields the principal’s utility

at least that of the first-best solution of the second-best agent. The proof is built upon such simple

intuition, however, it is still tricky to characterize arbitrary (possibly mixed) Nash equilibrium of the

agents, and the formal proof can be found in Appendix B.6.2. This result implies that the additive

approximation factor is characterized by the difference between X(1) and X(2), i.e., the difference

of first-best solution between the first-best and second-best agents. On top of it, the principal can

also smartly define the threshold τ using the prior information, and further improve the quality of the

candidates, although it may decrease the probability of the acceptance.

BM in the complete information setting. From the general result, we obtain the following result on

BM which recovers the single-agent guarantee in [3].

Restatement of Theorem 3.5.3 and 3.5.5. In the complete information setting, there exists a BM with

POAm of 2. In addition, this multiplicative approximation factor is tight, i.e., there exists a problem
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Information Bound General Symmetric α-decaying

Complete
Lower POSm ≥ 2 ( Thm 3.5.5) open

Upper POAm ≤ 2 (Thm 3.5.3) POAm ≤
(

αnk
αnk+1

) −1
αnk (Thm 3.5.8)

Incomplete
Lower POSm ≥ 2 (Cor 3.6.2) open

Upper POAm ≤ 2 (Cor 3.6.2) POAm ≤
(

αnk
αnk+1

) −1
αnk (Cor 3.6.2)

Table 3.1: Summary of results on Bayesian mechanism. Symmetric refers to the symmetric
agents and α-decaying denotes the distributions such that its c.d.f. F satisfies F (x) ≤ xα

for some α > 0. Lower bounds for the symmetric setting remain as open problems.

instance that no BM can achieve POSm < 2− ε.

The upper bound follows from the reduction from multi-agent setting to single-agent setting,

where we in fact obtain stronger comparative statics such that the multi-agent delegation is always

superior to the single-agent delegation. We discuss a more detailed comparison between the single-

agent and multi-agent settings in Appendix B.5. The lower bound is obtained by introducing a concept

of super-agent equipped with the standard worst-case instance in prophet inequalities. This worst-case

instance implies that there is no merit in delegating the task to multiple agents with highly asymmetric

levels of skill.

We then naturally consider a symmetric case (see Definition 3.5.6) when the agents are equipped

with the same parameters, i.e., they have similar levels of skill and effort. In this case, for a certain

class of distributions, we show that the multiplicative approximation factor can be subconstant for BM,

i.e., converges to 1 as n (the num. of agents) or k (the num. of solutions per agent) increases.

Restatement of Theorem 3.5.8. In the complete information setting, consider the symmetric agents

with Xi,j ∼ D where D is a distribution supported on [0, 1] and the cumulative distribution func-

tion (c.d.f.) of F (x) satisfies F (x) ≤ xα for some α > 0. Then, there exist a BM with POAm of(
αnk
αnk+1

)− 1
αnk . Hence, the principal’s expected utility converges to E [Xmax ] as n or k increases.

To obtain the subconstant bound above, we use threshold-based eligible sets that are tighter than
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the ones used in the prophet inequalities. We present the summary of results for BM in Table 3.1.

PIM in the complete information setting. For PIM, we observe that Theorem 3.5.1 yields an

additive approximation factor of E
[
X(1) −X(2)

]
by setting τ = 0 (see Corollary 3.5.9). This indeed

requires no prior knowledge as it accepts any solution. On the other hand, we argue that this guarantee

can be arbitrarily bad if we do not restrict our problem instances to symmetric agents.

Restatement of Theorem 3.5.10. In the complete information setting, suppose that principal’s utility

function lies in [0, L] for some L > 0. Then for any ε > 0, there exists a problem instance such that

no PIM can achieve POSa ≤ L− ε.

The proof is based on a construction worst-case instance with a super-agent similar to the lower

bound under the general setting in BM.

We thus consider the symmetric agents and derive the following result.

Restatement of Theorem 3.5.11. In the complete information setting, consider symmetric agents with

the principal’s utility function lies in [0, L] for some L > 0. Then, there exists a PIM with POAa of

(1− 1
n
)n−1.

Note that (1 − 1
n
)n−1 ≤ 1/2 for all n ≥ 2, and decreases to 1/e as n increases. This constant

approximation is a big improvement over the arbitrarily bad approximation in the general setting.

Next, we improve the approximation factors of PIM to be subconstant with respect to some

canonical family of distributions. At the heart of this analysis, we come up with several new results

(see Lemma 3.5.12, 3.5.14, 3.5.16, and 3.5.17) in order statistics6, which might be of independent

interest. Detailed discussions are presented in Section 3.5.2.

6Given n i.i.d. samples, r-th order statistics refer to the r-th smallest value among the i.i.d. samples.
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Restatement of Theorem 3.5.15 and 3.5.18. In the complete information setting, consider symmetric

agents such that Xi,j ∼ D where D is a distribution with a probability distribution function (p.d.f.)

of f(x). Let Dmax be the distribution of Xi,(1) for any i ∈ [n]. Denote by Var(·) the variance of a

distribution. Then, the following holds.

1. IfD has MHR (see Section 3.5.2 for definition), then there exists a PIM with POAa of
√

4Var(Dmax)
3

.

In case of D = U [0, 1], we have
√

4Var(Dmax)
3

=
√

4k
3(k+1)2(k+2)

≈ 1.155
k

.

2. If f(x) is nondecreasing on x, then there exists a PIM with POAa of
√

12Var(Dmax)

n+1
. In case of

D = U [0, 1], we have
√

12Var(Dmax)

n+1
= 1

n+1

√
12k

(k+1)2(k+2)
≈ 3.464

k(n+1)
.

Incomplete information setting. In the incomplete information setting, we first discuss that the

results on the BM, Theorem 3.5.3 and 3.5.5 and Theorem 3.5.8, still carry over in the incomplete in-

formation setting. In addition, without the assumption of symmetric agents, we still have an arbitrarily

bad lower bound in the approximation ratio for any PIM, i.e., Theorem 3.5.10 still holds. This justi-

fies our assumption of symmetric agents in the incomplete information setting as well. Interestingly,

however, assuming the symmetric agents is not sufficient to derive a positive result.

Restatement of Theorem 3.6.4. In the incomplete information setting, under symmetric agents with

Xi,j ∼ U [0, 1], there is a problem instance where no PIM has POAa <
k−1
k+1
−
√

logn
2k+3

.

Note that by making k arbitrarily large give n, RHS can be arbitrarily close to 1. The proof is

based on a construction of strongly negatively correlated utility between the principal and the agents,

preceded by some algebraic manipulations. Interestingly in this problem instance, each agent’s utility

decreases by playing for sake of the principal. Hence, each agent settles with a solution that gives

the agent largest ex-post utility (and thus smallest principal’s utility), even though it yields a small
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Information Bound General Symmetric (Sym) Sym MHR Sym Inc Sym Ind

Complete
Lower

POSa ≥ L
Thm 3.5.10 Open Open Open Remark 3.2.2

Upper Cor 3.5.9 POAa ≤ L
(
1− 1

n

)n−1 ∼= L
e

Thm 3.5.11
POAa ≤ 1.15

k

Thm 3.5.15
POAa ≤ 3.46

k(n+1)

Thm 3.5.18
Remark 3.2.2

Incomplete
Lower

POSa ≥ L
Cor 3.6.3

POAa ≥ k−1
k+1
−
√

logn
2k+3

Thm 3.6.4
Remark 3.2.1 Remark 3.2.1 Open

Upper Remark 3.2.3 Remark 3.2.1 Remark 3.2.1 Remark 3.2.1
0.39-POS is OPT

Thm 3.6.7

Table 3.2: Summary of results on prior-independent mechanism. MHR refers to MHR
distribution, Inc refers to nondecreasing p.d.f., and Sym Ind refers to independent utility
setting with the uniform distribution U [0, 1]. Open denotes that this regime remains an
open problem. For general case lower bound for both settings, and symmetric case upper
bound in the complete information setting, we assume that the support of the principal’s
utility function lies in [0, L]. For Sym MHR, Sym Inc, and lower bound in the incomplete
information setting under Sym, we present the results for U [0, 1] for brevity.

probability to be selected. We present the result for uniform distribution for simplicity, but we in fact

provide a more general result.

In this context, we additionally consider an independent utility assumption in which the agents’

and principal’s utilities are independent of each other (see Definition 3.6.5 for more details). Then we

show that there exists a good approximate Bayes Nash equilibrium (BNE) (see Definition 3.6.6 for

more details) such that the principal’s expected utility becomes exactly optimal.

Restatement of Theorem 3.6.7. In the incomplete information setting, consider symmetric agents

and independent utility assumption such that Xi,j, Yi,j ∼ U [0, 1]. Then, there is an optimal PIM with

β-approximate BNE where β = 1− exp
(

−n2

2(n−1)2

)
. Note that β becomes 0.3935... as n grows.

Different from the complete information setting, deriving and analyzing BNE is far more chal-

lenging, especially for our problem setup. One reason is that the feasible action of an agent depends

on the realization of his solution. In addition, computing the expected payoff of an agent’s strategy

requires us to compute the expectation over every possible realization of the others’ solutions. Despite

these difficulties, we obtain the above result, of which the proof heavily relies on the FKG inequality

86



(Lemma D.3.5) and some properties on the joint density function of two order statistics, preceded by

some algebraic manipulations. Using a similar but more involved technique, in Appendix B.3, we

show that there exists a PIM such that under some Bayes correlated equilibrium, it achieves a multi-

plicative approximation factor of exp
(

n2

2(n−1)2

)
∼= 1.649 (as n increases). We present the summary of

results on PIM in Table 3.2. We remark on some points regarding the table as follows.

Remark 3.2.1. We do not study the upper bound for symmetric agents in the incomplete information

setting because the lower bound in this setting can be arbitrarily bad for certain problem instances. In

addition, we do not consider Sym MHR and Sym INC in the incomplete information setting since the

lower bound in the symmetric setting already implies a pessimistic result.

Remark 3.2.2. Since the complete information setting inherently admits positive results only with the

symmetry assumption, we do not consider the symmetric agents and independent utility scenario in

the complete information setting.

Remark 3.2.3. The upper bound for the general incomplete information setting is not studied, as one

can easily obtain a mechanism with an approximation ratio of ∞, e.g., a mechanism that selects a

solution to maximize the agent’s utility.

Examination cost. Finally, we study an extension to consider the examination cost of the mechanism.

The examination cost of a mechanism is defined by the number of candidates that the mechanism has

to access to choose the winner. We refer to Definition 3.7.2 for more details. In this extension, we

obtain the following result of a similar flavor to Theorem 3.5.1.

Restatement of Theorem 3.7.5. Define X(n+1) = −∞. For any τ ≥ 0, there exists a mechanism with
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examination cost 2 ≤ B < n such that POAa is at most,

E
[
X(1)

]
− E

[
X(2)1

[
X(2) ≥ τ > X(B+1)

]
− τ1

[
X(1) ≥ τ > X(2)

]
−

n∑
e=B+1

X(e−B+2)1
[
X(e) ≥ τ > X(e+1)

] ]
.

This depicts the trade-off between the examination cost and the approximation ratio. Indeed,

POA increases as B decreases, and plugging B = n carries over to the bound in Theorem 3.5.1.

3.3 Related work

Initiated by [1], a rich line of literature has studied the delegation mechanism without monetary

transfer. [1] considers a setting in which a single agent is delegated to solve an optimization problem

over a compact interval, and characterizes conditions under which an optimal solution of the principal

exists. [59] fulfill the results by providing a general characterization of the solution. [2] study a discrete

model in which an agent samples a set of solutions from a distribution and optimizes over the sampled

set, which is the most similar problem setup to ours.

While most literature in the theory of delegation aims at characterizing regimes in which the

optimal mechanism exists or the structure of it, [3] study the loss of efficiency from delegating the task

into an agent with misaligned payoff. They consider two models, one of which is similar to delegated

project choice of [2]. In this model, the agent samples a fixed number of solutions from a distribution

and proposes some of the solutions to the principal in a strategic manner. Surprisingly, they show

that a simple mechanism enjoys a 2-approximation ratio compared to the ideal scenario in which the

principal can directly choose the optimal solution, based on a connection to the prophet inequalities.
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Several works have been devoted to the delegation mechanism without money in the presence of

multiple agents. One of the most relevant problem setting would be legislative game with asymmetric

information by [70], [71], [72] and [73]. They consider a model in which two self-interested agents

with information advantage observe a state of nature and independently send a private signal to the

principal. The principal aims to extract truthful information on the state of nature to maximize own

utility that depends on it. Recent works by [69] and [68] extend these settings by considering multiple

actions for the principal. Importantly however, all of their models are significantly different from our

model. In our model, the information asymmetry between the principal and the agents arises from

”moral hazard” versus ”adverse selection” of the previous works, as per [74].7 In moral hazard, the

principal cannot directly observe all the alternatives, but can only access a subset of them based on

the signals, whereas in adverse selection, a state of nature is revealed only to the agent but affects the

principal’s utility as well.

Finally, there is an increasing attention in the Computer Science community regarding an algo-

rithm design with a delegated decision. [61] considers a stochastic probing problem when the principal

delegates the role of probing to a self-interested agent. They quantify the loss of delegation similar

to [3] by revealing a connection between delegated stochastic probing and generalized prophet inequal-

ities. [47] generalizes the second model of [3], namely Weitzman’s box problem which deals with a

costly sampling of the agent, by considering a combinatorial constraint.

7Notably, [74] study both effect of moral hazard and adverse selection in the delegation mechanism but with a monetary
transfer. Likewise, there exists a fruitful line of literature dealing with contract-based delegation, e.g., [75] and [76], but
we will not discuss in detail on the delegation mechanism with money.
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3.4 Problem setup

Multi-agent delegation. Consider a principal who designs a delegation mechanism and a set of n

agents who perform the task and decide solutions. Let Ω be a set of potential solutions. Each agent

is equipped with a number of solutions ki ∈ N, and each solution j for j ∈ [ki] is sampled from a

probability distribution Di,j supported on Ω. We assume that ki ≥ 2 for i ∈ [n] to avoid trivial regime.

Each distribution Di,j may refer to the potential quality of the jth solution of agent i, and the number

of solutions ki can be interpreted as the agent’s willingness-to-pay in terms of his effort, both of which

are exogenous to the mechanism. We denote by ωi,j ∈ Ω the agent i’s j-th solution for i ∈ [n], j ∈ [ki],

and ω̄i the agent i’s multi-set of all solutions. We further use ω̄ = ∪i∈[n]ω̄i ∈ Ω∗ to denote the multi-set

of all the solutions sampled by the agents. After agent i observes his own solutions ω̄i, he sends a

signal to the principal, and then the principal finally adopts one of the solutions based on the agents’

signals.

For notational consistency, let solution denote an outcome observed by an agent, candidates to

denote the set of solutions that the mechanism can access given the agents’ signals, winner to denote

the final solution adopted by the principal. We further say our problem to be single-agent problem if

n = 1, and multi-agent problem if n ≥ 2.

Mechanism. A mechanism M = (Σ, f, S) is specified by a set of signals Σ = Σ1 × . . . × Σn of

which the i-th coordinate Σi corresponds to the signal from agent i, a set of possible random bits S

of the mechanism, and an allocation function f : Σ × S 7→ Ω which denotes the winner selected by

the principal given the signals by agents and the random bits. If the mechanism is deterministic, we

overwrite the domain of the allocation as f : Σ 7→ Ω. We mostly deal with a deterministic mechanism

but introduce a general definition for completeness. For some given random bits s ∈ S, we denote by
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Ms the mechanism in which its random bits are fixed to be s. Note that we use a generalized notion

of signal to denote any possible interaction from the agents to the principal. For example, agent i may

simply propose a subset of his observed solutions as candidates, or he may exploit a mixed strategy

of proposing solutions randomly. Throughout the paper, we use Ω∗ to denote a family of all finite

multi-set over Ω.

Agent’s strategy. Each agent i selects a certain signal based on a strategy σi : Ω∗ 7→ Σi. More

formally, given a multi-set of the ki solutions ω̄i = {ωi,1, . . . , ωi,ki}, agent i sends a signal σ(ω̄i) to the

principal. Importantly, agent i determines the strategy based on the information regarding the others’

solutions as well as his own solutions. We elaborate more in the subsequent paragraph. The principal

has a utility function x : Ω 7→ R>0 and each agent i for i ∈ [n] has a utility function yi : Ω 7→ R>0. If

solution ω ∈ ω̄ is selected as the winner and ω belongs to agent i, then the principal and agent i realize

utilities of x(ω) and yi(ω) respectively. The other agents j ̸= i realize their utility to be zero. Note

that we restrict the winner to be within ω̄ so that the principal cannot commit to a solution beyond the

observed set of solutions. We further assume that Ω includes a null outcome ⊥. If the principal selects

⊥ as the winner, this represents that no solution is adopted by the principal and the realized utility is

zero, i.e., x(⊥) = yi(⊥) = 0 for i ∈ [n].

Information structure. In terms of the principal’s information for agents’ distributions of solutions,

we consider the following two types of mechanism.

Definition 3.4.1 (Bayesian and prior-independent mechanism). We say that mechanism M is prior-

independent mechanism (PIM), if it does not have any information on the distributions from which

the solutions are drawn. If it priorly knows the distribution from which the quantity x(·) over the

solutions are drawn for each agent, we denote by Bayesian mechanism (BM).
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Importantly, as noticed in the definition, PIM has significant informational gain over BM. It

does not require any process of acquiring information on the distribution of solutions. Indeed, in

practice, it is difficult or even impossible to estimate the distribution of each agent in advance. Even

if it’s possible, it usually entails a costly procedure to acquire such information, and thus PIM is more

broadly applicable.

Regarding the principal’s information on the agents’ solutions, we consider an information asym-

metry arises from moral hazard such that the principal has no information on the realized set of solu-

tions since she delegates the search (choice) to the self-interested agents. Instead, she can only access

a subset of solutions based on the signals provided by the agents.

To model the agent’s information structure, we basically assume that the agents know the prin-

cipal’s utility function. Furthermore, we consider two cases of complete information and incomplete

information based on the agent’s information with respect to the others. In the complete information

setting, all the observed solutions are revealed to each other, thereby each agent determines his own

strategy after observing all the solutions. In the incomplete information setting, only the distributions

of the solutions are publicly available to the agents but not the exact observed solutions, and thus each

agent determines his own strategy based on the given knowledge of the others’ distributions.

Allocation function and overall mechanism. We first define an interim allocation function which

represents the winner adopted by the mechanism given the observed set of solutions.

Definition 3.4.2 (Interim allocation function). fM,σ : Σ 7→ Ω is an (interim) allocation function given

mechanism M and strategy σ. That is, given ω̄ = ∪i∈[n]ω̄i, the mechanism M selects fM,σ(ω̄) as the

winner when each agent i plays σi. In case of randomized mechanism, we use fMs,σ to denote the

allocation function given the random bits s, and FM,σ to denote the set of possible winners ∪sfMs,σ.
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Overall, the mechanism proceeds as follows: (1) the principal commits to a mechanism M , (2)

each agent i observes solutions ω̄i, (3) each agent i strategically sends a private signal σi, and (4) the

principal selects the winner fM,σ (or fMs,σ).

3.4.1 Further preliminaries

We here present further notations that will be broadly used throughout the paper.

Definition 3.4.3 (Nash equilibrium). Given a mechanism M , a set of strategies σ = (σ1, σ2, . . . , σn)

is called a Nash equilibrium, if σi yields

yi(σi, σ−i) ≥ yi(σ
′
i, σ−i), (3.1)

for agent i’s any other strategy σ′
i given the others’ strategy σ−i. We call each σi an equilibrium

strategy of agent i. We often abuse equilibria or equilibrium to denote Nash equilibrium. Whenever

the mechanism is randomized, we take expectation over the utility in (3.1).

For sake of exposition, we define Xi,j = x(ωi,j) and Yi,j = yi(ωi,j) for each j ∈ [ki] and

i ∈ [n]. Furthermore, we denote by Xi,(j) the j-th highest solution in ωi in terms of x(·) so that

Xi,(1) ≥ Xi,(2) ≥ . . . ≥ Xi,(ki) and define Yi,(j) the agent i’s utility for the solution that corresponds

to Xi,(j). We often overwrite Xi,(1) by the first-best solution of agent i, and the agent who has X(i) by

i-th best agent. Note that Xi,j and Yi,j for each j ∈ [ki] and i ∈ [n] are random variables such that Xi,j

and Yi,j are correlated with respect to ωi,j .

We measure the principal’s utility by comparing it to a strong benchmark OPT given a realized
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set of solutions ω̄, defined formally as follows.

OPT = E
[
max
ω∈ω̄

x(ω)
]
= E

[
max
i∈[n]

max
j∈[ki]

Xi,j

]
.

We often abuse Xmax = X(1) = maxi∈[n] maxj∈[ki]Xi,j . Note that OPT denotes the principal’s utility

when she can access all the solutions sampled by the agents, and select the best solution by herself.

In terms of the approximation ratio of the mechanism, we consider both the additive and multi-

plicative approximation factors, defined as follows.

Definition 3.4.4. Mechanism M and corresponding strategies σ are (ρ, γ)-approximate if

ρE
[
fM,σ(ω̄)

]
+ γ ≥ OPT.

Note that the expectation in LHS is taken over the randomness in M as well as that in solutions.

Since we deal with the approximation factor of the mechanism in its equilibrium, we further

define the notion of the price of anarchy and the price of stability as follows.

Definition 3.4.5 (Price of anarchy/stability). MechanismM has multiplicative price of anarchy (POAm)

of ρ if it is (ρ, 0)-approximate under any equilibrium. It has multiplicative price of stability (POSm)

of ρ if there exists an equilibrium such that M is (ρ, 0)-approximate. We similarly define POAa and

POSa to denote the price of anarchy/stability for the additive approximation factor (1, γ).

For self-containedness, we present the mechanism introduced by [3].

Definition 3.4.6 (Single-proposal mechanism). In a single-proposal mechanism (SPM) under the

single-agent setting, an eligible set R ⊂ Ω is announced by the principal, the agent proposes a so-

lution ω, and the principal accepts it if ω ∈ R, and rejects it otherwise.
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In our multi-agent setup, we mainly investigate a variant of the SPM defined as follows.

Definition 3.4.7 (Multi-agent single-proposal mechanism). In a multi-agent single-proposal mecha-

nism (MSPM), a tie-breaking rule ρ and an eligible set Ri ⊂ Ω are announced by the principal for each

agent i. Each agent proposes up to one solution, and the principal filters a candidate from agent i if it

is not contained in Ri. After filtering, the principal selects the winner by choosing the candidate that

maximizes her utility, given the tie-breaking rule ρ. We say that MSPM has a homogeneous eligible

set if Ri = R for i ∈ [n].8

Remark 3.4.8. Importantly, in terms of the principal’s information, MSPM can be both BM and PIM

depending on the eligible set Ri. If we specify Ri to admit any solution from Ω, then it is PIM as

we do not need any kind of prior knowledge on the solution. However, if we want to specify Ri to

accept only a certain type of solution as in SPM by [3], then we essentially need the prior information

regarding the distribution of the solution. This is indeed true because if we commit to an eligible set

that possibly rejects some solutions without knowing the distribution of the solutions, then it is obvi-

ous that we can construct a worst-case problem instance in which the mechanism essentially cannot

accept any solution, resulting in an arbitrarily bad approximation factor. We refer to Claim B.6.2 in

Appendix B.6.6 for a formal discussion.

Finally, we pose a (minor) assumption that if an agent is indifferent between two solutions, he

selects a solution that induces a higher utility for the principal.

Assumption 3.4.9 (Pareto-optimal play). If an agent has two solutions ω and ω′ such that x(ω) ≥

x(ω′), y(ω) ≥ y(ω′) and at least one of these inequalities are strict, then the agent does not play

strategy σi = ω′.
8We provide further examples of reasonable mechanisms in Appendix B.2.
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Remark 3.4.10. This assumption is reasonable since there exists no merit in playing such a dominated

strategy ω′. Moreover in practice, the agents may also want to behave in favor of the principal as much

as possible unless they need to sacrifice their own utilities, for any future interactions.

Before presenting our main results, we begin with the following observation that any mechanism

can be reduced to MSPM with the proper choice of parameters.

Theorem 3.4.11. In the multi-agent setting, for any mechanism M with an arbitrary equilibrium

σ, there exists a MSPM M ′ such that for any equilibrium σ′, for any ω ∈ FM,σ(ω̄) and any ω′ ∈

FM ′,σ′(ω̄), we have x(ω) ≤ x(ω′) for any observed solutions ω̄ ∈ Ω∗.

The proof is provided in Appendix B.6.1. Thanks to the theorem, it suffices to narrow down our

scope of interest to the set of MSPMs. Correspondingly, we focus on analyzing the approximation

factor of MSPM in both the complete and incomplete information settings.

3.5 Complete information

In the complete information setting, we first present a generic result regarding MSPM with

arbitrary threshold-based eligible sets.

Theorem 3.5.1. Given any τ ≥ 0, let R be an eligible set with threshold τ such that R := {ω :

x(ω) ≥ τ, ω ∈ Ω}, and ρ be an arbitrary deterministic tie-breaking rule. Then, the MSPM with ρ and

a homogeneous eligible set R has POAa of at most

E
[
X(1)

]
− E

[
X(2)1

[
X(2) ≥ τ

] ]
− E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
.

We present the proof in Appendix B.6.2. To interpret the bound above, suppose that we set

96



τ = 0. Then it implies that the principal can obtain the utility of first-best solution of the second-best

agent. In addition, by properly defining the eligible set, i.e., τ in this case, she can further improve

the potential quality of the candidates, although it might possibly decrease the probability that each

agent samples eligible solutions. Intuitively, the existence of the other agents make each agent more

competitive in sending signals, thus motivating them to submit more qualified solution.

Remark 3.5.2. The role of deterministic tie-breaking rule is essential. Indeed if the principal exploits a

randomized tie-breaking rule, it may reduce the power of competition in certain cases since the agents

may settle with a bad solution in terms of the principal, as it still gives the agents higher utility with

some small but still positive probability due to the randomized tie-breaking rule.

As per Remark 3.4.8, the mechanism presented in Theorem 3.5.1 can be either BM or PIM. In

what follows, we obtain guarantees for BM and PIM independently by quantifying the approximation

factor in Theorem 3.5.1.

3.5.1 Bayesian mechanism

For BM, we first show that we can exactly recover the guarantees under the single-agent setting

provided in [3] by setting proper eligible sets.

Theorem 3.5.3. There exists a BM with POAm ≤ 2.

The proof can be found in Appendix B.6.3. To obtain the result above, we reduce the multi-agent

delegation problem to a single-agent one and then use the results by [3] regarding the upper bound on

the multiplicative approximation factor.

Remark 3.5.4. In the proof of Theorem 3.5.3, we in fact derive a stronger result such that there always is

a multi-agent mechanism which yields higher (or equal) principal’s utility compared to any mechanism
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in the corresponding single-agent setting. We complement this result in Appendix B.5 by proving that

for any single-agent problem instance, we can construct a multi-agent instance with higher (or equal)

principal’s utility.

The tightness of the bound in Theorem 3.5.3 is also obtained as follows.

Theorem 3.5.5. For any ε > 0, there exists a problem instance such that no BM achieves POSm <

2− ε.

To construct a matching lower bound, we introduce a super-agent of superior solutions. The

super-agent always induce solutions each of which is dominant over any solution by other agents. The

principal thus always select one of the super-agent’s solution, which in turn reduces the multi-agent

setting to the single-agent setting. Then we borrow the standard worst-case problem instance of the

prophet inequalities to construct a matching lower bound. The formal proof is provided in Appendix

B.6.4. In words, if the principal faces a superior agent who overwhelms all the other agents, there is

no merit in delegating to multiple agents, other than the superior one.

This naturally bring us to consider a symmetric assumption defined as follows.

Definition 3.5.6 (Symmetric agents). If ki = k for i ∈ [n], and Di,j = D for i ∈ [n], j ∈ [k] we say

that the agents are symmetric.

This assumption implies that the agents have a similar level of effort and skill, and importantly,

all the agents can possibly become the owner of the winner.

Example 3.5.7. In the example of research proposal selection process we presented in Section 5.1,

the grant agency (principal) may announce a shortlist of the investigators (agents) with a similar level

of research abilities, e.g., by comparing their publication records. Indeed, the grant agency will not

include an investigator who is expected to be not qualified than the others in the shortlist.
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The symmetry assumption effectively sparks a fire in the competitive tension between the agents

due to their similar level of quality. Formally, in the following theorem, we obtain an upper bound on

the additive approximation factor of a Bayesian mechanism under the symmetric agents. We refer to

Appendix B.6.5 for the proof.

Theorem 3.5.8. Consider symmetric agents such that Xi,j ∼ D where D is supported on [0, 1] and

its c.d.f. F (x) satisfies F (x) ≤ xα for any x ∈ [0, 1] for some α > 0. Then, there exists a BM with

POAm ≤
(

αnk
αnk+1

)−1/αnk, where
(

αnk
αnk+1

)−1/αnk converges to 1 as αnk increases.

In order to obtain the above result, we introduce a tighter threshold τ compared to the ones

studied in the canonical prophet inequalities algorithm. Combined with the guarantee of MSPM in

Theorem 3.5.1, followed by some elementary calculations, we derive the subconstant bound above,

where the principal attains the optimal utility as n and k increase. This is in stark contrast to the

general setting under which the principal can obtain only a constant factor of the optimal utility.

3.5.2 Prior-independent mechanism

Now we turn our attention to the class of PIM. 9 By plugging τ = 0 in Theorem 3.5.1, we

directly obtain the following corollary, where we omit the proof as it is trivial to derive.

Corollary 3.5.9. There exists a PIM with POAa of at most E
[
X(1)

]
− E

[
X(2)

]
.

This corollary mainly implies that even without the eligible set, the multi-agent setting brings

some advantages for the principal, which is mainly due to the competitive tension between the agents.

As the readers may have noticed, this additive approximation factor is equivalent to the expected dif-

9Standard approach to analyze prior-independent mechanism would be to use Bulow-Klemperer-style result by [16],
but this does not apply for our case. We discuss more in details in Appendix B.4.
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ference between the n-th (highest) order statistics and n− 1-th order statistics of the random variables(
Xi,(1)

)
i∈[n], which is again the highest order statistics of each agent.

Although there exists a vast amount of papers studying order statistics of similar flavor in the

literature, the expected gap E
[
X(1) −X(2)

]
, i.e., the expected difference of the highest order statistics

between the first-best and second-best agents, has not been studied before to the extent of our knowl-

edge. In this context, we provide some analysis under which the additive factor is nicely bounded,

using some characterizations on the order statistics.

Before presenting our positive results, we present the following negative result, which dictates

that one should consider a reasonable assumption on the distribution to obtain positive results.

Theorem 3.5.10. Suppose that both the principal’s utility functions are supported on [0, L] for some

L > 0. For any ε > 0, there exists a problem instance such that POSa ≥ L− ε.

We provide the proof in Appendix B.6.6. Similar to the case of BM, we consider the symmetric

agents. In this case, we can derive the following upper bound on the additive approximation factor

regardless of the underlying distributions. We present the proof in Appendix B.6.7.

Theorem 3.5.11. Under the symmetric agents, suppose that the principal’s utility functions are sup-

ported on [0, L]. Then there exists a PIM with POSa of L(1 − 1/n)n−1, where (1 − 1/n)n−1 ≤ 1/2 for

all n ≥ 2, and it decreases to 1/e as n increases.

We also note that this upper bound L(1 − 1/n)n−1 is tight for E
[
X(1) −X(2)

]
, i.e., we can

construct a problem instance with exactly having E
[
X(1) −X(2)

]
= L(1 − 1/n)n−1. Note that this

approximation ratio is a big improvement over the general setting under which the additive approxi-

mation factor can be arbitrarily bad.
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Moreover, if we consider a specific scenario where the principal’s utility is endowed with a

certain class of distributions, we show that the approximation factor can become arbitrarily small as

the number of solutions per agent (k) increases. At the heart of this result, we prove several new

properties on the order statistics, which might be of independent interest. First, we show that the

expected difference between any top k-th and k+1-th order statistics is a nonincreasing function on n

for any distributions with monotone hazard rates (MHR). Note that a distribution D with p.d.f. f(x)

and c.d.f. F (x) has a monotone hazard rate if h(x) = f(x)/(1− F (x)) is nondecreasing on x. Using

a similar technique, we also show that the expected difference between any k-th and k + 1-th lowest

order statistics is also a nonincreasing function on n, for any distribution with monotone reverse hazard

rate, where a distribution has MRHR if h′(x) = f(x)/F (x) is nonincreasing on x .

In case of the difference between the first and the second order statistics, or the n− 1-th and the

n-th order statistics under the distribution with MHR, [77] shows that they indeed are nonincreasing

on n with applications to the expected rent of the (reverse) auction. To the best of our knowledge,

we first provide a generalized and strengthened result of theirs. Our proof builds upon the techniques

by [78] which proves the convexity of k-th order statistics with respect to n. We present the precise

statement below, and its proof is provided in Appendix B.6.8.

Lemma 3.5.12. Let X1, . . . , Xn be i.i.d. random variables equipped with a continuous distribution

D. Let X1:n ≤ . . . ≤ Xn:n be corresponding order statistics. Define ∆k,n = E [Xn−k+1:n −Xn−k:n ],

i.e., the difference between the k-th largest and k+1-th largest order statistics, and δk,n = E [Xk+1:n −Xk:n ].

Then, for any k ≤ n− 1, the following holds.

1. If D has MHR, then ∆k,n is a nonincreasing function on n.

2. If D has MRHR, then δk,n is a nonincreasing function on n.

101



Remark 3.5.13. The fact that these quantities are nonincreasing on n is fairly intuitive at first glance

since as more samples are drawn their order statistics will lie more compactly within a fixed interval,

however, this is not true in hindsight for certain cases. For example, in case of Bernoulli distribution

with p = 1/2, it is straightforward to check that ∆k,n = Pr [
∑n

i=1Xi = n− (n− k + 1) + 1 = k ] =(
n
k

)
2−n. Hence, ∆k,n ≥ ∆k,n+1 is equivalent to n+1

n−k+1
≤ 2, which holds only for k ≤ n+1

2
.

Next, we prove that any k-th order statistics of i.i.d. random variables with MHR distribution

has MHR distribution, which also has not been studied before to the extent of our knowledge. We

defer the proof in Appendix B.6.9.

Lemma 3.5.14. Let X1, . . . , Xn be i.i.d. random variables equipped with a MHR distribution, then its

r-th order statistics has MHR distribution for any r ∈ [n].

Using the two lemmas described above, we prove that under MHR distribution, PIM can achieve

subconstant additive approximation factor as follows. We present the proof in Appendix B.6.10.

Theorem 3.5.15. Under symmetric agents with Xi,j ∼ D such that D has MHR, there exists a PIM

with POAa ≤
√

4
3
Var(Dmax) where Dmax is the distribution of Xi,(1) and Var(·) denotes the variance

of the distribution. In case of D = U [0, 1], the approximation factor becomes approximately 1.155
k

.

We note that for uniform distribution, the subconstant approximation factor above guarantees the

negative dependency on the number of solutions k. Thus, it improves largely upon the constant factor

approximation of Theorem 3.5.11, and the constant factor approximation ratio of 2 for the Bayesian

mechanism in [3].

Furthermore, if we consider a more restrictive class of problem instances, we prove that one can

obtain both negative dependencies on n and k, i.e., the POA converges to 1 whenever n or k increases.

Similar to the MHR distribution case, our proof heavily relies on the following lemmas.
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Lemma 3.5.16. Define variables the same as Lemma 3.5.12. Then, for any k ≤ n − 1, the following

holds.

1. If f(x) is nondecreasing on x, then (n+ 1)∆k,n ≤ n∆k,n−1.

2. If f(x) is nonincreasing on x, then (n+ 1)δk,n ≤ nδk,n−1.

Lemma 3.5.17. Let X1, . . . , Xn be i.i.d. random variables with p.d.f. f . Then, the following holds.

1. If f(x) is nondecreasing, then the p.d.f. of the largest order statistics is nondecreasing on x.

2. If f(x) is nonincreasing, then the p.d.f. of the smallest order statistics is nonincreasing on x.

We highlight that Lemma 3.5.16 implies that the expected difference between two consecutive

order statistics is strictly decreasing over n with the factor of n/n+1. Using the above lemmas, we

obtain the following theorem, where the proof is presented in Appendix B.6.13.

Theorem 3.5.18. Under symmetric agents with Xi,j ∼ D such that D has nondecreasing p.d.f. f(x),

there exists a PIM with POAa ≤ 1
n+1

√
12Var(Dmax). In case of D = U [0, 1], the approximation

factor becomes approximately 3.464
k(n+1)

.

This strictly improves upon the approximation factor of Theorem 3.5.15, since the approxima-

tion factor has positive effects on both k and n. This highlights that delegating to multiple agents

indeed brings significant advantages over the single-agent case, under which the best one may hope

for is to construct constant factor approximation ratio even with Bayesian mechanism. Notably, the

approximation factor decreases to zero as n or k increases, i.e., the principal’s utility converges to

E [Xmax ]. It remains a major open problem to see whether the guarantees above are tight or not.
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3.6 Incomplete information

Recall that in the incomplete information setting, each agent i decides his own action at the

interim stage of the Bayesian game, i.e., when he observes his own solutions. More formally, agent

i’s strategy σi : Ω∗ 7→ Σi is a function from the observed solutions to a signal, which is typically a

subset of solutions. We denote by σi(ω̄i) the agent’s action given the observed solution ω̄i. Given ω̄i

and others’ strategies σ−i, agent i’s strategy σi(ω̄i) induces the following expected utility.

ui(σi(ω̄i), σ−i) = E
[
yi(fM,(σi(ω̄i),σ−i))

]
=

∫
ω̄−i

E
[
yi(fM,(σi(ω̄i),σ−i(ω̄−i)))

]
f−i(ω̄−i)dω̄−i,

where f−i(ω̄−i) denotes the p.d.f. of observing ω̄−i. Namely, each agent accounts for the probability

that certain solutions are observed by the other agents, confirms their corresponding strategies, and

computes his own utility based on them. This process is captured by the integral in the last equation.

Note that the expectation inside the integral accounts for the random bits of the mechanism, which

does not appear in deterministic mechanisms.

Then, given the others’ strategies σ−i, agent i’s expected utility of playing σi can be written as

ui(σi, σ−i) = Eω̄i
[ui(σi(ω̄i), σ−i)] =

∫
ω̄i

ui(σi(ω̄i), σ−i)fi(ω̄i)dω̄i.

Finally, a Bayesian Nash equilibrium can be defined as follows.

Definition 3.6.1 (Bayesian Nash Equilibrium). Under the incomplete information setting, given a

mechanismM , a set of strategies (σ1, σ2, . . . , σn) is defined to be a Bayesian Nash equilibrium (BNE),
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if for any i ∈ [n], σi satisfies the following for any other strategy σ′
i of agent i.

ui(σi, σ−i) ≥ ui(σ
′
i, σ−i).

Our main objective is to construct a mechanism that induces a large principal’s expected utility

under its BNE. In the case of incomplete information, the analysis of the approximation ratio becomes

more involved as all the computations of the expected payoff of some strategies entail probabilistic

arguments regarding the realization of the others’ solutions. Moreover, since the feasible strategy

depends on the realization of the solutions for each agent, its analysis significantly differs from the

standard Bayesian games such as the first-price auction or the all-pay auction. Due to this fact, even

under the symmetric agents, the standard technique of computing symmetric BNE in the first-price

auction, e.g., which involves the use of the Envelope theorem [79], does not apply to our setting.

Despite these analytical challenges, we succeed in obtaining several positive results in terms of the

PIM.

Before presenting our main result on PIM, we first study the class of the Bayesian mechanism.

In the case of BM, it is straightforward to see that all the results in the complete information setting

hold in the incomplete information setting as well.

Corollary 3.6.2. Theorem 3.5.3, 3.5.5, and 3.5.8 still holds for the incomplete information setting.

We skip the proofs as exactly the same arguments of the corresponding proofs in the complete

information setting directly carry over to the incomplete information setting.

In the case of PIM, similar to the complete information setting, we can directly argue that the

additive approximation factor can be arbitrarily bad. We omit the proof as it is exactly the same as the

proof of Theorem 3.5.10.
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Corollary 3.6.3. Theorem 3.5.10 still holds for the incomplete information setting.

This again naturally leads us to focus on the symmetric agents. Interestingly however, in the

following theorem, we show that even under the symmetric agents, for any PIM, there exists a problem

instance such that proposing a solution that minimizes the principal’s utility constructs a BNE, and thus

we can construct a problem instance such that the approximation factor can be arbitrarily bad. We defer

the proof in Appendix B.6.14.

Theorem 3.6.4. Under the symmetric agents, there exists no PIM such that POAa < E
[
X(1) −maxiXi,(k)

]
.

For the uniform distribution x(Di,j) ∼ U [0, 1], there exists no PIM such that POAa <
k−1
k+1
−
√

logn
2k+3

,

i.e., the additive approximation factor of any PIM can be arbitrarily bad as k increases given n.

Compared to the subconstant approximation ratio of Theorem 3.5.15 and 3.5.18 in the complete

information setting, Theorem 3.6.4 implies rather pessimistic consequence such that its worst-case

guarantees may become arbitrarily bad, alike to the efficiency of prior-independent mechanism in the

single-agent setting. Thus, the gain from multi-agent delegation becomes highly restrictive.

This negative result mainly arises from the fact that each agent has a utility function which is neg-

atively correlated with the principal’s utility, and they have limited information regarding each other’s

solutions. This induces the agents to propose more in a selfish manner, compared to the complete

information setting.

This phenomenon resembles the bid shading effect in the BNEs of the first-price auction, in

which the bidders tend to bid less than their valuations in equilibriums. Due to the lack of information

on the other’s strategy, each agent may tend to submit a candidate which brings more ex-post utility

even though it has a smaller chance of being selected. Similarly from the first-price auction, this is

mainly to prevent the case in which he submits more in favor of the principal when the others’ solutions
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were revealed to be less competitive in terms of being selected. Combined with this effect and the fact

that the agent’s utility is strongly negatively correlated with the principal’s utility, each agent tends to

submit a solution that minimizes the principal’s utility.

In this context, one natural question is whether we can recover a better approximation ratio in

more restricted problem instances. To this end, we consider the following assumption.

Definition 3.6.5 (Independent utility). A problem instance satisfies independence if Di is a product

measure over Di,x and Di,yi , i.e., Di = Di,x×Di,yi , such that each of x(·) and yi(·) are associated with

the distributions Di,x and Di,yi respectively, and Di is independent for i ∈ [n].

Note that with independent utility assumption, we can overcome the bad problem instance pre-

sented in the proof of Theorem 3.6.4, as the principal and the agents do not longer have negatively

correlated utility, but are rather not correlated at all. Although we only obtain a positive result under

the independent utility assumption due to the analytical tractability, we hope that one may extend our

analysis into the case where the principal and the agents have positively correlated utility (or mild

amount of negative correlation), and we leave it as a major open problem.

Due to the intrinsic difficulties in analyzing BNE, we consider a more general solution concept

of approximate equilibrium defined as follows.

Definition 3.6.6 (Approximate BNE). Given a mechanism M , a set of strategies σ = (σ1, . . . , σn) is

ε-approximate BNE if for any i ∈ [n], σi satisfies the following for any other strategy σ′
i of agent i.

ui(σi, σ−i) ≥ ui(σ
′
i, σ−i)− ε,

Our definition of POS and POA naturally carries over to the approximate equilibrium. We even-
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tually present our main result in the incomplete information setting. Our main result in the incomplete

information setting is as follows.

Theorem 3.6.7. Under the symmetric agents and independent utility with Xi,j = X ∼ U [0, 1], there

exists a PIM such that there exists ε-approximate BNE that results in the optimal utility, i.e., E [Xmax ],

where ε = 1− e−
n2

2(n−1)2 . Note that 1− e−
n2

2(n−1)2 converges to 1− 1/√e ∼= 0.3935 as n increases.

The proof can be found in Appendix B.6.15. Remarkably, this implies that the principal can

recover the optimal utility if the agents agree to sacrifice only a constant portion of their utility. This is

indeed possible due to the independence assumption and the fact that the agent does not have the exact

information on the others’ solutions.

Our proof is based on analyzing the probability of the event that the principal’s and the agent’s

utility is somehow aligned, i.e., an agent maximizes his expected utility by proposing his best solution

in terms of principal. We show that this probability is lower bounded by exp
(

−n2

2(n−1)2

)
,10 which

converges to 1/√e as n increases. The proof heavily relies on the FKG inequality (Lemma D.3.5) and

some properties on the joint density function of two order statistics.

Remark 3.6.8. In appendix B.3, we also prove that using a similar but more involved technique, we

can derive that there exists a PIM such that under some Bayes correlated equilibrium, it achieves(
exp

(
n2

2(n−1)2

)
, 0
)

-approximation, i.e., constant approximation ratio for sufficiently large n.

Remark 3.6.9. Note that in some cases it might be complicated or even computationally intractable

for each agent to compute a best-response given the others’ strategies since he needs to account for

every possible realization of the solutions for the others. In this context, it would be reasonable for the

agents to follow the mechanism’s recommendation to propose a solution that maximizes the principal’s

10In Appendix B.1, we numerically verify that our lower bound is almost tight.
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utility, even though it may slightly decrease their utility up to some constant factors.

3.7 Examination cost

Since we allow multiple agents to propose a solution, on one hand, it helps the principal find a

better solution because she can compare more solutions as observed in Section 3.5 and 3.6. On the

other hand, since the principal needs to select which ones to choose among the multiple candidates, it

entails an additional burden to evaluate the candidates, compared to the single-agent setting.

Example 3.7.1. Suppose that a project manager delegates the task of finding a solution for a project to

multiple teams. Each team proposes a candidate and then the manager needs to find the best candidate

by sequentially examining the candidates. This procedure can be costly for the manager and even

cannot be parallelized since the manager may want to examine the candidates by herself.

To effectively study the trade-off between such a burden in evaluating the candidates and the

principal’s utility, we introduce the following notion of the examination cost of a mechanism.

Definition 3.7.2 (Examination). Given a set of solutions ω̄ ∈ Ω∗ and corresponding strategies σ,

suppose that mechanism M can eventually choose a winner among a subset p ⊂ ω̄. The mechanism

cannot directly access the subset p, and does not have information on their values, but only knows from

whom each candidate in p is proposed. In order to select the winner, the mechanism should examine

the solution by accessing each candidate in p, and this incurs an examination cost of 1. We call this

procedure an examination process.

It is important to note that the principal may randomize the examination process. We further

denote that a mechanism has (examination) budget B, if its total cost of examination does not exceed

B for any realized set of solutions and any corresponding strategies.
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We aim to study the trade-off between the examination budget B and the approximation factor

of a mechanism. Unlike the previous results in which the MSPM can examine all the candidates

proposed by the agents and commit to the best one, if the examination budget is finite, the principal

should selectively examine them. In this context, we present the following variant of MSPM.

Definition 3.7.3 (Randomized single-proposal mechanism). In a randomized single-proposal mech-

anism (RSPM) with budget B, a tie-breaking rule ρ, an eligible set Ri ⊂ Ω are announced by the

principal for each agent i. Each agent proposes up to one solution, and the principal selects B candi-

dates uniformly at random and adopts the one of them to maximize her utility.

Note that RSPM with budget B always examine at most B candidates. As it can be observed

in the definition of the RSPM, once a candidate ω /∈ Ri is submitted by agent i, there is no chance of

getting accepted by the mechanism. This implies that there is no incentive for the agent to submit a

candidate beyond the eligible set. In this context, we impose the following mild assumption.

Assumption 3.7.4 (Rationality). Given a RSPM M with arbitrary tie-breaking rule ρ and eligible sets

R1, . . . , Rn, each agent i for i ∈ [n] does not play strategy σi = ω if ω /∈ Ri.

In Section 3.5 and 3.6, we assume that the principal can examine all candidates (at most n) and

takes the best one as the winner, i.e., the principal has a sufficient budgetB ≥ n. To study the nontrivial

effect of examination cost, we assume that the budget is not sufficient to examine all the candidates,

i.e., B < n. We analyze RPSM in the complete information setting by generalizing Theorem 3.5.1 in

Section 3.5 to the limited budget case.

Theorem 3.7.5. Given any τ ≥ 0, let R be an eligible set with threshold τ such that R := {ω :

x(ω) ≥ τ, ω ∈ Ω} and ρ be an arbitrary deterministic tie-breaking rule. Let X(n+1) = −∞. Given

110



2 ≤ B < n, RSPM with ρ and a homogeneous eligible set R has POAa of at most

E

[
X(1) −X(2)1

[
X(2) ≥ τ > X(B+1)

]
− τ1

[
X(1) ≥ τ > X(2)

]
−

n∑
e=B+1

X(e−B+2)1
[
X(e) ≥ τ > X(e+1)

] ]
.

Its proof structure follows that of Theorem 3.5.1, but is more involved due to the randomness in

the mechanism. Formal proof is deferred to Appendix B.6.16. This result depicts the trade-off between

the budget and the the efficiency of a mechanism. Indeed, the upper bound on POA presented above

decreases as B increases, and by plugging B = n we can exactly recover the guarantee provided

in Theorem 3.5.1. This is fairly intuitive as if the principal can evaluate more candidates, then she

can commit to more efficient solutions. Similar to Remark 3.4.8, RSPM can be either BM or PIM

depending on the choice of the eligible sets. For PIM, we can directly obtain the following result.

Corollary 3.7.6. There exists a PIM having budget B with POAa of E
[
X(1)

]
− E

[
X(n−B+2)

]
.

Importantly, quantifying the additive approximation factor in Corollary 3.7.6 is intrinsically

more challenging than the previous result without the examination cost, since we need to deal with

the expected difference of two order statistics which are not consecutive. One straightforward ap-

proach would be to simply sum up the bound for two consecutive ones, but we found this bound to be

cumbersome and couldn’t find any take-away. Analyzing or simplifying this gap for arbitrary budget

B and deriving analogous results as in Section 3.5 remains a major open problem.

Although RSPM has the benefit of its simplicity, however, it is not a clever choice as it examines

the candidates in uniformly at random. A better approach might be to exploit the prior information on

the distributions regarding the quality of candidates, which might be an interesting topic.
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Part II

Delegation of Production
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In this part of the article, I explore the strategic interaction between content providers in online

contents platforms and the platform’s recommendation algorithm.

Recommendation algorithms are ubiquitous in online platforms such as video streaming ser-

vices, e-commerce sites, and social media. These algorithms aim to increase user engagement by

recommending content that users are most likely to prefer, based on estimates of user preferences and

content features. The creation of this content is typically handled by individuals known as content

producers. However, producing high-quality content requires significant time and effort. To keep con-

tent producers engaged in the ecosystem, platforms often provide direct monetary compensation or

encourage them to embed advertisements in their content to generate third-party revenue. Crucially,

the incentives for content producers are closely tied to the recommendation algorithm itself, as greater

visibility to users translates to higher potential earnings.

Despite the strategic nature of content production, most recommendation algorithms do not ac-

count for the producers’ strategic behavior—namely, their efforts to maximize revenue while manag-

ing production costs. This interaction is critical to designing an efficient ecosystem, yet it remains

underexplored in existing models.

Chapter 4: Optimal Contest for Online Platforms

This chapter presents the results of [20] (STOC 2026).
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4.1 Introduction

The theory of contest design, introduced nearly half a century ago by [80], has been one of

the most central problems in game theory and mechanism design, attracting attention traditionally

from economists [4, 81–83] to more recent interest from computer science [84–87], with numerous

applications including research contests, sports tournaments, crowdsourcing, and online content or

question-answering platforms. In the contest design problem, there are n strategic contestants, each

of whom decides the amount of costly effort to exert in the competition, which maps to their quality q

given a cost function c(q) to maximize their payoff. The contest designer aims to design a rank-based

mechanism that maps each rank i (based on quality) of each contestant to an allocated budget pi for

i ∈ [n], given a fixed total (normalized) budget
∑

i∈[n] pi = 1.

As an illustrative example, consider the problem of online content platforms or social media that

design a recommendation algorithm to decide which content to deliver to each user. The production of

content on these platforms is typically handled by individuals known as content producers. However,

producing high-quality content requires significant time and effort. To keep content producers engaged

in the ecosystem, platforms provide monetary compensation to encourage the production of high-

quality content. Crucially, the incentives for content producers are closely tied to the recommendation

algorithm itself, as greater visibility to users translates to higher potential earnings. The platform

not only needs to maintain high average quality of the content registered on the platform, but also

guarantee user welfare, i.e., the quality of content that is actually shown to the user.1

The seminal result by [4] reveals that the optimal mechanism uniformly distributes the bud-

1Looking forward, a convex combination of these two metrics turns out to be neither convex nor concave, which
primarily motivates our study of such generalized objective functions. Still, our results accommodate far more than this
specific application, as will be discussed shortly.
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get among the contestants except the last-ranked one (henceforth, the UNIFORMBUTLAST policy)

when the cost function is linear and the objective function is the average quality among the contes-

tants. Since then, despite significant interest, there have been only a few known results even under

simplistic cases [81–83, 86], stating that either of the two extreme mechanisms, UNIFORMBUTLAST

or HARDMAX (which allocates all the budget to the highest-ranked contestant), is optimal in some

special cases. In particular, most of these papers assume a linear objective function to maximize the

average quality of the contestants [4, 82, 85, 86], or a convex (concave) function over the quality even

in the most general case, with a correspondingly restrictive class of cost functions [83]. In practice,

however, many scenarios, such as recommender system contests, involve objective functions that are

much more complicated.

In this context, the following major open questions remain unresolved, with no partial evidence

having emerged for decades.

Q1: Would HARDMAX or UNIFORMBUTLAST still be optimal beyond convex objectives?

Q2: If not, what would the optimal mechanism be, and is it even structured?

In this paper, we answer these questions both negatively and affirmatively. First, we show that

neither policy is optimal in general, but that a mechanism interpolating between the two is optimal,

i.e., one that assigns potentially high prize to the first rank (similar to HARDMAX) but uniformly

distributes the remaining prizes to intermediate ranks except the last (similar UNIFORMBUTLAST)—a

mechanism that has never been studied in the literature. On the other hand, we show that either

HARDMAX or UNIFORMBUTLAST is optimal in certain special cases, as evidenced by prior work,

and we provide an almost complete characterization of the conditions under which such results hold,
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thereby filling missing gaps in the literature.

To highlight our main technical contributions:

1. We first establish the existence of a symmetric mixed Nash equilibrium (MNE) for nontrivial

policies2 using topological arguments on discontinuous games from [88]. We further prove that

the symmetric MNE is unique.

2. Towards characterizing the optimal structure, we show that either the HARDMAX policy (with

p1 = 1 and p2 = . . . = pn = 0) or the UNIFORMBUTLAST policy (with p1 = . . . = pn−1 =

1/(n − 1) and pn = 0) is optimal if the objective function is either user welfare (motivated

by recommender systems) or the average quality of the contestants, exhibiting a stark phase

transition depending on whether the cost function is convex or concave. In fact, we provide

much more general conditions for such optimality, complementing partial evidence [4,83,86] in

the literature.

3. We extend our analysis to the case where the objective function is an arbitrary convex com-

bination of user welfare and average quality, leading to an optimization problem involving a

sum of convex and concave components, which typically does not admit a closed-form solution.

Nevertheless, we identify the structure of the optimal policy to be p1 ≥ p2 = . . . = pn−1 ≥

pn = 0. Surprisingly, this result extends to significantly more general objective functions–

arbitrary posynomials over qualities–subsuming classic measures in mechanism design such as

social welfare, order statistics, (inverse) S-shaped functions, and exponential utility, which have

received little or no attention in the literature, to the extent of our knowledge.

4. Furthermore, thanks to the structural characterization, we obtain a fully polynomial-time approx-
2A policy is nontrivial if it is not p1 = . . . = pn, which induces a trivial pure Nash equilibrium of zero effort.

116



imation scheme to compute the optimal policy, assuming the constant parameter in the cost func-

tion.3 Interestingly, our techniques yield a general reduction from a structured high-dimensional

nonconvex optimization to a single-dimensional optimization problem, which implies potential

polynomial-time solvability for a wide class of high-dimensional non-convex optimization.

In particular, we note that our results subsume prior results in comprehensive manner: linear

cost [4] and convex cost settings [86], average quality as an objective [81], restricted class of poli-

cies [82], and convex (concave) utility function with concave (convex) cost [83]. It may be also worth

noting that our existential result uses topological arguments by [88] rather than characterizing several

analytical properties of symmetric profiles tailored to each setting [81, 83], which we believe may be

of general interest to the literature, formalizing unstructured observations in the literature.

Further, en route to our results on the structural characterization of p1 ≥ p2 = . . . = pn−1 ≥

pn = 0, we observe a surprising connection between the shape of the gradient sequence of the objective

function and number of transition points in optimum for a constrained symmetric function optimization

problem, which may be of independent interest to broader optimization community.

In what follows, we give an overview of our results and techniques. Related works are discussed

in Section 7.1.2, and we present formal problem setup in Section 7.2, followed by main technical

results. Main technical results, from problem setup in Section 7.2 to main results in Section 4.7, will

be presented primarily based on the recommender systems application, and we discuss generalized

objective functions and their implications on Section 4.9. All the proofs are deferred to appendices.

3This is reasonable in practice, since the only scaling parameter in real-world scenario would be the number of contes-
tants n whereas the cost function is fixed.
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4.1.1 Results and Techniques

Before presenting a summary of our results and proof techniques, we briefly introduce our set-

ting. More details can be found in Section 7.2. Looking ahead, our characterization of the optimal

structure is summarized in Table 4.1. For ease of exposition, we present our model and results based

on the scenario of recommender systems, while noting that the results are broadly applicable to various

settings studied in the literature, such as research contests and crowdsourcing contests.

There are n content producers (i.e., contestants), each of whom decides on a quality qi for their

content (i.e., outcome). Producing content with quality q requires a cost of c(q) = qβ for β > 0.4

The recommender system (RS, i.e., a contest designer) designs a rank-based recommendation policy

p = (p1, . . . , pn) ∈ ∆ where ∆ = {p ∈ Rn
≥0 : p1 ≥ . . . ≥ pn ≥ 0,

∑n
i=1 pi = 1}. Then, whenever a

user joins the platform, the RS sorts the existing content in decreasing order of quality and recommends

the k-th highest quality content with probability pk,5 where ties are broken uniformly at random.

Producer i receives a unit reward of 1 whenever their content is recommended. Hence, their

expected reward under this policy when their content has rank k is pk. The eventual payoff of producer

i is the expected reward minus the cost of producing content with the corresponding quality, i.e., pk −

c(qi) if qi is ranked k-th given others’ strategies.

The RS aims to maximize a convex combination of user welfare (W(µ̄,p)) and platform quality

(Q(µ̄, p)) at a symmetric MNE µ̄. Here, user welfare denotes the expected quality of content shown

to users, while platform quality refers to the average expected quality of all content submitted to the

system.6 Note that µ̄ represents the product distribution over producers’ mixed strategies, where each

4All our results readily adapt to the linear transformation c(q) = γqβ .
5From the general contest design problem’s perspective, each pk can be viewed as a prize with normalized total budget.

Thus, when we write probability, this refers to prize in the context of general contest design literature.
6See Section 7.2 for formal definitions.
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producer may randomize over content quality. The goal is to design a policy p that maximizes the

objective: αW(µ̄, p) + (1− α)Q(µ̄, p).

We say that the RS is single-minded if α = 0 or 1, i.e., it is interested solely in maximizing either

user welfare or platform quality, and convex-minded if α ∈ (0, 1), i.e., when the objective function is

truly a convex combination of the two. This formulation captures the trade-off between maximizing

immediate user satisfaction and ensuring long-term ecosystem quality.

Existence of symmetric MNE (Section 4.4.1)

First, we show that a pure Nash equilibrium (PNE) does not exist under any policy where pi ̸= pj

for some i, j ∈ [n], thereby generalizing the non-existence result of [89] beyond the HARDMAX policy.

This motivates the study of mixed strategy equilibria. Given the homogeneity of the setting, it is natural

to focus on symmetric mixed Nash equilibria (MNE), where all producers adopt the same strategy.7

On the other hand, standard existence theorems do not directly apply due to discontinuities in

the producers’ payoff functions: a small increase in content quality can cause a discontinuous jump in

utility, as the recommendation probability may shift abruptly from pi+1 to pi for some i.

To overcome this challenge, we exploit the seminal result of [88], which establishes the exis-

tence of symmetric MNE in quasi-symmetric games under two key conditions: diagonally better-reply

security and upper semi-continuity of the payoff function with respect to the mixed strategy. We verify

that our setting satisfies these conditions by metrizing the space of mixed strategies (endowed with

the weak∗ topology) using the Lévy-Prokhorov metric under the ℓ2 norm.8 This approach allows us

to reason about distances in the space of pure strategies rather than directly analyzing the underlying

7Symmetric equilibrium is widely adopted, especially in symmetric games, due to its simplicity and anonymity: players
do not need to coordinate with others about which strategies to play in order to reach equilibrium outcomes.

8We refer to Section 4.4 and Appendix D.1.2 for more details on the weak∗ topology and the Lévy-Prokhorov metric.
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topological properties of the space of distributions.

Our existential result generalizes (i) that of [89], who prove the existence of symmetric MNE

when the platform runs the HARDMAX policy, to a broader class of policies, and (ii) that of [81], who

characterize properties of the symmetric MNE for the linear cost function. In particular, the existential

proof by [81] relies heavily on the necessary conditions that an equilibrium must satisfy if it exists

and manually argues that a system of equations provides a symmetric MNE with bounded support and

that any deviation beyond the support only decreases the payoff, all of which are largely tailored to

their specific setting. We provide a more generic proof based on topological arguments, which easily

extends beyond the linear cost function case in [81].9

Setting β Techniques Optimal Policy
α = 1 (User welfare) Any Schur-convex HARDMAX

α = 0 (Platform quality)
< 1 Schur-convexity HARDMAX

= 1 Neutral (linear) Any
> 1 Schur-concavity UNIFORMBUTLAST

α ∈ (0, 1) (Mixed) Any Variation diminishing p1 ≥ p2 = . . . = pn−1 ≥ pn = 0

Arbitrary posynomial − Variation diminishing p1 ≥ p2 = . . . = pn−1 ≥ pn = 0

Table 4.1: Optimal policy under different values of α (objective) and β (cost curvature).
“Any” in the optimal policy column denotes that any policy with pn = 0 would induce the
same objective values.

Uniqueness of symmetric MNE (Section 4.4.2)

Recall that our existential theorem guarantees that, for any nontrivial policy p, there exists at

least one corresponding symmetric equilibrium. Looking ahead to Section 4.5, we prove that the

RS’s optimization problem at any symmetric MNE, given a policy p, can be reduced to a simpler

optimization problem that involves only p in the objective and constraints—without requiring µ. This

9 [83] informally claim that the existential argument by [81] easily extends beyond the linear cost case without formal
justification, which we believe may need to be formally justified given their subtle arguments. In any case, we believe our
results can serve as a formal framework to argue the existence of symmetric MNE in the contest literature.
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suggests that the symmetric MNE may be unique. Indeed, in Theorem 4.4.5, we prove that this is

the case; that is, the symmetric MNE corresponding to a nontrivial policy is unique. This follows

from some observations on the characteristics of the cumulative distribution function of the symmetric

MNE, stemming from the properties of the equilibrium.

Optimal rank-based policy: optimization over Bernstein basis polynomials (Sec-

tion 4.5)

We now turn to the problem of characterizing the optimal rank-based recommendation policy,

assuming content producers play according to the symmetric MNE. In this setting, the RS aims to

solve the following optimization problem:

(OPT1) maximize
p∈∆

αW(µ, p) + (1− α)Q(µ, p)

subject to µ is a symmetric MNE

At first glance, solving this problem appears intractable because it requires an explicit characterization

of the equilibrium distribution µ.

Interestingly, we show that solving the RS’s problem does not require explicitly computing

µ. We first prove that, in any optimal policy, the last-ranked content should receive zero exposure,

i.e., pn = 0 using correlation inequality, and further that the symmetric MNE does not have a point

mass. Building on this, we derive a reduced optimization problem using characteristics of symmetric

MNEs and algebraic properties of Bernstein basis polynomials along with their intricate relation to the

platform’s objective function, stated as follows.
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(a) Optimal Policy with respect to α (b) Optimal Policy with respect to β

Figure 4.1: Structures of optimal policy with respect to different α and β values given n =
5 producers. We compute the optimal policy using a brute-force search over every possible
policy after discretizing the policy space with granularity 0.005, and using trapezoidal rule
to approximate integral values over the grid [0, 0.001, 0.002, . . . , 1]. For the left figure, we
set β = 2 and for the right figure, we set α = 0.24. This yields that our characterization is
tight in a sense that the structures p1 > p2 = . . . = pn−1 ≥ pn = 0 or p1 = p2 = . . . =
pn−1 ≥ pn = 0 indeed appear in the optimal policies.

Theorem 4.1.1. The platform’s problem can be written as the following optimization problem:

(OPT) maximize
p

αn

∫ 1

0

h(x, p)1+1/βdx+ (1− α)
∫ 1

0

h(x, p)1/βdx

subject to p1 ≥ p2 ≥ . . . ≥ pn = 0

n∑
i=1

pi = 1

Note that h(x,p) =
∑n

i=1 ai(x)pi, and ai(x) =
(
n−1
i−1

)
xn−i(1− x)i−1 are the (n−1)-dimensional

Bernstein basis polynomials.10 This reduction reveals a key insight: we can optimize over p without ex-

plicitly solving for the equilibrium µ̄, enabling a tractable analysis of the RS’s design problem. Further,

this optimization result immediately implies an interesting corollary (Proposition 4.5.1), stating that

HARDMAX can be arbitrarily worse than the optimal policy as the number of producers n increases.

10The standard i-th n-dimensional Bernstein basis polynomial is bi,n(x) =
(
n
i

)
xi(1− x)n−i.
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Single-minded case via Schur-convexity (Section 4.6)

Despite the simplified formulation, solving the optimization problem remains challenging, as it

involves a sum of two integrals—each defined over a nontrivial function h(x, p) raised to a power. A

key analytical feature is that both integrands share the form h(x, p)r, where h(x, p) is the inner product

between the Bernstein basis polynomials and the policy vector p.

To make progress, we first analyze the properties of h(x,p)r for r ≥ 0. Interestingly, if we

extend the domain of h(x, p) to the full n-dimensional probability simplex—by sorting any input

vector in decreasing order before applying h—the resulting symmetric function becomes Schur-convex

when r ≥ 1 or r ≤ 0, and Schur-concave otherwise.11

This characterization immediately yields several results. When α = 1, the RS’s objective be-

comes Schur-convex, as r = 1 + 1/β > 1, which—together with the constraint pn = 0—implies the

optimality of the HARDMAX policy. When α = 0, the objective is Schur-convex if β ≤ 1 and Schur-

concave if β ≥ 1, implying that HARDMAX is optimal under concave costs, and UNIFORMBUTLAST

under convex costs, i.e., a phase transition occurs. Notably, when β < 1, both user welfare and plat-

form quality are Schur-convex, reinforcing the optimality of HARDMAX. This is formalized in the

following theorem.

Theorem 4.1.2. Depending on the weight parameter α and the cost parameter β, the following holds:

1. If α = 1 or β ≤ 1, or α = 0 and β < 1, then HARDMAX is optimal.

2. If α = 0 and β > 1, then UNIFORMBUTLAST is optimal.

3. If α = 0 and β = 1, then any p ∈ ∆ with pn = 0 is optimal.
11A function f : Rn → R is Schur-convex (resp. Schur-concave) if f(x) ≥ f(y) (resp. f(x) ≤ f(y)) whenever x

majorizes y. See Section 4.6 for details.
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A similar result is often observed in the literature [4,83], i.e., either of these two extreme policies

is optimal in specific scenarios. Our analysis via Schur-convexity provides clearer intuition on why

these policies turn out to be optimal in these regimes, with broader generalizability due to its analytical

clarity. For instance, this approach allows the extension to several generalized objective functions

discussed in Section 4.9, combined with our techniques for the convex-minded case.

Convex-minded case via variation diminishing property (Section 4.7)

In the general case where α ∈ (0, 1), the objective becomes a combination of a Schur-convex

and a Schur-concave function. This poses a significant analytical challenge, as such objective functions

typically do not admit a closed-form characterization of the optimal solution; e.g., consider optimizing

a function that is the sum of a convex and a concave function.

Despite this difficulty, we establish that the optimal policy admits a remarkably structured form:

p1 ≥ p2 = . . . = pn−1 ≥ pn = 0. In other words, the optimal p is a piecewise constant vector with at

most two distinct values (possibly differing at the top and bottom ranks), which is formally stated as

follows:

Theorem 4.1.3. For any α ∈ [0, 1] and β > 0, any optimal policy has the structure:

p1 ≥ p2 = p3 = . . . = pn−1 ≥ pn = 0.

To derive this result, we develop several technical tools involving Bernstein basis polynomials

and their matrix representations, which may be of independent interest.

Formally, we show that for any real numbers 0 < x1 < . . . < xk < 1 and integers 0 ≤ i1 <

. . . < ik ≤ n, the matrix (ais(1 − xl))s,l∈[k] exhibits a desirable property known as total positivity,

124



(a) p1 of optimal policy with respect to α and β (b) p2 of optimal policy with respect to α and β

Figure 4.2: Structures of optimal policy with respect to different α and β values given n =
5 producers. Darker red means larger p1 values, and darker blue means larger p2 = p3 =
. . . = pn−1 values. Each of the optimal policy is computed in a brute force manner after
discretizing policy space with granularity 0.001 and using trapezoidal rule with number
of points 200. Parameters α and β are selected from the ranges [0.05, 1] and [0.1, 5],
respectively, with 1000 points calculated for each.

as introduced by [90]—meaning that every minor of the matrix has a positive determinant. This is

established by expressing each determinant as a generalized Vandermonde matrix [91].12

We then leverage a seminal result from the theory of total positivity and its connection to the

variation diminishing property13 [90, 92] to show that the partial derivatives of the objective function

with respect to pi for i ∈ [n − 1] exhibit a quasiconvex structure.14 That is, these partial derivatives

decrease up to a certain index and then increase, as a consequence of bounding the number of sign

changes in these sequences by those of a related quasiconvex function involving h(x,p). This is the

key ingredient of our main results, formally stated in Lemma 4.7.2. In particular, it provides a sufficient

condition on the objective function under which such properties hold, which will easily allow us to

generalize the results, as will be discussed shortly.

12See Section 4.7 for technical details.
13The variation diminishing property refers to the phenomenon where the number of sign changes in a function is

reduced when transformed through a totally positive operator. See Section 4.7 for further explanation.
14We use “quasiconvex” to mean that the function first decreases and then increases with respect to the index i. See

Definition 4.7.1 for the formal definition.
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Finally, we formulate the Lagrangian of the optimization problem and apply the Karush–Kuhn–

Tucker (KKT) conditions to derive the necessary optimality conditions, leveraging the geometric in-

sights obtained from the structure of the partial derivatives.

As a final remark, Figure 4.2 illustrates how the values of p1 (left) and p2 (right) vary with α

and β. Combined with the fact that HARDMAX can be arbitrarily worse than the optimal policy as n

increases, these results suggest that allocating nonzero probabilities to lower-ranked content is crucial

for designing optimal recommendation policies in the presence of strategic content producers.

Implication on high-dimensional nonconvex optimization problem. In fact, our techniques for

such structural characterization yields an interesting implication for a general optimization problem.

Specifically, given a monotone increasing nonnegative (possibly nonconvex) function f and a constant

C > 0, consider the following generic optimization problem:

(GEN) maximize
x∈Rn

f(x)

subject to x1 ≥ x2 ≥ . . . ≥ xn ≥ 0

n∑
i=1

xi = C

Then, a general version of our structural result can be written as the following:

Corollary 4.1.4. Consider the constrained optimization problem (GEN). Suppose that the gradient of

f with respect to each xi can be written as the following:

∂f(p)
∂xi

=

∫
D

w(y, p)gi(y)dy,
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for a continuous bounded interval D, a function gi : D → R≥0 for i ∈ [n], and another function

w(y, p) : D × Rn → R. Assume further that gi(y) is STPn,15, i.e., strongly totally positive of order n,

and w(y, p) is quasiconvex over y ∈ D, i.e., it decreases then increases, given any p. Then, it follows

that the optimum of f satisfies x1 ≥ x2 = . . . = xn.16

This structural characterization has a significant implication. Since once we know that x1 ≥

x2 = . . . = xn = x, due to the monotonicity of f , it is immediate that x1 = C−(n−1)x. Thus, the only

variable that the algorithm needs to decide is x ∈ [0, C/(n− 1)], i.e., it becomes a single-dimensional

optimization problem on a bounded interval. Since single-dimensional optimization usually admits

an efficient tractable solution under reasonable assumptions, this implies that the optimum for the

original high-dimensional nonconvex optimization can be efficiently solved. Indeed, in what follows,

we discuss that the optimal policy can be efficiently computed for our objective function in (OPT) in

Theorem 4.1.1.

Computing the optimal policy (Section 4.8)

Note that, given the structural results, the optimization problem reduces to a single-variable op-

timization. However, the objective function is still a combination of convex and concave components,

which may not always admit a tractable solution. In Section 4.8, we present an efficient algorithm

that computes an approximately optimal policy with either additive or multiplicative error ε, running

in poly(n, 1/ε) time given a constant β. The algorithm assumes access to a value oracle that returns

the objective function value for any input.17 It works by iteratively narrowing an interval using a care-

15We refer to Definition 4.7.4 for more details.
16Indeed, for our objective function presented in (OPT), the proof of Lemma 4.7.2 asserts that this subsumes our result

by setting w(x, p) = nα(1 + 1/β)h(x, p)1/β + (1− α)/βh(x, p)1/β−1 and gi(x) = ai(x).
17We further discuss that the access to the value oracle can be removed by approximating the integrals in the objective

function while keeping the order of error rate.
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fully constructed pair of upper and lower bounds on the objective, whose gap shrinks as the interval

length decreases. This is possible because the integrand in the reduced objective function is an affine

transformation of the single variable p1, followed by exponentiation parameterized by β. Using this

structure, a branch-and-bound-style algorithm is employed to explore the search space: it branches on

subintervals when necessary and prunes those that violate optimality conditions, efficiently converging

to a near-optimal solution.

Beyond RS: general objective functions (Section 4.9)

Finally, we discuss how our proposed techniques accommodate a broader range of objective

functions in Section 4.9. First, we show that an arbitrary posynomial18 function over the produced

contents’ qualities at the symmetric MNE still admits the exact same optimal structure:

Theorem 4.1.5. Consider the following generalized objective function at symmetric MNE µ̄ given p:

G(µ̄, p) = 1

n

n∑
i=1

Eqi∼µi
[
emq

km
i + em−1q

km−1

i + . . .+ e1q
k1
i

]
,

where qi ∼ µi for a symmetric strategy profile µi in µ̄. For any β > 0, suppose ej’s and kj’s satisfy the

following property:

1. There exists j∗ ∈ [m] such that ej(kj − β) ≤ 0 for j ≤ j∗ and ej(kj − β) ≥ 0 for j > j∗.

2. All the elements in the sequence ej(kj − β) for j ∈ [n− 1] is nonnegative or nonpositive.

Then, any optimal policy follows

p1 ≥ p2 = p3 = . . . = pn−1 ≥ pn = 0.

18A posynomial function is a polynomial with nonnegative coefficients whose exponents may be noninteger.
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As a special case, if ej’s are all nonnegative, this condition follows.

The proof is similar to Theorem 4.1.3, i.e., we show that the objective function satisfies the

condition in Lemma 4.7.2. On the other hand, this condition is established using different approaches,

by proving how the coefficients of an ordered posynomial relate to the quasiconvexity of the objective

function via a generalized version of Descartes’ rule of signs [93, 94].

Notably, this generalized argument implies several interesting corollaries. For instance, our

results apply to the following objective functions, thereby admitting the same noted optimal structure:

1. Social welfare, which sums up every involved player’s utility function combined with a general-

ized platform utility (posynomial).

2. Inverse S-shaped functions, e.g., 2q3−3q2+2q, which are concave-then-convex over the induced

contents’ qualities, capturing a smoothed version of thresholded utility.19

3. Largest order statistics, corresponding to the highest quality among the contents produced by

the producers.

4. Exponential utility eλq for any λ > 0 and even arbitrary convex combination among them.

Remarkably, our results allow many positive combinations of these objective functions, as long as the

sequence of the objective function’s partial derivatives with respect to the pi’s remains quasiconvex,

which will become clear from our main analysis.

19These are the opposite of S-shaped functions from prospect theory [95] in behavioral economics, which exhibit convex-
then-concave geometry.
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4.2 Related Works

Our model is closely related to the literature on rank-based contests, where the allocation prob-

ability pi for the i-th highest-quality content parallels the assignment of a prize pi to the i-th highest-

ranked contestant in a competition with n participants.20 For a comprehensive survey of classic work

on contest design—including rank-based and Tullock contests—we refer to [96].

Rank-based contests. The design of rank-based contests—where prizes depend on contestants’

ranks—has been extensively studied since [80] and [4]. [4] analyze optimal prize allocation under

linear costs and common risk preferences, proving that the UNIFORMBUTLAST policy is optimal in

a complete information setting. This aligns with our model when β = 1 and α = 0. [82] extend

this to general cost functions under incomplete information, focusing on top-two prize structures and

identifying when HARDMAX (winner-take-all) is optimal. [81] examine equilibrium properties un-

der exogenous policies with linear costs, while [86] show that uniformly rewarding the top quartile

yields a constant-factor approximation for convex costs when maximizing average quality. [85] study

a strategic participation model with fixed costs and qualities, showing that distributing equal prizes

to top contestants is optimal with identical costs and that HARDMAX offers a 3-approximation more

generally. Finally, the recent work by [83] observes a general connection between the competitiveness

of the contest and monotonicity of utility function when the utility function is convex (concave) and

the cost function is concave (convex), respectively, under the complete information setting.

Our model generalizes prior work by incorporating broader platform objectives and general cost

functions, offering new insights into contest design under complete information. More importantly, it

20In the contest design literature, the total prize may not sum to 1; however, normalization allows for analogous inter-
pretations.
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is the first to study recommender systems as an application of the classic contest design in the literature.

Strategic content production in recommender system. [89] investigate competition among multiple

content producers, each deciding an effort level to create content of a certain quality. Their single-

dimensional model yields the same expected payoff structure as ours, though they analyze equilibria

only under the HARDMAX policy. [97] examine strategic behavior by content producers who attempt

to game the platform to artificially boost user engagement through clickbait. They show that content

quality and gaming behavior are positively correlated, and that engagement-based optimization can

reduce user welfare by incentivizing such behavior. [98] study a duopoly market where two platforms

running multi-armed bandit algorithms compete for user participation. [99] explore strategic content

production, where producers decide whether to participate on the platform and choose their effort

levels. [100] analyze the inefficiency of top-k-style recommendation policies when content creators

compete for exposure, showing that these policies can induce suboptimal equilibria. [101] challenge

the conventional belief that monotone reward structures are always desirable, demonstrating that non-

monotone policies can better align creator incentives and improve user welfare.

Our results complement this line of work by adopting a general and abstract model to study

strategic interaction, bridging classic contest design literature with the design of recommendation al-

gorithms.

4.3 Model

There are n ≥ 2 content producers (henceforth, producers), each of whom creates a single piece

of content through costly effort. Each producer i strategically chooses an effort level to generate a

competitive content item of quality qi, whose interpretation will be made clear shortly.
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The produced content is registered on an online platform with a recommender system (RS).

Whenever a user visits the platform, the RS recommends one of the registered content items according

to a predetermined policy.

We consider a class of rank-based recommendation policies, where the RS commits to an allo-

cation vector p ∈ ∆, with ∆ =
{
(pi)i∈[n] : p1 ≥ p2 ≥ · · · ≥ pn ≥ 0,

∑n
i=1 pi = 1

}
, i.e., the ordered

n-dimensional probability simplex. Under policy p, the RS ranks the contents in decreasing order of

quality and displays the item with the i-th highest quality with probability pi, breaking ties uniformly

at random. Formally, given the vector of content qualities q = (q1, . . . , qn), the RS first sorts them into

order statistics q(1) ≥ q(2) ≥ · · · ≥ q(n),21 and then displays q(i) with probability pi.

We introduce two specific policies that will appear frequently throughout the paper:

1. HARDMAX policy: p1 = 1.

2. UNIFORMBUTLAST policy: p1 = p2 = . . . = pn−1 =
1

n−1
and pn = 0.

In words, HARDMAX deterministically recommends the highest-quality (i.e., most preferred)

content to the user. In contrast, UNIFORMBUTLAST uniformly randomly selects any content except

the one with the lowest quality. These two policies represent extreme points in the policy space.

Induced game and equilibrium. Given a policy p, we consider a game induced by p given n

producers. Each producer i strategically decides the quality qi of the content it creates from the action

space R≥0. Each producer i may play a mixed strategy that randomizes over the action space. In this

case qi is a random variable and we write µi to denote the associated probability measure over R≥0

and Fi : R≥0 → [0, 1] to denote the corresponding c.d.f. We say that a producer plays a pure strategy

if µi has a singleton support. We write µ = (µ1, . . . , µn) and µ−i = (µ1, . . . , µi−1, µi+1, . . . , µn) to

21Given values x1, . . . , xn, we denote by x(i) the i-th largest element (order statistic).
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denote the strategy profiles except i’s strategy.

Producer i’s expected utility Ui is a function over µ and the policy p, which will be defined

shortly. Given a policy p, a strategy profiles µ is called a (Nash) equilibrium if no producer has

incentive to deviate from µ, i.e., for any i ∈ [m]:

Ui(µi,µ−i, p) ≥ Ui(µ′
i,µ−i, p),

for any mixed strategy µ′
i. If every strategy µi in µ is the pure strategy, the resulting equilibrium is

pure Nash equilibrium (PNE), otherwise it is mixed Nash equilibrium (MNE). An equilibrium is called

symmetric if every player is playing the same strategy µ = µi for i ∈ [n] under the equilibrium. In this

case, we write F to denote the corresponding c.d.f. In particular, throughout, we focus on symmetric

MNE of the induced game, which will formally be shown to exist in Section 4.4.22

Producer’s utility. Producer i’s expected utility consists of two components: (i) the revenue23 earned

when their content is recommended, and (ii) the cost of producing content of a given quality. Each

time producer i’s content is recommended, they receive a unit revenue of 1. The expected revenue Ri

when producer i follows strategy µi is:

Ri(µi,µ−i, p) = Eq∼µ [1 { I = i }] ,

where I is the index of the producer whose content is recommended, based on the realized qualities q

and the policy p, and 1 { · } is an indicator variable.

22In fact, a pure Nash equilibrium does not always exist—even in the simple case where the platform uses the HARDMAX
policy—as shown in Proposition 4.4.1.

23Revenue may originate from advertisements embedded by the producer or inserted by the platform (e.g., pre-roll or
mid-roll ads), as well as platform-based compensation mechanisms tied to outcomes such as views, clicks, or user retention.
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To generate content, a producer incurs a cost determined by the quality level. Specifically,

producing content of quality q incurs cost c(q) = qβ for some β > 0, capturing convex or concave

effort costs. Thus, given others’ strategies µ−i, the expected utility of producer i when playing mixed

strategy µi is:

Ui(µi,µ−i, p) = Ri(µi,µ−i, p)− Eqi∼µi [c(qi)].

It is also worth noting that our model implicitly captures individual rationality (IR) condition of

the producers, as playing q = 0 gives the deterministic utility of pn ≥ 0 (larger utility upon ties), and

thus outperforming the outside option of not participating the contest.

User welfare. The platform’s long-term success critically depends on user welfare, which we proxy

through user engagement. We assume that when a user is recommended and consumes content of

quality q, they derive utility equal to q. Given a recommendation policy p and the producers’ strategy

profile µ, we define user welfareW(µ, p) as the expected quality of the recommended content:

W(µ, p) = Eq∼µ̄

[
n∑
i=1

1 { I = i } · qi

]
.

In other words, W(µ, p) captures the average utility delivered to users based on the realized content

qualities and the recommendation outcome. When p is fixed or clear from context, we writeW(µ) for

brevity.

Platform quality. While the RS primarily aims to maximize user welfareW in response to strategic

producer behavior, it also benefits from sustaining a high overall quality of content on the platform—a

factor that can influence long-term user trust and platform reputation. We define platform quality as
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the average quality of all registered content at the symmetric equilibrium µ under policy p:

Q(µ, p) = 1

n

n∑
i=1

Eqi∼µi [qi].

When µ is symmetric, this simplifies to the expected quality under any producer’s strategy. As before,

we write Q(µ) when p is clear from context.

Objective function. Finally, the RS’s objective is to maximize the weighted summation of induced

user welfareW(µ) and the average quality Q(µ):

OBJ(µ, p) = αW(µ,p) + (1− α)Q(µ, p),

where α ≥ 0 governs the importance between the user welfare and the platform’s quality.

Essentially, we are interested in a policy p that maximizes the objective function when the pro-

ducers are playing symmetric equilibrium strategies µ.

Thus, we aim to find a policy p that solves the following optimization problem:

(OPT) maximize
p∈∆

αW(µ, p) + (1− α)Q(µ, p)

subject to µ is a symmetric equilibrium

We say the RS is single-minded if α = 0 or 1, i.e., it aims to solely maximize either the user welfare or

the platform quality, and convex-minded if α ∈ (0, 1). One might notice that in the optimal policy, it

is required to have pi ̸= pj for some i, j ∈ [m] since otherwise the dominant strategy is to play q = 0.

Thus, we focus on the class of nontrivial policy in ∆ such that p ̸= (1/n, 1/n, . . . , 1/n).
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4.4 Existence and Uniqueness of Symmetric MNE

In this section, we provide our results on the existence and uniqueness of symmetric mixed Nash

equilibrium. Since the platform’s objective function depends on the equilibrium point, it is crucial to

analyze the equilibrium point. Before presenting our main results, we first prove that there exists no

PNE for any nontrivial policy, the proof of which is in Appendix D.2.2.

Proposition 4.4.1. There exists no PNE for any nontrivial policy p.24

4.4.1 Existence

Proposition 4.4.1 motivates us to study the MNE instead of PNE. Specifically, we will focus on

a symmetric MNE. This is because it admits tractable analysis as well as allows producers to simply

commit to the strategy without considering others’ potentially unorganized behavior. For instance, as

the game faced by the producers are symmetric, playing a symmetric strategy is their best bet unless

they coordinate to play asymmetric strategies.

Theorem 4.4.2. For any nontrivial policy p, the induced game (defined in Section 7.2) admits a sym-

metric mixed Nash equilibrium.

The proof is not immediate due to the discontinuous nature on payoff function. We provide the

proof sketch of Theorem 4.4.2 at the end of this section.

Given the existence of the symmetric MNE, the following proposition states that we can effec-

tively wipe out the tie-breaking scenario.

24Note that this result strictly generalizes the nonexistence of PNE by [89] (Proposition 1) under HARDMAX rule.
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Proposition 4.4.3. Given a nontrivial policy p and symmetric MNE µ, then the corresponding c.d.f.

F of µ̄ is atomless and strictly increasing in some interval [0, qmax].

We refer to Appendix D.2.3 for the proof. This implies that the c.d.f. F of the symmetric MNE

is differentiable almost everywhere (a.e.) by Lesbesgue’s theorem, once it exists.

Finally, using the derived properties of the symmetric MNE, we can obtain explicit formulas for

the user welfare, platform quality, and producer’s payoff as follows.

Lemma 4.4.4. Consider a symmetric MNE µ̄ = (µ, . . . , µ) given a policy p. Producer i’s payoff of

playing q in the support of µ given others playing µ̄−i can be written as:

Ui(q, µ̄−i, p) =

(
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1

)
− c(q),

where F (·) is the c.d.f. of µ. Further, the user welfare and the platform’s quality can be written as:

W(µ̄, p) =
n∑
i=1

piEq∼µ̄
[
q(i)
]
, Q(µ̄, p) = Eq∼µ [q] ,

where q(i) denotes the i-th largest order statistics among qi’s.

4.4.1.1 Proof Sketch of Theorem 4.4.2

Intuitively, the symmetry of the game—namely, the symmetry in both the providers’ payoffs and

their action spaces—supports the existence of a symmetric equilibrium. However, the formal proof

requires a subtle argument based on the notion of better-reply security and topological reasoning.

This is due to the fact that, while the action space is continuous, the payoff function is discontinuous

over pure strategies, owing to the thresholded nature of the rank-based policy. Specifically, increasing
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content quality can lead to a discontinuous jump in revenue—from pn to pn−1, and so on, up to p1.

To prove the existence of a symmetric mixed-strategy Nash equilibrium (MNE) for any nontrivial

policy p, we rely on the framework developed by [88], which extends equilibrium existence results to

discontinuous games using the notion of better-reply security. Our argument generalizes [89], who

focus solely on the HARDMAX policy, to a broader class of rank-based recommendation policies.

Strategy Space and Topology. Each content producer chooses a quality level qi ∈ R≥0 and may

randomize over this action space. Thus, the strategy space of producer i is the space of probability

measures over R≥0. We restrict attention to probability measures with compact support in [0, B] for

some sufficiently large B, which can be justified by utility bounds and standard truncation arguments

as can be seen in the proof.

We endow this space of probability measures with the weak∗ topology—that is, the coarsest

topology on the space of probability measures on X such that the maps µ 7→
∫
X
fdµ are continuous

for every bounded continuous function f : X 7→ R. Formally, a sequence of probability measures

{µn} converges weakly to µ if and only if for every bounded continuous function f , we have:

∫
f(x) dµn(x)→

∫
f(x) dµ(x).

This notion of convergence is crucial because it ensures a player’s expected payoff is a continuous

function of their opponent’s mixed strategy. Specifically, if an opponent’s strategy sequence {µn}

converges weakly to µ, our expected payoff also converges.

Given that the producer’s action space is compact, this continuity of the payoff mapping allows

us to establish the existence of a symmetric MNE once we prove that the game satisfies better-reply

secureness by [88].
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Discontinuity and Better-Reply Security. The utility function of each producer i is discontinuous

in the joint strategy profile due to tie-breaking in the ranking mechanism. That is, small changes in

others’ strategies can cause jumps in whether i’s content is ranked j-th or (j + 1)-th, which in turn

affects the allocation probability pj .

Despite this discontinuity, we prove that the induced game satisfies diagonal better-reply secu-

rity, a sufficient condition for the existence of a mixed-strategy equilibrium established in [88]. The

key idea is to show that for every symmetric strategy profile (µ, . . . , µ) with payoff u that is not an

equilibrium, there exists an open neighborhoodB of µ such that a producer can secure a payoff strictly

greater than u along the diagonal on B, i.e., when all other producers play symmetric strategies within

B.

These properties allow us to invoke Corollary 5.3 of [88] (or see Theorem 4.1) to establish the

existence of a symmetric mixed-strategy equilibrium.

Formal definitions and proofs are provided in Appendix D.2.1.

Remark. For completeness, we provide background on the weak∗ topology, probability measures on

Hausdorff spaces, and technical lemmas used in the proof in Appendix D.1.2.

4.4.2 Uniqueness

In fact, we show that the symmetric MNE is even unique.

Theorem 4.4.5 (Uniqueness of the symmetric MNE). Fix n ≥ 2, β > 0, and a nontrivial rank-based

policy p = (p1, . . . , pn) with p1 ≥ · · · ≥ pn ≥ 0 (not all equal). Then the induced game admits a

unique symmetric mixed Nash equilibrium.

The proof uses the atomlessness and strict monotonicity of the c.d.f. of the symmetric MNE
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shown in Proposition 4.4.3, along with several observations that each producer’s payoff function except

the cost term is strictly increasing and continuous on F (q), thereby admitting a continuous inverse

function. Then, the symmetric MNE becomes unique if its support is the same, which can be rather

easily verified from the payoffs at the boundary points.

Remark 4.4.6. Notably, thanks to our characterization on properties of the symmetric MNE, we further

observe that the producers can easily play such equilibrium strategies. Formally, they can sample

U ∼ Uniform[0, 1], and play q = h(U, p)1/β where the function h is defined in (4.1). This follows

from the relation (D.18) combined with the correspondence between sampling quantiles uniformly at

random and sampling q directly from F .

4.5 Detaching Equilibrium Dependency in Optimization

Recall that the RS’s objective, denoted as OPT, involves optimizing over the policy p while

accounting for the induced symmetric MNE. In this section, we show that this problem can be refor-

mulated as a pure optimization over p, without explicitly involving the equilibrium strategies.

Our key observation is that, under a symmetric MNE, any pure strategy in the support must yield

the same expected utility, given that all other producers follow the equilibrium strategy. Leveraging

this property, we first establish that any optimal policy must satisfy pn = 0 using correlation inequal-

ity. Then, through algebraic manipulation, we express both user welfareW(µ̄, p) and platform quality

Q(µ̄, p) entirely in terms of p, eliminating explicit dependence on µ̄. Interestingly, the resulting ex-

pressions forW andQ share the same functional form, differing only in the exponent—highlighting a

unified structure in the RS’s objective.
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To present our main results, we introduce two notations for ease of exposition.

ai(x) =

(
n− 1

i− 1

)
xn−i(1− x)i−1, h(x,p) =

n∑
i=1

ai(x)pi. (4.1)

Note that ai(x) is exactly the Bernstein basis polynomial of degree n − 1. The standard Bernstein

polynomial bν,n is defined as: bν,n(x) =
(
n
ν

)
xν(1 − x)n−ν , for ν = 0, . . . , n. Due to our construction

of ai(x), observe that for each i ∈ [n], we have: ai(x) = bn−i,n−1(x).

Now, our main theorem on the reduced optimization formulation can be stated as follows:

Restatement of Theorem 4.1.1. The platform’s problem can be written as the following optimization

problem:

(OPT) maximize
p

αn

∫ 1

0

h(x, p)1+1/βdx+ (1− α)
∫ 1

0

h(x, p)1/βdx

subject to p1 ≥ p2 ≥ . . . ≥ pn = 0

n∑
i=1

pi = 1

We write G(p) to denote the objective function in the above optimization.

Essentially, we derive algebraic connections between the objective function and the Bernstein

basis polynomial as well as its derivatives. Then, we write a condition for a symmetric strategy profiles

to become an equilibrium. Manipulating the derived equation and carefully combining with the plat-

form’s original objective function, we derive the reduced optimization formulation without introducing

the equilibrium itself. The proof is deferred to Appendix D.3.1 along with other necessary technical

lemmas.
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4.5.1 HARDMAX can be Arbitrarily Bad

An immediate implication of Theorem 4.1.1 is that in the single-minded case of α = 0 with

convex cost function β > 1, HARDMAX can be arbitrarily worse than the optimal policy as n increases.

Proposition 4.5.1 (Price of HARDMAX policy). Consider convex cost function of β > 1 and the RS

maximizes average quality, i.e., α = 0. Let G(p) the objective function obtained in Theorem 4.1.1,

i.e., if α = 0 then G(p) =
∫ 1

0
h(x, p)1/β . Then, for any ε > 0, there exists a sufficiently larger n such

that HARDMAX policy becomes arbitrarily bad than the optimal policy, i.e., G(HARDMAX)/G(OPT) < ε.

In particular, the proof follows from comparing HARDMAX with UNIFORMBUTLAST, which

is deferred to Appendix D.3.2.

4.6 Optimal Policy Structure for Single-Minded RS

We begin by presenting our main result, which characterizes the optimal recommendation pol-

icy in the single-minded setting—where the RS aims solely to maximize either user welfare or plat-

form quality. Notably, the result shows that fairness, in the form of the uniform exposure policy

UNIFORMBUTLAST, can emerge endogenously when content creation costs are convex and the plat-

form prioritizes content quality (α = 0).

Restatement of Theorem 4.1.2 (Optimal Policy in Boundary Regimes). Depending on the weight

parameter α and the cost parameter β, the following holds:

1. If α = 1 or β ≤ 1, then HARDMAX is optimal.

2. If α = 0 and β < 1, then HARDMAX is optimal.
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3. If α = 0 and β > 1, then UNIFORMBUTLAST is optimal.

4. If α = 0 and β = 1, then any p ∈ ∆ with pn = 0 is optimal.

To understand this result, we analyze the RS’s objective in the single-minded case as a function

of the policy vector p, and reveal key structural properties using tools from majorization theory.

We first introduce a symmetric extension of the function h(x,p) =
∑n

i=1 ai(x)pi, defined over

the entire n-dimensional probability simplex ∆n, not necessarily ordered. LetO(x, p) =
∑n

i=1 ai(x)p(i),

where p(i) is the i-th largest component in p.

This construction allows us to study O(x, p)r as a symmetric function, which we relate to the

concepts of majorization and Schur-convexity.

Definition 4.6.1 (Symmetric function). A function f : Xn → R is symmetric if f(x1, . . . , xn) =

f(xσ(1), . . . , xσ(n)) for any permutation σ and any x ∈ Xn.

Definition 4.6.2 (Majorization). Given x, y ∈ Rn, we say x majorizes y (x ≻ y) if:

k∑
i=1

x(i) ≥
k∑
i=1

y(i) for all k = 1, . . . , n− 1,

n∑
i=1

xi =
n∑
i=1

yi,

where x(i) and y(i) are sorted in non-increasing order.

Definition 4.6.3 (Schur-convexity). A symmetric function f : Rn → R is Schur-convex if x ≻ y

implies f(x) ≥ f(y), and Schur-concave if f(x) ≤ f(y).

We use the following criterion to check Schur-convexity:
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Lemma 4.6.4 (Schur-Ostrowski Criterion [102]). Let f : Rn → R be symmetric and continuously

differentiable. Then f is Schur-convex (concave) if and only if:

(xi − xj)
(
∂f

∂xi
− ∂f

∂xj

)
≥ (≤) 0,

for all i, j.

Our main structural result is stated below.

Lemma 4.6.5 (Schur Properties of Objective). For any p ∈ ∆n, the function
∫ 1

0
O(x, p)rdx is:

• Schur-concave if r ∈ [0, 1];

• Schur-convex if r ≤ 0 or r ≥ 1.

Theorem 4.1.2 follows from applying Lemma 4.6.5 to the RS objective in the respective cases

of α and β. A full proof is provided in Appendix D.4.2.

4.7 Optimal Policy Structure for Convex-minded RS

In this section, we characterize the optimal recommendation policy when the RS has a convex-

minded objective, i.e., it balances user welfare and platform quality with a weight parameter α ∈ (0, 1).

Let G(p) denote the objective function associated with a given α as defined in OPT (see Theo-

rem 4.1.1).

We restrict the domain of G to the ordered simplex ∆, as introduced in Section 7.2, to avoid

confusion with its symmetric extension O(x, p). From Theorem 4.1.1, we know that for n = 2, the

optimal policy always satisfies pn = 0, implying that the optimal policy in this case is HARDMAX.

Therefore, we focus on the case where n ≥ 3.
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We now state our main result:

Restatement of Theorem 4.1.3 (Optimal Structure for Convex-Minded RS). For any α ∈ [0, 1] and

β > 0, any optimal policy has the structure:

p1 ≥ p2 = p3 = . . . = pn−1 ≥ pn = 0.

4.7.1 Proof Sketch of Theorem 4.1.3

We prove this theorem by analyzing the geometry of the partial derivatives ∂G(p)/∂pi for i ∈

[n− 1] and applying the KKT conditions to characterize the structure of optimal solutions.

4.7.1.1 Step 1: Quasiconvexity of the Gradient Sequence

Define the partial derivatives as:

di :=
∂G(p)
∂pi

= nα

(
1 +

1

β

)∫ 1

0

h(x, p)1/βai(x)dx+
1− α
β

∫ 1

0

h(x, p)1/β−1ai(x)dx, (4.2)

for i ∈ [n− 1]. Factoring out common factors, this can be written as

di =

∫ 1

0

[
nα

(
1 +

1

β
h(x, p)1/β +

1− α
β

h(x, p)1/β−1

)]
ai(x)dx. (4.3)

In fact, notice that for any general objective function of the form

H(p) = e1

∫ 1

0

h(x, p)r1dx+ e2

∫ 1

0

h(x, p)r2dx,
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for e1, e2, r1, r2 ∈ R, we can write its partial derivatives with respect to pi’s as:

∂H(p)
∂pi

=

∫ 1

0

q(x)ai(x)dx, (4.4)

for some q(x) which involves terms n, α, β and h(x, p). Importantly, q(x) in the integrand remains the

same across i ∈ [n− 1], which will play a key role in our analysis.

Looking forward, we will show that the sequence (di)i∈[n−1] exhibits quasiconveixty (along with

some further properties), defined below:

Definition 4.7.1 (Quasiconvexity). A sequence x1, . . . , xn is quasiconvex if there exists k ∈ [n] such

that x1 ≥ x2 ≥ . . . ≥ xk ≤ xk+1 ≤ . . . ≤ xn. Similarly, a function f : X ⊆ R→ R is quasiconvex if

there exists x∗ ∈ R such that f(x) ≥ f(y) for x < y ≤ x∗ and f(x) ≤ f(y) for x∗ ≤ x < y.

In fact, we will prove a rather general statement such that if the partial derivatives of the objective

function with respect to pi’s can be written as (4.4), and if the corresponding weight q(x) behind each

ai(x) is quasiconvex, then the resulting sequence of partial derivatives is highly structured. This is

formally captured by the following key structural lemma:

Lemma 4.7.2 (Gradient Quasiconvexity and Structure). Given any general objective function H(p),

suppose its partial derivatives with respect to pi’s can be written as (4.4). If q(x) in the integrand

of (4.4) is quasiconvex on x ∈ [0, 1], then the sequence d1, d2, . . . , dn−1 satisfies:

1. It is quasiconvex.

2. di = di+1 can only happen in one of the following cases: (i) if k is the slope-changing index

where pk−1 ≥ pk ≤ pk+1, then di = di+1 only if i = k − 1 or i = k, (ii) if the entire sequence

di’s for i ∈ [n − 1] is monotone decreasing, then di = di+1 only if i = n − 2, and (iii) if the
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(a) di under HARDMAX policy (b) di under UNIFORMBUTLAST policy

Figure 4.3: Behavior of di for n = 5. Since p5 = 0, d5 is omitted. Quasiconvexity of di
follows from the quasiconvexity of q(x) shown in Figure 4.4.

entire sequence di’s for i ∈ [n − 1] is monotone increasing, then di = di+1 only if i = 1 or the

entire sequence is monotone decreasing, in which case dn−2 = dn−1.

3. If dk = dk+1, then dk ̸= dk−1, and vice versa.

We prove Lemma 4.7.2 using tools from total positivity and the variation diminishing property.

Essentially, totally positive operators (ai(x)’s in our case) do not increase the number of sign changes,

so the quasiconvexity in the operand q(x) over x translates to the quasiconvexity of di’s over i.

Finally, combined with the following lemma stating the quasiconvexity of q(x) in our objective

function G(p), we conclude that di’s has the desired properties.

Lemma 4.7.3. The function

q(x) =

[
nα

(
1 +

1

β
h(x, p)1/β +

1− α
β

h(x, p)1/β−1

)]

in (4.3) is quasiconvex on x ∈ [0, 1].
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Total Positivity and Variation Diminishing Properties

We briefly review key definitions:

Definition 4.7.4 (Total Positivity). Let K(x, y) be a real-valued function over ordered sets X and Y .

It is totally positive of order r (TPr) if for all 1 ≤ k ≤ r and increasing sequences x1 < . . . < xk in

X , and y1 < . . . < yk in Y ,

det (K(xi, yj))
k
i,j=1 ≥ 0.

If the inequality is strict, it is strongly totally positive of order r (STPr).

The notion of total positivity is closely related to how much sign change occurs in a sequence or

a function. The number of sign change is formally defined as follows:

Definition 4.7.5 (Number of Sign Changes). For x = (x1, . . . , xn) ∈ Rn, let S−(x) be the number

of strict sign changes, ignoring zeroes. S+(x) allows arbitrary signs for zero entries, maximizing the

number of sign changes.

The following notion of variation diminishing property formally defines the connection between

the number of sign changes in a resulting function, which is calculated by a weighted summation over

an original function given a two-dimensional weight kernel.

Definition 4.7.6 (Variation Diminishing Property). Let K(x, y) be an integrable kernel and q(x) an

integrable function. Define

Q(y) =

∫
K(x, y)q(x)dx.

Then K has the variation diminishing (VD) property if S−(Q) ≤ S−(q) and the strong variation

diminishing (SVD) property if S+(Q) ≤ S−(q). Further, if the equation holds, then the sign patterns
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should remain the same.

Essentially, the following seminal result asserts that any totally positive kernel cannot change

the number of sign changes dramatically, allowing the variation diminishing property:

Theorem 4.7.7 ( [90], Chapter 5). If K(x, y) is TPr, then it has VD for any q with S−(q) ≤ r − 1. If

K is STPr, then it has SVD for any q with S−(q) ≤ r − 1.

To relate this to quasiconvexity, we use the following lemma:

Lemma 4.7.8 ( [92]). A function g : I → R is quasiconvex iff for every λ ∈ R, the function fλ(x) :=

g(x)− λ has at most two strict sign changes, with a sign pattern (+,−,+) when the bound is tight.

We also use the following result on generalized Vandermonde matrices:

Theorem 4.7.9 ( [91]). Let x1 < . . . < xn be positive real numbers and a1 > . . . > an be integers.

Then,

det
(
x
aj
i

)n
i,j=1

> 0.

We defer the full proof of Lemma 4.7.2 and Lemma 4.7.3 to Appendix D.5.1. Intuitively, the

quasiconvexity of q(x) in Lemma 4.7.3 translates to the quasiconvexity of di’s, thanks to the total

positivity of our kernel function ai(x). This is illustrated in Figure 4.4.

4.7.1.2 Step 2: Applying KKT Conditions

With Lemma 4.7.2 in hand, we analyze the KKT conditions for the optimization problem OPT.

These involve the derivatives di, the probabilities pi, and associated dual variables. Using the structure

guaranteed by Lemma 4.7.2, we show via a case analysis that any deviation from the structure in
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(a) q(x) under HARDMAX policy (b) q(x) under UNIFORMBUTLAST policy

Figure 4.4: Behavior of q(x) for n = 5 (see Appendix D.5.3 for definition). The quasicon-
vexity of q(x) transfers to di due to variation diminishing properties of the kernel defined
by ai(x).

Theorem 4.1.3 would violate the KKT conditions. In particular, the transition in probability weights

must occur only at indices 1 and n.

The full proof is provided in Appendix D.5.3.

4.7.2 Implication on High-dimensional Nonconvex Optimization Problem

Recall that Lemma 4.7.2 holds for any objective function whose partial derivatives are of the

form (4.4), and its sequence is quasiconvex. This immediately implies an interesting corollary on a

high-dimensional nonconvex optimization. Specifically, consider a monotone increasing nonnegative

function f : Rn → R≥0 that may possibly be nonconvex, a constant C > 0, and the following
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constrained optimization problem:

(GEN) maximize
x∈Rn

f(x)

subject to x1 ≥ x2 ≥ . . . ≥ xn ≥ 0

n∑
i=1

xi = C

Then, by following the proof steps of Theorem 4.1.3, one can obtain the following general result.

Restatement of Corollary 4.1.4. Consider the constrained optimization problem GEN. Suppose that

the gradient of f with respect to each xi can be written as the following:

∂f(p)
∂xi

=

∫
D

w(y, p)gi(y)dy,

for a continuous bounded interval D, a function gi : D → R≥0 for i ∈ [n], and another function

w(y, p) : D × Rn → R. Assume further that gi(y) is STPn,25, i.e., strongly totally positive of order n,

and w(y, p) is quasiconvex over y ∈ D, i.e., it decreases then increases, given any p. Then, it follows

that the optimum of f satisfies x1 ≥ x2 = . . . = xn.

We omit the proof as it follows from the exactly same proof structure of Theorem 4.1.3, equipped

with required lemmas.

The implication of this structural characterization is significant, since once we know that x1 ≥

x2 = . . . = xn = x, due to the monotonicity of f , it is immediate that x1 = C − (n− 1)x. Thus, the

25We refer to Definition 4.7.4 for more details.
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optimization can be reduced to the following.

(GEN’) maximize
x∈R

f(C − (n− 1)x, x, x, . . . , x)

subject to 0 ≤ x ≤ C/(n− 1)

Notably, this is a single-dimensional optimization problem over x on a bounded interval, which typi-

cally admits efficient algorithms when f exhibits desirable properties such as smoothness or Lipschitz-

ness.

4.8 Computing Optimal Policy

Now we know that any optimal policy satisfies p1 ≥ p2 = · · · = pn−1 ≥ pn = 0, we have

p1 = p2 = · · · = pn−1 = 1−p1
n−2

and pn = 0, so the computation of the optimal policy reduces to find

p1 ∈
[

1
n−1

, 1
]
. Let us defineD = [1/(n−1), 1], and write h(x, p1) to denote the corresponding h(x,p)

given the structural relation. Recall that ai(x) =
(
n−1
i−1

)
xn−i(1 − x)i−1, h(x, p1) =

∑n−1
i=1 ai(x)pi, and

then the objective function becomes

G(p1) = αn

∫ 1

0

h(x, p1)
1+1/βdx+ (1− α)

∫ 1

0

h(x, p1)
1/β dx,

where h(x, p1) = c0(x) + c1(x)p1 with

c0(x) =
1− a1(x)− an(x)

n− 2
, c1(x) = a1(x)−

1− a1(x)− an(x)
n− 2

.

We will show that the resulting optimization over a single variable p1 can be efficiently solved
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using branch-and-bound algorithms, despite its nonconvexity. To this end, we first identify a lower

bound and upper bound for our objective functions given an interval.

For an interval I = [ℓ, u] ⊆ D define the lower and upper bounds on the objective value over I

by

L(I) := max{G(ℓ), G(u)},

U(I) := αn

∫ 1

0

max{h(x, ℓ)1+1/β, h(x, u)1+1/β} dx

+ (1− α)
∫ 1

0

max{h(x, ℓ)1/β, h(x, u)1/β} dx.

We then first show that these constitute upper and lower bounds on the objective function.

Lemma 4.8.1. For every I = [ℓ, u] ⊆ D,

L(I) ≤ sup
p1∈I

G(p1) ≤ U(I).

The above bounds will be crucial in our algorithm. Let us write |I| := u− ℓ to denote the length

of the interval. The following lemma derives a Lipscthiz-style of bounds in the difference U(I)−L(I).

Lemma 4.8.2. For every interval I = [ℓ, u] ⊆ D,

U(I)− L(I) ≤ C1 |I| + C2 |I|1/β,

where

C1 = αn
(
1 + 1

β

)∫ 1

0

|c1(x)| dx, C2 = (1− α)
∫ 1

0

|c1(x)|1/β dx.

Remark 4.8.3. Our algorithm and analysis will depend on parameters C1 and C2. In fact, instead of
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computing the exact values, one can replace them with rough upper bounds. This would only incur a

constant factor blowup in the running time. Formally, using |c1| ≤ a1 +
1−a1−an
n−2

, we obtain

∫ 1

0

|c1(x)| dx ≤
1

n
+

1− 2/n

n− 2
=

2

n
.

Note that by (x+ y)ρ ≤ xρ + yρ when ρ ∈ (0, 1] and a1/β1 integrable,

∫ 1

0

|c1(x)|1/β dx ≤
β

β + n− 1
+

1

(n− 2)1/β
.

Thus one may take

C ′
1 = 2α

(
1 + 1

β

)
, C ′

2 = (1− α)
(

β

β + n− 1
+

1

(n− 2)1/β

)
,

and follow the analogous arguments.

Our main algorithm is presented in Algorithm 1. To analyze its correctness and time complexity,

we first verify that the optimum is always bounded.

Lemma 4.8.4. At every iteration: (i) L⋆ ≤ OPT := maxp1∈DG(p1); (ii) maxI∈A U(I) ≥ OPT.

For ε-additive error, we ultimately require the following number of bisecting intervals.

Definition 4.8.5. Given ε > 0, define

δ(ε) := min
{ ε

C1

,
( ε

C2

)β}
.

Finally, we can show that the algorithm terminates in logarithmic over 1/ε.
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ALGORITHM 1: Active-Set Branch-and-Bound
Input: Tolerance ε > 0
Output: ε-optimal policy p⋆
Initialize the active set A ← {I0} with I0 = [1/(n− 1), 1]
For each I ∈ A, compute L(I), U(I)
Set L⋆ ← maxI∈A L(I) and record endpoint p⋆ attaining L⋆

while maxI∈A U(I) > L⋆ + ε do
Pick I = [ℓ, u] ∈ A with the largest U(I)
if U(I) ≤ L⋆ + ε then

Remove I from A (prune)
else

Bisect I at midpoint m = (ℓ+ u)/2 into I1 = [ℓ,m] and I2 = [m,u]
Compute L(·), U(·) for I1, I2 and replace I by I1, I2 in A
Update L⋆ and p⋆ if any child’s L(·) improves the incumbent

return p⋆ = (p⋆, (1− p⋆)/(n− 1), . . . , (1− p⋆)/(n− 1), 0)

Theorem 4.8.6. Consider a value oracle that exactly computes our objective function given a policy.

Define

C1 = αn
(
1 + 1

β

)∫ 1

0

|c1(x)| dx, C2 = (1− α)
∫ 1

0

|c1(x)|1/β dx, D = 1− 1

n− 1
.

The algorithm halts and returns p⋆ with G(p⋆) ≥ OPT− ε. Moreover, if an interval has undergone k

bisections then its length is at most D 2−k, and it suffices that

k ≥ max

{
log2

C1D

ε
, β log2

C2D
1/β

ε

}

to guarantee that every active interval has length ≤ δ(ε). Further, the total number of nodes explored

is O
(
C1

ε

)
+ O

(
C2

ε

)β
, i.e., the overall running time is polynomial in 1/ε.

Approximating integrals. Note that our value oracle requires exactly calculating integrals, which

necessarily entails numerical errors. That being said, if each integral is approximated with absolute
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error at most δ, the returned policy p⋆ satisfies

G(p⋆) ≥ OPT− (ε+ 2δ).

Thus, setting δ ≤ ε/4 and running the same algorithm with target ε/2 would keep the overall error

less than ε.

Thus, the natural question is whether we can efficiently compute the approximate integrals.

Lemma 4.8.7 (Approximate integrals). Fix β > 0 and p ∈ ∆. Let r ∈ {1/β, 1 + 1/β} and define

fr(x) := h(x, p)r. Then fr : [0, 1]→ [0, 1] is monotone increasing26 and for any integer m ≥ 1,

∣∣∣∣∣
∫ 1

0

fr(x) dx−
1

m

m∑
j=1

fr

(
j
m

)∣∣∣∣∣ ≤ fr(1)− fr(0)
m

≤ 1

m
.

In particular, choosing m = ⌈1/ε⌉ yields a deterministic additive-ε approximation to
∫ 1

0
h(x, p)rdx

using m evaluations of h(x, p)r.27

Noting that computation of h(x,p)r = h(x, p1)
r = (c0(x) + c1(x)p1)

r with r as a function of β

only requires standard arithmetic operations running in polynomial over n given a fixed β, the overall

running time is polynomial in n and 1/ε.

4.9 Beyond RS: General Objective Functions

In hindsight, we notice that the proof of Lemma 4.7.2 only requires the platform’s objective

function to have certain property, where our objective function G(p) as stated in Theorem 4.1.1 turns

26By Lemma D.5.1, h(·, p) is strictly increasing for any nontrivial p, hence fr(·) is increasing for r > 0.
27Note that for multiplicative approximation, one can stop when maxI U(I) ≤ 1

1−ηL
⋆ yields G(p⋆) ≥ (1− η)OPT.
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out to meet this condition. This inspires us to derive a significantly more general condition under

which our analysis on the characterization of optimal policies carries over. Interestingly, we observe

that our analysis holds for any posynomial objective function with nonnegative exponents.28

Restatement of Theorem 4.1.5 (Posynomial objective function). Given km > km−1 > . . . > k1,

consider the following generalized objective function at symmetric MNE µ̄ given p:

G(µ̄, p) = 1

n

n∑
i=1

Eqi∼µi
[
emq

km
i + em−1q

km−1

i + . . .+ e1q
k1
i

]
,

where qi ∼ µi for a symmetric strategy profile µi in µ̄. For any β > 0, suppose ej’s and kj’s satisfy

either of the following property:

1. There exists j∗ ∈ [n− 1] such that ej(kj − β) ≤ 0 for j ≤ j∗ and ej(kj − β) ≥ 0 for j > j∗.

2. All the elements in the sequence ej(kj − β) for j ∈ [n− 1] is nonnegative or nonpositive.

Then, the Lemma 4.7.2 holds, i.e., any optimal policy has the same structure as Theorem 4.1.3, i.e.,

p1 ≥ p2 = p3 = . . . = pn−1 ≥ pn = 0.

As a special case, if ej’s are all nonnegative, this condition follows.

The proof is based on the observation that given the posynomial function, the weights (except

ai(x)) in the integrand of its partial derivative with respect to pi’s exhibits quasiconvexity over x ∈

[0, 1], which is precisely the condition for Lemma 4.7.2. We defer the proof to Appendix D.7.

28Posynomial refers to a function which is a positive combination over monomials. With a single variable, it can be
viewed as a polynomial with nonnegative coefficients whose exponent can possibly be noninteger.
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Social welfare. Our characterization under the general objective function in Theorem 4.1.5 implies

several interesting applications. For instance, let us consider social welfare of the contest, which is the

summation of the RS’s utility and the producers’ utilities. Let V(µ̄, p) be the platform’s utility function

at symmetric MNE induced by p, e.g., average quality or a function of it. Then, at a symmetric MNE

µ̄ = (µ, . . . , µ), the social welfare can be written as:

S(µ̄, p) =W(µ̄, p) + V(µ̄,p) +
∑
i∈[n]

Ui(µ, µ̄−i, p). (4.5)

Then, Theorem 4.1.5 immediately implies the following corollary:

Corollary 4.9.1. Assume the platform’s utility function is given by

V(µ̄, p) = Eq∈µ [emqm + . . .+ e1q] ,

where ej ≥ 0 for all j ∈ [m]. Suppose the RS aims to maximize the social welfare as written in (4.5).

Then, the optimal policy has the structure p1 ≥ p2 = . . . = pn−1 ≥ pn = 0 at the symmetric MNE.

Inverse S-shaped function. On the other hand, the RS might be interested in a superstar outcome

of the contest where it realizes a concave utility up to certain quality threshold, and then it realizes a

convex utility of increasing marginals.

For instance, assume the convex cost β = 2, and the following utility function:

Eq∼µ
[
2q3 − 3q2 + 2q

]
.

One can easily verify that this is monotone in q, and also satisfies the condition in Theorem 4.1.5.
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Notably, this function is inversely s-shape, i.e., strongly concave-then-convex over q. In words, the

RS’s utility does not significantly change up to certain threshold quality level, but then it dramatically

increases afterwards. This is in a similar vein to the S-shaped function in prospect theory [95] in behav-

ioral economics, but in an inverse manner as standard S-shaped function requires the utility function to

be convex-then-concave. In practice, many research contests that requires innovative outcome would

satisfy this property. Further, one can imagine of a economies of scale, e.g., if the outcome of the

contest exceeds certain threshold, then the company (contest designer) can monopolize the market to

bring increasingly larger marginal revenues.

Order statistics. Finally, one might be interested in the highest quality contents among the producers,

i.e., V(µ̄,p) = E
[
q(1)
]

where q(1) is the largest order statistics among q1, . . . , qn. The following

corollary suggests that the structure of the optimal policies remains the same for such objective.

Corollary 4.9.2. Assume the platform aims to maximize the expected value of the highest quality

outcome, i.e., Eqi∼µi,i∈[n]
[
q(1)
]
, where q(1) denotes the largest order statistics. Then, the optimal policy

has the structure p1 ≥ p2 = . . . = pn−1 ≥ pn = 0 at the symmetric MNE.

Exponential utility. Even more extreme version of the inverse S-shaped function can be represented

as an exponential utility where the utility function is written as Eq∼µ
[
eλq
]
. Notice that Theorem 4.1.5

accommodates the exponential utility as shown in the following.

Corollary 4.9.3. Assume the platform aims to maximize the exponential utility, i.e., Eqi∼µi,i∈[n]
[
eλqi
]
,

for λ > 0. Then, the optimal policy has the structure p1 ≥ p2 = . . . = pn−1 ≥ pn = 0 at the symmetric

MNE. Further, the same structure holds if the platform aims to maximize a convex combination of

exponential utilities Eqi∼µi,i∈[n]
[∑m

j=1 e
λjqi

]
.
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This follows from uniformly approximating the exponential function with its Taylor series, the

coefficients of which satisfy the condition of Theorem 4.1.5.

Chapter 5: Replication-proof Bandit Mechanism Design with Bayesian Agents

This chapter presents our work [23], which is a Bayesian extension of [22].

5.1 Introduction

Multi-armed bandit (MAB) algorithms are an important paradigm for interactive learning that fo-

cuses on quantifying the trade-off between exploration and exploitation [103], with various real-world

applications such as recommender systems [104, 105], dynamic pricing by [106, 107], and clinical tri-

als by [108] to name a few. They are used to model various practical applications where there is a set

of actions (arms) to be selected (pulled) over a collection of rounds. Pulling an arm yields a reward

sampled from its distribution which is generally different from the other arms’ distributions. The ob-

jective is to maximize the sum of rewards accumulated through the rounds or equivalently minimize

the regret with respect to the optimal clairvoyant arm choice.

In deploying MAB algorithms in real-world applications, however, the rewards are often not

coming from stochastic distributions, but from a collection of rational individuals (agents) who seek

to maximize their own payoff. Consequently, there has been a surge of interest in bandit problem

from the mechanism design perspective, which studies MAB algorithms that induce a good outcome

with respect to agents’ strategic behavior, while maintaining its efficiency. Examples of such settings
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include two-sided matching markets, where agents learn their preferences through sequential inter-

actions [109, 110], and learning in environments where agents can strategically modify the realized

rewards of their arms [111, 112].

Recently, [22] considered a problem where agents register arms to a platform that uses a MAB

algorithm to minimize regret. Each agent has an original set of arms, and the mean reward of each arm

is known to him a priori, i.e., agents are fully-informed. Each agent receives a fixed constant portion

of the reward whenever its arm is pulled, and tries to maximize cumulative reward. Importantly, each

agent can potentially register the same arm more than once (replication) at free cost, which possibly

ruins the exploration-exploitation balance of the bandit algorithm. Indeed, [22] show that “ordinary”

algorithms such as upper-confidence-bound (UCB) induce rational agents to replicate infinitely many

times, and thus the algorithm suffers linear regret. To address this problem, [22] propose a hierarchical

algorithm with two phases, and prove its truthfulness such that each agent’s dominant strategy is not

to replicate.

Although the introduction of replication-proof mechanism is remarkable, the assumption that

each agent is fully informed about its own arms is theoretically strong and practically limited. Intu-

itively, if an agent knows all of its own arms’ mean rewards, there exists no reason for the agent to

consider suboptimal arms. Indeed, this assumption significantly simplifies the equilibrium analysis so

that the problem simply reduces to the case under which each agent only has a single arm. Then, it is

immediate to check that any bandit algorithm is replication-proof under a single-agent setting. More-

over, in practice, it is more reasonable to assume that each agent only has partial information regarding

its own arms. For instance, in online content platforms, each content provider usually does not know

the quality of each content that has not been posted yet, but only can guess its outcome, based on the

data possibly acquired from the previous contents he/she may have.
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In this context, we study a Bayesian extension1 of the replication-proof bandit mechanism design

problem, where each agent only knows such a distribution from which its own arm’s mean reward is

sampled.2 Given the prior distribution, each agent computes its ex-ante payoff by taking expectation

over all the possible realization of its own arms, and commits to a strategy that maximizes the payoff.

Importantly, we aim to obtain a dominant strategy incentive-compatible (DSIC) mechanism such that

each agent has no incentive to deviate from its truthful strategy, i.e., submitting all the original arms

without any replication, regardless of the others’ strategies.

While our extension itself is intuitive and simple, this brings significant challenges in analyzing

an algorithm’s equilibrium compared to the fully-informed agent setting. Notably, even in a single-

agent case, it is not trivial to obtain a replication-proof algorithm. This is in stark contrast to the fully-

informed setting under which any bandit algorithm immediately satisfies replication-proofness. The

question of designing replication-proofness in the single-agent setting spawns an intriguing question

of comparing expected regret of multiple bandit instances, which will be elaborated shortly.

Outline of the paper. In the following subsection, we present our main contributions. Due to the page

limit, we defer our discussion on related works to Appendix A. Then, we introduce the formal problem

setup and preliminaries, and the failure of existing algorithms and its implication. Next we develop

our main intuition on constructing replication-proof algorithm by investigating the single-agent setting.

Correspondingly, we extend this result and provide our main result on replication-proof algorithm with

sublinear regret. Practical motivations, discussion on an extension to asymmetric setting, details on

the failure of H-UCB, and all the proofs are deferred to the appendix. Due to the page limit, all the

1We remark that our notion of Bayesian differs from that of Bayesian mechanism in the literature. While the Bayesian
mechanism computes the equilibrium by considering ex-interim payoff of the players in the incomplete information setting,
i.e., ex-interim incentive-compatible, our mechanism is DSIC in an ex-post manner..

2We refer to Appendix B for more discussion on the practical motivation of our problem setup.
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appendices can be found in the full paper [113].

5.1.1 Contributions and Techniques

Overall, our main results for replication-proof algorithms are presented in a step-by-step manner.

We start with investigating the previous algorithm H-UCB suggested by [22], which mainly builds

upon standard UCB along with the idea of hierarchical structure. Unlike from the fully-informed

setting under which any bandit algorithm is replication-proof in the single-agent setting, we reveal

that the standard UCB algorithm fails to be replication-proof even with a single-agent, regardless

of the exploration parameter f , due to its deterministic (up to tie-break) and adaptive nature. This

phenomenon carries over to the multi-agent setting, so that UCB with hierarchical structure (H-UCB)

fails to be replication-proof, regardless of the number of agents.

To tackle this challenge, we first thoroughly investigate the single-agent setting, and characterize

necessary and sufficient conditions for an algorithm to be replication-proof. Let us provide a simple

example to explain the main technical challenges one would face in analyzing equilibriums.

Example 5.1.1. Consider a single agent with two Bernoulli arms, say arm a and b. The prior distribu-

tion is given by Bern(0.5), i.e., the expectation of both the arms’ distributions are sampled from the

prior distribution Bern(0.5). The agent receives a constant portion, say 40% of the realized reward,

whenever their arms are pulled. There exist four cases in terms of the pair of realized mean rewards

(µa, µb): (i) (1, 1), (ii) (1, 0), (iii) (0, 1), and (iv) (0, 0), all of which occurs with probability 0.25. Due

to the nature of Bayesian agents, the agent cannot observe which arm has larger mean rewards, and

suppose that the agent somehow commits to a strategy that only replicates the arm a, say the replicated

arm a′. For cases (i) and (iv), the replicated arm has no effect since all the arms have the same mean
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rewards, i.e., pulling any arm yields the same expected reward, so let’s focus on case (ii) and (iii). In

case (ii), the resulting bandit instance from the agent’s strategy will be IA : (µa, µa′ , µb) = (1, 1, 0)

whereas in case (iii), it will be IB : (0, 0, 1) Hence, compared to the strategy with no replication, the

agent’s gain from replicating arm a is equal to the gain from the average of expected payoff in case (ii)

and (iii), compared to the case in which the algorithm runs with bandit instance IO : (1, 0) that does

not have any replicated arm. Hence, if the agent has no incentive to replicate arm a once, the expected

regret under IO should be at most the average of that under IA and IB.

Even under simplistic and standard algorithms such as UCB, it is not straightforward to answer

the above question. Intuitively, instance IA will incur smaller regret as the number of optimal arm

increases, but the instance IB will have larger regret due to more suboptimal arms with mean reward

0.3 Thus, the question is whether the loss from IB is larger than the gain from IA in average, compared

to IO.

More formally, we can refine the above observation as the following fundamental question in

comparing the expected regret of multiple bandit instances.

Given a bandit instance, consider an adversary who uniformly randomly selects an arm and

replicates it. Which bandit algorithms guarantee that the regret does not increase against the

adversary?

We affirmatively answer this question by proving that, there exists an algorithm that satisfies the

above questions for any bandit instance under some mild assumptions. To this end, we introduce a

notion of random-permutation regret, which captures the expected regret of an agent’s strategy with

3This can be shown using a coupling-like argument between random reward tapes of the arms, combined with a regret
decomposition lemma. See [22] for more details.
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replication without observing the ex-post realization. Then, we show that if an algorithm satisfies

(i) truthfulness under random permutation (TRP) such that the random-permutation regret does not

increase with respect to replication, and (ii) permutation invariance such that the algorithm’s choice

does not depend on the arm indices, then the algorithm is replication-proof. More surprisingly, we

prove that these conditions are indeed necessary for any algorithm to be replication-proof.4 In fact,

the failure of UCB comes from violating TRP. Meanwhile, we prove that exploration-then-commit

(henceforth ETC) satisfies these properties, thus it is replication-proof in the single-agent setting.

For the multi-agent setting, we combine several techniques upon the observations above. First,

we borrow the hierarchical structure of [22], and analyze hierarchical algorithm with each phase

running ETC, which effectively decomposes each agent’s payoff from each other, thanks to its non-

adaptive nature. It remains as a major open problem whether it is necessary for the algorithm to have

non-adaptive structure in order to satisfy TRP. In addition, we introduce a novel restarting round to

re-initialize the intra-agent statistics. This largely simplifies the analysis of the selected agent in the

exploitation rounds in the first phase, since the second phase simply reduces to the single-agent case

with the highest empirical average reward. We cement our result by proving that our algorithm has

sublinear regret.

5.2 Model

We consider a simultaneous game between a set of agents [n] = {1, 2, . . . , n} and a principal.

Each agent i ∈ N has a set of original armsOi = {oi,1, . . . , oi,li} given a constant li ∈ N. Each agent i

is equipped with a cumulative distribution Fi from which each original arm oi,k’s mean reward µ(oi,k)

is sampled for k ∈ [li]. Each arm oi,k further follows a reward distribution Gi,k with the mean reward

4We refer to Section 5.2 for precise definitions.
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sampled as noted above. We use fi and gi,k to denote the density function of Fi and Gi,k,5 and we

assume that all the distributions are supported on [0, 1]. We further assume that Fi is independent from

Fj for i ̸= j ∈ [n]. For instance, Fi might be a uniform distribution over [0, 1], and each arm a ∈ Oi

has a Bernoulli reward distribution with the mean sampled from Fi. We often deal with a single agent

setting with n = 1.

Bayesian agents. Importantly, we consider a Bayesian scenario in which each agent is only aware of

its own distribution Fi,6 but not the exact realization of µa for a ∈ Oi. We note that such assumption

is indeed practical since content providers (agents) in contents platform typically only have a partial

information on how much their contents may attract the users, e.g., based on his/her previous contents

and outcomes therein. This is in stark contrast to the setting of [22] in which they assume fully-

informed agents such that any strategic agent does not have any incentive to register the arms except

the best one reducing the problem into the single-arm case, which is not practical in many real-world

scenarios. We highlight that the equilibrium analysis in the fully-informed setting simply boils down

to the case under which each agent only has a single original arm and decides how much to replicate

that unique arm, whereas our extension significantly complicates the analysis of equilibrium, as will

be elaborated shortly.

Agent’s strategy. Given the prior distribution Fi, the set of original Oi,k and the principal’s algorithm

A, each agent i decides how many times to replicate arm k, including 0 of no replication, for each

k ∈ [li]. Precisely, agent i commits to a set Si = {s(c)i,k : c ∈ [ci,k], k ∈ [li]} in a strategic manner, where

ci,k denotes the total number of replica for arm oi,k. The replicated arm s
(c)
i,k has the same mean reward

to the original arm, i.e., µ(s(c)i,k) = µ(oi,k) for any i ∈ [n] and k ∈ [li]. We often use s(0)i,k to denote oi,k

5We assume the existence of density function for ease of exposition, but all the results will easily be generalized.
6Discussion on the generalization to the asymmetric setting is presented in Appendix C.
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for simplicity. Define S = (S1, . . . ,Sn) andO = (O1, . . . ,On). Given all the agents’ strategies S , the

bandit algorithm A runs and corresponding rewards are realized.

Mechainsm procedure. The overall mechanism proceeds as follows: (i) The principal commits

to a bandit algorithm (mechanism), (ii) Each agent i ∈ N decides an action Si to register given A

to maximize own payoff, (iii) The mean rewards µa for each a ∈ O are sampled, (iv) The bandit

algorithm A runs and rewards are realized, (v) The principal and the agent realize their own utility.7

Agent’s payoff. Once an arm is selected by A, a fixed portion α ∈ (0, 1) of the reward is paid to

the agent who registers the arm. We write µ⃗i to denote (µi,1, µi,2, . . . , µi,li), i.e., the vector of agent

i’s (realized) mean rewards of the arms. Let Ei(µ⃗i) be an event that the mean reward of agent i’s

arms are realized to be µ⃗i. Recall that Ei(·) are mutually independent for for i ∈ [n]. We often

abuse Ei to denote Ei(µ⃗i) if the realization µ⃗i is clear from the context. We also write S−i to de-

note (S1, . . . ,Si−1,Si+1, . . . ,Sn), and E(µ⃗) for µ⃗ = (µ⃗1, µ⃗2, . . . , µ⃗n) to denote the event such that

∩i∈[n]Ei(µ⃗i).

We further introduce some notations given the principal’s algorithm A. Conditioned on the

Ei(µ⃗i), agent i’s ex-post payoff of selecting strategy Si given the others’ strategies is defined as

Ui(Si,S−i;E(µ⃗)) = α
T∑
t=1

Rt1
{
I(t) ∈ Si

}
,

where Rt refers to the reward at round t and It denotes the arm selected at round t.

Given the ex-post utility, each agent computes its ex-ante payoff by marginalizing over the real-

7Note that if all the agents do not strategize and simply register Oi in step (ii), our problem reduces to the standard
stochastic multi-armed bandit problem.
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ization of its own arms’ mean rewards, defined as follows

ui(Si,S−i) = E [Ui(Si,S−i;E(µ⃗)) ],

where the randomness in the expectation comes from E(µ⃗), i.e. the realization of the mean rewards,

and possibly from the random bits of the algorithm A. In words, each agent is rational expected utility

maximizer who maximizes its expected payoff.

Information and desiderata. We now describe the information structure of the mechanism, and how

each agent decides its own strategy based on its ex-ante payoff. We first assume that the principal

does not have any information regarding the agents’ distributions nor the number of original arms, but

can observe by whom each arm is registered. This is often called prior-independent mechanism in the

mechanism design, c.f., [114]. In addition, we assume that the agent does not have any information

regarding the others. Instead, our objective is to construct a incentive-compatible mechanism such that

each agent’s dominant strategy is to register the arms without any replication, without regard to what

others may have proposed. To this end, we first define a dominant strategy as follows.

Definition 5.2.1 (Dominant Strategy). Agent i’s strategy Si is dominant strategy if ui(Si ∪ S−i) ≥

ui(S ′
i ∪ S−i) for any S ′

i and S−i.

Correspondingly, we introduce the following notion of dominant strategy equilibrium.

Definition 5.2.2 (Equilibrium). An algorithm A has dominant strategy equilibrium (DSE) if there

exists a set of agent strategies S = {Si}i∈[n] such that Si is dominant strategy for any agent i ∈ [n].

As per the definition, the total ordering of the agent’s payoff with respect to its own strategy

should remain the same regardless of the others’ strategies S−i. Thus, we often omit the parameter
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S−i in denoting agent i’s payoff, e.g., ui(Si) instead of ui(Si,S−i). Note, however, that the realization

of the other agents’ mean rewards may affect the actual quantity of ui(Si), although it does not affect

which strategy agent i will eventually commit to. Since we are interested only in how each agent will

”strategize”, it does not lose any generality.

We finally introduce the following notion of truthfulness.

Definition 5.2.3 (Replication-proof). An algorithm A is replication-proof if it has a dominant strategy

equilibrium {Oi}i∈[n] for any T ∈ N.

Replication-proofness is desirable as the agents are not motivated to replicate their own arms,

thereby reducing the number of arms that a bandit algorithm faces. Since the regret upper bound of a

standard bandit algorithm usually depends on the number of arms, maintaining a smaller number of

suboptimal arms in the system affects the eventual learning efficiency of the algorithm. We often say

that an algorithm is incentive-compatible or truthful to denote the replication-proofness [115].

On top of designing prior-independent incentive-compatible mechanism, we are also interested

in a learning efficiency, i.e., learning the reward distribution in a sample-efficient manner. In the

literature, this is usually described as cumulative regret, defined as follows.

Definition 5.2.4 (Regret). Given time horizon T , strategy S and the event E(µ⃗), the ex-post regret of

algorithm A is

REG(A, T ;S, E(µ⃗)) =

(
max

a∈∪i∈NOi

T∑
t=1

µ(a)

)
−

T∑
t=1

µ(It),

where It denotes the arm selected by A at round t.

We emphasize that the optimal benchmark is selected from ∪i∈NOi, not from the registered set

of arms ∪i∈SSi. This benchmark is indeed important since the principal should incentivize the agents
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to decide an action that contains own best arm to maintain larger utility. For example, if an algorithm

motivates an agent to not register all the arms, then there might be a constant probability that the

omitted arm has the largest mean reward, which essentially yields sublinear regret with respect to the

regret defined above. More formally, our notion of regret implicitly implies that any sublinear regret

algorithm incentivizes all the agents to register all their original arms at least once. We also remark

that although the arms’ mean rewards are sampled from prior distributions, which is often referred to

Bayesian bandits (e.g., see Ch.3 of [103]), we deal with ex-post regret, e.g., as does in [116] which

analyzes the ex-post regret of Thompson Sampling in Bayesian bandits. Obviously, ex-post regret

upper bound implies Bayesian regret upper bound by simply taking an expectation.

5.3 Failure of Existing Algorithms

Before getting into our main results, the natural question one might ask is to analyze whether

the existing algorithms by [22] work. They mainly propose hierarchical UCB (H-UCB), which is a

variant of the standard UCB by [32]. The formal pseudocode of both UCB and H-UCB are deferred to

the appendix. While we provide the analysis with specific exploration parameter of ln t/na, we note

that the result easily carries over to arbitrary exploration parameters f(t, na), once f is increasing over

t and decreasing over na. We omit further details as it is beyond our interest.

Mainly, H-UCB consists of two phases: (i) in the first phase, it runs UCB1 by considering

each agent as a single arm and selects one agent at each round, and (ii) in the second phase, it runs

UCB within the selected agent. Precisely, it maintains two types of statistics: (i) agent-wise empirical

average reward µ̂i, number of pulls per agent ni, and (ii) arm-wise empirical average reward µ̂i,a and

number of pulls per arm ni,a.
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Theorem 5.3.1. There exists a problem instance such that UCB1 is not replication-proof in the single-

agent setting, and such that H-UCB is not replication-proof for any number of agents.

The proof for the single-agent setting relies on a construction of bad problem instance which ex-

ploits the deterministic and adaptively exploring nature UCB. To briefly explain the proof, we consider

an agent with two Bernoulli arms whose prior distribution is supported on {0, 1}, where it samples

mean 0 and 1 equally likely. Let’s focus on a realization in which one arm has mean 0, and the other

has 1. Observe that replicating one arm essentially yields one of the following two bandit instances:

(i) arms with mean rewards (1, 1, 0) or (ii) arms with mean rewards (1, 0, 0). Here, we write (x, y, z)

to denote bandit instance with three arms mean rewards 1, 1, 0. Note that, intuitively, (i) yields a lower

expected regret, but higher in (ii), compared to the original instance with (0, 1). Thus, our analysis

mainly reduces to show that the loss from (ii) is larger than the gains from (i). This can be made indeed

true since after observing the dynamics of instance (ii), we can essentially set the time horizon to be

exactly right before the two arms with mean rewards zero are consecutively chosen. In this way, the

loss from (ii) can be made smaller while the gains from (i) is moderately large, which implies the dom-

inance of replicating strategy. The proof for the multi-agent setting essentially is based on the fact that

its Phase 2 does not guarantee replication-proofness within the chosen agent due to the single-agent

argument, along with carefully chosen problem parameters to propagate this phenomenon to Phase 1

so as to increase the agent’s expected utility under replication.

5.4 Warm-up: Single-agent Setting

As noted thus far, UCB is not replication-proof even in the single agent setting. Indeed, as per

Theorem 5.3.1, it is not obvious to verify which algorithm would satisfy replication-proofness even in
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the single-agent setting. In this section, we step towards in constructing replication-proof algorithm, by

carefully investigating the single-agent setting first. We present a set of conditions which is sufficient

for an algorithm to be replication-proof in the single-agent setting, and then, as an example, will

prove that exploration-then-commit (ETC) will satisfy these properties. As we restrict our attention to

single-agent setting in this section, we often omit the agent index i in the notations.

To this end, we first introduce several notations. For any natural number l, let Pl be a set of all

possible permutations σ : [l] 7→ [l]. Now we introduce a dictionary form of bandit instance I. Given

the realization of the arms’ mean rewards, suppose that the set of mean rewards constitute a sorted

sequence {1 ≥ µ1 > µ2 > . . . > µl > 0}, where some arms may share the same mean reward. For

each µa for a ∈ [l], we count the number of arms which have mean reward µa, and denote the count

by ca. Then, our bandit instance I can essentially presented as tuples of the mappings×a∈[l](µa : ca),

which we say dictionary form of the bandit instance I.

Suppose that we have a standard multi-armed bandit instance I with dictionary form (µa :

ca)a∈[l]. Then, we define a permuted bandit instance Iσ to be a bandit instance with dictionary form

of×a∈[l](µa : cσ(a)), i.e., arms with mean reward µi appears cσ(a) times. For instance, given the

bandit instance I = (0.5 : 1, 0.7 : 2), consider a permutation σ such that σ(1) = 2 and σ(2) = 1

correspondingly. Then, one can easily verify that Iσ = (0.5 : 2, 0.7 : 1).

Now, we introduce the random permutation regret.

Definition 5.4.1 (Random permutation regret). Given a single-agent bandit instance I with l arms, we
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define an algorithm A’s random permutation regret (RP-Regret) as follows.

RP-REG(A, T ) = Eσ∈Pl
[REGIσ(A, T )]

=
1

|Pl|
·

(∑
σ∈Pl

REGIσ(A, T )

)
. (5.1)

Given the random permutation regret, we define the following property of algorithm, which will

play an essential role in obtaining truthful algorithm in the single-agent setting.

Definition 5.4.2 (Truthful under random permutation). Given an arbitrary single-agent bandit instance

I with l arms, consider a truthful strategyO and arbitrary strategy S. An algorithm A is truthful under

random permutation (TRP) if

RP-REG(A, T ;O) ≤ RP-REG(A, T ;S).

Note that TRP requires the inequality to holds for arbitrary bandit instance I. The foundation

of these notions essentially builds upon the observation from our counterexample provided in Theo-

rem 5.3.1. To elaborate more, consider a strategy S that only replicates the first arm given a bandit

instance µ1 ≥ µ2 ≥ . . . ≥ µl. Then, we can observe that any permutation σ ∈ Pl results in a bandit

instance that belongs to the following family of bandit instances: define I∗ = ∪i∈[l]Ii such that

I1 = {µ1, µ1︸ ︷︷ ︸
repl

, µ2, . . . , µl}, . . . , Il = {µ1, µ2, . . . , µl, µl︸ ︷︷ ︸
repl

}.

In words, Ii denotes the case that the strategy S replicates the arm with i-th highest reward. For

example, suppose that σ ∈ Pl satisfies σ(1) = i for some i ∈ [l]. Since S replicates the first arm,
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under the permutation σ, the arm with parameter µi is replicated, and thus it corresponds to Ii. Then,

our notion of TRP essentialy asks what is an algorithm that makes the expected regret of I smaller

than (or equal to) the average of expected regret of I1, . . . , Il. Put it differently, TRP essentially asks

the following fundamental question, as we pointed out in the introduction.

Given a bandit instance, does “uniform randomly” replicate one arm increase the expected regret?

This foundation of TRP will play an essential role in constructing replication-proof algorithm in both

the single-agent and the multi-agent setting. Indeed, from our proof of Theorem 5.3.1, one can observe

that UCB does not satisfy the above question, and thus fails to be replication-proof.

Definition 5.4.3 (Permutation invariance). An algorithm is permutation invariant (PI) if given the

random bits of the algorithm and the arms, the choice of which arms to pull remains the same (up to

tie-breaking) when the index of the arms are permuted.

Note that the permutation-invariance essentially requires the algorithm to be agnostic to the index

of the arms, i.e., does not use the arm index to choose the arm, possibly except the tie-breaking case.

One can easily verify that it holds for a broad class canonical algorithms such as UCB and ε-greedy.

Theorem 5.4.4. In the single-agent setting, if an algorithm is TRP and PI, then it is replication-proof.

The proof essentially follows from the observation that the algorithm’s ex-ante regret can be

partitioned into a disjoint set of random permutation regret, with respect to the ex-post realization

of the mean rewards. Based on this disjoint partition, we can effectively marginalize over the priors

while maintaining the partition, and conclude that the dominance over the partition yields the overall

dominance.

Furthermore, we observe that TRP is indeed a necessary condition for an algorithm to be replication-

proof in the single-agent setting.
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Proposition 5.4.5. If an algorithm is not TRP, then it is not replication-proof.

Discussion 5.4.6. One may wonder if PI can be violated for any replication-proof algorithm. For ex-

ample, one can consider a black-box algorithm that first randomly selects an agent without using any

statistical information but only with the agent indices, and runs a bandit algorithm within the agent.

Further, suppose that it asymmetrically favors some agents’ indices with higher probability in the first

phase. Such an algorithm indeed is not permutation invariant, since the permutation of agent index

would lead to a different outcome given the same reward tapes. From agents’ perspective, however,

each agent only needs to care about the secondary arm selection phase after the agent selection since

they cannot change the probability to be selected in the agent selection phase. Using these observa-

tions, one can observe that such an algorithm is indeed replication-proof, but not permutation invariant.

One may refine the notion of PI to be restricted within each agent, but we do not argue more details as

it is beyond of our interest.

Constructing TRP algorithm. We now present an algorithm that satisfies TRP. In what follows, we

mainly prove that exploration-then-commit (ETC) satisfies TRP once equipped with a proper parame-

ter. Its pseudocode is presented in Algorithm 3 in the appendix. We suppose that the algorithm breaks

tie in a uniform random manner.8 ETC essentially decouples the exploration phase and the exploitation

phase very explicitly, and thus brings a significant advantage in comparing its expected regret under

several problem instances.

For analytical tractability, we pose some assumptions on the support of the prior distributions.

Namely, for any agent i, Fi has a discrete support over [0, 1] for i ∈ N . Further, we define ∆i be the

minimum gap between any two possible outcomes from Fi, and let ∆ = mini∈N ∆. Furthermore, the

algorithm knows this gap ∆.
8Any tie-breaking rule does not hurt our analysis.
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Discussion 5.4.7. We discuss how one can weaken these assumptions at the end of this section, possi-

bly at the cost of polylogarithmic blowup in the regret rate or another assumptions. We also remark that

such assumptions, especially that the algorithm knows the minimum gap, often appear in the literature,

c.f., [32, 117, 118].

Discussion 5.4.8. In practice, such scenario is fairly plausible in real-world applications. For example

in content platforms, suppose that a content creator comes up with several contents and is about to

register. Assume the reward of each content is just the number of views. Typically, the content creator

does not exactly know the reward of each content but has historical data on its previous contents. The

historical data can be used to structure a prior distribution of the quality of his/her contents. Since each

content creator usually has a very small number of original contents compared to the recommendation

algorithm’s time scale (one for each traffic), this prior distribution may consist of a fairly limited

number of samples, thereby inducing a discrete support with a few number of points.

Then, our main result in the single-agent setting can be written as follows.

Theorem 5.4.9. ETC with exploration length m ≥ 2
∆2 l ln(2T ) is TRP in the single-agent setting.

Further, it has regret upper bound of

∑
a∈[l]

(2δal ln (2T )
∆2

+ 1
)
,

where l denotes the number of arms and δa denotes the gap of the mean rewards between optimal arm

and arm a for the single agent.

The proof essentially follows from the standard regret analysis of ETC along with carefully

chosenm. By settingm sufficiently large, we can essentially decrease the probability that a suboptimal
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arm is chosen to be o(1/T ). This will guarantee that the expected number of rounds the suboptimal arm

is chosen is smaller than 1, whereas any replicating strategy incurs a simple regret lower bound larger

than this quantity. Together with Theorem 5.4.4 and the fact that ETC is PI (which is straightforward

to verify), it follows that ETC is replication-proof in the single-agent setting.

Note that the proof of Theorem 5.4.9 heavily relies on the fact that the algorithm can observe

∆ in advance and set the exploration length correspondingly. Thus, despite we aim to obtain a prior-

independent algorithm that does not require any knowledge in the agent’s prior distributions, it is

not truly prior-independent in an algorithmic manner since it requires some problem parameters to

operate the algorithm. We discuss several ways to refine such restrictions, thereby suggesting a road

for truly prior-independent algorithm. First, assume ∆ is constant but not known to the algorithm. In

this case, one may replace ∆ in the algorithm to be some increasing functions f(T ) = ω(1), and it

is straightforward to verify that Theorem 5.4.9 still holds, but in an asymptotical regime. Similarly,

one can effectively wipe out the dependency on the total number of original arms l by assuming that

l = O(1) and replacing it with some increasing functions. Furthermore, the knowledge on T can

be wiped out by the standard doubling trick, c.f., see Chapter 1 in [103], without sacrificing the

truthfulness. Remark that all these refinements only introduce polylogarithmic blowup in the regret

upper bound, where we do not provide a formal proof as it is a cumbersome application of standard

techniques. The following theorem spells out these arguments.

Proposition 5.4.10. Assume l = O(1),∆ = Ω(1). Then, there is a prior-independent algorithm with

polylogarithmic regret satisfying TRP and PI in the single-agent setting for sufficiently large T , that

does not require any information on problem parameters.
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5.5 Multi-agent Replication-proof Algorithm

Now we turn our attention to the more general setting with multiple agents. We start by using

the machinery of hierarchical structure in H-UCB, but in a different manner. A direct implication of

Theorem 5.4.4 is that if we run a variant of H-UCB such that the first phase runs a simple uniform-

random selection algorithm, and the second phase runs some arbitrary TRP and PI algorithms, then

the resulting algorithm is replication-proof. To formally see this why, let Si be the strategy of agent i.

Define Γi(Si) be the agent i’s utility under the single-agent setting with agent i, i.e., when there are no

other agents other than i. Due to the uniformly random selection nature in the first phase, the expected

utility of any agent i can be simply written ui(Si,S−i) = Γi(Si)/n. Note that the dynamic of the

algorithm purely reduces to the dynamic of the second phase algorithm if there’s only a single agent.

Hence, by Theorem 5.4.4 and due to the TRP and PI of the second phase algorithm, we conclude that

truthful registration is a dominant strategy for any agent i, and thus the result follows. Note, however,

that if we deploy uniform random selection algorithm in ALG1, it essentially suffers linear regret since

it always choose any suboptimal agent with constant probability at every rounds.

To capture both of sublinear regret and replication-proofness, we need more sophisticated algo-

rithm with sublinear regret in the first phase. To this end, we present H-ETC-R presented in Algorithm

5 in the appendix, which adopts ETC in both phases along with additional device of restarting round.

Similar to H-UCB, this consists of two phases each running ETC agent-wise and arm-wise manner,

respectively. For analytical tractability, we say that the set of arms belong to stochastically ordered

family if two arms a and b satisfy µa ≥ µb, then the reward distribution of arm a is (first-order) stochas-

tic dominant over that of b, i.e., Pr [ ra ≥ x ] ≥ Pr [ rb ≥ x ] for any x ≥ 0, where ri denotes arm i’s
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reward random variable.9 Further, define L = maxi∈[n] li. Then, our main result is as follows.

Theorem 5.5.1. Consider a stochastically ordered family of arms, and discrete support of prior dis-

tributions. Consider H-ETC-R with M ≥ mL and m = 2
∆2L ln(2T ), and τ = Mn Then, H-ETC-R

is replication-proof.10

Proof sketch. We provide a brief proof sketch. The proof mainly relies on the single-agent result in

Theorem 5.4.4 along with a number of algebraic manipulations which heavily relies on the nature of

ETC and the restarting round. Let us focus on agent i. We can decompose agent i’s total expected

utility to be (i) exploitation phase utility and (ii) exploration phase utility. Given a realization of the

reward tapes, the utility from (i) and (ii) is independent due to the nature of ETC. Since (i) simply

reduces to running single-agent ETC for each agent, we can compare (i) of two strategies using the

single-agent result, thus truthful strategy is at least better for (i) thanks to the single-agent theorem.

For (ii), if agent i is not selected in the exploitation phase, it is simply zero, so we can only focus

on the case when agent i is selected in the exploitation phase. Thus, its expected utility from (ii) can be

written as multiplication of (a) probability that agent i has the largest empirical average reward and (b)

the expected utility by being pulled over the exploitation rounds. For (b), since our choice of τ restarts

Phase 2 for any agent exactly at the beginning of exploitation phase of Phase 1, the expected utility

therein simply reduces to the expected utility of single-agent setting with agent i given the time horizon

T −Mn. Thus, again by our single-agent result of Theorem 5.4.4, the truthful strategy yields larger

(or equal) quantity for (b) as well. Finally, by carefully using a series of concentration inequalities, we

bound the difference from (a) between the truthful strategy and any other strategy is relatively smaller

9For example, Bernoulli arms and Gaussian arms parameterized by mean rewards, belongs to this family. We also refer
to [119] for more examples in exponential family.

10Similar to the discussion in Proposition 5.4.10, we can refine this results and make the algorithm truly prior-
independent. We omit these details of beyond the interest.
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and by doing so, loss from (a) cannot make up the gains from (b) and (i), which eventually implies the

dominance of truthful strategy. a

We finalize our results by presenting regret upper bound of the H-ETC-R with ETC and ETC,

which concludes that it achieves sublinear regret as well as replication-proofness.

Theorem 5.5.2. Set ALG1 be ETC with M = max(mL,
√
T lnT ), and ALG2 be ETC with m =

2/∆2 · L ln(2T ). Then, H-ETC-R has expected regret of O(nL
3
√
T lnT

∆3 ).

The regret analysis is based on a construction of clean event on each agent under which the

agent’s empirical average reward becomes close enough to his own optimal arm’s mean reward. The

deviation probability of this clean event can be obtained using tail bounds along with the regret analysis

of ETC, which essentially implies the necessity of having ALG1’s exploration length polynomial. The

regret bound then easily follows from obtaining the probability that all the clean event holds. The

formal proof is deferred to appendix.11

11We remark that the algorithm’s dependency on the problem parameters can be weakened similar to Proposition 5.4.10,
but we omit the details as it goes beyond our interest.
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Part III

Delegation of Trade
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In this part of the article, I will present our results on the fundamental problem called bilateral

trade. Each chapter presents a self-contained paper, which is either finalized or a work in progress.

The problem of bilateral trade, introduced by [14], has been a cornerstone in mechanism design

and algorithmic game theory in the past few decades. In bilateral trade, a single buyer and seller engage

in trade, with each party holding private information about their valuation. If the buyer’s valuation is

larger than the seller’s, social welfare strictly increases by transferring the item from the seller to buyer

at certain prices. The buyer and seller, however, may strategically hide their true valuation to increase

their own payoff. This leads to the challenge of constructing a truthful mechanism while maintaining

its efficiency in terms of the social welfare. More precisely, the objective here is to design a mechanism

that optimizes efficiency while satisfying (i) incentive-compatibility (IC), i.e., both players truthfully

report their values, (ii) individual rationality, i.e., the players are not worse off by participating the

trade, and (iii) budget-balancedness (BB) so that the mechanism does not run a deficit.

The seminal result by [14], however, reveals that it is impossible to achieve ex-post efficiency12

subject to the constraints of IC, IR, and BB, and even subject to the loosened notion of Bayes-Nash

IC (BNIC), IR, and weakly budget-balancedness (WBB). Correspondingly, a long line of work [120–

123] has studied the best possible approximate efficiency, in particular for the notion of gains-from-

trade (GFT),13 with respect to those desideratum. It was a long-standing open problem whether a

constant-factor approximation to the first-best GFT was possible, until it was recently answered in the

12A mechanism is ex-post efficient if it achieves the optimal ex-post social welfare, i.e., if trade occurs whenever the
buyer’s valuation is at least the seller’s valuation.

13Gains-from-trade is defined by the expected marginal increase of the social welfare. Thus, it is typically harder to
approximate than social welfare. We refer to Section 6.2 for more details.
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affirmative by [15].

Chapter 6: Gains-from-trade in Bilatreral Trade with a Broker

This chapter presents our results on bilateral trade problem with a broker [17].

6.1 Introduction

In many real-world scenarios, the buyer and seller might not be able to trade the item directly,

e.g., due to regulatory requirements, privacy concerns, or time constraints, in particular for financial

markets, real estate, over-the-counter markets, and markets for demerit goods with licensed interme-

diaries. Brokers do more than just facilitate transactions, where they often play a crucial role in price

discovery and risk management. Notably, [14] also study bilateral trade with a broker and characterizes

an optimal mechanism for a broker who tries to maximize her own profit. Despite being significantly

practical and well-founded, there have only been a few papers studying bilateral trade in the presence

of broker [124–127].

In this work, we initiate the study of approximating gains-from-trade in bilateral trade with a

broker, investigating the following fundamental question, which has not been explored before:

Does the presence of a strategic broker interfere with the possibility of constant-factor

approximation to the first-best gains-from-trade?

We answer this question both affirmatively and negatively by characterizing the regimes under
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which constant approximation is possible or not. Our characterization reveals the extent to which the

marginal increase of the social welfare can be interrupted by a strategic broker, shedding light on the

public decision-making process of enforcing regulatory restriction in trade.

6.1.1 Our Results

To summarize our results, we first briefly introduce the problem setup. In bilateral trade with a

broker, there exist a buyer and a seller with private valuations v and c, respectively. We use F and G

to denote the respective cumulative probability distributions (CDFs) of the buyer and the seller, and

f and g to denote their respective probability density functions (PDFs). In addition, we write µF (α)

for α ∈ [0, 1] to denote the α-quantile of F, i.e., µF (α) = inf{t : F (t) ≥ α}, and similarly define

µG(β) for β ∈ [0, 1] to be the β-quantile of G. The buyer and the seller exclusively trade through

a broker, who tries to maximize her expected profit by constituting an arbitrage on the prices to the

buyer and seller. We consider Bayesian mechanisms in which the broker knows F and G.1 The gains-

from-trade in this setting is defined to be the expected marginal increase of the social welfare, i.e., by

GFT = Ev∼F,c∼G [(v − c) · x(v, c)] , where x(v, c) denotes the probability that the item is transferred

from the seller to the buyer if their respective valuations are c and v. If there exists an omniscient

planner who can observe the private valuations and also enforce trade at arbitrary prices, society would

enjoy the maximum increase of social welfare, i.e., the first-best GFT (henceforth FB-GFT), defined

as FB-GFT = Ev∼F,c∼G [(v − c) · 1 { v ≥ c }]. We refer to Section 6.2 for more detailed definitions

and notation.

Distribution Types. We say that the buyer’s distribution is regular if his virtual valuation ϕF (x) =

1In comparison, the literature often considers prior-independent mechanisms that do not know the distributions,
e.g., second-price auctions.
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x− (1− F (x))/f(x) is nondecreasing, and we say that the seller’s distribution is regular if his virtual

valuation ϕG(x) = x + G(x)/g(x) is nondecreasing. The quantities hb(x) = f(x)/(1 − F (x)) and

hs(x) = g(x)/G(x) are usually denoted as hazard rates. We say that F has a monotone hazard rate

(MHR) if hb(x) is nondecreasing, and we say that G is MHR if hs(x) is nonincreasing. MHR and

regular distributions are widely studied in the literature, with their fruitful connections to mechanism

design ( [122,123,128]). Finally, we often consider the ex-ante symmetric agents setting, in which the

buyer’s and seller’s distributions are the same, i.e., F = G.2

Posted-Pricing Mechanisms. We begin by investigating a broker who runs a posted-pricing mech-

anism,3 i.e., a broker who offers a pair of fixed prices p and q to the buyer and seller, respectively.

Posted-pricing mechanisms are widely adopted in many real world applications due to their simplic-

ity and transparency, in particular for online labor market and size-discovery mechanisms, including

workup mechanisms and dark pools ( [129]). In addition, in the standard setting of bilateral trade

without a broker, posted-pricing mechanisms were shown by [133] to be the only class of mechanisms

satisfying budget-balancedness and DSIC. Note further that posted-pricing mechanisms are clearly IR.

Towards obtaining approximation factors to FB for various regimes of problem instances, we first

identify a structural inequality involving GFT, the broker’s expected profit, and FB-GFT, which might

be of independent interest. To this end, we use a variant of the analysis by [120] after decomposing

the gains-from-trade using the posted prices.

Theorem 6.1.1 (Decomposition). Given a broker’s posted-pricing mechanism with prices (p, q), the

2Such ex-ante symmetric agents are well-motivated by size-discovery mechanisms in financial markets – in particular
for dark pools [129] – and are widely assumed in the literature, e.g., see [130–132].

3This is often called a fixed-price mechanism in the literature.
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following holds:

GFT ≥ PROFIT +min(G(q), 1− F (p))
(

FB-GFT −
∫ p

q

G(x)(1− F (x)) dx
)
. (6.1)

As a byproduct, we reobtain the structural result by [120], including the 1/2-approximation to

the first-best GFT via median-based pricing. We state this formally in the following corollary:

Corollary 6.1.2. Consider bilateral trade without a broker4 and a posted-pricing mechanism with

fixed price p. Then, we have

GFT ≥ min(G(p), 1− F (p)) · FB-GFT.

As a special case, if the median of F is at least that of G, then setting p to be any value between these

medians yield a 1/2-approximation to the first-best GFT.

Note that Corollary 6.1.2 immediately follows from plugging p = q into Theorem 6.1.1, which

results in PROFIT = 0 and
∫ p

q

G(x)(1− F (x)) dx = 0,

On the other hand, it is not immediately clear what approximation factors we can obtain from

Theorem 6.1.1 when a profit-maximizing broker is in fact present. Let (p∗, q∗) be the broker’s optimal

pair of prices. As an initial attempt, suppose that the broker uses the 1/4-quantile of the seller’s distri-

bution and the 3/4-quantile of the buyer’s distribution as prices for the seller and buyer, respectively,

assuming that µF (3/4) ≥ µG(1/4). For simplicity, let p = µF (3/4), q = µG(1/4), ∆ = p − q and

H(p, q) =

∫ p

q

G(x)(1 − F (x)) dx. Then, to lower bound the right-hand side of Theorem 6.1.1, we

might naively upper bound the integral by ∆ · max(G(p), 1 − F (q)). However, this involves the gap

4Alternatively, a broker who tries to maximize the gains-from-trade instead of her expected profit.
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∆ between the posted prices as well as the probabilities G(p) and 1−F (q), none of which are easy to

deal with.

Instead, taking a closer look at (6.1), we consider two cases whereH(p, q) =

∫ p

q

G(x)(1−F (x))

is sufficiently small or moderately large, respectively. If H(p, q) maintains a rather small value, then

since

PROFIT = (p− q)(1− F (p))G(q) ≤
∫ p

q

(1− F (x))G(x) dx,

it should be the case that PROFIT is also small. Thus, there is a high chance that min(G(q), 1− F (p))

is small as well, i.e., we cannot find an appropriate lower bound of the right-hand side of (6.1) in

multiplicative terms of FB-GFT.

On the other hand, suppose H(p, q) is moderately large, say H(p, q) ≥ C · FB-GFT for some

constant C > 0. Then, since the profit-maximizing broker’s optimal payoff should be at least the

payoff obtained from posting (p, q), we know that

PROFIT(p∗, q∗) ≥ PROFIT(p, q) ≥ ∆ · 1
16
,

where we obtain the 1/16 due to our choice of (p, q) above. At the same time, ∆ provides a trivial upper

bound on H(p, q), which implies that we can lower bound the optimal broker’s profit by C ′ · FB-GFT

for some constantC ′ > 0. The main technical challenge here is to prove that there exists an appropriate

choice of a pair of prices (p, q) such that the corresponding quantile probabilities are absolute constants

and H(p, q) is at least some constant times FB-GFT. We show that this is indeed possible for MHR

distributions with symmetric agents, using a clever decomposition and an exploitation of the properties
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of MHR distributions. Formally, we prove the following theorem:

Theorem 6.1.3 (Symmetric agents, MHR distributions). Consider symmetric agents with MHR dis-

tributions. Then, if the broker runs an optimal posted-pricing mechanism,5 it follows that GFT ≥

1/39 · FB-GFT.6

It is worth noting that symmetric agents are well-motivated by size-discovery mechanisms in-

cluding workup mechanisms by the U.S. Treasury market and dark pools [129,131,132]. In particular,

in stock markets with brokerage, each participant can act either as a buyer or a seller. Thus, the broker

cannot distinguish between the buyer and seller and hence cannot estimate their respective distribu-

tions separately. MHR distributions are also central to the theory of mechanism design along with

regular distributions, due to the celebrated result by [128] and further seminal works in algorithmic

game theory [34, 134–136] (see [137] for a comprehensive exposition).

To tackle the relatively small approximation guarantee presented above, we show that if the

hazard rates of the MHR distributions are further bounded above by M > 0, then any optimal

posted-pricing mechanism achieves at least a 2/M2-approximation. The proof follows from expand-

ing FB-GFT and GFT in a slightly different manner than in Theorem 6.1.1, largely by exploiting

symmetry and properties of MHR distributions. The formal statement can be presented as follows:

Theorem 6.1.4 (Symmetric agents, MHR distributions with bounded hazard rates). Consider symmet-

ric agents with MHR distributions whose hazard rates are uniformly bounded above by M . Then, if

the broker runs an optimal posted pricing mechanism, it follows that GFT ≥ 2/M2 · FB-GFT.7

5Note that the result here only holds for an optimal posted-pricing mechanism, not an arbitrary posted-pricing mecha-
nism. Indeed, if the broker is adversarial rather than profit-maximizing, one cannot obtain any approximation factor since
she may give up her profit but try to ruin society by making no trade at all.

6Note that Theorem 6.1.3 immediately implies that under symmetric agents with MHR distributions, any optimal
posted-pricing mechanism achieves a 1/39-approximation to the first-best social welfare.

7Note that M is guaranteed to be at least 2 in such problem instances, implying that the best possible approximation
factor here is 1/2.
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So far, we have only considered optimal posted-pricing mechanisms, which requires the broker

to have complete information, i.e., a precise estimation, about the distributions F and G. In practice,

however, it is typically difficult for the broker to exactly estimate the probability distributions of the

buyer and the seller. Instead, the broker may only be aware of several statistics about the distributions

such as expectations, medians, or more generally quantiles. Therefore, our next question is to charac-

terize the approximation factor if the broker runs a quantile-based posted-pricing mechanism where

she offers µF (α) to the buyer and µG(β) to the seller. In this case, we observe that one can express

the approximation factor to the first-best GFT as a function of α and β without introducing the gap

between the quantiles itself, formalized as follows:

Theorem 6.1.5 (Quantile-based posted-pricing mechanism). Suppose µG(β) ≤ µF (α), with α < 1

and β > 0. Then, if the broker sets p = µF (α) and q = µG(β), we have that

GFT ≥ β(1− α)FB-GFT.

Alternatively speaking, since we know that PROFIT = (µF (α)− µG(β))(1− α)β, this is equiv-

alent to GFT ≥ PROFIT/∆ · FB-GFT, where ∆ denotes the gap between the prices. As an example

of Theorem 6.1.5, if the broker sets the 3/4-quantile (i.e., the third quartile) of the buyer’s distribution

as the price for the buyer and the 1/4-quantile (i.e., the first quartile) of the seller’s distribution as the

price for the seller, then the gains-from-trade is at least 1/16 of the first-best GFT.

It is also worth noting that Theorem 6.1.5 immediately implies a weaker version of the result

by [120]. Indeed, assuming that µG(1/2) ≤ µF (1/2), plugging in α = β = 1/2 yields a 1/4-

approximation to the FB-GFT, which is strictly weaker than Corollary 6.1.2. Conceptually, therefore,

Theorem 6.1.5 completely characterizes the approximation factor using the probabilities that corre-
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spond to the quantiles while sacrificing a reasonable amount of loss in the approximation factor.

An interesting implication of this result is that under symmetric agents, a posted-pricing mech-

anism that draws a single sample from each of the (identical) distributions of the buyer and the seller

and offers the larger sample as the price to the buyer and smaller sample as the price to the seller

achieves a 1/12-approximation to FB-GFT. In other words, if the broker has limited information, then

society can enjoy a constant fraction of the first-best gains-from-trade, even without any distributional

assumptions such as MHR.

Corollary 6.1.6. Suppose F = G. Then, given p ∼ F and q ∼ G, the posted-pricing mechanism

(max(p, q),min(p, q)) obtains a 1/12-approximation to the first-best gains-from-trade in expectation.

(In)approximability beyond Posted-Pricing Mechanisms. So far, we have restricted the broker to

running a posted-pricing mechanism. In the real world, however, the broker may run any arbitrary

mechanism to maximize her profit. Thus, we now consider the case where the broker runs any BNIC

and IR mechanism that maximizes her profit. The seminal result by [14] characterizes one such optimal

mechanism, which even turns out to be DSIC:

Theorem 6.1.7 ( [14]). Suppose the buyer’s distribution F and the seller’s distribution G are regular

with bounded supports. Then, among all BNIC and IR mechanisms, the broker’s expected profit is

maximized by a mechanism that transfers the item from the seller to the buyer if and only if ϕF (v) ≥

ϕG(c).

Note that due to the strategic behavior of the broker, the above mechanism may result in strictly

less trading than a mechanism that maximizes GFT. Indeed, if one considers the symmetric setting

where both buyer’s and seller’s valuations have uniform distribution U [0, 1], one can observe that

under the above mechanism, trade occurs if and only if ϕF (v) = 2v − 1 ≥ ϕ(c) = 2c, i.e., if and
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only if v − c ≥ 1/2. However, as shown by [128], a BNIC and IR mechanism that maximizes the

gains-from-trade in this example transfers the item if and only if v − c ≥ 1/4. Thus, the existence

of the broker interferes with social welfare. For uniform distributions, however, we show that a 1/2-

approximation to the first-best GFT is still possible, and that this bound is even tight.

Theorem 6.1.8 (Uniform distribution). If F andG are uniform distributions, then GFT ≥ FB-GFT/2

for any BNIC and IR mechanism that maximizes the broker’s expected profit. Furthermore, this bound

is tight in the sense that there exists a problem instance in which the approximation ratio is exactly

1/2.

The main technical subtlety in proving Theorem 6.1.8 lies in handling a number of cases depend-

ing the supports of the uniform distributions. To simplify the possible cases here, we introduce a result

stating that GFT/FB-GFT is invariant to stretches and shifts in the buyer’s and seller’s distributions as

long as we apply the same transformations to both distributions, formally presented in Lemma 6.4.1.

On the other hand, if we consider general distributions, the extent to which the broker’s strategic

behavior degrades the GFT can be significant, formally stated as follows:

Theorem 6.1.9 (Inapproximability). For any ε > 0, there exists a problem instance such that GFT <

ε · FB-GFT for any BNIC and IR mechanism that maximizes the broker’s expected profit.

The proof here is based on the characterization in Theorem 6.1.7. To briefly summarize, we

start by trying to come up with a regular distribution for the buyer such that ϕF (v) < ϕG(c) for

all v and c, i.e., such that trade never occurs under any BNIC and IR mechanism that maximizes

the broker’s expected profit. Solving a resulting differential equation, we obtain F (x) = −a/x + 1

for some constant a > 0. This distribution, however, has an unbounded support of [a,∞), so we

cannot guarantee the optimality of the mechanism given in Theorem 6.1.7, which only applies to
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bounded supports. Indeed, one can see that the above choice of F results in PROFIT = 0, whereas a

simple posted-pricing mechanism can achieve a strictly positive expected profit (assuming the problem

instance is nontrivial, i.e., FB-GFT > 0). Thus, we need to truncate this distribution carefully to obtain

the desired result.

One natural follow-up question to Theorem 6.1.9 is to what extent such inapproximability per-

sists. We first consider a restricted set of problem instances where exactly one of the buyer and seller

has public value. Formally speaking, public-buyer refers to the case where the buyer’s ex-post valua-

tion v is deterministically known to the broker, and similarly for public-seller. We require analogues of

Theorems 3 and 4 in [14] to characterize an optimal BNIC and IR mechanism tailored to these specific

problem instances, since we cannot directly apply [14] when there are probability distributions with

singleton support. These lemmas yield the following inapproximability result:

Theorem 6.1.10 (Inapproximability with public seller or public buyer). For any ε > 0, there exists

(i) a continuous distribution F and a singleton distribution G and (ii) a singleton distribution F and

a continuous distribution G such that GFT < ε · FB-GFT for any BNIC and IR mechanism that

maximizes the broker’s expected profit.

Furthermore, we observe that inapproximability also carries over when the agents are symmetric.

Theorem 6.1.11. For any ε > 0, there exist identical distributions F = G such that GFT < ε ·

FB-GFT for any BNIC and IR mechanism that maximizes the broker’s expected profit.

Finally, we show that in the general-distribution and public-seller settings, the inapproximability

of the first-best gains-from-trade carries over to the first-best social welfare as well.

Theorem 6.1.12. For any ϵ > 0, there exists distributions F and G such that SW < ϵFB-SW for
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any BNIC and IR mechanism that maximizes the broker’s expected profit. Furthermore, this statement

holds even if we restrict G to be deterministic.

6.1.2 Further Related Work

Bilateral Trade. The theory of bilateral trade dates back to the seminal result by [14], where the

authors proved that it is impossible to have an ex-post efficient mechanism that satisfies BNIC, IR

and WBB. Since then, there has been a number of attempts to identify the best possible approx-

imation ratio to the first-best gains-from-trade. [122] and [123] prove that a constant approxima-

tion ratio is possible for certain classes of distributions, e.g., regular and MHR, and provide some

worst-case upper bounds on the approximation ratios. More recently, [15] provide a mechanism that

achieves a 1/8.23-approximation to the first-best gains-from-trade. [138] significantly improves this

to 1/3.15 and further characterizes the exact approximation factor of the seller-pricing mechanism,

given that the buyer’s distribution satisfies MHR. Most recently, [139] study the problem of approx-

imating gains-from-trade and social-welfare for bilateral trade when the buyer’s and seller’s valua-

tions can be correlated. Finally, another line of literature in bilateral trade focuses on identifying the

best-possible approximation ratio for the class of posted-pricing mechanisms [129, 140, 141]. It is

worth noting that some of the above work focuses on approximating the social welfare defined by

Ev∼F,c∼G [c+ (v − c) · 1 { v ≥ c }], which is much easier to approximate than gains-from-trade, since

social welfare attains positive value even if trade does not occur.

Bilateral Trade with a Broker. In comparison to the significant developments in bilateral trade,

bilateral trade with a broker has been less studied, despite its significance and even its introduction

in the same seminal paper by [14]. In terms of prior work on this problem, [14] characterize one
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BNIC and IR mechanism that maximizes the broker’s expected profit. [125] studies the impact of

an imperfectly-informed broker who has partial information about the buyer’s and seller’s values,

e.g., the broker knows the the bounded interval in which the values are contained. [127] consider

a variant of the standard bilateral trade setting in which a mediator commits to a mechanism that

possibly includes multiple rounds of private communication and runs a posted-pricing mechanism

after the communication ends. Notably, their setting does not consider prior information on the buyer’s

and seller’s distributions, i.e., their setting considers prior-independent mechanisms. Thus, certain

information should be exchanged to induce an efficient trade, and the solution concept therein is a

perfect Bayes equilibrium. In a similar vein, [124] study robust prior-independent mechanisms when

the buyer’s and seller’s valuations are discounted over time and hence both agents are eager to have

the trade occur as soon as possible. In this setting, the mediator keeps the reported valuations of the

buyer and the seller privately while trade is incompatible. Then, after trade becomes compatible, the

mediator discloses the agreement and trade occurs at the agreed price. We emphasize that none of

the literature has studied the approximation ratio for social welfare or gains-from-trade in the standard

bilateral trade with broker model introduced by [14].

Two-sided Markets. Several works consider an extension of bilateral trade that is typically referred

to as two-sided markets or double auctions. In this setting, there are multiple sellers and buyers, each

of which is interested in selling his own items and buying some items of interest. The seminal result

by [142] presents a double-auction, trade-reduction mechanism that is IR, DSIC, BB, and achieves a

high ex-post efficiency under a large market. Since then, several works have studied prior-independent

mechanisms for double-auction settings [143, 144]. [19] and [145] study the Bulow-Klemperer [16]

result for gains-from-trade in double-auction settings, analyzing the power of recruiting more buyers
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and sellers for prior-independent mechanisms, and [146] and [147] study the approximate mechanism

for bilateral trade in double auctions in both the single-dimensional and multi-dimensional settings.

6.2 Problem Setup

Bilateral Trade. In the bilateral trade problem, a seller tries to sell an item to a buyer. Both the

buyer’s and the seller’s valuations are private and independently drawn from cumulative distributions

(CDFs) F and G, respectively, both of which are supported on R≥0. Following [14], we write v and

c to denote the buyer’s and the seller’s respective valuations. We write f and g to denote the density

functions of F and G, respectively.

If trade occurs between the buyer and the seller with valuations v and c, respectively, then society

realizes an increment of welfare of amount v−c. If the allocation function of a mechanism (probability

of trade) is x(ṽ, c̃) given the reported valuations ṽ of the buyer and c̃ of the seller, then the gains-from-

trade8 (GFT) is defined by the expected amount of increased utility from trade, i.e.,

GFT = Ev∼F,c∼G [(v − c) · x(v, c)] ,

assuming truthful reporting of the buyer and the seller. If there exists an omniscient social planner who

can observe the private valuations, then he can enforce trade whenever the buyer’s valuation is at least

the seller’s valuation. Such an ideal mechanism induces x(v, c) = 1 { v ≥ c }, and the resulting GFT

is defined as the first-best gains-from-trade (FB-GFT), i.e.,

FB-GFT = Ev∼F,c∼G [(v − c)1 { v ≥ c }] .

8Note that this differs from social welfare since social welfare is c even if trade does not occur.
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Similarly, the social welfare (SW) is defined by the expected utility from trade, i.e.,

SW = Ec∼G [c] + GFT,

and the first-best social welfare (FB-SW) is defined as the social welfare of the ideal mechanism

described above, i.e.,

FB-SW = Ec∼G [c] + FB-GFT.

A mechanism is ex-post efficient if it achieves the first-best GFT. However, the seminal result

by [14] asserts that it is not possible to construct a mechanism that is simultaneously (i) Bayesian-Nash

incentive-compatible (BNIC), (ii) ex-interim individually rational9 (IR), (iii) weakly budget balanced10

(WBB), and (iv) ex-post efficient, if the intersection of the supports of F and G is an interval with

nonzero measure. Thus, the literature is typically focused on identifying the best-possible approxima-

tion factor to the first-best GFT of any BNIC, IR, and WBB mechanism [15, 138].

Bilateral Trade with a Broker. In our setup, in addition to the buyer and the seller, there is a broker

who governs the entire trade, through whom the buyer and seller exclusively interact. The broker is

not interested in maximizing the GFT but instead tries to maximize her own profit by buying from the

seller at a lower price and selling to the buyer at a higher price. Following [14], we assume that the

broker can be a net source or sink of monetary transfer but that the broker cannot own the item herself.

Alternatively, the broker realizes the value 0 for the item and thus does not want to hold on to the item.

Essentially, the broker’s direct mechanism MEC = (x, p) is defined by an allocation function

9A mechanism is ex-interim IR if all the participants are not worse off by participating the mechanism when they know
their own valuations but not the others’ valuations.

10A mechanism is WBB if the payment from the buyer is always at least the payment to the seller in an ex-post manner.
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x : R2
≥0 → [0, 1] that maps the reported valuations of the buyer and the seller to the probability

that the item is transferred from the seller to buyer and a payment function p : R2
≥0 → R2

≥0 that

maps the reported valuations to the expected payment p = (ps, pb), where ps is the expected payment

from the broker to the seller and pb the expected payment from the buyer to the broker.11 Note here

that, assuming truthful reporting from the buyer and the seller, the broker’s expected net profit can be

defined as

PROFIT =

∫ b2

a2

∫ b1

a1

(pb(v, c)− ps(v, c)) dF (v) dG(c).

Similarly, assuming truthful reporting, the buyer’s expected utility if his true valuation is v can be

written as

ub(v) =

∫ b2

a2

(x(v, c) · v − pb(v, c)) dG(c),

and the seller’s expected utility if his true valuation is c can be written as

us(c) =

∫ b1

a1

(ps(v, c)− x(v, c) · c) dF (v).

Desiderata. We are interested in designing an ex-interim individually-rational mechanism so that

each agent’s ex-interim payoff after observing his own valuation without knowing the other’s is always

nonnegative, i.e., such that

ub(v) ≥ 0, us(c) ≥ 0

11Note that we consider expected payments here, as the mechanism may randomize the payments.

197



for any v and c.

A broker’s mechanism is Bayesian-Nash incentive-compatible (BNIC) if it satisfies

Ec∼G [x(v, c) · v − pb(v, c)] ≥ Ec∼G [x(ṽ, c) · v − pb(ṽ, c)]

for all v and ṽ and

Ev∼F [ps(v, c)− x(v, c) · c] ≥ Ev∼F [ps(v, c̃)− x(v, c̃) · c]

for all c and c̃. The first inequality corresponds to the buyer’s ex-interim incentive to truthfully report

his private value, and the second inequality corresponds to the seller’s ex-interim incentive to truthfully

report his private value. By the revelation principle [128], any BNIC mechanism can be simulated by

a BNIC direct mechanism, so we consider BNIC direct mechanisms without loss of generality.

A broker’s mechanism is dominant-strategy incentive-compatible (DSIC) if it satisfies

x(v, c) · v − pb(v, c) ≥ x(ṽ, c) · v − pb(ṽ, c)

for every v, ṽ, and c and

ps(v, c)− x(v, c) · c ≥ ps(v, c̃)− x(v, c̃) · c,

for every c, c̃, and v. This is a strictly stronger notion than BNIC, i.e., DSIC implies BNIC, since each

player is always at least as well off by reporting his true valuation regardless of the other player’s

valuation.
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In this paper, we seek to find the approximation factor to the first-best GFT for different classes

of mechanisms. Formally, a mechanism is an α-approximation to the first-best GFT if it satisfies

GFT ≥ αFB-GFT.

Distribution Types. Finally, we introduce several classes of distributions that will be useful in

presenting our results. We say that the buyer’s distribution is regular if ϕF (x) = x− (1−F (x))/f(x)

is nondecreasing, and we say that the seller’s distribution is regular if ϕG(x) = x + G(x)/g(x) is

nondecreasing. Note that this is a two-sided-market version of the standard regularity condition in

single-sided auctions ( [128]), where ϕF and ϕG are usually referred to as the virtual valuations of the

buyer and seller, respectively.12 The hazard rates hb and hs of the buyer’s and seller’s distributions

F and G are defined respectively as hb(x) = f(x)/(1 − F (x)) and hs(x) = g(x)/G(x). We say

that the buyer’s (resp. seller’s) distribution has monotone hazard rate (MHR) if hb(x) (resp. hs(x))

is nondecreasing (resp. nonincreasing) for x ≥ 0. It is straightforward to check that MHR implies

regularity, but not the other way around. The family of MHR distributions includes the well-known

Gaussian, exponential, and uniform distributions whose tails can be no heavier than an exponential

distribution with hazard rate 0. However, regular distributions can be subsumed under a broader class

of distributions with fatter tails, e.g., f(x) = x−(1+α) for some α ≥ 1. Lastly, we often consider a

symmetric setting in which the buyer’s and seller’s distributions are equivalent, i.e., where F = G.

Throughout our paper, we always assume that the expectations of F and G are finite.

12In general, even if the density function does not exist, one can define the buyer’s distribution to be regular if ln(1 −
F (x)) is concave, and analogously for the seller.
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6.3 Posted-Pricing Mechanisms

We consider here a broker who implements a posted-pricing (fixed-price) mechanism, i.e., she

announces fixed prices to the buyer and seller, respectively. Formally, a posted-pricing mechanism in

our setting consists of two fixed prices (p, q). The broker simultaneously offers to buy the item from

the seller at price q and sell the item to the buyer at price p. Since the broker strategizes to maximize

her profit, it follows that p ≥ q. After the broker makes her offers, the buyer and seller each decide

whether to accept their respective offer in a take-it-or-leave manner. If both agree to their offers, then

the trade occurs and the item is transferred from the seller to the buyer. Otherwise, no trade occurs.

Under a posted-pricing mechanism with prices (p, q), the gains-from-trade and the broker’s ex-

pected profit can be written as

GFT =

∫ q

0

∫ ∞

p

(v − c) dF (v) dG(c).

PROFIT =

∫ q

0

∫ ∞

p

(p− q) dF (v) dG(c).

From the above definition, it is clear that any posted-pricing mechanism that maximizes the

expected profit for the broker satisfies

(p∗, q∗) = argmax
(p,q)∈R2

≥0

∫ q

0

∫ ∞

p

(p− q) dF (v) dG(c)

= argmax
(p,q)∈R2

≥0

(p− q)G(q)(1− F (p)).

We seek to analyze the GFT of any such optimal mechanism compared to the first-best GFT.

We first provide the proof of Theorem 6.1.1.
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Proof of Theorem 6.1.1. Observe first that

GFT =

∫ ∞

p

∫ q

0

(v − c) dG(c) dF (v)

=

∫ ∞

p

∫ q

0

(v − p+ p− q + q − c) dG(c) dF (v)

= (p− q)(1− F (p))G(q) +
∫ ∞

p

∫ q

0

(v − p) dG(c) dF (v) +
∫ ∞

p

∫ q

0

(q − c) dG(c) dF (v).

= PROFIT +G(q)

∫ ∞

p

(v − p) dF (v) + (1− F (p))
∫ q

0

(q − c) dG(c).

Integrating by parts, we have that

∫ ∞

p

(v − p) dF (v) =
[
− (v − p)(1− F (v))

]∞
p

+

∫ ∞

p

(1− F (v)) dv

=

∫ ∞

p

(1− F (v)) dv,

where we use 1 − F (v) instead of simply F (v) for the integration-by-parts to make the first term

exactly zero.13

Similarly, for the seller’s integral, we have that

∫ q

0

(q − c) dG(c) =
[
(q − c)G(c)

]q
0

+

∫ q

0

G(c) dc

=

∫ q

0

G(c) dc.

13Since the expectation of F is finite, we have that v(1 − F (v)) = v

∫ ∞

v

dF (x) ≤
∫ ∞

v

x dF (x) and

lim
v→∞

(∫ ∞

v

x dF (x)

)
= Ev∼F [v]− lim

v→∞

(∫ v

0

x dF (x)

)
= 0, so lim

v→∞
v(1− F (v)) = 0.
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Hence, we have that

GFT = PROFIT +G(q)

∫ ∞

p

(1− F (x)) dx+ (1− F (p))
∫ q

0

G(x) dx

≥ PROFIT +min(G(q), 1− F (p))
(∫ ∞

p

(1− F (x)) dx+
∫ q

0

G(x) dx

)
≥ PROFIT +min(G(q), 1− F (p))

(∫ ∞

p

(1− F (x))G(x) dx+
∫ q

0

G(x)(1− F (x)) dx
)

= PROFIT +min(G(q), 1− F (p))
(∫ ∞

0

(1− F (x))G(x) dx−
∫ p

q

(1− F (x))G(x) dx
)
.

Finally, to complete the proof, we use the following equality proven by [120], which we reiterate here

for completeness:

FB-GFT =

∫ ∞

0

∫ v

0

(v − c) dG(c) dF (v)

=

∫ ∞

0

([
(v − c)G(c)

]v
0

+

∫ v

0

G(c) dc

)
dF (v)

=

∫ ∞

0

∫ v

0

G(c) dc dF (v)

=

[
− (1− F (v))

∫ v

0

G(c)dc

]∞
0

+

∫ ∞

0

(1− F (v))G(v) dv

=

∫ ∞

0

(1− F (v))G(v) dv, (6.2)

where the limit converges to zero since (1−F (v))
∫ v

0

G(c) dc ≤ v(1−F (v)) and lim
v→∞

v(1−F (v)) = 0

(see footnote above). This finishes the proof. a

Optimal Prices: Symmetric Agents, MHR Distributions. We here provide the proof of Theo-

rem 6.1.3. As we discussed in Section 6.1.1, the proof mainly follows from proving the existence of

quantiles µF (α) and µF (β) such that 1−α and β are absolute constants regardless of the distributions.
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Proof of Theorem 6.1.3. Recall that for a cumulative distribution function F and a constant 0 ≤ α ≤ 1,

we use µF (α) to denote the α-quantile of F, i.e., µF (α) = inf{t : F (t) ≥ α}. Now, let 0 ≤ β < α ≤ 1

be constants to be determined later. Furthermore, suppose that

∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥ 1

C
FB-GFT

for some constant C ≥ 1 to be determined later. Now, note that

GFT(p∗, q∗) ≥ PROFIT(p∗, q∗) ≥ PROFIT(µF (α), µF (β))

≥ (µF (α)− µF (β))β(1− α),

where (p∗, q∗) are an arbitrary pair of prices that maximizes the expected profit of the broker. There-

fore, we have that

GFT(p∗, q∗) ≥ (µF (α)− µF (β))β(1− α) ≥ β(1− α)
∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥ β(1− α)
C

FB-GFT.

Thus, it remains to find constants α, β, C such that
∫ µF (α)

µF (β)

(1 − F (x))F (x)dx ≥ 1

C
FB-GFT. It

suffices to find constants α, β, C such that

(C − 1)

∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥
∫ µF (β)

0

(1− F (x))F (x) dx+
∫ ∞

µF (α)

(1− F (x))F (x) dx,

(6.3)
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since by (6.2), we have that

FB-GFT =

∫ ∞

0

(1− F (x))F (x) dx

=

∫ µF (β)

0

(1− F (x))F (x) +
∫ µF (α)

µF (β)

(1− F (x))F (x) +
∫ ∞

µF (α)

(1− F (x))F (x).

Now, since we are considering the symmetric setting with MHR distributions, we know that

(1−F (x))/f(x) is nonincreasing and that F (x)/f(x) is nondecreasing. Hence, for the integral on the

left-hand side of (6.3), we have that

∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥
∫ µF (α)

µF (β)

1− F (x)
f(x)

f(x)F (x) dx ≥ 1− α
f(µF (α))

∫ µF (α)

µF (β)

F (x) dF (x)∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥
∫ µF (α)

µF (β)

(1− F (x))F (x)
f(x)

f(x) dx ≥ β

f(µF (β))

∫ µF (α)

µF (β)

(1− F (x)) dF (x).

Therefore, we have that

∫ µF (α)

µF (β)

(1− F (x))F (x) dx ≥ 1

2

(
1− α

f(µF (α))

∫ µF (α)

µF (β)

F (x) dF (x) +
β

f(µF (β))

∫ µF (α)

µF (β)

(1− F (x)) dF (x)

)

=
1

2

(
1− α

f(µF (α))
· α

2 − β2

2
+

β

f(µF (β))

(
α− β − α2 − β2

2

))
(6.4)

≥ 1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)(
1− α

f(µF (α))
+

β

f(µF (β))

)
.

(6.5)
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Now, consider the right-hand side in (6.3). The first term can be upper bounded by

∫ µF (β)

0

(1− F (x))F (x) dx =

∫ µF (β)

0

F (x)

f(x)
(1− F (x))f(x) dx

≤ β

f(µF (β))

∫ µF (β)

0

(1− F (x)) dF (x)

=
β

f(µF (α))

(
β − β2

2

)
. (6.6)

Similarly, the second term can be bounded above by

∫ ∞

µ(α)

(1− F (x))F (x) dx =

∫ ∞

µ(α)

1− F (x)
f(x)

F (x)f(x) dx

≤ 1− α
f(µF (α))

∫ 1

µ(α)

F (x) dF (x)

=
1− α

f(µF (α))

(
1− α2

2

)
. (6.7)

Thus, by (6.6) and (6.7), the right-hand side in (6.3) can be upper-bounded by

∫ µF (β)

0

(1− F (x))F (x) dx+
∫ ∞

µ(α)

(1− F (x))F (x) dx ≤ max

(
β − β2

2
,
1− α2

2

)(
1− α

f(µF (α))
+

β

f(µF (β))

)
.

(6.8)

Hence, from (6.3), we see that it suffices by (6.5) and (6.8) to find constants α, β, C such that

C − 1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)
≥ max

(
β − β2

2
,
1− α2

2

)
.

By (roughly) numerically optimizing the parameters α, β and C here, taking α = 2/3, β = 1/3, and
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C = 13/3, we see that

GFT(p∗, q∗) ≥ β(1− α)
C

FB-GFT =
1

39
FB-GFT.

a

Optimal Prices: Bounding via Hazard Rates. We provide the proof of Theorem 6.1.4 here. The

proof starts with the observation that FB-GFT can be written in terms of the integral of |v− c|. Then,

noting that the optimal broker’s profit maximizes (p − q)(1 − F (p))G(q), we lower bound the profit

by an averaging argument over a desirable region. Combining this with the bounded hazard rates

completes the proof. For simplicity, we restrict the support of the distributions here to be [0, 1] without

loss of generality, e.g., see Remark 2 in [15].

Proof of Theorem 6.1.4. Note first that

∫ 1

0

∫ 1

v

|v − c| dF (c) dF (v) =
∫ 1

0

∫ c

0

|v − c| dF (v) dF (c)

=

∫ 1

0

∫ v

0

|c− v| dF (c) dF (v)

=

∫ 1

0

∫ v

0

|v − c| dF (c) dF (v)

= FB-GFT.

Thus, we have that

FB-GFT =
1

2

∫ 1

0

∫ 1

0

|v − c| dF (c) dF (v).

206



On the other hand, since the broker uses an optimal pair of prices (p∗, q∗), we have that

PROFIT = (p∗ − q∗)(1− F (p∗))F (q∗) ≥ (p− q)(1− F (p))F (q),

for any 0 ≤ q ≤ p ≤ 1. Integrating both sides over the region of R2
≥0 that satisfies p ≥ q, we obtain

PROFIT

2
≥
∫ 1

0

∫ 1

q

(p− q)(1− F (p))F (q) dp dq

=

∫ 1

0

∫ 1

q

(p− q)1− F (p)
f(p)

F (q)

f(q)
f(p)f(q) dp dq.

≥
∫ 1

0

∫ 1

q

(p− q) 1

M2
f(p)f(q) dp dq (6.9)

=
1

M2

∫ 1

0

∫ 1

q

(p− q)f(p)f(q) dp dq

=
1

M2

∫ 1

0

∫ 1

q

(p− q) dF (p) dF (q), (6.10)

where in the last inequality, we use the fact that both hazard rates are uniformly bounded above by M

and thus their inverses are uniformly bounded below by 1/M .

Analogously, by expanding the integral from the seller’s side first, we have

PROFIT

2
≥
∫ 1

0

∫ p

0

(p− q)(1− F (p))F (q) dq dp

=

∫ 1

0

∫ p

0

(p− q)1− F (p)
f(p)

F (q)

f(q)
f(p)f(q) dq dp

≥ 1

M2

∫ 1

0

∫ p

0

(p− q) dF (q) dF (p)

=
1

M2

∫ 1

0

∫ q

0

(q − p) dF (p) dF (q).
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Combining this with (6.10), we obtain

PROFIT ≥ 1

M2

∫ 1

0

∫ 1

0

|p− q| dF (p)dF (q)

=
2

M2
FB-GFT,

and the proof follows from the fact that GFT ≥ PROFIT.

a

It is worth noting that the approximation factor here cannot be better than 1/2, since we must

have that M ≥ 2 according to the problem setup. To see why, observe that

1− F (x)
f(x)

≥ 1

M
,
F (x)

f(x)
≥ 1

M

implies that M ≥ 2 as follows:

1

M
≤ F (x)

f(x)
= 1− 1− F (x)

f(x)
≤ 1− 1

M
.

Quantile-based Prices. As mentioned in Section 6.1.1, the decomposition in Theorem 6.1.1 cannot

be directly applied to obtain a constant approximation factor for the first-best GFT in general, as

it depends on an integral involving the buyer’s and seller’s CDFs in the interval between the two

posted prices. This brings us to the question of whether we can obtain an approximation factor purely

characterized by the quantile probabilities at the offered prices, as suggested by Theorem 6.1.5.

We formally prove Theorem 6.1.5 in what follows:
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Proof of Theorem 6.1.5. For any 0 ≤ c ≤ µG(β) ≤ µF (α),

∫ ∞

c

(v − c) dF (v) =
∫ µF (α)

c

(v − c) dF (v) +
∫ ∞

µF (α)

(v − c) dF (v)

≤ α

1− α

∫ ∞

µF (α)

(v − c) dF (v) +
∫ ∞

µF (α)

(v − c) dF (v)

=
1

1− α

∫ ∞

µF (α)

(v − c) dF (v), (6.11)

where we used the fact that

∫ µF (α)

c

(v − c) dF (v) ≤ α

1− α

∫ ∞

µF (α)

(v − c) dF (v).

Observe that this holds because (1) the probability mass of the first integral is at most α while the

probability mass of the second integral is exactly 1 − α and (2) the value of v − c at any point in the

probability mass of the second integral is always as least as much as the value of v − c at any point in

the probability mass of the first integral. In fact, reusing this idea, we have that

∫ ∞

µG(β)

∫ ∞

c

(v − c) dF (v) dG(c) ≤ 1− β
β

∫ µG(β)

0

∫ ∞

c

(v − c) dF (v) dG(c)∫ ∞

0

∫ ∞

c

(v − c) dF (v) dG(c) ≤ 1

β

∫ µG(β)

0

∫ ∞

c

(v − c) dF (v) dG(c). (6.12)

Finally, combining (6.11) and (6.12), we obtain

∫ µG(β)

0

∫ ∞

µF (α)

(v − c) dF (v) dG(c) ≥ β(1− α)
∫ ∞

0

∫ ∞

c

(v − c) dF (v) dG(c),

as desired. a
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Proof of Corollary 6.1.6. Note that drawing samples p ∼ F and q ∼ G is equivalent to sampling

quantiles α and β of F and G, respectively, uniformly at random over [0, 1]. Thus, letting GFT(x, y)

denote the gains-from-trade of the posted-pricing mechanism (x, y), we have that

Ep∼F,q∼G [GFT(max(p, q),min(p, q))]

=

∫ 1

0

∫ 1

β

GFT(µF (α), µG(β)) dα dβ +

∫ 1

0

∫ β

0

GFT(µG(β), µF (α)) dα dβ

≥
∫ 1

0

∫ 1

β

β(1− α)FB-GFT dα dβ +

∫ 1

0

∫ β

0

α(1− β)FB-GFT dα dβ =
1

12
FB-GFT,

where the inequality holds by Theorem 6.1.5, since F = G. a

We conclude by remarking that having access to more samples may not necessarily increase the

approximation factor to the first-best gains-from-trade, since it may be more optimal for the better-

informed broker to set prices that further restrict trade.

6.4 Optimal Mechanisms

We now consider the case where the broker runs any general BNIC and IR mechanism that

maximizes her profit. We assume here that the supports of F andG are [a1, b1] and [a2, b2], respectively,

i.e., both are bounded, following [14].14 By Theorem 6.1.7, the broker’s optimal mechanism exhibits

14Indeed, if we consider F and G with unbounded supports, we observe that the characterization of [14] of an optimal
BNIC and IR mechanism does not carry over, which is elaborated on more in the proof of Theorem 6.1.9.
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the following GFT, assuming regular distributions:

GFTF,G =

∫ b2

a2

∫ b1

a1

(v − c)1 {ϕF (v) ≥ ϕG(c)} dF (v) dG(c)

=

∫ b2

a2

∫ b1

a1

(v − c)1
{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
dF (v) dG(c).

As usual, the first-best GFT is given by

FB-GFTF,G =

∫ b2

a2

∫ b1

a1

(v − c)1 {v − c ≥ 0} dF (v) dG(c).

Uniform distributions. To prove Theorem 6.1.8, we require a technical lemma that will simplify

our analysis. The lemma states that the factor to which the broker’s optimal mechanism approximates

the first-best GFT is invariant to stretches and shifts in F and G, provided that we perform the same

stretches and shifts to F and G.

Lemma 6.4.1. Let F and G be regular distributions supported on [a1, b1] and [a2, b2], respectively.

Define F ∗(v) = F ((v− k1)/k2) and G∗(c) = G((c− k1)/k2) for k1 ∈ R and k2 ∈ R>0. If GFTF,G =

αFB-GFTF,G, then GFTF ∗,G∗ = αFB-GFTF ∗,G∗ .

Proof. We first prove that F ∗ and G∗ are regular. Note that to show that ϕF ∗(v∗) is nondecreasing on

its support [k2a1 + k1, k2b1 + k1], it suffices to show that ϕF ∗(k2v + k1) is nondecreasing on [a1, b1].
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Indeed, since

ϕF ∗(k2v + k1) = (k2v + k1)−
1− F ∗(k2v + k1)

(F ∗)′(k2v + k1)

= (k2v + k1)−
1− F (v)
F ′(v)/k2

= k1 + k2ϕF (v)

and ϕF (v) is nondecreasing, F ∗ is regular. A similar argument will show that G∗ is regular.

Now, we have that

GFTF,G =

∫ b2

a2

∫ b1

a1

(v − c)1
{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
F ′(v) dv G′(c) dc

=

∫ b∗2

a∗2

∫ b∗1

a∗1

v∗ − c∗

k2
1

{
v∗ − c∗

k2
≥

1− F (v∗−k1
k2

)

F ′(v
∗−k1
k2

)
+
G( c

∗−k1
k2

)

G′( c
∗−k1
k2

)

}

· 1
k2
F ′
(
v∗ − k1
k2

)
dv∗

1

k2
G′
(
c∗ − k1
k2

)
dc∗,

where we use the change of variables with v∗ = k2v + k1 and c∗ = k2c + k1. This can further be

expanded as

GFTF,G =

∫ b∗2

a∗2

∫ b∗1

a∗1

v∗ − c∗

k2
1

{
v∗ − c∗

k2
≥ 1− F ∗(v∗)

k2(F ∗)′(v∗)
+

G∗(c∗)

k2(G∗)′(c∗)

}
(F ∗)′(v∗) dv∗ (G∗)′(c∗) dc∗

=

∫ b∗2

a∗2

∫ b∗1

a∗1

v∗ − c∗

k2
1

{
v∗ − c∗ ≥ 1− F ∗(v∗)

(F ∗)′(v∗)
+

G∗(c∗)

(G∗)′(c∗)

}
(F ∗)′(v∗) dv∗ (G∗)′(c∗) dc∗

=
1

k2
GFTF ∗,G∗ ,

where the last equality follows from F ∗ and G∗ being regular distributions.
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A similar argument will show that

FB-GFTF,G =
1

k2
FB-GFTF ∗,G∗ .

Thus, if GFTF,G = αFB-GFTF,G, then

GFTF ∗,G∗ = k2GFTF,G = αk2FB-GFTF,G = αFB-GFTF ∗,G∗ .

a

The proof of Theorem 6.1.8 is deferred to Appendix E.1, as it requires much case work that

includes cumbersome algebraic manipulations.

Inapproximability. We provide the proof of Theorem 6.1.9 here, which states that the extent to

which the broker’s optimal strategic behavior degrades the GFT can be significant.

Proof of Theorem 6.1.9. Recall that by Theorem 6.1.7, the gains-from-trade for any BNIC and IR

mechanism that maximizes the broker’s expected profit, assuming regular distributions, is given by

GFT =

∫∫
(v − c)1

{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
dF (v) dG(c).

Thus, to construct F and G for which such a mechanism achieves a 0-approximation to the gains-

from-trade, we want to construct F such that

v =
1− F (v)
F ′(v)

,
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for all v, in which case we have that

v − c < 1− F (v)
F ′(v)

+
G(c)

G′(c)

for all v and c. Solving the above differential equation, we obtain the general solution

F (v) = −a
v
+ 1

on [a,∞) for a > 0. However, since the result about the optimal broker’s mechanism by [14] only ap-

plies to distributions with bounded supports, we now modify F by first truncating it and then extending

it using a tangent line.15 In particular, we define

F (v) =


−a
v
+ 1 if a ≤ v ≤ b

(
−a
b
+ 1
)
+
a

b2
(v − b) if b < v ≤ 2b

for b > a ≥ 1. Note that F is regular, since

ϕF (v) =


0 if a ≤ v ≤ b

2v − 2b if b < v ≤ 2b

is increasing. Finally, let G be the uniform (and thus regular) distribution on [0, 1].

We will now show that for any ϵ > 0, there exists b > a such that any BNIC and IR mechanism

that maximizes the broker’s expected profit induces GFT < ϵFB-GFT.

15Indeed, with the original F, trade never occurs by construction, so PROFIT = 0. This implies that the characterization
by [14] does not apply as the broker can simply use a posted-pricing mechanism to obtain a positive profit.
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By the construction of F, we have that v − c < 1− F (v)
F ′(v)

+
G(c)

G′(c)
for all v ∈ (a, b), so

GFT =
a

b2

∫ 2b

b

∫ 1

0

(v − c)1
{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
dc dv

≤ a

b2

∫ 2b

b

∫ 1

0

(v − c) dc dv

=
a

b2

∫ 2b

b

(
v − 1

2

)
dv

=
a

b2

(
3b2

2
− b

2

)
=
a(3b− 1)

2b
.

In addition, by the above derivation,

FB-GFT = a

∫ b

a

∫ 1

0

(v − c) dc 1

v2
dv +

a

b2

∫ 2b

b

∫ 1

0

(v − c) dc dv

= a

∫ b

a

[
vc− c2

2

]1
0

1

v2
dv +

a(3b− 1)

2b

= a

∫ b

a

(
v − 1

2

)
1

v2
dv +

a(3b− 1)

2b

= a

(
ln

(
b

a

)
+

1

2b
− 1

2a

)
+
a(3b− 1)

2b
.

Hence,

GFT
FB-GFT

≤ a(3b− 1)

2b

/(
a

(
ln

(
b

a

)
+

1

2b
− 1

2a

)
+
a(3b− 1)

2b

)
,

which approaches 0 as b→∞, so
GFT

FB-GFT
approaches 0 as b→∞. a

Inapproximability with a Public Agent. Here, we formally prove Theorem 6.1.10, first for the
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public-seller setting and then for the public-buyer setting. To prove the theorem for the public-seller

setting, we first introduce some notation:

Definition 6.4.2. Given a direct mechanism MEC = (x(v), p(v))16, we define the following functions

for the expected utilities of the buyer, intermediary, and seller, respectively, assuming truthful reporting

by the buyer:

• ub(v) = x(v) · v − pb(v)

• ui =
∫ b

a

(pb(v)− ps(v))F ′(v) dv

• us =
∫ b

a

(ps(v)− x(v) · c)F ′(v) dv

Note that with a public seller, MEC is BNIC if ub(v) ≥ x(ṽ) · v − pb(ṽ) for every v and ṽ, and

MEC is IR if ub(v) ≥ 0 for all v and us ≥ 0.

The following theorem is an analogue of Theorem 3 in [14]:

Theorem 6.4.3. For any BNIC mechanism MEC in the public-seller setting, ub(v) is increasing and

ui + ub(a) + us =

∫ b

a

((
v − 1− F (v)

F ′(v)

)
− c
)
x(v)F ′(v) dv.

Proof. Since MEC is BNIC, for every v and v′,

ub(v) = x(v) · v − pb(v) ≥ x(v′) · v − pb(v′)

and

ub(v
′) = x(v′) · v′ − pb(v′) ≥ x(v) · v′ − pb(v).

16In the public-seller setting, the allocation function x and payment function p of MEC only depend on the buyer’s
reported valuation v.
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Thus,

(v − v′)x(v) ≥ ub(v)− ub(v′) ≥ (v − v′)x(v′).

In particular, if v > v′, then x(v) ≥ x(v′), so x(v) is increasing and hence integrable. Therefore,

u′b(v) = x(v) almost everywhere, so

ub(v) = ub(a) +

∫ v

a

x(t) dt (6.13)

and ub(·) is increasing.

Now, by (6.13), we have that

∫ b

a

(v − c)x(v)F ′(v) dv − ui =
∫ b

a

(vx(v)− pb(v))F ′(v) dv +

∫ b

a

(ps(v)− cx(v))F ′(v) dv

=

∫ b

a

ub(v)F
′(v) dv + us

=

∫ b

a

(
ub(a) +

∫ v

a

x(t) dt

)
F ′(v) dv + us

= ub(a) +

∫ b

a

∫ v

a

x(t) dt F ′(v) dv + us

= ub(a) +

∫ b

a

∫ b

t

F ′(v) dv x(t) dt+ us

= ub(a) +

∫ b

a

(1− F (t)) x(t) dt+ us.

Finally, from the first and last expressions in this chain of equations, we obtain

ui + ub(a) + us =

∫ b

a

((
v − 1− F (v)

F ′(v)

)
− c
)
x(v)F ′(v) dv.

a
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Next, the following is an analogue of Theorem 4 in [14], tailored to the public-seller setting.

Theorem 6.4.4. Suppose F is a regular distribution in the public-seller setting. Then, among all BNIC

and IR mechanisms, the broker’s expected profit is maximized by a mechanism in which the object is

transferred to the buyer if and only if ϕF (v) ≥ c.

Proof. By Theorem 6.4.3, we have that

ui =

∫ b

a

((
v − 1− F (v)

F ′(v)

)
− c
)
x(v)F ′(v) dv − ub(a)− us.

Since we want an IR mechanism MEC that maximizes ui, we want MEC to satisfy the following

constraints:

1. ub(a) = 0

2. us = 0

3. x(v) =


1 if ϕF (v) ≥ c

0 otherwise

It remains to define p(v) = (ps(v), pb(v)) such that first two constraints are satisfied. We take

ps(v) = x(v)c

and

pb(v) = x(v) · inf{t ≥ a|ϕF (t) ≥ c}.

Then, since pb(a) = ax(a) and ps(v) − x(v)c = 0 for all v, we have that ub(a) = 0 and us = 0, as

desired.
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Note that MEC is BNIC, since if trade occurs, the buyer pays the lowest valuation he could

have reported and still have the trade occur. Then, since ub(v) is increasing by Theorem 6.4.3 and

ub(a) = 0, we have that MEC is IR. a

The next corollary directly follows from the above theorem:

Corollary 6.4.5. Suppose F is a regular distribution in the public-seller setting. Then, the gains-from-

trade from any BNIC and IR mechanism that maximizes the broker’s expected profit is

∫ b

a

(v − c)1
{
v − c ≥ 1− F (v)

F ′(v)

}
F ′(v) dv.

Using similar ideas, we prove the following theorem which is the public-buyer analogue of

Theorem 6.4.4. Its proof is deferred to Appendix E.2 due to its similarity.

Theorem 6.4.6. Suppose G is a regular distribution in the public-buyer setting. Then, the gains-from-

trade from any BNIC and IR mechanism that maximizes the broker’s expected profit is

∫ b

a

(v − c)1
{
v − c ≥ G(c)

G′(c)

}
G′(c) dc.

We are finally ready to prove Theorem 6.1.10.

Proof of Theorem 6.1.10. We first prove the public-seller case. Let b > a > 0. Define

F (v) =


−a
v
+ 1 if a ≤ v ≤ b

(
−a
b
+ 1
)
+
a

b2
(v − b) if b < v ≤ 2b

,
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and let G be the singleton distribution supported on {a}. Then,

FB-GFT = a

∫ b

a

(v − a) · 1
v2
dv +

a

b2

∫ 2b

b

(v − a) dv

= a

(
ln

(
b

a

)
+
a

b
− 1

)
+

(
3a

2
− a2

b

)
,

and since F is regular, by Corollary 6.4.5 and using the facts that v = (1− F (v))/F ′(v) on (a, b) and

that b ≤ (a+ 2b)/2 ≤ 2b,

GFT =

∫ 2b

a

(v − a)1
{
v − a ≥ 1− F (v)

F ′(v)

}
F ′(v) dv

=
a

b2

∫ 2b

b

(v − a)1
{
v − a ≥ 1− F (v)

F ′(v)

}
dv

=
a

b2

∫ 2b

b

(v − a)1
{
v ≥ a+ 2b

2

}
dv

=
a

b2

∫ 2b

(a+2b)/2

(v − a) dv

=
3a(a− 2b)2

8b2
.

Thus, as b→∞, we have that
GFT

FB-GFT
→ 0.

Finally, we prove the public-buyer case. Let 0 < δ <
1

2
. Define

G(c) =


δc if 0 ≤ c ≤ 1

ρ(c) if 1 < c ≤ 2

,
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where

ρ(c) = k − a

c− h

and

h =
2− 3δ

1− 2δ
, a = δ(1− h)2, k = δ(2− h)

are chosen so that

ρ(1) = δ, ρ′(1) = δ, ρ(2) = 1.

In addition, let F be the singleton distribution supported on {2}. Then,

FB-GFT = δ

∫ 1

0

(2− c) dc+ a

∫ 2

1

(2− c) · 1

(c− h)2
dc

=
3

2
δ + a

(
1

1− h
− ln

(
2− h
1− h

))
=

3

2
δ +

δ(1− δ)2

(2δ − 1)2

(
2δ − 1

1− δ
− ln

(
δ

1− δ

))
≥ δ(1− δ)2

(2δ − 1)2

(
2δ − 1

1− δ
− ln

(
δ

1− δ

))
,

221



and since G is regular, by Theorem 6.4.6,

GFT =

∫ 2

0

(2− c)1
{
2 ≥ c+

G(c)

G′(c)

}
G′(c) dc

= δ

∫ 1

0

(2− c) dc

=
3

2
δ,

since ϕG(1) = 1 +
G(1)

G′(1)
= 2 and ϕG(·) is strictly increasing. Thus,

FB-GFT
GFT

≥ 2(1− δ)2

3(2δ − 1)2

(
2δ − 1

1− δ
− ln

(
δ

1− δ

))
,

so taking the limit as δ → 0, we obtain

lim
δ→0

(
2(1− δ)2

3(2δ − 1)2

(
2δ − 1

1− δ
− ln

(
δ

1− δ

)))
= lim

δ→0

2(1− δ)
3(2δ − 1)

− lim
δ→0

2(1− δ)2

3(2δ − 1)2
ln δ + lim

δ→0

2(1− δ)2

3(2δ − 1)2
ln(1− δ)

= −2

3
− lim

δ→0

2(1− δ)2

3(2δ − 1)2
ln δ

=∞,

which completes the proof. a

Inapproximability with Symmetric Agents. Finally, we provide the proof of Theorem 6.1.11 here.

The proof mainly follows from considering the same distribution exploited in Theorem 6.1.9.
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Proof. Let b > a > 0. Let

F (v) =


−a
v
+ 1 if a ≤ v ≤ b

(
−a
b
+ 1
)
+
a

b2
(v − b) if b < v ≤ 2b,

and let G = F. Then,

FB-GFT = a2
∫ b

a

∫ v

a

(v − c) 1

c2
dc

1

v2
dv +

a2

b2

∫ 2b

b

∫ b

a

(v − c) 1

c2
dc dv +

a2

b4

∫ 2b

b

∫ v

b

(v − c) dc dv

= a2
∫ b

a

[
−v
c
− ln c

]v
a

1

v2
dv +

a2

b2

∫ 2b

b

[
−v
c
− ln c

]b
a
dv +

a2

b4

∫ 2b

b

[
vc− c2

2

]v
b

dv

= a2
∫ b

a

(v
a
− 1− ln

(v
a

)) 1

v2
dv +

a2

b2

∫ 2b

b

(
v

a
− v

b
− ln

(
b

a

))
dv +

a2

2b4

∫ 2b

b

(v − b)2 dv.

Expanding the integral once again, we obtain

FB-GFT ≥ a ln(b)− a ln a− 2a− 3a2

2b
.
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In addition, by Theorem 6.1.7, we have that

GFT =

∫∫
(v − c)1

{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
F ′(v) dv G′(c) dc

=
a

b2

∫ 2b

b

∫
(v − c)1

{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
G′(c) dc dv

≤ a

b2

∫ 2b

b

∫
(v − c)1 {v − c ≥ 0} G′(c) dc dv

=
a2

b2

∫ 2b

b

∫ b

a

(v − c) 1
c2
dc dv +

a2

b4

∫ 2b

b

∫ v

b

(v − c) dc dv

=
3a

2
− 3a2

2b
− a2

b
ln

(
b

a

)
+
a2

6b

≤ 3a

2
+
a2

6b
.

Thus, since GFT ∼ 3a

2
and FB-GFT ∼ a ln b, we have that

GFT
FB-GFT

→ 0 as b→∞. a

Inapproximability of Social Welfare. Interestingly, in several of the settings where we have proven

inapproximability of the first-best gains-from-trade, the inapproximability carries over to the first-best

social welfare, even though the latter is at least as easy to approximate as the former.

Proof of Theorem 6.1.12. Suppose we have a family of problem instances {(Fδ, Gδ)}δ∈R+ satisfying

the following:

1. The supports of the Gδ are uniformly upper-bounded by some constant M.

2. For any (Fδ, Gδ), we have that GFT < δFB-GFT.

3. limδ→0 FB-GFT =∞
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Then,

SW
FB-SW

=
Ec∼Gδ

[c] + GFT
Ec∼Gδ

[c] + FB-GFT
≤ M + GFT
M + FB-GFT

≤ M + δFB-GFT
M + FB-GFT

=
M/FB-GFT + δ

M/FB-GFT + 1

for any (Fδ, Gδ), so since
M/FB-GFT + δ

M/FB-GFT + 1
→ 0 as δ → 0, we have that

SW
FB-SW

→ 0 as δ → 0.

To complete the proof, note that by taking (Fδ, Gδ) to be the problem instance from Theo-

rem 6.1.9 (respectively the public-seller problem instance from Theorem 6.1.10) such that GFT <

δFB-GFT, we obtain a family of problem instances {(Fδ, Gδ)}δ∈R+ satisfying the three properties

above. a

Chapter 7: Single-sample Bilateral Trade with a Broker

This chapter presents our results on single-sample bilateral trade with a broker [18] (WWW’26).

7.1 Introduction

The bilateral trade problem, introduced in the seminal work of [14], is a fundamental problem

in mechanism design in which a buyer wishes to sell a single item to a seller. Both agents hold

private valuations on the item and aim to maximize their quasi-linear utility. A mechanism designer’s

objective is to maximize the social welfare induced by the trade, i.e., transfer the item whenever the

buyer’s value is larger than the seller’s. Such a mechanism is called ex-post efficient. At the same time,

a mechanism should satisfy reasonable desiderata to (i) incentivize the agents to participate (individual
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rationality) (ii) incentivize the agents to report their true valuations (incentive compatibility) and (iii)

neither subsidize the market nor benefit from it (budget-balancedness).

Unfortunately, [14] prove an impossibility result barring the existence of ex-post efficient mecha-

nisms that are simultaneously incentive-compatible (IC), individually-rational (IR), and budget-balanced

(BB). This pessimistic result holds even when IC is loosened to hold in an ex-ante manner, known

as Bayesian incentive-compatibility (BIC), and BB is relaxed to weak budget-balancedness (WBB),

i.e., the mechanism does not run a deficit. As such, there has been a long line of work studying the

approximability of the first-best efficiency by such mechanisms, e.g., [120], [122], [141], [15], [30].

On the other hand, numerous real-world trades involve two parties exchanging an item through a

broker due to regulatory policy, market transparency, or privacy issues, e.g., financial markets, foreign

exchange, commodity markets, markets for demerit items, or real estate. Importantly, the broker often

has objectives misaligned with those of society, e.g., a broker may try to maximize her own profit. In

spite of numerous works studying approximate efficiency without a broker,1 there had been few works

studying approximate efficiency with a strategic broker until [148] recently studied the approximability

of the first-best gains-from-trade under a profit-maximizing broker who has full knowledge of the

buyer’s and seller’s distributions.

In practice, however, the broker typically does not hold full information on the agents’ distribu-

tions, but may instead only possess partial information based on previous trades, e.g., a series of bid

samples each agent has submitted. Motivated by such scenarios, we consider the approximate effi-

ciency in bilateral trade where the broker has extremely restricted information on the buyer and seller.

Formally, we consider a broker who only has access to a single sample from each of the distributions

of the buyer and seller.

1Alternatively, a broker who tries to maximize social welfare.
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We study two settings in particular: (i) the symmetric setting where the buyer and seller have the

same valuation distribution and (ii) the asymmetric setting where the buyer’s distribution (first-order)

stochastically dominates the seller’s distribution. In both settings, we show that a simple posted-

pricing mechanism achieves a constant approximation to both the first-best gains-from-trade and the

first-best social-welfare. Furthermore, when both the buyer’s distribution and seller’s distribution have

monotone hazard rates, we show that this mechanism achieves a constant-approximation to the optimal

profit of a posted-pricing mechanism under full information (henceforth referred to simply as the

optimal profit). Interestingly, in both the symmetric and stochastic dominance settings, we observe a

strict separation in the approximability of the first-best gains-from-trade and first-best social welfare

between the setting with and without a broker.

Our positive results for the first-best gains-from-trade and first-best social-welfare stand in stark

contrast to those of [148], who show pessimistic inapproximability results under a profit-maximizing

broker in the full information setting. Moreover, our results are practically appealing in the sense that

the broker can forgo complex data collection in governing the trade and still achieve a provable share

of several optimal economic outcomes, benefiting the buyer, the seller, and the broker herself. Thus,

these implications could improve the decision-making process of a governmental agency or public

sector in determining whether or not to delegate the role of a mediator in a bargaining process to a

third-party agent, e.g., if data collection is limited to restrict the strategic broker, one can safely allow

a self-interested agent to govern the trade.

In what follows, we first provide a concise version of the problem setup along with a brief sum-

mary of our technical results in Section 7.1.1. Then, in Section 7.1.2, we present a comprehensive

overview of prior literature. We provide the detailed problem setup in Section 7.2, and we discuss sev-

eral technical lemmas that will be used throughout our analysis in Section 7.3. Finally, we present our
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results for the symmetric and the stochastic dominance settings in Sections 7.4 and 7.5, respectively.

Due to the page limit, we only provide a few (rather short) proofs in the main text, and defer the rest

of them to the appendix.

7.1.1 Our Results and Techniques

Overview of model. Before summarizing our results, we first briefly define our model.2 In bilateral

trade, a buyer wishes to sell a single item to a seller. The buyer’s valuation v for the item is drawn from

absolutely continuous distribution F, and the seller’s valuation c for the item is drawn from absolutely

continuous distribution G.3 We assume that v and c are independent of each other. A broker governs

the trade between the buyer and the seller, and importantly, the broker only has access to a single

sample from each agent’s distribution. Given this limited information, a natural mechanism that the

broker could run is a posted-pricing mechanism in which she offers take-it-or-leave-it prices p and q

to the buyer and seller, respectively, and the item is transferred if and only if v ≥ p and c ≤ q.

Now, for any mechanism, let x(v, c), pb(v, c), ps(v, c) denote the probability that trade occurs,

the expected payment of the buyer to the broker, and the expected payment of the broker to the seller,

respectively, given v and c.4 We are interested in how the gains-from-trade (GFT), social welfare

(SW), and profit (PROFIT) of the mechanism compare to the first-best gains-from-trade (FB-GFT),

2More details can be found in Section 7.2.
3By Remark 2 in [15], the assumption that F and G are absolutely continuous is without loss of generality.
4By the revelation principle [128], we can restrict our attention to direct Bayesian incentive-compatible mechanisms in

which the buyer and the seller report their valuations truthfully.
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first-best social welfare (FB-SW), and optimal profit (PROFIT∗), each defined as follows:5

GFT = Ev∼F,c∼G [(v − c)x(v, c)] FB-GFT = Ev∼F,c∼G [(v − c)1{v ≥ c}]

SW = Ec∼G [c] + GFT FB-SW = Ec∼G [c] + FB-GFT

PROFIT = Ev∼F,c∼G [pb(v, c)− ps(v, c)] PROFIT∗ = max
p,q

(p− q)G(q)(1− F (p))

In addition, we use GFT(p, q) to denote the gains-from-trade obtained from offering price p to the

buyer and price q to the seller, and similarly for PROFIT(p, q).

Finally, we are interested in specific problem instances characterized by the following classes of

agents’ distributions:

1. The buyer and seller are symmetric if F = G.

2. The buyer’s distribution (first-order) stochastically dominates the seller’s distribution if G(x) ≥

F (x) for all x.

3. The buyer (resp. the seller) has monotone hazard rate (MHR) if (1 − F (x))/F ′(x) is nonin-

creasing (resp. G(x)/G′(x) is nondecreasing). If the agents are symmetric, we say that F = G

has a doubly monotone hazard rate if F satisfies both of the above statements.

Overview of our results. We now present a summary of our contributions. In our paper, we consider

the natural mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and price q

to the seller,6 and we are interested in the extent to which this mechanism approximates the first-best

gains-from-trade, the first-best social welfare, and the optimal profit. Our results for the symmetric

and stochastic dominance settings are summarized in Tables 7.1 and 7.2, respectively.
5We provide more detailed explanations for these definitions in Section 7.2.
6Under symmetric agents, our mechanism offers price max(p, q) to the buyer and price min(p, q) to the seller.
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With Broker Without Broker*

GFT SW PROFIT GFT SW
Lower Bound 7/24 2/3 2/55† 1/2 [19] 3/4 [141]
Upper Bound 7/24 2/3 Open 1/2 [19] 3/4 [141]

*where the mechanism draws p ∼ F and posts p to both buyer and seller
†if F is doubly MHR

Table 7.1: Our results for the symmetric setting. Note that the approximability of the
optimal profit is not applicable to the setting without a broker (or equivalently, with a
benevolent broker). However, an upper bound on the approximation factor to the optimal
profit remains an open problem in our setting with a broker.

We first characterize the profit of our mechanism:

Restatement of Lemma 7.3.1. Given samples p ∼ F and q ∼ G, it follows that

Ep,q∼F,G [PROFIT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx.

Next, we characterize the gains-from-trade of our mechanism, generalizing the characterization

of the gains-from-trade by [141] for the single-sample regime without a broker:

Restatement of Lemma 7.3.2. Given samples p ∼ F and q ∼ G, it follows that

Ep,q∼F,G [GFT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx+ 1

2

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q)

+
1

2

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p).

The proof follows from decomposing the gains-from-trade into the profit and some auxiliary

terms involving integrals over 1− F (x) and G(x), followed by some algebraic details.

Symmetric setting. With these preliminary lemmas in hand, we turn our attention to the symmetric

setting. We note that the symmetric setting is well motivated in practice, e.g., stock markets, treasury
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markets, and dark pools. It is also largely studied in the literature, e.g., [129], [19], [141], in particular

when the mechanism designer only has sample access to the agents’ distributions.

To begin with, we first use Lemma 7.3.2 to characterize the gains-from-trade of our single-

sample mechanism in the symmetric setting:

Restatement of Lemma 7.4.1. In the symmetric setting, given samples p ∼ F and q ∼ G, our

mechanism achieves

GFT =
1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

∫ ∞

0

F (x)2(1− F (x))2 dx.

We then prove the following lower-bounds on the approximability of the first-best gains-from-

trade, first-best social welfare, and optimal profit by our mechanism:

Restatement of Theorem 7.4.2, 7.4.3, and 7.4.5. In the symmetric setting, given samples p ∼ F and

q ∼ G, our mechanism achieves

GFT ≥ 7

24
FB-GFT and SW ≥ 2

3
FB-SW.

Furthermore, if F is doubly MHR, then our mechanism achieves

PROFIT ≥ 2

55
FB-GFT ≥ 2

55
PROFIT∗.

Our proofs of the lower bounds in Theorems 7.4.2 and 7.4.3 follow rather easily from Lemma 7.4.1,

although these bounds turn out to be tight (see below) despite their simplicity. On the other hand, our

proof of Theorem 7.4.5 applies a result from [148] that states that when F is doubly MHR, we only
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lose a constant fraction of FB-GFT =

∫ ∞

0

F (x)(1−F (x)) dx when we integrate over fixed quantiles

of F.

Note that MHR distributions are widely adopted in single-sample mechanism design [149] and

more broadly in the mechanism design literature, e.g., [128], [134], [122], [123]. In particular, [14]

characterize the optimal mechanism under doubly MHR distributions if the broker knows the distribu-

tions of the buyer and seller.

Now, taking a closer look at the proof of Theorem 7.4.2, we observe that our lower bound can

be made arbitrarily tight by taking F (x) ≈ 1/2. A similar observation holds for the proof of Theo-

rem 7.4.3. Following this intuition, we obtain the following matching upper bounds on the approxima-

bility of the first-best gains-from-trade and first-best social welfare by our mechanism:

Restatement of Theorem 7.4.8 and 7.4.9. For any ϵ > 0, there exists a symmetric instance of the

bilateral trade problem such that our mechanism achieves7

GFT <

(
7

24
+ ϵ

)
FB-GFT, SW <

(
2

3
+ ϵ

)
FB-SW.

Asymmetric setting. In addition to the symmetric setting, we consider the setting where the buyer’s

distribution stochastically dominates the seller’s distribution. This setting is widely adopted in the

literature, e.g., [150], [151], and is in fact one of the most standard assumptions for asymmetric distri-

butions when the mechanism designer has limited information [19].

First, we use Lemma 7.3.2 to lower-bound the gains-from-trade of our single-sample mecha-

nism:
7We remark that these upper bounds hold for our particular single-sample mechanism, not for arbitrary single-sample

mechanisms. The upper bounds by [19] and [141] in single-sample bilateral trade without a broker hold in a similar sense,
since there has been no proven information-theoretic barrier for sample-based mechanisms for bilateral trade, to the best
of our knowledge.
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With Broker Without Broker
GFT SW PROFIT GFT* SW†

Lower Bound 0.1254 0.1321 1/180‡ 1/4 [19] 1/2 [30] §

Upper Bound 7/48 1/6 Open 7/16 [19] Open

*where the mechanism draws p ∼ F and posts p to both buyer and seller
†where the mechanism draws q ∼ G and posts q to both buyer and seller
‡if F and G have monotone hazard rates
§This lower bound applies to arbitrary distributions, even without the stochastic dominance assumption.

Table 7.2: Our results for the setting where F stochastically dominates G. An upper
bound on the approximability of the first-best social-welfare in the stochastic dominance
setting without a broker is unresolved to the best of our knowledge, although [30] show
an upper bound of 1/2 for general distributions in the setting without a broker. However,
since [30] use an optimization problem to obtain the exact worst-case approximation ratio,
it is unclear whether there exists a problem instance where F stochastically dominates G
that achieves the 1/2 bound.

Restatement of Lemma 7.5.1. Suppose F first-order stochastically dominatesG. Then, given samples

p ∼ F and q ∼ G, our mechanism achieves

GFT ≥ 1

12

∫ ∞

0

(
3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x)

)
dx.

Analogous to the symmetric setting, we then prove the following lower bounds on the approx-

imability of the first-best gains-from-trade, first-best social welfare, and optimal profit achieved by our

mechanism:

Restatement of Theorem 7.5.2, 7.5.3, and 7.5.4. Suppose F first-order stochastically dominates G.

Then, given samples p ∼ F and q ∼ G, our mechanism achieves

GFT ≥ 0.1254 · FB-GFT, SW ≥ 0.1321 · FB-SW.
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Furthermore, if F and G both have monotone hazard rates, then our mechanism achieves

PROFIT ≥ 1

180
FB-GFT ≥ 1

180
PROFIT∗.

Our proofs of Theorems 7.5.2 and 7.5.3 use the fact that Lemma 7.5.1 reduces the problem of

lower-bounding the approximation ratios to the first-best gains-from-trade and first-best social welfare

of our mechanism to finding the minima of two optimization problems. On the other hand, our proof

of Theorem 7.5.4 adapts a technique from [148] to the stochastic dominance setting to lower-bound

the profit of our mechanism by the first-best gains-from-trade, exploiting the MHR property to obtain

our result.

Similar to the symmetric setting, the proofs of Theorem 7.5.2 and 7.5.3 suggest that we can prove

corresponding upper bounds by taking F (x) ≈ αF and G(x) ≈ αG for suitably chosen constants αF

and αG. However, the analysis for the stochastic dominance setting is much more technical than that

for the symmetric setting, as upper-bounding the gains-from-trade lost in the inequalities in the proof

of Lemma 7.5.1 turns out to be significantly more challenging. Nevertheless, we show the following

upper bounds:

Restatement of Theorem 7.5.5 and 7.5.6. For any ϵ > 0, there exists F and G, where F first-order

stochastically dominates G, such that our mechanism achieves

GFT <

(
7

48
+ ϵ

)
FB-GFT, SW <

(
1

6
+ ϵ

)
FB-SW.

We remark that in both single-sample settings, there is a strict separation between the approx-

imability of the first-best gains-from-trade and first-best social welfare with vs. without a broker, at
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least among posted-pricing mechanisms whose prices must come from the samples they draw. No-

tably, the relative gaps between our upper and lower bound are at least as small as the corresponding

relative gaps in the setting without a broker.

7.1.2 Related Work

The bilateral trade problem was introduced in the seminal work of [14], who show that no

incentive-compatible, individually-rational, and budget-balanced mechanism can achieve ex-post ef-

ficiency. As such, later work has focused on the approximability of the first-best efficiency by such

mechanisms. In fact, much of the literature has considered the approximability of the first-best effi-

ciency by posted-pricing mechanisms, due the simplicity of these mechanisms ( [15,30,120,122,123,

141]).

Notably, all the literature above assumes that the trade is governed by a benevolent principal.

However, in the same work where they introduce bilateral trade, [14] introduce a variation of bilateral

trade where a profit-maximizing broker governs the trade. In spite of this natural extension, there

had not been much work in this direction until [148] initiated the study of the approximability of the

first-best gains-from-trade in bilateral trade with a broker.

Orthogonally, other works have considered markets under limited information. For example, [149]

initiated the study of revenue maximization in one-sided markets where the mechanism has access to a

single sample from the buyer’s distribution, with follow-up works by [152], [153], and [154]. Analo-

gously, [19], [141] and [30] study the approximability of the first-best efficiency in bilateral trade when

the mechanism only has access to a single sample from the distribution of each agent. These works

have essentially resolved the worst-case approximation ratios of the first-best gains-from-trade and
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first-best social welfare in the symmetric and stochastic dominance settings for single-sample bilateral

trade without a broker, and our paper draws an analogy to this line of work in single-sample bilateral

trade with a broker.

7.2 Model

Bilateral trade with a broker. In bilateral trade, a buyer wishes to sell a single item to a seller.

The valuations v and c of the buyer and seller, respectively, are drawn from distributions F and G,

respectively, both of which are bounded absolutely-continuous distributions supported on nonnegative

real values.8 We assume that v and c are independent of each other. The buyer and seller report

valuations ṽ and c̃, respectively, to the broker, who determines whether the item is transferred, and

if so, how much each agent pays or receives.9 Importantly, the broker only has access to a single

sample from each agent’s distribution on which to base her decisions. More formally, the broker runs

a mechanism MEC = (x, pb, ps), where given the agents’ reported valuations ṽ and c̃, x(ṽ, c̃), pb(ṽ, c̃),

and ps(ṽ, c̃) are the probability that the item is transferred, the expected payment of the buyer to the

broker, and the expected payment of the broker to the seller, respectively.

Desiderata. Among the set of all possible mechanisms, we are especially interested in mechanisms

that have several nice properties. First, we say that a mechanism MEC = (x, pb, ps) is (Bayes-Nash)

incentive compatible (BNIC) if it is in each agent’s best interest to report his valuation truthfully to the

8By Remark 2 in [15], the assumption that F and G are absolutely continuous is without loss of generality.
9Although an arbitrary mechanism may allow the buyer and seller to interact with the broker in other ways, since we

only consider incentive-compatible mechanisms in our paper, by the revelation principle [128], we can consider direct
mechanisms in which the agents directly report their valuations to the broker without any loss of generality.
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broker in expectation, assuming truthful reporting by the other agent, i.e.,

Ec∼G [vx(v, c)− pb(v, c)] ≥ Ec∼G [vx(ṽ, c)− pb(ṽ, c)]

and

Ev∼F [ps(v, c)− cx(v, c)] ≥ Ev∼F [ps(v, c̃)− cx(v, c̃)]

for all v, c, ṽ, c̃. We further say that a mechanism is dominant-strategy incentive compatible (DSIC) if

it is in each agent’s best interest to report his valuation truthfully to the broker, regardless of the other

agent’s bid, i.e.,

vx(v, c)− pb(v, c) ≥ vx(ṽ, c)− pb(ṽ, c)

and

ps(v, c)− cx(v, c) ≥ ps(v, c̃)− cx(v, c̃)

for all v, c, ṽ, c̃.

Now, to incentivize the agents to participate in the mechanism, the agents should not expect to

lose anything as a result of their participation. To this end, we say that MEC is individually-rational

(IR) if

Ev∼F,c∼G [vx(ṽ, c̃)− pb(ṽ, c̃)] ≥ 0
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and

Ev∼F,c∼G [ps(ṽ, c̃)− cx(ṽ, c̃)] ≥ 0.

We further say that MEC is ex-post individually-rational if the above inequalities hold pointwise, i.e.,

vx(ṽ, c̃)− pb(ṽ, c̃) ≥ 0

and

ps(ṽ, c̃)− cx(ṽ, c̃) ≥ 0

for all v, c.

In light of the above desiderata, we will focus on a specific class of mechanisms, known as

posted-pricing mechanisms, in which the broker offers (possibly randomized) take-it-or-leave-it prices

p and q to the buyer and seller, respectively, and the item is exchanged if and only if v ≥ p and c ≤ q.

Note that posted-pricing mechanisms are clearly DSIC10 and ex-post IR.

Metrics and benchmarks. Throughout, we consider three benchmarks for mechanism MEC =

(x, pb, ps). First, we define the gains-from-trade (GFT) of a mechanism as the expected marginal

increase in the utility of society from the trade, i.e.,

GFT = Ev∼F,c∼G [x(ṽ, c̃)(v − c)] ,

10Thus, we write v and c instead of ṽ and c̃ for posted-pricing mechanisms, since the agents have no incentive to
misreport their valuations.
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and we define the social welfare (SW) of a mechanism as the expected utility of a society from the

trade, i.e.,

SW = Ec∼C [c] + GFT.

Our benchmarks for these two measures of efficiency are the gains-from-trade (resp. social welfare)

obtained by an ex-post efficient mechanism, i.e., a mechanism that always enforces trade whenever the

buyer’s valuation v weakly exceeds the seller’s valuation c. Thus, we define the first-best gains-from-

trade (FB-GFT) as

FB-GFT = Ev∼F,c∼G [(v − c)1{v ≥ c}]

and the first-best social-welfare (FB-SW) as

FB-SW = Ec∼C [c] + FB-GFT.

Finally, we define the profit (PROFIT) of a mechanism to be

PROFIT = Ev∼F,c∼G [pb(ṽ, c̃)− pb(ṽ, c̃)] ,

and we will be comparing the profit of our mechanisms to the optimal profit PROFIT∗ of any posted-

pricing mechanism under full information, i.e.,

PROFIT∗ = max
p,q

(p− q)G(q)(1− F (p)).
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As one final piece of notation, we use GFT(p, q) to denote the gains-from-trade obtained from offering

price p to the buyer and price q to the seller, and similarly for PROFIT(p, q).

Distribution types. Lastly, we introduce some relevant definitions related to the agents’ distributions

F and G. We say that the buyer and seller are symmetric if F = G, and we say that the buyer’s distri-

bution F (first-order) stochastically dominates the seller’s distributionG ifG(x) ≥ F (x) for all x ≥ 0.

The buyer’s distribution satisfies the monotone hazard rate (MHR) property if (1 − F (x))/F ′(x) is

nonincreasing, and the seller’s distribution satisfies the MHR property if G(x)/G′(x) is nondecreas-

ing. Finally, in the symmetric case where F = G, we say that F has a doubly monotone hazard rate if

both of the above conditions hold for F.

7.3 Preliminary Lemmas

Hereafter, we consider the mechanism draws samples p ∼ F, q ∼ G and offers price p to the

buyer and price q to the seller, and we are interested in the extent to which this mechanism approxi-

mates the first-best gains-from-trade, the first-best social welfare, and the optimal profit. To this end,

we first prove the following characterization of the profit of our mechanism:

Lemma 7.3.1. A mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and

price q to the seller achieves

Ep,q∼F,G [PROFIT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx.
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Proof. We have that

Ep,q∼F,G [PROFIT(p, q)] =

∫ ∞

0

∫ ∞

q

(p− q)(1− F (p))G(q) dF (p) dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

(p− q)(1− F (p)) dF (p)
)
dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

(p− q)(1− F (p))F ′(p) dp

)
dG(q).

Integrating by parts over (1− F (p))F ′(p) and (p− q), we can further expand by

Ep,q∼F,G [PROFIT(p, q)] =

∫ ∞

0

G(q)

−(1− F (p))2

2
(p− q)

∣∣∣∣∣
∞

q

+
1

2

∫ ∞

q

(1− F (p))2 dp

dG(q)
=

1

2

∫ ∞

0

G(q)

(∫ ∞

q

(1− F (p))2 dp
)
dG(q)

=
1

2

∫ ∞

0

G(q)

(∫ ∞

q

(1− F (p))2 dp
)
G′(q) dq.

Integrating by parts again over G(q)G′(q) and (1− F (p))2, we finally obtain

Ep,q∼F,G [PROFIT(p, q)] =
1

2

(
G(q)2

2

∫ ∞

q

(1− F (p))2 dp

∣∣∣∣∣
∞

0

+
1

2

∫ ∞

0

G(q)2(1− F (q))2 dq

)

=
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx.

a

Next, we prove the following characterization the gains-from-trade of our mechanism:

Lemma 7.3.2. A mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and
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price q to the seller achieves

Ep,q∼F,G [GFT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx+ 1

2

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q)

+
1

2

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p).

As the proof of Lemma 7.3.2 is rather algebra-heavy, we defer it to Appendix F.1.1.

7.4 Symmetric Case

In the symmetric case, there is a simple modification we can make on our mechanism to boost

the gains-from-trade, social welfare, and profit. In particular, given samples p, q ∼ F, our mechanism

will offer price max(p, q) to the buyer and price min(p, q) to the seller, instead of simply offering price

p to the buyer and price q to the seller. We characterize the gains-from-trade of this mechanism in the

following lemma:

Lemma 7.4.1. In the symmetric setting, a mechanism that draws samples p, q ∼ F and offers price

max(p, q) to the buyer and price min(p, q) to the seller achieves

GFT =
1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

∫ ∞

0

F (x)2(1− F (x))2 dx.
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Proof of Lemma 7.4.1. We have that

GFT = Ep,q∼F [GFT(p, q)1{p ≥ q}] + Ep,q∼F [GFT(q, p)1{q ≥ p}]

= 2Ep,q∼F [GFT(p, q)1{p ≥ q}]

= 2Ep,q∼F [GFT(p, q)]

=
1

2

∫ ∞

0

F (x)2(1− F (x))2 dx+
∫ ∞

0

F (q)2
∫ ∞

q

(1− F (x)) dx dF (q)

+

∫ ∞

0

(1− F (p))2
∫ p

0

F (x) dx dF (p),

where the last equality holds by Lemma 7.3.2. Evaluating the first integral, we obtain

∫ ∞

0

F (q)2
∫ ∞

q

(1− F (x)) dx dF (q) =
∫ ∞

0

F (q)2
∫ ∞

q

(1− F (x)) dxF ′(q) dq

=
F (q)3

3

∫ ∞

q

(1− F (x)) dx

∣∣∣∣∣
∞

0

+
1

3

∫ ∞

0

F (q)3(1− F (q)) dq

(integrating by parts over F (q)2F ′(q) and
∫ ∞

q

(1− F (x)) dx)

=
1

3

∫ ∞

0

F (x)3(1− F (x)) dx,

and evaluating the second integral, we obtain

∫ ∞

0

(1− F (p))2
∫ p

0

F (x) dx dF (p) =

∫ ∞

0

(1− F (p))2
∫ p

0

F (x) dxF ′(p) dp

= −(1− F (p))3

3

∫ p

0

F (x) dx

∣∣∣∣∣
∞

0

+
1

3

∫ ∞

0

(1− F (p))3F (p) dp

(integrating by parts over (1− F (p))2F ′(p) and
∫ p

0

F (x) dx)

=
1

3

∫ ∞

0

(1− F (x))3F (x) dx.
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Thus, we have that

GFT =
1

2

∫ ∞

0

F (x)2(1− F (x))2 dx+ 1

3

∫ ∞

0

F (x)3(1− F (x)) dx+ 1

3

∫ ∞

0

(1− F (x))3F (x) dx

=
1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

∫ ∞

0

F (x)2(1− F (x))2 dx.

a

7.4.1 Lower Bounds

The characterization in Lemma 7.3.2 leads naturally to the following simple lower bound on the

approximation ratio of our mechanism to the first-best gains-from-trade:

Theorem 7.4.2. In the symmetric setting, a mechanism that draws samples p, q ∼ F and offers price

max(p, q) to the buyer and price min(p, q) to the seller achieves

GFT ≥ 7

24
FB-GFT.

Proof. By Lemma 7.4.1, we have that

GFT =
1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

∫ ∞

0

F (x)2(1− F (x))2 dx

≥ 1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

(
1

4

∫ ∞

0

F (x)(1− F (x)) dx
)

=
7

24

∫ ∞

0

F (x)(1− F (x)) dx

=
7

24
FB-GFT,
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where the first inequality holds since F (x)(1− F (x)) ≤ 1/4 for all x. a

Next, by using the fact that SW = Ec∼F [c] + GFT, we can apply Lemma 7.3.2 followed by

some algebraic manipulations to obtain the following lower bound on the approximation ratio of our

mechanism to the first-best social welfare, whose proof we defer to Appendix F.3.1:

Theorem 7.4.3. In the symmetric setting, a mechanism that draws samples p, q ∼ F and offers price

max(p, q) to the buyer and price min(p, q) to the seller achieves

SW ≥ 2

3
FB-SW.

Finally, we prove the following lower bound on the approximation ratio of our mechanism to the

optimal profit when F is doubly MHR. We require the following result from the proof of Theorem 1.3

of [148]:

Lemma 7.4.4. [148] Suppose F is doubly MHR. Then, if 0 < β ≤ α < 1, C ≥ 1 satisfy

C − 1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)
≥ max

(
β − β2

2
,
1− α2

2

)
,

we have that

∫ F−1(α)

F−1(β)

F (x)(1− F (x)) dx ≥ 1

C
FB-GFT.

Theorem 7.4.5. Suppose F is doubly MHR. Then, a mechanism that draws samples p, q ∼ F and
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offers price max(p, q) to the buyer and price min(p, q) to the seller achieves

PROFIT ≥ 2

55
FB-GFT ≥ 2

55
PROFIT∗.

Proof. Suppose we have constants 0 < β ≤ α < 1, C ≥ 1 such that

C − 1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)
≥ max

(
β − β2

2
,
1− α2

2

)
.

Then, since F is doubly-MHR, by Lemma 7.4.4, we have that

∫ F−1(α)

F−1(β)

F (x)(1− F (x)) dx ≥ 1

C
FB-GFT,

so

PROFIT = Ep,q∼F [PROFIT(p, q)1{p ≥ q}] + Ep,q∼F [PROFIT(q, p)1{q ≥ p}]

= 2Ep,q∼F [PROFIT(p, q)1{p ≥ q}]

= 2Ep,q∼F [PROFIT(p, q)]

≥ 1

2

∫ F−1(α)

F−1(β)

F (x)2(1− F (x))2 dx

≥ min(α(1− α), β(1− β))
2

∫ F−1(α)

F−1(β)

F (x)(1− F (x)) dx

≥ min(α(1− α), β(1− β))
2C

FB-GFT,

where the first inequality holds by Lemma 7.3.1. By (roughly) numerically optimizing the parameters
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α, β, and C, we take α = 4/5, β = 1/5, and C = 11/5 to obtain that

PROFIT ≥ 2

55
FB-GFT ≥ 2

55
PROFIT∗.

a

7.4.2 Upper Bounds

Observe that in the proof of the lower bound in Theorem 7.4.2, the only inequality holds with

equality if and only if F (x)(1− F (x)) = 1/4, or equivalently F (x) = 1/2, almost everywhere in the

support of F. This suggests that we can prove a matching upper bound by taking F (x) ≈ 1/2.

To construct a distribution H such that H(x) ≈ α for 0 < α < 1, we first require the following

definition:

Definition 7.4.6. Let 0 < α < 1 and 0 < δ <
α

2α + 1
. Define Hα,δ,QUAD : [0, δ]→ R as

Hα,δ,QUAD(x) =
α− δ
δ

x+
(2α + 1)δ − α
δ2(1− 2δ)

x(x− δ)

and Hα,δ,LIN : [δ, 1− δ]→ R as

Hα,δ,LIN(x) = α +
2δ

1− 2δ

(
x− 1

2

)
.

We now define our desired class of distributions:

Definition 7.4.7. Let 0 < α < 1 and 0 < δ < min

(
α

2α + 1
,
1− α
3− 2α

)
. We define Hα,δ : [0, 1] → R

247



as

Hα,δ(x) =



Hα,δ,QUAD(x) if 0 ≤ x ≤ δ

Hα,δ,LIN(x) if δ ≤ x ≤ 1− δ

1−H1−α,δ,QUAD(1− x) if 1− δ ≤ x ≤ 1.

We prove that Hα,δ is a differentiable CDF in Appendix F.2.

Using the above class of distributions, we prove the following upper bound on the approximation

ratio to the first-best gains-from-trade of our mechanism:

Theorem 7.4.8. For any ϵ > 0, there exists a symmetric instance of the bilateral trade problem such

that a mechanism that draws samples p, q ∼ F and offers price max(p, q) to the buyer and price

min(p, q) to the seller achieves

GFT <

(
7

24
+ ϵ

)
FB-GFT.

Proof of Theorem 7.4.8. Let F = H1/2,δ for 0 < δ < 1/4. Now, note that F (x) = 1 − F (1 − x) for
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all 0 ≤ x ≤ 1/2, so by symmetry, we have that

∫ 1

0

F (x)(1− F (x))
(
1

4
− F (x)(1− F (x))

)
dx

= 2

∫ 1/2

0

F (x)(1− F (x))
(
1

4
− F (x)(1− F (x))

)
dx

≤ 1

2

∫ 1/2

0

(
1

4
− F (x)(1− F (x))

)
dx

≤ 1

2

(∫ δ

0

(
1

4
− F (x)(1− F (x))

)
dx+

∫ 1/2

δ

(
1

4
− F (x)(1− F (x))

)
dx

)

=
1

2

(
1

4
δ +

∫ 1/2

δ

(
1

4
− F (x)(1− F (x))

)
dx

)
.

Using the fact that 1/2− δ ≤ F (x) ≤ 1/2 on [0, 1/2], we upper-bound the above integral to obtain

∫ 1/2

δ

(
1

4
− F (x)(1− F (x))

)
dx ≤

∫ 1/2

δ

(
1

4
− 1

2

(
1

2
− δ
))

dx

=
1

2
δ

(
1

2
− δ
)
.

Thus,

∫ 1

0

F (x)(1− F (x))
(
1

4
− F (x)(1− F (x))

)
dx ≤ 1

2

(
1

4
δ +

1

2
δ

(
1

2
− δ
))

δ→0−−→ 0,

so

∫ 1

0

F (x)(1− F (x))
(
1

4
− F (x)(1− F (x))

)
dx

δ→0−−→ 0. (7.1)
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In addition,

FB-GFT ≥ Ev,c∼F [(v − c)1 {v ≥ 1− δ, c ≤ δ}]

≥ Ev,c∼F [(1− 2δ)1 {v ≥ 1− δ, c ≤ δ}]

≥ (1− 2δ)Pv∼F [v ≥ 1− δ]Pc∼G [c ≤ δ]

≥ (1− 2δ)

(
1

2
− δ
)2

≥ 1

2
·
(
1

4

)2

, (7.2)

where the last inequality holds since δ < 1/4. In particular, FB-GFT is bounded away from 0. Finally,

by Lemma 7.4.1,

GFT =
1

3

∫ 1

0

F (x)(1− F (x)) dx− 1

6

∫ 1

0

F (x)2(1− F (x))2 dx

=
1

3

∫ 1

0

F (x)(1− F (x)) dx− 1

6

(
1

4

∫ 1

0

F (x)(1− F (x)) dx
)

+
1

6

∫ 1

0

F (x)(1− F (x))
(
1

4
− F (x)(1− F (x))

)
dx. (7.3)

Hence, by Equations (7.1), (7.2), and (7.3),

GFT
FB-GFT

δ→0−−→ 7

24
.

a

Similarly, by observing the proof of the lower bound in Theorem 7.4.3, we construct a (simpler)

problem instance to show the following matching upper bound:
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Theorem 7.4.9. For any ϵ > 0, there exists a symmetric instance of the bilateral trade problem such

that a mechanism that draws samples p, q ∼ F and offers price max(p, q) to the buyer and price

min(p, q) to the seller achieves

SW <

(
2

3
+ ϵ

)
FB-SW.

Proof. Let F (x) = xδ for δ > 0. Then,

FB-SW = Ec∼F [c] + FB-GFT

=

∫ 1

0

(1− F (x)) dx+
∫ 1

0

F (x)(1− F (x)) dx

=

∫ 1

0

(1− F (x)2) dx

=

∫ 1

0

(1− x2δ) dx

= 1− 1

2δ + 1

=
2δ

2δ + 1
.

In addition, as in the proof of Theorem 7.4.3, we have that

SW =
1

6

(∫ 1

0

(1− F (x)2)(F (x)2 − 2F (x) + 4) dx+ 2

∫ 1

0

(1− F (x)) dx
)

=
1

6

(∫ 1

0

(4− 2xδ − 3x2δ + 2x3δ − x4δ) dx+ 2

∫ 1

0

(1− xδ) dx
)

=
1

6

((
4− 2

δ + 1
− 3

2δ + 1
+

2

3δ + 1
− 1

4δ + 1

)
+ 2

(
1− 1

δ + 1

))
= 1− 2/3

δ + 1
− 1/2

2δ + 1
+

1/3

3δ + 1
− 1/6

4δ + 1
.

251



Now, letting h(δ) = (δ + 1)(2δ + 1)(3δ + 1)(4δ + 1), we obtain11

SW =
1 + 10δ +O(δ2)

h(δ)
− 2(1 + 9δ +O(δ2))

3h(δ)
− 1 + 8δ +O(δ2)

2h(δ)

+
1 + 7δ +O(δ2)

3h(δ)
− 1 + 6δ +O(δ2)

6h(δ)

=
4δ +O(δ2)

3h(δ)
.

Thus,

SW
FB-SW

=
2 +O(δ)

3(δ + 1)(3δ + 1)(4δ + 1)

δ→0−−→ 2

3
.

a

7.5 Stochastic Dominance Case

Recall that we are interested in the extent to which the mechanism that draws samples p ∼ F, q ∼

G and offers price p to the buyer and price q to the seller approximates the first-best gains-from-trade,

the first-best social welfare, and the optimal profit. We now consider the setting in which the buyer’s

distribution F stochastically dominates the seller’s distribution G.

7.5.1 Lower Bounds

First, we prove the following lower bound on the gains-from-trade of our mechanism (see Ap-

pendix F.1.2):

11Throughout, we use big-O notation to hide dominated terms with respect to δ.
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Lemma 7.5.1. Suppose F first-order stochastically dominates G. Then, a mechanism that draws sam-

ples p ∼ F, q ∼ G and offers price p to the buyer and price q to the seller achieves

GFT ≥ 1

12

∫ ∞

0

(3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x)) dx.

Next, by lower-bounding the ratio between the integrand in Lemma 7.5.1 and the integrand of

the first-best gains-from-trade (i.e., G(x)(1 − F (x))), we obtain the following lower bound on the

approximation ratio of our mechanism to the first-best gains-from-trade:

Theorem 7.5.2. Suppose F first-order stochastically dominates G. Then, a mechanism that draws

samples p ∼ F, q ∼ G and offers price p to the buyer and price q to the seller achieves

GFT ≥ C · FB-GFT,

where C ≈ 0.1254.

Proof. Consider the following optimization problem:

minimize
f,g

3g2(1− f)2 + 2f 3(1− f) + 2(1− g)3g
12g(1− f)

subject to 0 ≤ f ≤ g ≤ 1, f < 1, g > 0.

Solving this optimization problem numerically12, we obtain that the optimum C ≈ 0.1254 occurs at

(f, g) ≈ (0.3909, 0.6091). Thus,

1

12
(3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x)) ≥ C ·G(x)(1− F (x))

12This is solved via WolframAlpha.
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for all x, so by Lemma 7.5.1,

GFT ≥ C

∫ ∞

0

G(x)(1− F (x)) dx = C · FB-GFT.

a

We use an analogous technique to prove the following lower bound on the approximation ratio

of our mechanism to the first-best social welfare:

Theorem 7.5.3. Suppose F first-order stochastically dominates G. Then, a mechanism that draws

samples p ∼ F, q ∼ G and offers price p to the buyer and price q to the seller achieves

SW ≥ 3−
√
2

12
FB-SW,

where (3−
√
2)/12 ≈ 0.1321.

Proof. By Lemma 7.5.1,

SW = Ec∼G [c] + GFT

≥
∫ ∞

0

(1−G(x)) dx+ 1

12

∫ ∞

0

(3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x)) dx.

Now, consider the following optimization problem:

minimize
f,g

12(1− g) + 3g2(1− f)2 + 2f 3(1− f) + 2(1− g)3g
12(1− fg)

subject to 0 ≤ f ≤ g ≤ 1, fg < 1.

Solving this optimization problem numerically,12 we obtain that the optimum α = (3−
√
2)/12 occurs
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at (f, g) = (1/
√
2, 1). Thus,

(1−G(x)) + 1

12
(3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x))

≥ 3−
√
2

12
((1−G(x)) +G(x)(1− F (x)))

for all x, so

SW ≥ 3−
√
2

12

(∫ ∞

0

(1−G(x)) dx+
∫ ∞

0

G(x)(1− F (x)) dx
)

=
3−
√
2

12
FB-SW.

a

Finally, we prove a lower bound on the approximation ratio of our mechanism to the optimal

profit by adapting Lemma 7.4.4 from [148] for the stochastic domination setting:

Theorem 7.5.4. Suppose F and G are MHR distributions such that F first-order stochastically dom-

inates G. Then, a mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and

price q to the seller achieves

PROFIT ≥ 1

180
FB-GFT ≥ 1

180
PROFIT∗.

Proof. Suppose there exist constants 0 < β ≤ α < 1, C ≥ 1 such that

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx ≥ 1

C
FB-GFT.
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Then, by Lemma 7.3.1,

PROFIT = Ep,q∼F,G [PROFIT(p, q)]

≥ 1

4

∫ F−1(α)

G−1(β)

G(x)2(1− F (x))2 dx

≥ β(1− α)
4

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx

≥ β(1− α)
4C

FB-GFT.

(Note that F−1(α) ≥ F−1(β) ≥ G−1(β), since F stochastically dominates G.)

Now, it suffices to find constants α, β, C such that

(C − 1)

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx ≥
∫ G−1(β)

0

G(x)(1− F (x)) dx+
∫ ∞

F−1(α)

G(x)(1− F (x)) dx,

(7.4)

since

FB-GFT =

∫ ∞

0

G(x)(1− F (x)) dx

=

∫ G−1(β)

0

G(x)(1− F (x)) dx+
∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx+
∫ ∞

F−1(α)

G(x)(1− F (x)) dx.

256



For the integral on the left-hand side of (7.4), we have that

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx =

∫ F−1(α)

G−1(β)

G(x)
1− F (x)
F ′(x)

F ′(x) dx

≥ 1− α
F ′(F−1(α))

∫ F−1(α)

G−1(β)

G(x) dF (x)

≥ 1− α
F ′(F−1(α))

∫ F−1(α)

F−1(β)

F (x) dF (x)

=
1− α

F ′(F−1(α))

(
α2 − β2

2

)
,

where the first inequality holds since F is MHR and the second inequality holds since F stochastically

dominates G. At the same time, we have that

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx ≥
∫ F−1(α)

G−1(β)

G(x)

G′(x)
(1− F (x))G′(x) dx

≥ β

G′(G−1(β))

∫ F−1(α)

G−1(β)

(1− F (x)) dG(x)

≥ β

G′(G−1(β))

∫ G−1(α)

G−1(β)

(1−G(x)) dG(x)

≥ β

G′(G−1(β))

(
α− β − α2 − β2

2

)
.

Thus, we can lower-bound the left-hand side of (7.4) as

∫ F−1(α)

G−1(β)

G(x)(1− F (x)) dx ≥ 1

2

(
1− α

F ′(F−1(α))

(
α2 − β2

2

)
+

β

G′(G−1(β))

(
α− β − α2 − β2

2

))
=

1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)(
1− α

F ′(F−1(α))
+

β

G′(G−1(β))

)
.

(7.5)
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Now, consider the right-hand side of (7.4). Upper-bounding the first integral, we obtain

∫ G−1(β)

0

G(x)(1− F (x)) dx =

∫ G−1(β)

0

G(x)

G′(x)
(1− F (x))G′(x) dx

≤ β

G′(G−1(β))

∫ G−1(β)

0

(1− F (x)) dG(x)

≤ β

G′(G−1(β))
· β,

and for the second integral, we similarly obtain

∫ ∞

F−1(α)

G(x)(1− F (x)) dx =

∫ ∞

F−1(α)

G(x)
1− F (x)
F ′(x)

F ′(x) dx

≤ 1− α
F ′(F−1(α))

∫ ∞

F−1(α)

G(x) dF (x)

≤ 1− α
F ′(F−1(α))

· (1− α).

Hence, we can upper-bound the right-hand side in (7.4) as

∫ G−1(β)

0

G(x)(1− F (x)) dx+
∫ ∞

F−1(α)

G(x)(1− F (x)) dx (7.6)

≤ max (β, 1− α)
(

1− α
F ′(F−1(α))

+
β

G′(G−1(β))

)
. (7.7)

Therefore, from (7.4), we see that it suffices by (7.5) and (7.7) to find constants α, β, C such that

C − 1

2
min

(
α2 − β2

2
, α− β − α2 − β2

2

)
≥ max (β, 1− α) .

By (roughly) numerically optimizing the parameters α, β and C here, taking α = 2/3, β = 1/3, and
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C = 5, we obtain

PROFIT ≥ β(1− α)
4C

FB-GFT =
1

180
FB-GFT ≥ 1

180
PROFIT∗.

a

7.5.2 Upper Bounds

Similar to the symmetric case, our proof of the lower bound in Theorem 7.5.2 suggests that we

can prove a corresponding upper bound by taking F (x) ≈ αF and G(x) ≈ αG for αF , αG corre-

sponding to the solution of the optimization problem in the proof of Theorem 7.5.2. Unfortunately,

since the lower bound in Theorem 7.5.2 depends on the lower bound in Lemma 7.5.1, which might

not necessarily be tight, choosing these values of αF , αG might not give the best bound. Thus, we

instead consider F = HαF ,δ and G = HαG,δ for 0 < αF ≤ αG < 1 to be determined and optimize

over αF , αG to obtain the following upper bound on the approximation ratio of our mechanism to the

first-best gains-from-trade (see Appendices F.2 and F.4):13

Theorem 7.5.5. For any ϵ > 0, there exists F and G, where F first-order stochastically dominates G,

such that a mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and price q

to the seller achieves

GFT <

(
7

48
+ ϵ

)
FB-GFT.

13Note that 7/48 is exactly twice the corresponding upper bound in Theorem 7.4.8 in the symmetric case. This is not
a coincidence: The problem instance that we use to prove these upper bounds turns out to be the same for both theorems.
However, since our mechanism in the stochastic dominance setting posts prices p and q instead of prices max(p, q) and
min(p, q), we lose half of the gains-from-trade.
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Likewise, we obtain the following upper bound on the approximation ratio of our mechanism to

the first-best social welfare:

Theorem 7.5.6. For any ϵ > 0, there exists F and G, where F first-order stochastically dominates G,

such that a mechanism that draws samples p ∼ F, q ∼ G and offers price p to the buyer and price q

to the seller achieves

SW <

(
1

6
+ ϵ

)
FB-SW.
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Part IV

Delegation of Information Acquisition
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Large Language Models (LLMs), in the past few years, received significant attention from ex-

tensive areas with its ability to serve numerous tasks including question answering, image generation,

code completion and reasoning [155–158]. Recent success of commercial LLMs such as ChatGPT,

Gemini, and Claude [159, 160] gives evidence on the feasibility of LLMs as personal assistants, sup-

porting individuals’ daily life in decision making, problem solving, and planning.

To serve as a genuine personalized assistant, however, it is crucial to align the LLM’s outcome

with the designated human preference, which remains as a core challenge in LLMs [161–163]. Re-

cent works suggest that aligning an LLM’s output with human preference can be partially addressed by

fine-tuning the model with reinforcement learning from human feedback (RLHF) [164–166] (see [167]

for comprehensive exposition). This line of research, however, typically requires significant computa-

tional resources due to fine-tuning, extensive human labeling, and frequent model updates, rendering

it less scalable in practical and rapidly changing environments or as a genuine personalized assistant

tailored to each individual’s preference.

Consequently, a more recent thread of studies proposes decoding-time alignment methods, aim-

ing to align the LLM’s output on the fly during inference time without fine-tuning the LLM [168–170].

While these methods hold promise in terms of scalability, their theoretical underpinnings remain

largely uncharted, despite some recent evidences [171–173], and how it could sample-efficiently

learn the preference from user feedback is yet questionable. Moreover, even the decoding algo-

rithm itself lacks foundational understanding from theoretical perspective despite being central to the

LLM’s quality, even the simplest ones such as greedy decoding or beam search, beyond a few recent

262



works [174, 175].

Chapter 8: Tokenized Bandit for LLM Decoding and Alignment

This chapter presents [25] (ICML’26), which studies algorithms to effectively delegate informa-

tion acquisition process to LLMs by smartly adjusting the decoding algorithm of the LLMs.

8.1 Introduction

In this work, we propose a fresh perspective in the decoding-time alignment as well as decoding

algorithm for LLMs by framing the LLM alignment and decoding problem as variants of linear/multi-

armed bandits framework whose utility is represented via a sequence function and when a decision

maker faces an online problem to select the sequence irrevocably in a token-by-token manner. Overall,

our contributions are three-folds:

• We present tokenized variants of the linear and multi-armed bandit problems, which turns out to

be closely connected to bandit tree search (BTS) problem [176]. We first show that the general

problem setup fundamentally exhibits exponential dependency in the maximal length of token

sequences for any algorithm.

• To address it, we provide a fairly reasonable assumption, dubbed diminishing distance with

more commons (DDMC), and provide sublinear regret algorithms for both problems. This com-

plements the submodularity, widely adopted in sequence function maximization.
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• We explain how our algorithms can be applied in the decoding-time LLM alignment. We discuss

further interesting implications in the static counterpart of our problem, which might be of in-

dependent interest, demonstrating the provably optimality of the greedy decoding under DDMC

structure, justifying empirical evidences [177] on the effectiveness of greedy decoding in certain

tasks. We further provide an empirical evidence on DDMC for real-world datasets and justify

its feasibility, though our primary focus is on theoretical implications.

In what follows, we briefly introduce our contributions and implications therein. Section 8.2

formally introduces our general problem setup. We provide our results for tokenized linear bandit

problem in Section 8.3. Section 8.4 presents our results for the tokenized multi-armed bandit prob-

lem. Implications and applications to decoding-time alignment, decoding, and experimental results are

provided in Section 8.5. Related works, and all the proofs are deferred to Appendix G.1 due to page

limits. Appendix G.2 presents our results with weakened version of DDMC, combined with looka-

head decoding, and Appendix G.3 discusses how our problems are connected to the seminal bandit

tree search (BTS) problem

8.1.1 Overview of results, assumptions, and implications

We start with the most general problem setup that will subsume tokenized linear bandit (TLB)

and tokenized multi-armed bandit problem (TMAB).1 Each round t ∈ [T ], a user arrives and provides

a query xt as a context, and a decision maker (DM) selects token sequence yt ∈ V∗2 one at a time from

a fixed vocabulary V with |V| = n. Once the token sequence is finalized, the DM receives a random

utility rt(yt) from the user, capturing how well the produced text aligns with the user’s preference. The

1We note that TMAB does not directly reduce to TLB as a special case unlike the standard bandit problem, due to an
exponential blow up in the dimension of the latent parameter. Thus, it requires independent algorithms and analysis.

2A∗ denotes a set of finite sequence over A.

264



random utility consists of two parts: (i) sequence function ut(xt,yt) that maps a pair of context and

token sequence to nonnegative real value, and (ii) random noise ηt analogous to the standard bandit

problems. The benchmark is to obtain sublinear regret against the optimal sequence in hindsight per

each round, i.e., OPTt = E [ maxy∈V∗ rt(y) ] and OPT =
∑T

t=1 OPTt. We assume that the output token

sequence is restricted to be within length of L, and seeks for algorithms with regret linear on L and

sublinear on T .

In TLB, our utility function is linearly parameterized by ut(xt,y) = ⟨θ, e(xt,y)⟩ given an em-

bedding function e : V∗×V∗ → Rd that maps a query and a token sequence to a feature vector, which

can be viewed as an embedding vector that a typical LLM returns. In TMAB, utility function could be

arbitrary, but the context remains the same xt = x to pose the problem learnable. For both problems,

DDMC assumption is defined as follows: for any two token sequences y, z ∈ V∗ with the same length

|y| = |z| and a token τ ∈ V , it follows that

|ut(xt,y : τ)− ut(xt, z : τ)| ≤ |ut(xt,y)− ut(xt, z)|,

where y : τ denotes the sequential concatenation of y and τ and similarly for z. In words, user realizes

small utility gap if two outputs have more common tokens (words) in suffix.

For TLB problem, we propose an excessive optimism under the face of uncertainty (EOFUL)

algorithm with regret O(L
√
T log T ),3 by combining greedy decoding with standard LinUCB algo-

rithm [178]. The analysis follows from several interesting ideas: (i) an introduction of level-k regret

that internally occurs from k-th chosen token during the algorithm, (ii) fictitious extension of our

algorithm’s sequence to recursively propagate the regret into upper level, followed by (iii) regret de-

3The analysis requires an additional technical assumption, detailed in Section 8.3.2. Linear realizability and this as-
sumption is completely removed in our results for TMAB, at the cost of the same context across the rounds.
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composition and sum of squares regret analogous to the standard linear bandit analysis. For TMAB

problem, we no longer have a global estimate θ that will help us estimating the performance of each

intermediate token sequence. Instead, we present GreedyETC that step-by-step learns a desirable path

to efficient token sequences by combining exploration-then-commit style of algorithm with greedy

decoding, inducing the regret O(nLT 2/3(log T )1/3). Analysis requires a careful union bound over

the concentration of desirable token sequences, since naively taking union bounds over every token

sequence yields regret of Ω(nL).4 We remark that DDMC assumption plays a crucial role, enabling

certain tractable structure in the utility function, albeit its naturallity and simplicity.5 DDMC assump-

tion is relaxed in Appendix G.2, and we also provide efficient algorithms for both settings with the

weakened assumption by replacing the greedy decoding with lookahead decoding, another well-known

decoding algorithm [179, 180].

Finally, we discuss several implications and applicability of our foundations in LLM decoding

and alignment. For LLM alignment problem, we have a LLM equipped with a (known) utility func-

tion v : V∗ × V∗ → R≥0 and a misaligned utility represented by linear structure ⟨θ, e(xt,y)⟩ with

latent θ, where the eventual utility is a unknown convex combination over them. The objective is to

efficiently learn θ and the convex combination parameter in a decoding time through user feedback

while leaving the original LLM frozen to ensure that no further training occurs for the LLM. We show

that this problem reduces to the TLB problem, enabling efficient learning via EOFUL under DDMC.

We next consider a static version of our problem, where a query access to the sequence function u is

available and we need to maximize u with polynomial queries. Inspired by our analysis for EOFUL

and GreedyUCB, we prove that the greedy algorithm achieves the exact optimum with nLT queries.

4TMAB problem, in fact, has a close connection to the well known bandit tree search (BTS), i.e., a decision version of
BTS can be reduced to TMAB and vice versa. We discuss the detail in Appendix G.3.

5We also compare DDMC with smoothness assumption in BTS problem in Appendix G.3.

266



This immediately implies that greedy decoding is optimal under DDMC for LLM decoding problem

when we view u as the probability of LLM generating the sequence. This gives an evidence on why

greedy decoding is unreasonably efficient for various domains despite its simplicity [159, 181–183],

(see [177] for comprehensive evaluation of greedy decoding).

8.2 Problem Setup

We formally define the general problem setup, which will subsume tokenized linear bandit

(TLB) and tokenized multi-armed bandit (TMAB) problems. Let V be the set of all possible tokens

with |V| = n. For any set A, let A∗ the collection of every possible finite sequences over A. Given a

token sequence y ∈ V∗, we write y(i) ∈ V to denote its i-th token and y(i:j) ∈ V∗ to denote the sub-

sequence that contains every token from i-th token to j-th token including themselves for j ≥ i in y.6

We often write y(−i) to denote the i-th token from the end of y. There exists a special end-of-sequence

EOS ∈ V token representing the end of a sequence. We call a token sequence y to be complete if its

last token is EOS. For y, z ∈ V∗, we write y : z to denote the token sequence that concatenates y and

z sequentially. We often write y = ∅ : y.

We call the process of sequential token selection in a single round the decoding algorithm, and

denote the process of observing the feedback at the end of the decoding and learning the sequence

function by learning phase. Essentially, one can view the decoding process as an online problem

to select each token, and learning process as an online learning problem to estimate the objective

function. We write |y| to denote the length (interchangeably, depth or level) of the sequence y. We

consider a class of decoding algorithms with fixed maximal depth L that only outputs token sequence

with length at most L. Equivalently, we assume V∗ consists of token sequences with length up to L.
6We use boldface for sequences and non-boldface for a token.
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We assume that the depth L is known in advance to the DM.7 The depth plays a crucial role in our

analysis and any algorithm’s performance would depend on L that intrinsically captures the size of

feasible token sequences. We refer to an algorithm’s level l decision to denote its decision for the l-th

token. Equivalently, if an algorithm reaches level L − 1, then it observes nonzero utility only by

appending EOS.8

Sequence utility and regret. At each round t ∈ [T ], a user arrives and writes a query xt ∈ V∗. Then,

a decision maker (DM) needs to select each token sequentially to construct a sequence yt ∈ V∗ to

answer the user’s query, and the DM observes a reward rt(yt) when it finalizes the sequence selection

process and displays y. In particular, the DM irrevocably commits to each token to construct the

token sequence and cannot revert any previous decision to change the sequence entirely. The reward is

defined by two factors: (i) a sequence (utility) function ut : V∗ → R≥0 that maps a token sequence to

a nonnegative real value and (ii) a random noise over it. Note here that ut can vary across the rounds,

which captures the (possibly) different context provided to the DM given by the queries xt over the

rounds.9 Formally, the random reward rt(yt) for the sequence y can be represented as

rt(yt) = ut(yt) + ηt,

where ηt is a random noise with |ηt| ≤ σ.10 The DM does not know the sequence function u in

advance, but can only indirectly access it through the reward rt(yt). The goal of the DM is to maximize

the user utility over the rounds T , i.e.,
∑

t∈[T ] rt(yt). Equivalently, the objective is to compete with

7Practically, it can be prompted in the LLM or implicitly set in the LLM to ensure it does not generate an infinitely long
output.

8In terms of LLM, this can be viewed as full probability being assigned to EOS at level L.
9An acute reader may easily observe that one cannot learn anything if ut does not have any structural assumption.

Thus, Section 8.3 allows efficient learning by having a linear structure, and Section 8.4 allows efficient learning my having
ut = u.

10We assume bounded noise for simplicity, but it easily extends to bounded sub-Gaussian noise as in the bandit literature.
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the optimal complete sequence in hindsight: OPT =
∑T

t=1 OPTt where OPTt = E [ maxz∈V∗ rt(z) ].

Then, the DM tries to minimize the expected cumulative (pseudo-) regret REG =
∑

t∈[T ] REGt =

OPT −
∑

t∈[T ] E [ rt(yt) ].

EOS and monotonicity. Informally speaking, once the sequence meets EOS, it is natural to stop the

decoding. To capture such behavior, we impose a natural assumption for the utility function based on

the EOS token:

Assumption 8.2.1 (Monotonicity). The utility function ut is monotone if (i) appending more EOS to a

sequence that already has EOS at the end does not change the utility and (ii) appending non-EOS token

to a sequence that already has EOS at the end only decreases the utility.

In words, any reasonable algorithm would always not append any non-EOS token once after it

has EOS as the last token, as it will always decrease the utility. Importantly, even though our sequence

function could have nonzero value even without the EOS token at the end, we will only consider a class

of algorithms that only ends with EOS token.

LLM decoding problem. Let us see the connection between our problem and LLM decoding problem

and LLM alignment problem. Given an access to the logit probability of a LLM and a token sequence

y ∈ V∗, suppose the sequence function ut denotes the LLM’s probability p of generating the output y,

i.e., ut(y) = p(y) =
∏n

k=1 p(y
(k)|y(1:k−1)). Then, our objective can be framed as an online learning

problem to learn the LLM’s logit probability in an efficient manner.

A special case of this problem is a scenario where the DM has access to the value oracle of

u, e.g., knows the probability distribution, in advance. In this case, the objective boils down to the

sequence function maximization problem [184–187] where duplicated insertion of the same element

is allowed, or from the LLM’s perspective, the LLM decoding problem of designing efficient decod-
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ing algorithms [175, 188–190]. Correspondingly, our main results have several implication in these

problems, which will be elaborated in Section 8.5.2.

LLM alignment problem. Further, one can consider a variant of our setup, termed LLM alignment

problem, where we have a (frozen) LLM that gives us a probability distribution p(y), but this LLM

is (partially) misaligned with our objective function u. In this case, one standard approach would

be to use the probability distribution p(y) as a baseline for the decoding process, while learning the

misaligned objective function u. If the misalignment allows specific structure, e.g., ut(xt,y) = (1 −

γ)p(xt,y) + γf(xt,y)
11 for some latent function f capturing the misalignment, we indeed show that

our results can be extended to efficiently handle such misalignment in Section 8.5.1.

8.3 Tokenized Linear Bandit

The general setting we formulated, however, does not allow any efficient learning if the utility

function ut indeed does not have structural correlation across the rounds. One natural framework

to tackle such fundamental obstacle is to impose the linear realizability assumption in the online

contextual learning literature. To this end, we introduce the following notion of embedding function:

Definition 8.3.1 (Embedding function). A decoding algorithm has access to the embedding function

e : V∗ × V∗ → Rd maps a token sequence to d-dimensional real vector.12

Assumption 8.3.2 (Linear realizability). There exists θ ∈ Rd and embedding function e(·) such that

the utility function can be represented by ut(xt,y) = ⟨θ, e(xt,y)⟩ for every query xt ∈ V∗ and token

sequence y ∈ V∗.

11In fact, setting γ = 0 reduces to the pure LLM decoding problem, whereas setting γ = 1 reduces to our general
problem of learning the latent sequence function, or equivalently, learning a LLM’s behavior.

12One can deem the embedding function as the semantic embedding that the LLM computes for y given a query xt.
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The DM has a query access to the embedding function during the decoding process.13 Then, the

DM’s objective is to efficiently learn the latent parameter θ to maximize the utility. We assume that

∥θ∥ ≤ 1 and ∥e(z)∥ ≤ 1.14 We finally note that such linear approximation of the reward model often

appear in the LLM alignment literature [191, 192].15

8.3.1 Diminishing distance with more commons (DDMC)

On the other hand, even if the utility function is well-structured with the linear realizability

assumption, the intrinsic intricacy of TLB’s tokenized nature imparts a fundamental hardness in max-

imizing the reward. Intuitively, if a (monotone) sequence function could have arbitrary structures,

one small mistakes in the first token selection may incur irreparable results in the following tokens,

e.g., imagine there exists only a single token τ which incurs nonnegative for u(τ : y) for any y. If the

first token itself does not give much information about the following levels, one cannot fundamentally

identify an efficient path in hindsight.16 This is captured by the following proposition:

Proposition 8.3.3. Under linearizability assumptinon with monotone utility function, any algorithm

suffers the worst-case regret of Ω(T (1− 1/2L−1)).

Thus, we here introduce a fairly natural structural assumption on the sequence function u(·) to

avoid such pessimistic scenario, dubbed diminishing distance with more commons.

Assumption 8.3.4 (DDMC). A sequence function u(·) has diminishing distance with more commons

13Our algorithm calls the embedding function O(nLT ) time.
14This is for ease of exposition to exclude cumbersome details, but all results would easily generalize under any bounded

scenario.
15One might find this partly related to linear representation hypothesis [193], stating that concepts are encoded as linear

directions in the model’s embedding space.
16In fact, due to the online learning nature of our problem, there always exists a small probability that any algorithm

makes an error in the first level.
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(DDMC) if

u(xt,y : τ)− u(xt, z : τ) ≤ u(xt,y)− u(xt, z),

for any two finite sequences y, z with the same length |y| = |z|, any token τ ∈ V , and any query xt

such that LHS is nonnegative, and further if y and z has a single EOS at their ends, then analogous

inequality holds by appending τ right before the EOS. 17

In other words, adding common tokens at the end of two sequences with the same length only

decrease the utility gap between them.

DDMC shares very similar intuition from the widely adopted submodularity assumptions on set

function [194], or recently sequence function [187], which characterizes diminishing returns. How-

ever, they crucially differ and cannot be implied by each other, due to two key differences: (1) submod-

ularity is about diminishing return (i.e., the difference between two function values) whereas DDMC

is about diminishing distance (i.e., absolute value of the difference); (2) more subtly, DDMC is about

the difference of two different sequences of the same length with an added common token, whereas

submodularity is about the difference of two different sets that one includes another with an added

common element. In some sense, DDMC is the complement of submodularity.

Discussion 8.3.5. From the practical perspective for LLM, this is innocuous since if two generated

outputs shares common tokens suffix-wise, we can expect that they give the user similar experiences

as long as we add more commons.
17In Appendix G.2, we provide a relaxed version of DDMC assumption and provide corresponding efficient algorithms.
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8.3.2 Excessive Optimism under the Face of Uncertainty

We present our algorithm, named excessive optimism under the face of uncertainty for tokenized

linear bandits (EOFUL), whose pseudocode is presented in Algorithm 2. It has two optimistic features.

First, it optimistically decodes each token in a greedy manner, expecting that this would lead to a good

utility in following decisions. Second, it optimistically estimates each token’s utility by constructing a

confidence ball Ct, and computes the best possible utility each token can gain from parameters in Ct.

Our construction of the confidence ball is analogous to the standard LinUCB [178, 195] algo-

rithm for linear bandits.

Let yt be the chosen sequence at round t by Algorithm 2. We recursively define the following

matrices for t ∈ [T ]:

Σt = Σt−1 + yty
⊤
t ,

and let Σ1 = λI for d× d identity matrix I . Further, we define

βt = σ2

(
2 + 4d log

(
1 +

tL

d

)
+ 8 log

4

δ

)
.

For t ≥ 2, the center of our confidence ball will be:18

θ̂t = Σ−1
t

t−1∑
i=1

rt(xt,yt)yt, (8.1)

and θ̂1 = 0⃗, the d-dimensional zero vector.19

18Remark that this is a solution of the ridge regression given the reward feedback.
19For efficient computation, one may use the rarely-switching version of OFUL algorithm in [178], instead of the stan-
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Now, our confidence ball Ct to be used at round t is defined as follows:

Ct = {ϑ : (ϑ− θ̂t)⊤Σt(ϑ− θ̂t) ≤ βt}, (8.2)

and C1 = {⃗0}. We choose λ = Θ(1).

ALGORITHM 2: EOFUL
Input: Token set V , linear contextual bandit algorithm ALG

Initialize y← ∅, θ̂1 ← 0⃗, C1 = {θ̂}, y = ∅
for t = 1, 2, . . . , T do

User arrives and submits query xt
for k = 1, 2, . . . , L− 1 do

Compute τ∗ = argmaxτ∈V,θ∈Ct
⟨θ, e(xt,y : τ)⟩

Set y← y : τ
if τ = EOS then Break;

Submit y and observe reward rt
Compute θ̂t+1 by (8.1) and Ct+1 by (8.2)

For the analysis, we impose the following technical assumption:

Assumption 8.3.6. For any complete sequence y with |y| = k and any subsequence y(1:l) with l ≤ k,

there exists a c ≥ 0 such that
∥∥y(1:l)

∥∥
Σt
≤ c ∥y∥Σt

in Mahalanobis norm.20

That is, each entry of the subsequence of a complete sequence is not too larger than that of the

complete sequence with respect to Σt. Both structural assumptions 8.3.2 and 8.3.6 are removed in

Section 8.4 for TMAB.

Discussion 8.3.7. This assumption is innocuous in a sense that c can be sufficiently large up to o(
√
T )

to obtain sublinear regret. On the other hand, this is less innocuous since it depends on the algorithm’s

construction of Σt. In practice, one of the typical usage for LLM is to either (i) have similar queries

based on their daily lives, or (ii) ask queries in already existing sessions (in-context) to expand the

dard OFUL.
20Mahalanobis norm is defined by ∥x∥A =

√
x⊤Ax.
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discussion. In these scenarios, we expect the queries and the responses thereby to be not too much

different from each other.

Discussion 8.3.8. On the other hand, if y
(1:l)
i and yt does not have any structural dependency, any

algorithm would not be able to fundamentally learn certain coordinate of θ. For instance, suppose any

complete sequence’s embedding only has nonzero values in the last d/2 dimension, and the first d/2

dimension for any incomplete sequence. Then, any algorithm could not learn the first d/2 dimension,

implying that any internal node does not provide information on an efficient path to the complete

sequence. Relaxing this assumption in a nuanced way remains a major open problem.

Theorem 8.3.9. With probability at least 1 − δ, EOFUL has regret O(cL
√
dT (log T + log(1

δ
)), and

thus plugging δ = 1/T yields REG = O(cL
√
dT log T ).

Overall, our proof proceeds as follows:

Step 1 (Length equalization). We first equalize ot and yt to have the same lengths in a way that

it does not hurt any following analysis.

Step 2 (Level-k regret). We define level k regret as the regret occurred at depth k of the decoding

process that will play crucial role in the analysis to recursively transform the regret into upper level

regrets.

Step 3 (Fictitious extension). Then we introduce a fictitious extension of y
(1:k−1)
t to f(1:k)t =

y
(1:k−1)
t : o(k)

t , and show how the level-k regret of the fictitious extension is upper bounded by level-

(k-1) regret at y(1:k−1)
t .

Step 4 (Regret decomposition). We relate the level-(k-1) regret of the algorithm’s choice yt and

level-k regret of the fictitious extension using DDMC assumption, which upper bounds our algorithm’s

level-k regret due to the optimistic choice of the algorithm. Then, we telescope over k, . . . , 1 to express
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the entire regret as a function of level-1 regret plus some estimation errors occurred for each prefix of

yt during the decoding.

Step 5 (Sum of squares regret) Finally, we compute the function of level-1 regret and the estima-

tion error by following the standard sum of squares regret bound analysis of linear contextual bandit

algorithm, where readers familiar with the standard linear bandit analysis may easily follow.

8.4 Tokenized Multi-armed Bandit

The linear realizability assumption is essential for the contextual setting to derive any efficient

algorithm. A natural follow-up question is whether one could obtain an efficient algorithm without

linear realizability, if the context does not change and the utility function ut = u remains the same

over the rounds.21 In this case, the DM’s problem can be seen as a variant of the standard multi-armed

bandit problem where it needs to make an (online) decision for the next token irrevocably to construct

a complete sequence. Thus, we dub this problem tokenized multi-armed bandit (TMAB).

We first argue that even in this simple setting, our problem admits a pessimistic lower bound

when the sequence function does not have any structural assumption beyond monotonicity. Then, we

again introduce DDMC and present an algorithm with regret O(nLT 2/3(log T )1/3). We present an

intimate connection between TMAB and the bandit-based tree search (BTS) problem [176] in Ap-

pendix G.3.

Exponential lower bound. If the query is fixed, our objective boils down to efficiently learn the

latent utility function u. Without any structural assumption on it, however, one can easily see that

it is equivalent to learn the reward distribution of every subsequence y ∈ V∗
L. This is because each

21We omit the context xt in the inputs of u since the context remains the same.
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subsequence y can be deemed as a single arm in the standard multi-armed bandit problem which

admits regret lower bound of Ω(
√
KT ) where K is the number of arms. This is formally stated as

follows:

Proposition 8.4.1. For TMAB problem with monotone utility function, any algorithm has worst-case

regret lower bound of Ω(min(nL
√
T , T )).

DDMC and GreedyETC. The pessimistic exponential dependency on depthL naturally motivates the

use of DDMC Assumption 8.3.4. Unlike the TLB problem, however, there exists no global latent pa-

rameter θ that we could use throughout the decoding process, but they can genuinely arbitrary beyond

DDMC (and monotonicity). Thus we use a rather direct approach to explore each level sufficiently,

and commit to the seemingly optimal token at each level then move on to the next level.

ALGORITHM 3: GreedyETC
Input: Token set V , exploration parameter N
Initialize y← ∅
for k = 1, 2, . . . , L do

if |y| = L− 1 then
y← y : EOS
Break

for t ∈ V do
Submit y : t : EOS for N times and observe rewards
Set r̄(y : t) be the averaged cumulative rewards

Select τ∗ = argmaxt∈V r̄(y : τ)
Set y← y : τ∗

if τ∗ = EOS then
Break

For the rest of the rounds, submit y

We prove that under DDMC assumption, a natural combination of greedy decoding with exploration-

then-commit (ETC) style of algorithm, as presented in Algorithm 3, yields sublinear regret w.r.t. T

with linear dependency on d:

Theorem 8.4.2. Under Assumption 8.2.1 and 8.3.4, Algorithm 3 achieves regretO(nLT 2/3(log T )1/3).
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One subtle part is that, if one naively construct the clean event that the rewards for each sequence

are concentrated to its expectation and take union bound over all of them, this essentially gives the

regret of Ω(nL), which is undesirable. Instead, we only take the union bound along the path that

our algorithm is selected, which enables us to recover the linear dependency on L. Then, we obtain

a recursive inequality relating the regret at level k with that at level k − 1 by considering fictitious

extension as defined in the proof of Theorem 8.3.9, and conclude that the regret remains small with

high probability.

8.5 Applications and Experiments

8.5.1 Application: LLM alignment

One interesting application of our results is the LLM alignment problem. In this problem, we

want to generate aligned outputs given access to a frozen LLM that cannot be further fine-tuned.

Consider a LLM parameterized by a token distribution p : V∗ × V∗ → [0, 1] that maps any token

sequence given a user’s query to a probability that the LLM generates this sequence. The user’s

utility given token sequence y is misaligned from the LLM such that u(xt,y) = γv(p(xt,y)) + (1 −

γ)f(xt,y), where v is a monotone function that maps probability to reward and f is the latent function

to be learned that marginalizes the misaligned part of the LLM.

Such convex combination between multiple rewards typically appear in the LLM alignment

literature [173,196–198], when one wants to align with multiple human preferences by well combining

multiple models or parameters. Our utility function as the convex combination over v and f can also

be interpreted in a similar spirit. One typical example for the function v would be the log probability or

perplexity obtained from the frozen LLM, or more explicit user utility such as classification accuracy
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Figure 8.1: The first two show distance gap under TruthfulQA and the next two is under
HH-RLHF, with distance function d1 and d2.

or factuality [199]. We assume the DM knows the probability to utility mapping function v.

If we assume f is linearly realizable, i.e., there exists an embedding function e : V∗ × V∗ → Rd

such that f(·) = ⟨θ, e(xt,yt)⟩, we can reduce the problem of learning misaligned function f to the

TLB problem. Formally, we construct θ′ ∈ Rd+1 as a vector that concatenates θ and 1 in d + 1-th

dimension, i.e., θ′ = [θ, 1]. Then we can rewrite the utility as

u(xt,y) = ⟨θ, (1− γ)e(xt,yt)⟩+ γv(p(xt,y))

= ⟨θ′, [(1− γ)e(xt,y), γv(p(xt,y))]⟩ .

This is exactly the feedback structure in our TLB problem, except that the DM knows the last coordi-

nate of the latent parameter θ, which only makes the problem easier. Correspondingly, EOFUL enjoys

the same regret bound in Theorem 8.3.9 for this problem.22

8.5.2 Implication: LLM decoding

Our results and analysis therein have a few interesting implications in (i) the sequence function

maximization problem [184–186,200] and (ii) the problem of designing efficient decoding algorithms

22Note that our formulation differs from standard KL-divergence based problem [192]. One might integrate the KL
divergence in our problem too by redefining the function over the distribution rather than a fixed sequence, however, it’s
not clear to formulate in the language of multi-armed bandit problem. This remains an interesting future direction.
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for text generation in language model [175, 188–190], if we consider a special case when the function

u is known to the DM and consider a static version with a single round.

First, this is exactly a sequence function maximization problem to maximize u given query ac-

cess to a value oracle that outputs u(xt,y) given a sequence y. One common objective here is to obtain

an approximate algorithm with polynomial query complexity. If u satisfies a notion of monotonicity

and sequence-submodularity [200], it is known that the greedy algorithm has 1−1/e approximation.23

On the other hand, our result implies that greedy algorithm is exactly optimal under monotone DDMC

sequence function, formally stated as follows:24

Theorem 8.5.1. For any monotone sequence function u, the greedy algorithm is optimal under DDMC

and monotonicity.

From the LLM perspective, this result has one interesting corollary. Given a fixed query x,

consider a LLM parameterized by p : V∗ × V∗ → [0, 1]. Then, Theorem 8.5.1 implies that if p is

monotone DDMC function, the greedy decoding can exactly output the token sequence that maximizes

the logit probability. This supports the unreasonable effectiveness of the greedy decoding, despite its

simplicity, justifying why it works well and widely adopted in the literature [177, 181, 182], e.g., in

Google’s Gemini report [159], even though it is only known as an approximate maximum-a-posterior

decoding algorithm [183].

On the other hand, greedy decoding is often dominated by sampling methods such as nucleus

sampling [201] or self-consistency [202] for various tasks, e.g., [177] find that vanilla multinomial

sampling can be better than greedy for open-ended creative generation. We conjecture that such phe-
23It also admits the APX-hardness with 1−1/e by the hardness of submodular set-function maximization from Maximum

Coverage, unless P=NP.
24We remark that our setup is slightly different from standard sequence maximization problems as we allow the selection

of the same element over different position, and the special EOS token governs the end of the sequence by naturally encoding
it in the monotonicity of the utility function.
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nomenon largely depends on how the sequence function generated by LLM, i.e., the logit probabilities,

would look like and thereby the type of the tasks. Investigating other regimes that another decoding

algorithm provably outperforms greedy remains an intriguing open question.

8.5.3 Validating DDMC

We finally provide some experimental results on whether DDMC indeed holds for certain tasks.

Setup. For the embedding function e, we obtain the embedding from Llama3-8B-Instruct model [203].

For the token sequences, to validate our DDMC in real-world datasets, we use TruthfulQA dataset [199]

and HH-RLHF dataset [164],25 by concatenating each query and answer pair.

For each item in the dataset, we group every (query:answer) pair by number of common tokens

in its suffix. For instance, image the following two token sequences:

x = (a, b, c, d, e, f), y = (a, x, y, d, e, f).

Then, we can group each subsequence as the following:

• 0 common suffix: (x(1:2),y(1:2)), (x(1:3),y(1:3))

• 1 common suffix: (x(1:1),y(1:1)), (x(1:4),y(1:4))

• 2 common suffix: (x(1:5),y(1:5))

• 3 common suffix: (x(1:6),y(1:6))

We evaluate each distance d(x(1:k),y(1:k)) in each group and obtain the average and variance.

25Both datasets are standard for LLM alignment, where TruthfulQA validates truthfulness and hallucination and HH-
RLHF evaluates helpfulness and harmlessness. In HH-RLHF, data are organized in (prompt:response) format. For sim-
plicity, we reuse “query” to refer to “prompt” and “answer” to refer to “response”.
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For the distance functions, we evaluate two candidates:

d1(x, y) = ⟨θ,x− y⟩

d2(x, y) = ∥x− y∥2 ,

where θ = 1⃗4096, i.e., 4096-dimensional one vector. The first distance function d1 is consistent with

our DDMC assumption, and it in fact can be viewed as a ℓ1 distance between two vectors. Thus, the

second distance function d2 can be viewed as a generalization of d1 into ℓ2 distance.

Result. The first two figures in Figure 8.1 refers to the TruthfulQA, and the next two denotes the

HH-RLHF. Each experiment is presented for distance function d1 and then d2. Overall, we observe

a tendency to have decreasing distance gap as the number of common tokens in suffices increases.

This holds for both the distance function d1 and d2. Interestingly, the decreasing curvature tends to be

stronger when the number of common tokens are rather small. Further, the decreasing gap seems to

be more drastic under HH-RLHF, suggesting that different tasks might possess different structures in

their sequence function, i.e., logit probability structure. Overall, despite verified in an average sense,

this justifies the DDMC assumption, which we believe could be largely useful for following works.
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Appendix A: Delegated Choice with Combinatorial Constraints

A.1 Further Preliminaries on Matroids

We further present several results on matroids, which will be useful throughout the paper in

proving main results. First the following lemma states that the restriction and contraction over a

matroid induces a matroid.

Lemma A.1.1 ( [204]). Given a matroid M = (U, I), for any V ⊆ U , the restriction M|V and

contractionM/V are matroids.

ALGORITHM 4: Greedy
Input: Set systemM = ([n], I) where weight of i is wi ≥ 0 for i ∈ [n]
Sort the elements of the set system so that w1 ≥ w2 ≥ . . . ≥ wn.
for i = 1, 2, . . . , n do

S ← ∅
if S ∪ {i} ∈ I then

S ← S ∪ {i}.
return S

The following is a well-known result on the matroid, stating that the greedy algorithm is optimal

under matroid constraint, and even the matroid is necessary for greedy to be optimal.

Lemma A.1.2 ( [204]). Let I be a collection of subsets of U . Then, (U, I) is a matroid if and only if

the following properties hold:

1. ∅ ∈ I.

2. If I ∈ I and I ′ ⊂ I then I ′ ∈ I.
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3. For all weight functions w : U 7→ R, the greedy (Algorithm 4) produces a maximal member of

I with maximum weights.

Finally, a union over matroid, where the corresponding independent set is defined as union over

each corresponding matroid, is remained to be a matroid.

Lemma A.1.3 ( [204]). For i ∈ [k], letMi = (Ui, Ii) be a matroid. Then, the matroid union defined

by

M = ∪i∈[k]Mi = (∪i∈[k]Ui, I = {∪i∈[k]Ii : Ii ∈ Ii}),

is also a matroid.

A.2 Implementation of Agent-aware Mechanisms

First, the following is an analogue of Theorem 1.6.1 for agent-aware mechanisms.

Proposition A.2.1 (Restatement of Proposition 1.2.7; Formal). Any α-competitive order-hinted non-

adaptive algorithm for matroid prophet inequality implements an α-approximate agent-aware mecha-

nism for the matroid delegated choice.

It is worth noting that the analogues of matroid-constrained/boundary-randomized non-adaptive

version also carries over. The arguments are essentially cumbersome variants of the proofs for agent-

oblivious mechanism, so we omit the details.

This has two implications: (i) implementability of the order-aware algorithm for matroid prophet

inequality in the deterministic agent setting and (ii) implementability of non-adaptive algorithm for

matroid prophet secretary in the ex-ante indifferent agent setting.
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Corollary A.2.2. Consider a deterministic agent setting, i.e., the matroid delegated choice problem

with deterministic agent’s utilities where Yi has a singleton support for every i ∈ U . In this setting,

any α-competitive order-aware non-adaptive algorithm for matroid prophet inequality implements an

α-approximate agent-aware mechanism for the matroid delegated choice.

Corollary A.2.3. Consider an ex-ante indifferent agent setting, i.e., matroid delegated choice prob-

lem with the same agent’s utility distribution, i.e., Yi ∼ Yj for every i, j ∈ U . In this setting, any

α-competitive non-adaptive algorithm for matroid prophet secretary implements an α-approximate

agent-aware mechanism for the matroid delegated choice.1

All the proofs can be found in Appendix A.4. An interesting open question in this context is,

whether there exists a constant-approximate non-adaptive algorithm for matroid secretary, which has

direct implication on matroid delegated choice with ex-ante indifferent agents.

A.3 Some Probability Tools and Inequalities

In this section, we present some probability tools that are used throughout the proof of the main

results. We start with the following well-known max-min inequality.

Lemma A.3.1 (Max-min inequality). Given any set Z and W , for any function f : Z ×W 7→ R, it

follows that

sup
z∈Z

inf
w∈W

f(z, w) ≤ inf
w∈W

sup
z∈Z

f(z, w).

If the function f satisfies certain properties, one can in fact observe an equality above. This is
1This corollary suggests the importance of constructing non-adaptive algorithms for (matroid) prophet secretary, which

has not received any attention in the literature, to the best of the authors’ knowledge.
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characterized by the following minimax theorem due to [205], which in fact is a special case with a

linear function of the original theorem.

Lemma A.3.2 (Minimax theorem). LetX ⊂ Rn and Y ⊂ Rm be compact convex sets. If f : X×Y →

R is a continuous function that is concave-convex, i.e., f(·, y) : X → R is concave for fixed y and

f(x, ·)→ R is convex for fixed x, then we have

max
x∈X

min
y∈Y

f(x, y) = min
y∈Y

max
x∈X

f(x, y).

As a special case, if A ∈ Rn×m is a finite matrix, and Then, we have

max
x∈X

min
y∈Y

x⊺Ay = min
y∈Y

max
x∈X

x⊺Ay.

The following lemma is a folklore technique in the prophet inequality and online stochastic

optimization stating that it is without loss of generality (in terms of the approximation ratio) to con-

sider problem instances such that the distribtions are continuous and density functions are uniformly

bounded above by a constant.

Lemma A.3.3 (Continuous reduction for prophet inequality). Let ALG′ be α-competitive (non-adaptive)

algorithm for the prophet inequality under the set system M = (U, I), under the problem instance

where the random variables’ distributions are continuous and density functions are uniformly bounded

above by a constant. Then, for any ε > 0 there exists (α − ε)-competitive (non-adaptive) algorithm

ALG for arbitrary distribution.

Proof. Similar to Theorem A.4.4, we add a noise to convert the distribution to one that is abso-

lutely continuous with a bounded loss in the competitive ratio. Consider a Gaussian noise vector
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ε = (ε1, . . . , εn) where each εi is drawn fromN (0, σ). The parameter σ will be defined shortly. Given

the random variables (Wi)i∈U , define W ′
i = Wi + | εi |. By Lemma A.3.4, the probability distribution

of W ′
i is absolutely continuous for i ∈ U and its density is uniformly bounded above.

Let I ′ be the random set denoting the selected set under ALG′, and I for ALG. Let Θ be the

problem instance (M,W, T ) and Θ′ be (M,W ′, T ). We write x(I,Θ) to denote the weights of I

under Θ. Since ALG′ is α-competitive on Θ′, we have

E [x(I ′,Θ′) ]

E [ maxJ∈I x(J,Θ′) ]
≥ α.

Now, we construct ALG as follows.

• It first independently samples εi from N (0, σ) for each i ∈ U .

• If element i arrives with Wi, it feeds W ′
i to ALG′ and accepts the element iff ALG′ accepts i.

First, we have

E
[
max
J∈I

x(J,Θ)

]
≤ E

[
max
J∈I

x(J,Θ′)

]
. (A.1)

Meanwhile, we also have

x(I,Θ) = x(I ′,Θ′)−
∑
i∈I′
| εi | =

∑
i∈Ic

W ′
i −

∑
i∈Ic

| εi |

≥
∑
i∈Ic

W ′
i −

(∑
i∈U

| εi |

)
.
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Thus, we obtain

E [x(I,Θ) ] ≥ E [ x(I ′,Θ′) ]−O(nσ). (A.2)

Combining (A.1) and (A.2), we obtain the desired result.

Finally, it is easy to see that if ALG′ is non-adaptive then ALG is also non-adaptive. This is

because our construction of ALG can be replaced by

• It first independently samples εi from N (0, σ) for each i ∈ U .

• Call ALG′ on W ′
i to obtain thresholds τ ′.

• Accept element i if it is feasible and Wi ≥ τ ′i − εi = τi.

The last step guarantees that this is indeed a non-adaptive algorithm. a

The following elementary lemma is required to prove Lemma A.3.3.

Lemma A.3.4 (Density of noisy distribution). Given random variables X and Y , denote their proba-

bility distribution functions FX and FY , and let fx be the density function of X . Then, X + Y has a

density function, i.e., it is absolutely continuous. Further, its density can be expressed by

fX+Y (z) = E [ fX(z − Y ) ].

Proof. It suffices to show that integrating RHS gives FX+Y (z). Note that the result then follows from
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the fundamental theorem of calculus. Observe that

∫ z

−∞
fX+Y (w)dw =

∫ z

−∞

∫
R
fX(w − y) dFY (y) dw

=

∫
R

∫ z

−∞
fX(w − y) dw dFY (y) (Fubini’s theorem)

=

∫
R

∫ z−y

−∞
fX(x) dx dFY (y) (Change of variables x = w − y)

=

∫
R
FX(z − y) dFY (y).

Note further that this is exactly the expectation of FX(z − y), so we obtain

∫ z

−∞
fX+Y (w)dw = E [FX(z − Y ) ] = EY [Pr [X ≤ z − Y ]]

= EY [EX [1 {X + Y ≤ z }]]

= Pr [X + Y ≤ z ]

= FX+Y (z),

which completes the proof. a

Finally, the lemma below asserts that a random variable’s expectation tailored to a specific real-

ization of the random variable is maximized when it is conditioned to be its tail values.

Lemma A.3.5. Let X be a random variable with a continuous distribution. Let E be an event with

probability p. Set τ such that Pr [X ≥ τ ] = p. Then, we have

E [X · 1 {X ≥ τ } ] ≥ E [X · 1 {E } ].
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Proof. Define E ′ as the event that X ≥ τ . We claim that

Pr [X > x and E ] ≤ Pr [X > x and E ′ ]

This is because if x ≥ τ , then X > x and E ′ is the same event as X > x and if x < τ , then

X > x and E ′ is the same event as E ′ and Pr [E ′ ] = Pr [E ]. It follows that

E [X · 1 {E } ] =
∫
x>0

Pr [X · 1 {E } > x ]dx

=

∫
x>0

Pr [X > x and E ]dx

≤
∫
x>0

Pr [X ≥ x and E ′ ]dx

= E [X · 1 {E ′ } ]

a

A.4 Proofs

A.4.1 Proof of Theorem 1.5.1

To prove the theorem, we require the following technical lemma on concentration for self-

bounding function.

Lemma A.4.1 ( [51]). Let X = (Xi)i∈U be a finite family of independent random variables. Let

Z = g(X) be a nonnegative bounded measurable function of X , and define X(i) = (Xj)j∈U\{i}.

Suppose that there exists some measurable function Z(i) of X(i) such that Z is self-bounding: (i) (1-

Lipschitz) 0 ≤ Z − Z(i) ≤ 1 and (ii) (self-bounding)
∑

i∈U Z − Z(i) ≤ Z. Then, the following holds
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for Z.

Pr [Z ≤ E [Z ]− t ] ≤ exp

(
− t2

2E [Z ]

)
.

Proof of Theorem 1.5.1. Before presenting our mechanism, we first trim the set system by removing

element i if there exists no feasible set I that contains i. By doing so, we can get rid of any redundant

element in U , thereby removing trivial arguments to deal with it. Note that this procedure obviously

does not change any approximation factor.

Given a threshold τt ≥ 0, the tail mechanism MECt is defined by the following rules: MECt

accepts the proposed set I ∈ I if there exists at least one element i ∈ I satisfying Xi ≥ τt. Given

another threshold τc, the core mechanism MECc accepts the proposed set I ∈ I if the summation of

the principal’s utility
∑

i∈I Xi ≥ τc.

Importantly, we will show that there exists a pair (τt, τc) with a good approximation ratio. To this

end, we first define some notations. Let τt be a nonnegative real value such that
∏

i∈U Pr [Xi < τt ] =

α for some α ∈ (0, 1), which will be determined later. Note that τt is a function of α. Define

pi = Pr [Xi ≥ τ ] and vi = E [Xi|Xi ≥ τt ]. Further, let Z denote the random set defined by Z = {i ∈

U : Xi < τt}, and let E be the event that Z = U , i.e., Xi < τt for every i ∈ U . Denote the optimal

feasible set by I∗, i.e., XI∗ ≥ XI for every I ∈ I. If there are multiple such optimal sets, arbitrarily

pick one of them.

We first show that under MECt with τt, the following inequality holds

E [ MECt | Ec ]Pr [Ec ] ≥ α
∑
i∈U

pi · vi
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To this end, let Li be the event such that Xi ≥ τ while Xj < τ for every j ̸= i. Then, we observe

that ∪i∈ULi ⊂ Ec, and Li ∩ Lj has measure zero for every i ̸= j ∈ U . Hence, we can decompose

E [ MECt | Ec ] as follows.

E [ MECt | Ec ]Pr [Ec ] ≥
∑
i∈U

E [ MECt | Li, Ec ]Pr [Li | Ec ]

=
∑
i∈U

E [ MECt | Li ]Pr [Li ]

=
∑
i∈U

E [ MECt | Li ]Pr [Xi ≥ τt ]Pr [Xj < τt, j ̸= i, ∀j ∈ U ]

≥
∑
i∈U

E [ MECt | Li ]pi · α,

where the last inequality comes from the fact that the probability that every i satisfies Xi < τt is

exactly α.

Suppose Li happens. Then, we claim that under MECt with τt, the agent’s best-response is to

propose a feasible set that contains an element exceeding τt. This follows from the fact that MECt only

accepts the set if there exists at least one element with Xi ≥ τt, and thus the agent’s utility becomes

positive only if he proposes a feasible set that contains i. Note that each singleton set {i} is feasible

due to the downward-closedness and the fact that we trim the set system at the beginning of the proof.

Further, in this case, the principal obtains the utility of Xi conditioned on Ec and Li. This

implies that E [ MECt | Li ] = E [Xi | Li ] = E [Xi | Xi ≥ τt ] = vi, due to the independence of Xi’s.

Hence we obtain E [ MECt | Ec ]Pr [Ec ] ≥ α
∑

i∈U pivi.
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Therefore, we can decompose the principal’s gain as follows.

E [ MECt ] = E [ MECt | E ]Pr [E ] + E [ MECt | Ec ]Pr [Ec ]

≥ E [ MECt | E ]Pr [E ] + α
∑
i∈[n]

pivi. (A.3)

To upper bound OPT, we first observe that

E

[ ∑
i∈I∗∩Z

Xi

]
≤ E [XI∗|E ]. (A.4)

This can be seen by, given arbitrary realization (Xi)i∈U , we re-sample Xi for i ∈ Zc until they belong

to Z. Such procedure will only increase E
[∑

i∈I∗∩Z Xi

]
, but this eventually computes E [XI∗ |E ].

Hence, we obtain the following inequalities

E [ OPT ] = E

[∑
i∈I∗

Xi

]

= E

[ ∑
i∈I∗∩Z

Xi

]
+ E

[ ∑
i∈I∗∩Zc

Xi

]

≤ E

[ ∑
i∈I∗∩Z

Xi

]
+ E

[∑
i∈Zc

Xi

]
. (A.5)

Meanwhile, observe that E
[∑

i∈Zc Xi

]
is the expectation of the random variables that satisfyXi ≥ τt,

i.e., E [Xi | Xi ≥ τt ]. Hence, we can further upper bound (A.5) by

E [ OPT ] ≤ E

[ ∑
i∈I∗∩Z

Xi

]
+
∑
i∈U

pivi

≤ E [XI∗ | E ] +
∑
i∈U

pivi. (By (A.4))
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Assume E [XI∗ | E ] ≤
∑

i∈[n] pivi. Then, we simply use MECt with τt. This gives us α/2-approximation

since (A.3) guarantees that MECt obtains at least α
∑

i∈U pivi, whereas E [ OPT ] ≤ 2
∑

i∈U pivi. Given

a reasonable choice of constant α, this gives a constant factor approximation.

Thus, we move on to the next case, and assume we have E [XI∗ | E ] >
∑

i∈[n] pivi. Similarly,

it suffices to bound lower bound a constant fraction of E [XI∗ | E ]. We further define some notations.

Throughout the proof, we abuse A|H to denote the random variable A conditioned on the event H .

Let AI be the characteristic vector of the feasible set I , e.g., if I = {1}, then AI = (1, 0, 0, . . . , 0).

Then, given the random vector X = (X1, X2, . . . , Xn)|E conditioned on E, the optimal basis XI∗|E

can be computed as

XI∗|E = max
I∈I

AI ·X|E,

which is a pointwise maximum of the weights AI . Conditioned on the event E, we know that every

random variable Xi is bounded above by τt.

Normalizing the domain of our random variables Xi|E, define Zi = (Xi/τt)|E, i.e., the random

variables that is tailored to the event E, and normalized by τt. Further, define ZI = (XI/τt)|E for

feasible set I , and U−i = U \ {i}. To apply the concentration by Lemma A.4.1, we can set (i)

Z = maxI∈I ZI , and Z(i) = maxI∈I|U−i
ZI . Obviously, Z satisfies 1-Lipschitzness.

Let us see why Z satisfies self-bounding property. Fix any realization of (Zi)i∈U and let I∗ be

the corresponding maximum weight feasible set. Define Z−i = (Z1, Z2, . . . , Zi−1, 0, Zi+1, . . . , Zn)
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and Z0 = (Z1, . . . , Zn).

∑
i∈U

1

n− 1
Z(i) =

∑
i∈U

1

n− 1
max
I∈I|U−i

∑
i∈I

Zi

≥
∑
i∈U

1

n− 1
AI∗ · Z−i

= AI∗
∑
i∈U

1

n− 1
Z−i = AI∗Z0 = Z.

Therefore we have
∑

i∈U Z − Z(i) ≤ Z, which implies that Z is self-bounding.

Thus, we can apply the concentration given by Lemma A.4.1 as follows:

Pr [XI∗ ≤ (1− δ)E [XI∗ | E ] | E ] = Pr [ τt · ZI∗ ≤ (1− δ)τt · ZI∗ ]

= Pr [ZI∗ ≤ (1− δ)ZI∗ ]

≤ exp

(
−δ

2E [ZI∗ ]

2

)
= exp

(
−δ

2E [XI∗ | E ]

2τt

)
,

therefore we have

E [XI∗ ≥ (1− δ)E [XI∗ | E ] | E ] ≥ 1− exp

(
−δ

2E [XI∗ | E ]

2τt

)
(A.6)

Assume τt ≥ β ·E [XI∗ | E ] for some β ≥ 0. Recall that we assume E [XI∗ | E ] ≥
∑

i∈U pivi,

which implies that E [XI∗ | E ] ≥ E [ OPT ]/2. Suppose that we are running MECt with τt again. In
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this case, our threshold τt is sufficiently large so that

E [ MECt ] ≥ Pr [ at least one i satisfies Xi ≥ τt ] · τt ≥ τt · α

≥ αβ

2
· E [ OPT ].

This implies that MECt is αβ/2-approximation.

Thus, we focus on the final case such that τ < β · E [XI∗ ]. From (A.6), we obtain

E [XI∗ ≥ (1− δ)E [XI∗ | E ] | E ] ≥ 1− exp

(
− δ

2

2β

)
.

This implies that maxI∈I XI |E is at least 1−δ fraction of its expectation with probability denoted in the

RHS. Hence, running MECc with τc = (1−δ)E [XI∗ | E ] yields (1−δ) ·(1−e−δ2/2β)-approximation.

Overall, our mechanism can be depicted as follows.

1. If E [XI∗ | E ] ≤
∑

i∈U pivi, then we run MECt with τt.

2. If E [XI∗ | E ] >
∑

i∈U pivi, if τ ≥ β · E [XI∗ | E ], we still run MECt with τt.

3. Otherwise, we run MECc with τc = (1− δ)E [XI∗ | E ].

Roughly optimizing over the choices of α, β and δ, we obtain 1/9.1-approximation. a

A.4.2 Proof of Theorem 1.6.1

Proof of Theorem 1.6.1. Let ALG be an α-competitive non-adaptive algorithm for the matroid prophet

inequality. For ease of exposition, let us first assume that ALG is deterministic, and in the end of

the proof we will discuss the extension to randomized algorithms. For simplicity, we denote U by
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[n] = {1, 2, . . . , n}. Consider the following procedure to construct the mechanism.

Construction of the mechanism

i) Given (Xi, Yi)i∈[n], construct an instance of matroid prophet inequality such that Wi ∼ Xi

and Ti ∼ e−Yi for i ∈ U .

ii) Given the constructed instance, call ALG on (M,W, T ) to obtain the non-adaptive thresh-

olds τi for i ∈ [n].

iii) Define the eligible set as E = {(I,X, Y ) : Xi ≥ τi, ∀i ∈ I, I ∈ I}.

Let us denote the constructed mechanism by MEC. Note that MEC is well-defined since the

thresholds τi are fixed before the random variables are realized. Furthermore, obtaining τi only requires

knowledge about Xi since ALG is order-oblivious. Hence, constructing the eligible set E does not

require any information regarding the agent’s utility Yi nor its realization, i.e., MEC is a well-defined

agent-oblivious mechanism.

Now we prove that MEC is α-approximate against OPT. Given any realization of the random

variables (Xi, Yi)i∈[n], let the resulting allocation of ALG for the matroid prophet inequality be A ∈ I.

Due to the nature of ALG, A consists of elements satisfying wi ≥ τi with respect to the arrival order

Ti ∼ e−Yi and the matroid constraint. In the delegation procedure with MEC, denote the agent’s best-

response given the realizations (Xi, Yi)i∈[n] by A∗ ∈ I. By definition, it maximizes the agent’s utility,

i.e., A∗ = argmaxI∈I,Xi≥τi,∀i∈I
∑

i∈I Yi.

Now we prove that the best-responseA∗ is exactly the same as the allocationA. Fix a realization

of the utility random variable for each solution. Under the constraint on the eligible set E , let V be the
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set of eligible elements. By Lemma A.1.1, the set-systemM|V restricted to V is also a matroid. Let

M′ =M|V = (V, I ′) where I ′ = I(M|V ).

We proceed by proving that the agent’s best response A∗ coincides with the output S of the

greedy algorithm 4 with weights Yi for each i ∈ [n]. Recall that the agent’s best-response is an

independent set I that maximizes the agent’s utility, i.e., A∗ = argmaxI∈I,Xi≥τi,∀i∈I
∑

i∈I Yi. By

Lemma A.1.2, the independent set S obtained by Algorithm 4 with input matroid M′ satisfies S =

argmaxI∈I′
∑

i∈I Yi. Note that this procedure is well-defined since M|V is also a matroid. By our

construction ofM|V , the constraint {I : I ∈ I, Xi ≥ τi, ∀i ∈ I} is the same as {I : I ∈ I ′}, which

implies that A∗ = S.

We further prove that the output of the greedy algorithm under matroidM′ is the same as the

independent set obtained by the algorithm ALG in the prophet inequality. IfA contains the first element

1, this implies that X1 ≥ τ1, and thus 1 ∈M′. Therefore, 1 is included in S too. If A does not contain

1, then it must be the case that X1 < τ1. Then, 1 /∈ V and thus S does not contain 1 as well. To prove

by induction, for some i ∈ 2, . . . , n, suppose that the outcome of ALG in the prophet inequality and

of the greedy algorithm withM′ are the same up to element i − 1. Note that the base case is shown

by the above argument. If A contains element i, similarly, we have Xi ≥ τi, thereby implying i ∈ S.

Otherwise if i /∈ A, then it must satisfy Xi < τi and thus i /∈ S. Hence A and S must be the same up

to element i as well, and this concludes the proof.

Combining two claims above, we observe that A = A∗ since they both coincide with the output

S of the greedy algorithm underM′.

If ALG is a randomized algorithm, the obtained non-adaptive thresholds τi will be randomized,

i.e., for each i ∈ [n] step ii) in the mechanism description will return the thresholds τ (j) ∈ Rn
≥0 and

corresponding probability pj ∈ [0, 1]. If the random bits of ALG and MEC are coupled in the coupled
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problem instances, one can see that the final outcome will be exactly the same given any realization

of the random bits. This is because given the coupled random bits, the resulting thresholds in ALG

will be equivalent to the thresholds in MEC, so we can apply the deterministic version of the argument

shown above. Since this argument can be applied for any realization of the random bits, the outcomes

of ALG and MEC will be equivalent. Thus in expectation, they obtain the same approximation ratio,

and it finishes the proof. a

A.4.3 Proof of Corollary 1.6.3

Number of units 1 2 3 4 5 6
Competitive ratio 0.5 0.585 0.630 0.660 0.682 0.698

Table A.1: Competitive ratio for small k in Corollary 1.6.3 and Lemma A.4.2, obtained
by [31].

The proof of Corollary 1.6.3 requires the following lemma.

Lemma A.4.2 ( [33] and [31]). There exists a static algorithm for k-unit prophet inequality with

competitive ratio of 1 − O(
√

log k
k

). In particular, let X be a Poisson random variable with a rate

defined such that the following equation holds:

1

k
E [ min(X, k) ] = Pr [X ≤ k − 1 ].

Then, the competitive ratio is either side of the equation. For small k, the resulting values are shown

in Table A.1.

Combining Theorem 1.6.1 and lemma A.4.2 immediately implies Corollary 1.6.3.
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A.4.4 Proof of Theorem 1.7.2

To prove the theorem, we first need the following variant of Lemma A.1.2, that adapts to the

setting where there exists a threshold for each element which may prevent an algorithm picking the

element.

Lemma A.4.3. Let I be a collection of subsets of U . Given thresholds τ = (τ1, . . . , τ|U |) ∈ R|U |
≥0 ,

(U, I) is a matroid if and only if the following properties hold:

1. ∅ ∈ I.

2. If I ∈ I and I ′ ⊂ I then I ′ ∈ I.

3. For all weight functions w : U 7→ Z≥0, running the greedy algorithm 4 in the restricted matroid

M|V where V = {e ∈ U : we ≥ τe} with weight w produces a maximal member of I with

maximum weight amongM|V .

Proof of the lemma. If τ = (0, 0, . . . , 0), then the lemma statement is essentially equivalent to Lemma A.1.2,

which finishes the proof. Hence, we assume that at least one coordinate in τ is nonzero.

Also, the only if part follows from the property 3 in Lemma A.1.2 since restricted matroidM|V

is always a matroid as well, so we focus on the other side in the proof.

To show thatM = (U, I) is a matroid if all the three properties hold, we prove by contradiction.

Assume that the augmentation property does not hold for I1, I2 ∈ I, i.e., for some I1, I2 ∈ I we have

|I1| < |I2| and I1 ∪ e /∈ I for every e ∈ I2 − I1. We write w(I) to denote the weight of I ∈ I,

i.e., w(I) =
∑

e∈I we. Let τ ∗ = maxe∈U τe, which is a positive rational number as we assume that

at least one coordinate in τ is strictly positive. Since |I1 − I2| < |I2 − I1|, we can choose a rational
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number ε > 0 such that ε = q/p with p, q ≥ τ ∗ and

|I1 − I2|
|I2 − I1|

< ε < 1. (A.7)

Let ε = q/p for positive integers p, q ∈ Z>0, where q < p and p and q are coprime. Then, we

have

p > q ≥ τ ∗ ≥ 1. (A.8)

p · ε = q (A.9)

Now, define the weight function w : U 7→ R by

we =



p if e ∈ I1

q if e ∈ I2 − I1

0 otherwise.

Due to (A.8), the output of the greedy algorithm in this case contains I1, since each element e ∈ I1

satisfies we ≥ τ ∗ ≥ τe, I1 ∈ I, and they have the largest weights. Further, by assumption, it cannot

select any more element with positive weights in I2 − I1. Thus, the greedy exactly selects I1. By the

downward-closedness ofM, however, I2 will be contained in a maximal feasible set I ′2 ∈ I, and we
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have

w(I ′2) ≥ w(I2) = |I1 ∩ I2|p+ |I2 − I1|q

= |I1 ∩ I2|p+ |I2 − I1| · q · ε (By (A.9))

> |I1 ∩ I2|p+ |I2 − I1| · q ·
|I1 − I2|
|I2 − I1|

= w(I1). (By (A.7))

Note that the last equation follows from

w(I1) = p · |I1| = p · (|I1 ∩ I2|+ |I1 − I1|).

Therefore, I ′2 is the maximal member with maximum weights, contradicting the third property. Thus,

the augmentation property should hold, which concludes thatM is a matroid. a

Now we can prove Theorem 1.7.2 as follows.

Proof of Theorem 1.7.2. Note that the first and second property hold as I is downward-closed. Thus, it

suffices to prove that if ALG is implementable, then the greedy algorithm outputs the maximum weight

member of I for any non-negative integer weights by Lemma A.4.3. Since ALG is implementable, for

every problem instance (M, X, Y ), the following should hold

I∗ := A(ALG;M,W, T ) = B(MEC;M, X, Y ), (A.10)

where MEC is the induced mechanism from ALG, under the coupling such thatWi ∼ Xi and Ti ∼ e−Yi

for i ∈ U . Recall the definition of interim outcome as follows: given a realization (x, y) of random

vectors (X,Y ), an interim outcome of MEC is the outcome of the mechanism given the realization,
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denoted by g(MEC;M, x, y) ∈ I×
(×i∈U(Φi,Ψi)

)
. Similarly, we define the interim outcome of ALG

for prophet inequality to be the outcome that denotes the allocated set and utility given the realization

of the random variables. Denote this by h(ALG;M, w, t), where (w, t) denotes the realization of

(W,T ).

Then, (A.10) implies that

h(ALG;M, w, t) = g(MEC;M, x, y), (A.11)

for any vectors w, t, x, y such that wi = xi and ti = e−yi for i ∈ U due to the coupling.

We consider a problem instance with discrete support whose probability exponentially decays.

More precisely, define the support S = Z≥0 and the probability density function f(·) by f(i) = 2−i−1

for every i ∈ N. This is well-defined since
∑

n∈Z≥0
f(n) = 1. Consider a problem instance where

the random variables Xi and Yi for every i ∈ U follow this distribution. Obviously, the support of

Xi and Yi is the entire set of non-negative integers Z≥0. Let τ be the vector of thresholds obtained by

running ALG on this problem instance. Let τ ∗ = maxe∈U τe. Then, the realization x satisfies xe ≥ τ ∗

for every e ∈ U with strictly positive probability, due to our construction of the density function f(·).

Given such realization of x = w, note that every element e ∈ U satisfies we = xe ≥ τe. Further, due

to the independence of X and Y , given the realization x satisfying xe ≥ τ ∗ for every i ∈ U , every

non-negative integer vectors y ∈ Z|U |
≥0 can be realized with strictly positive probability for Y .

Thus, conditioned on such x, for any y ∈ Z|U |
≥0 , we should have the following equation by (A.11).

h(ALG;M, w, t) = g(MEC;M, x, y), (A.12)
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given wi = xi and ti = e−yi for every i ∈ U .

Since every element satisfies we ≥ τe, the element e for ALG arrive in the decreasing order of

ye. Thus, ALG selects the elements in U in the decreasing order of ye.

Meanwhile, the induced mechanism MEC also imposes the same thresholds τ on x, so every

element satisfies the threshold constraint xe ≥ τe. Note that the agent’s best-response is to select a

maximal feasible set I ∈ I with maximum weights w.r.t. the weights y. That is, g(MEC;M, x, y) is

the maximal feasible set inM with maximum weights with respect to y. This implies that running the

greedy algorithm in U outputs the maximal feasible set with maximum weight, for arbitrarily selected

non-negative integer weights y. This satisfies the property 3 of Lemma A.4.3, thereby concluding that

M is a matroid.

a

A.4.5 Proof of Proposition 1.8.1 and Corollary 1.8.2 and 1.8.3

Proof of Proposition 1.8.1. Recall that a matroid-constrained non-adaptive algorithm imposes a sub-

constraint on the feasible set upon the non-adaptive thresholds, where the constraint itself forms a

matroid. Mainly, we can consider the following construction of a mechanism MEC, given an ora-

cle access to a matroid-constrained non-adaptive order-oblivious algorithm ALG. Suppose ALG is

deterministic.
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Construction of the mechanism

i) Given (Xi, Yi)i∈[n], construct an instance of matroid prophet inequality such that Wi ∼ Xi

and Ti ∼ e−Yi .

ii) Given the constructed instance, call ALG on (W,σ) to obtain the following:

(a) Non-adaptive thresholds τi for i ∈ [n].

(b) Sub-constraint J ⊆ I such that J is also a matroid.

iii) Define eligible set E = {(J,X, Y ) : Xj ≥ τj, ∀j ∈ J, J ∈ J }.

Note that MEC is well-defined to be agent-oblivious mechanism since ALG only requires the

knowledge on the distribution of Wi ∼ Xi for i ∈ U .

Analogously to the proof of Theorem 1.6.1, it suffices to prove that the resulting collection

of eligible sets constitutes a matroid. This can be seen by first observing that J is a matroid, then

given the non-adaptive thresholds (τi)i∈[n], we can collect a set V consisting of feasible elements i

satisfying Xi ≥ τi, and finally the restriction J |V is still a matroid by Lemma A.1.1. The argument

for randomized algorithm easily carries over, too. a

Proof of Corollary 1.8.2. The proof directly follows from the proof of Theorem 12 in [34]. Mainly,

they partition the corresponding edges of the graphic matroid, and view each partition as a 1-uniform

matroid so that the algorithm picks only at most one pre-specified edge from each partition. Thus,

the set of feasible edges essentially constitutes a restricted set system over the original matroid, which

itself is a matroid by Lemma A.1.1. a

Proof of Corollary 1.8.3. We briefly recap how the OCRS partitions the matroid into matroid minors.
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Formally, given a matroidM = (U, I), let PM be the associated matroid polytope. Then, we randomly

sample a subset J from U , and designate the elements in J as active elements.2 We limit our attention

to the restricted matroidM′ =M|J .

Mainly, [52] construct a chain decomposition of the elements.

∅ = Uℓ ⊊ Uℓ−1 ⊊ . . . ⊊ U1 ⊊ U0 = U.

Then, they accepts an active element e ∈ Ui \Ui+1, if given the already accepted elements in Ui \Ui+1,

adding e to the current set forms an independent set in the matroid obtained from contractingM by

Ui+1 and then restricted to Ni, i.e., (M/Ui+1)|Ni. Alternatively, this can be viewed as defining a

collection of feasible sets as

C = {I ∈ I : for every i ∈ {0, 1, . . . , ℓ− 1}, I ∩ (Ui \ Ui+1) ∈ I((M′/Ui+1)|Ui)}.

It suffices to prove that C is a matroid. Equivalently, one can define C as the following.

C = {∪ℓ−1
i=0Ii ∈ I : Ii ∈ I(M′/Ui+1|Ui), Ii ⊂ Ui \ Ui+1}

= {∪ℓ−1
i=0Ii ∈ I : Ii ∈ I(M′/Ui+1|Ui)},

where the second equation follows from the fact that the domain ofM′/Ui+1|Ui is in fact equivalent to

Ui \ Ui+1. Note that (M′/Ui+1)|Ui is a matroid by Lemma A.1.1. LetMi = (M′/Ui+1)|Ui for each

i = 0, 1, . . . , ℓ−1. Then, C is indeed the union of matroids, i.e., C = ∪ℓ−1
i=0Mi. Thus by Lemma A.1.3,

2The notion of active element for the reduction between OCRS and matroid prophet inequality can be found in Section
4.1 in [52]. We also present the details in the proof of Theorem ??, when we discuss the direct connection to OCRS to
obtain constant approximate mechanisms beyond matroid.
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we conclude that C is a matroid. a

A.4.6 Proof of Theorem 1.8.4

To prove Theorem 1.8.4, we first require the following technical lemma.

Lemma A.4.4. Suppose there exists an agent-oblivious (-aware) mechanism MECc which is α-approximate

for problem instances such that theXi is equipped with an absolutely continuous distribution with den-

sity function bounded above. Then, for any δ > 0, there exists an (α − δ)-agent-oblivious (-aware)

approximate mechanism MECg for the delegated choice under the same constraint I.

Proof of Lemma A.4.4. The main idea behind this result is to add a small noise to the input distribution

to make it continuous. Then, we construct a mechanism that simulates the given mechanism under

the perturbed distribution, and imposes the eligible set based on its outcome. In particular, since

the realizations of the random variables are only observed by the misaligned agent while it is the

principal who designs the mechanism in advance, the technical subtlety lies on analyzing the agent’s

best response given the perturbed distribution.

Precisely, consider a problem instance (M, X, Y ) of the delegated choice with set systemM =

(U, I), where n = |U |. Let D1, . . . , Dn denote the distributions of the agent’s utilities X1, . . . , Xn.

Consider a Gaussian noise vector ε = (ε1, . . . , εn) where each εi is drawn fromN (0, σ), where σ > 0

will be specified later. Define X ′
i = Xi + | εi | and let D′

i denote the distribution of X ′
i for i ∈ U .

By Lemma A.3.4, D′
i is absolutely continuous for i ∈ U . Consider running MECc under the problem

instance (M, X ′, Y ), i.e., the principal’s utility distributions are absolutely continuous. Without loss

of generality, assume that MECc is single-proposal mechanism by Proposition 1.4.2, and let Ec be the

eligible set of MECc.3

3Alternatively, one can adapt the procedure illustrated in the proof of Proposition 1.4.2 to convert the mechanism to the
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Denote the problem instance (M, X, Y ) by Θg and that of (M, X ′, Y ) by Θc. We further write

x(I,Θ) to denote the principal’s utility of set I ∈ I under the problem instance Θ, and similarly

y(I,Θ) for the agent’s utility.

Let Ic denote the outcome of MECc on the problem instance Θc. Since MECc is α-approximate

on Θc, we have

E [x(Ic,Θc) ]

E [ maxI∈I x(I,Θc) ]
≥ α.

We design the mechanism MECg as follows.

• The mechanism first independently samples εi from N (0, σ) for each i ∈ U .

• It announces the eligible set Eg = {(I,X, Y ) : Ec(I,X ′, Y ) = 1}.

Also, the construction of the mechanism implies that if MECc is agent-oblivious then MECg is agent-

oblivious and if MECc is agent-aware then MECg should be also made agent-aware.

First, we have

E
[
max
I
x(I,Θg)

]
≤ E

[
max
I
x(I,Θc)

]
+ E

[∑
i∈U

| εi |

]
≤ E

[
max
I
x(I,Θc)

]
+O(nσ).

Recall that the agent’s best response is to propose a set that maximizes his own expected utility, i.e.,

Ig := argmax
I∈I:Eg(I,X,Y )=1

y(I,Θg).

single-proposal mechanism.
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Due to our construction of MECg, observe that

Ig = argmax
I∈I:Eg(I,X,Y )=1

y(I,Θg) = argmax
I∈I:Ec(I,X′,Y )=1

y(I,Θg)

= argmax
I∈I:Ec(I,X′,Y )=1

y(I,Θc),

where the second equality comes from the fact that Θc and Θg are indifferent with respect to the agent’s

utility. Hence, Ig under Θg is equivalent to Ic under Θc. This implies that

x(Ig,Θg) = x(Ic,Θc)−
∑
i∈Ic

|εi| =
∑
i∈Ic

X ′
i −
∑
i∈Ic

|εi|

≥
∑
i∈Ic

X ′
i −

∑
i∈[n]

| εi |


Thus, we obtain

E [x(Ig,Θg) ] ≥ E [x(Ic,Θc) ]− E

∑
i∈[n]

| εi |


≥ E [ x(Ic,Θc) ]−O(nσ).

Therefore, we have

E [x(Ig,Θg) ]

E [ maxI x(I,Θg) ]
≥ E [x(Ic,Θc) ]−O(nσ)

E [ maxI x(I,Θc) ] +O(nσ)
,
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which, letting σ 7→ 0 tends to

E [x(Ic,Θc) ]

E [ maxI x(I,Θc) ]
≥ α.

Thus, for any δ > 0, we can pick small enough σ > 0 to obtain the desired bound. a

Now we are ready to prove Theorem 1.8.4

Proof of Theorem 1.8.4. The overall argument to construct such mechanism can be depicted as fol-

lows.
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Construction of the mechanism

i) Let ALG be the α-competitive boundary-randomized order-oblivious non-adaptive algo-

rithm for matroid prophet inequality.

ii) Given a problem instance (M, X, Y ) of the matroid delegated choice, consider another

problem instance (M, X ′, Y ) such that X ′
i ∼ Xi+ | εi |, where εi is Gaussian noise defined

in the proof of Lemma A.4.4.

iii) Construct a problem instance (M,W ′, T ) of matroid prophet inequality such thatW ′
i ∼ X ′

i

and Ti ∼ e−Yi .

iv) Since ALG behaves exactly as non-adaptive algorithm under the problem instance

(M,W ′, T ) with continuous distributions for W ′, we call ALG on (M,W ′, T ) to obtain

non-adaptive thresholds τ .

v) Construct the intermediate mechanism MEC′ as follows.

a) Announce thresholds τ .

b) Accept the proposed I if I ∈ I and Xi ≥ τi for every i ∈ U .

vi) Apply Lemma A.4.4 with MEC′ to obtain MEC.

By the construction of MEC′, it is α-approximation agent-oblivious matroid delegation mecha-

nism under the problem instances (M, X ′, Y ) such that the principal’s utility random variables have

continuous probability distributions. Thus, MEC can be constructed as a (α − ε)-approximate agent-

oblivious mechanism, for ε > 0. a
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A.4.7 Proof of Proposition A.2.1 and Corollary A.2.2 and A.2.3

Proof of Proposition A.2.1. Suppose ALG is deterministic. The randomized algorithm case will be

handled analogously to the proof of Theorem 1.6.1, and we omit the details. Consider the following

procedure to construct the mechanism.

Construction of the mechanism

i) Given (M, X, Y ) of delegated choice, construct an instance of matroid prophet such that

Wi ∼ Xi and Ti ∼ e−Yi , for each i ∈ [n].

ii) Given the constructed instance (M,W, T ), call ALG on the matroid prophet inequality to

obtain the thresholds τ .

iii) Define eligible set E = {(I,X, Y ) : Xi ≥ τi, ∀i ∈ I, I ∈ I}.

Note that MEC is well-defined agent-aware mechanism since MEC’s knowledge on Y implies

the information for the distribution of T , thus we can call ALG with this informatoin on the distribution

of T .

Analogously to the proof of Theorem 1.6.1, it suffices to prove that the resulting collection of

eligible sets constitutes a matroid. This can be seen by noting that given the non-adaptive thresholds

(τi)i∈[n], we can collect a set V that consists of feasible elements satisfying Xi ≥ τi, and finally the

restrictionM|V is still a matroid by Lemma A.1.1. The argument for a randomized algorithm easily

carries over, and we skip the details. a

Proof of Corollary A.2.2. The proof follows from observing that if Yi is deterministic and the principal
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knows it, the step i) in the proof of Theorem A.2.1 induces a deterministic arrival order T , and thus we

can use an order-aware algorithm to implement the mechanism. a

Proof of Corollary A.2.3. Since we consider an agent-aware mechanism, we have the information that

Yi ∼ Yj for every i, j ∈ U . Thus, following the construction of the mechanism in the proof of

Theorem A.2.1, step i) outputs an arrival order Ti such that all the Ti have the same distribution for

i ∈ U . Given the arrival times T , let the induced arrival order be σ ∈ Pn where Pn is the set of

all permutations over [n]. Then, it is easy to see that the resulting distribution over σ is a uniform

distribution over Pn. Thus, the resulting matroid prophet inequality problem is the matroid prophet

secretary problem. The remaining arguments are analogous to the proof of Theorem A.2.1, and we

omit the details. a

A.4.8 Proof of Theorem 1.9.1

Proof of Theorem 1.9.1. Overall, we consider a game between an algorithm designer and an adversary

who chooses the orderings. An action by the designer is a deterministic non-adaptive algorithm while

an action by the adversary is an ordering of the elements. The designer tries to maximize the expected

output of the algorithm, where the expectation is over the randomness in the weight of the elements,

while the adversary tries to minimize it. A randomized strategy by the agent is a distribution over the

deterministic non-adaptive thresholds, while a randomized strategy by the adversary is a distribution

over the arrival orders. If the agent moves first, then it needs to design an algorithm without knowing

the arrival order, i.e., order-oblivious algorithm. If the agent moves second, however, it designs the

algorithm while knowing the distribution of the arrival order, i.e., order-hinted algorithm.

More formally, let A be the collection of all possible non-adaptive algorithms for the prophet
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inequality problem with set systemM, and let Pn be the set of all possible permutations defined over

[n]. Write ∆(A) and ∆(Pn) to denote the probability simplex over A and Pn, respectively. That is,

A ∈ ∆(A) and T ∈ ∆(Pn) denotes the randomized non-adaptive algorithm and randomized arrival

order, respectively. Note that it suffices to restrict the domain of arrival times to be Pn, since what only

matters for the prophet inequality is the relative arrival order between the random variables. Let us fix

the random weights W and set systemM, and we write x(A, T ) to denote the algorithm A’s expected

gain under the arrival order T . If the agent moves first, the outcome of the game will be

inf
T∈∆(Pn)

sup
A∈∆(A)

E [x(A, T ) ]. (A.13)

On the other hand, if the adversary moves first, the outcome of the game will be

sup
A∈∆(A)

inf
T∈∆(Pn)

E [x(A, T ) ]. (A.14)

Thus, if we could apply Lemma A.3.2, this would imply (A.13) and (A.14) are the same, thereby con-

cluding that there exists an order-oblivious algorithm with the same approximation factor. However,

the subtlety lies in the fact that A is not finite. Thus, we will show that there exists a reasonable class

of algorithms that approximate A well.

Given the set systemM, let us fix the problem instance (M,W, T ) and letDi be the distribution

of Wi for i ∈ U . Thanks to Lemma A.3.3, it is without loss of generality to assume that (Di)i∈U are

absolutely continuous and their density functions are uniformly bounded above by some constants. Let

γ be the upper bound on the density functions of the distributionsD1, . . . , Dn. Given any non-adaptive

algorithm A, for some θ ∈ R≥0, we define Aθ to be the same algorithm but thresholds larger than θ are
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replaced with θ. For some natural number m ∈ N, let us further define Aθ,m to be the algorithm Aθ

such that the thresholds are rounded down to the closest integer multiples of 1/m. We define Aθ to be

the collection of all possible algorithms Aθ, and let Aθ,m be that of all possible algorithms Aθ,m.

Claim A.4.5. Given a problem instance (M,W, T ) and any ε > 0, there exists θ ∈ R≥0 such that for

any T ∈ ∆(Pn) and any non-adaptive algorithm A ∈ ∆(A), we have

E [x(Aθ, T ) ] ≥ E [ x(A, T ) ]− ε.

Note that the threshold θ is independent of A and T .

Proof. Consider a threshold θ such that Pr [maxWi ≥ θ ] < ε′. Let xi(A, T ) denote the contribution

of element i to the algorithm. We will show that

xi(Aθ, T ) ≥ (1−O(ε))xi(A, T ),

with a proper choice of ε′. Denote the element i’s threshold under A by τ . Further, let τθ = min(θ, τ).

Then we have

xi(A, T ) = E [Wi · 1 { i is feasible under A and Wi ≥ τ } ]

= Pr [ i is feasible under A ]E [wi · 1 {Wi ≥ τ } ],

where the second equation comes from the fact that the event that i is feasible to be selected is deter-
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mined by other elements’ values, which is independent from Wi. Since τθ ≤ τ , we have

E [Wi · 1 {Wi ≥ τ } ] ≤ E [Wi · 1 {Wi ≥ τθ } ].

In addition, with probability at least 1 − ε′, the event maxj ̸=iWj < θ occurs. Therefore, with prob-

ability at least 1 − ε′, the algorithm A and Aθ have the same output until the element i arrives. This

implies that

Pr [ i is feasible under Aθ ] ≥ Pr [ i is feasible under A ]− ε′.

Therefore, we have

xi(Aθ, T ) = Pr [ i is feasible under Aθ ]E [Wi · 1 {Wi ≥ τ } ]

≥ (Pr [ i is feasible under A ]− ε)E [Wi · 1 {Wi ≥ τθ } ]

≥ xi(A, T )− ε′ · E [Wi1 {Wi ≥ τθ } ].

Plugging ε′ = ε
E[maxi∈U Wi ]

, we obtain

ε′ · E [Wi1 {Wi ≥ τθ } ] ≤ ε′ · E [Wi ] ≤ ε′ · E
[
max
i∈U

Wi

]
= ε.

Thus, we obtain

E [x(Aθ, T ) ] > E [ x(A, T ) ]− ε,
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a

Claim A.4.6. Given any algorithm Aθ ∈ Aθ, for any ε > 0, there exists sufficiently large m such that

x(Aθ,m, T ) ≥ x(Aθ, T )− ε.

Proof. Consider any element i, and let τθ(i) and τθ,m(i) denote the threshold for this element under

the algorithms Aθ and Aθ,m respectively.

xi(A, T ) = Pr [ i is feasible under A ]E [Wi1 {Wi ≥ τ(i) } ],

where feasibility means that element i is not blocked with respect to the set constraint I when the

element i arrives. Note that this is independent from the event concerned with the value of Wi. Note

that, as long as Wj /∈ (τθ,m(j), τθ(j)) for all j ̸= i, the two algorithms behave in the same way.

Therefore, if i is feasible under Aθ, then it would also be feasible under Aθ,m conditioned on this

event. It follows that

Pr [ i is feasible under Aθ,m ] ≥ Pr [ i is feasible under Aθ ]− nγ/m.

Additionally, since τθ,m ≤ τθ, we have

E [Wi1 {Wi ≥ τθ } ] ≤ E [Wi1 {Wi ≥ τθ,m } ].
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Thus, it follows that

x(Aθ,m, T ) =
∑
i∈U

xi(Aθ,m, T )

≥
∑
i∈U

( xi(Aθ, T )− E [Wi1 {Wi ≥ τθ } ] · nγ/m )

= x(Aθ, T )− E [Wi1 {Wi ≥ τθ } ] · nγ/m. (A.15)

Now we take large enough m so that m ≥ nγ·E[maxi∈U Wi ]
ε

. Then we have

nγ

m
· E [Wi1 {Wi ≥ τθ } ] ≤

nγ

m
E [Wi ] ≤

nγ

m
· E
[
max
i∈U

Wi

]
≤ ε.

Hence from (A.15), we obtain

x(Aθ,m, T ) ≥ x(Aθ, T )− ε,

and it finishes the proof of the claim. a

Combining Claim A.4.5 and A.4.6, for any ε > 0, there exist sufficiently large (θ,m) such that

x(Aθ,m, T ) ≥ x(A, T )− ε. (A.16)

Note that such ε is well-defined once we fix the distributions D1, D2, . . . , Dn and the underlying set

systemM.
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Finally, we obtain

inf
T∈∆(Pn)

sup
A∈∆(A)

E [x(A, T ) ] ≥ sup
A∈∆(A)

inf
T∈∆(Pn)

E [x(A, T ) ] (By Lemma A.3.1)

≥ sup
A∈∆(Aθ,m)

inf
T∈∆(Pn)

E [x(A, T ) ] (∵ ∆(Aθ,m) ⊆ ∆(A))

= inf
T∈∆(Pn)

sup
A∈∆(Aθ,m)

E [x(A, T ) ] (By Lemma A.3.2)

≥ inf
T∈∆(Pn)

sup
A∈∆(A)

E [x(A, T ) ]− ε (By (A.16))

In particular, in the third line we could apply the linear version of von Neumann’s minimax theorem

in Lemma A.3.2 since both Pn and Aθ,m are finite. This finishes the proof. a

A.4.9 Proof of Proposition 1.4.2

Proof. Let R := {(I, (x, y)) : ∃(x, y) ∈ Supp(X, Y ), (I, (x, y)) = g(MEC;M, x, y)} be the range

of the mechanism given the problem instance, i.e., the set of tuples of the selected set I and the

realized utility (x, y) of the random variables. Define MEC′ be the single-proposal mechanism with

eligible set R. Assuming that the agent plays g(MEC;M, x, y) under MEC′, the outcome of MEC

and MEC′ are equivalent since g(MEC;M, x, y) belongs to the eligible set. Thus, it suffices to prove

that g(MEC;M, x, y) is indeed the agent’s best-response under MEC′, given the realization (x, y). Let

σ = g(MEC;M, x, y) for simplicity. Suppose that there exists the agent’s another strategy σ′ such

that if agent plays σ′ under MEC′, he obtains strictly larger than what she obtains under the strategy

σ. If σ′ /∈ R, then obviously σ′ cannot be better than σ since σ′ would be rejected by MEC′, thereby

yielding zero utility for the agent. Suppose σ′ ∈ R. This means that σ′ is one of the best-response

outcomes of MEC, i.e., σ′ = g(MEC;M, x′, y′) for some x′ and y′. Therefore, the agent’s utility under
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σ′ is

∑
i∈g(MEC;M,x′,y′)

yi.

Note, however, that

∑
i∈g(MEC;M,x′,y′)

yi ≤
∑

i∈g(MEC;M,x,y)

yi,

since g(MEC;M, x, y) is the best-response given (x, y). Since RHS it the agent’s utility under σ, this

implies that σ′ cannot yield strictly large utility for the agent, and it finishes the proof. a
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Appendix B: Delegating to Multiple Agents

B.1 Numerical Experiments on the Tightness of Theorem 3.6.7

We here numerically verify that the lower bound on Pr [E ] obtained in the proof of Theo-

rem 3.6.7, i.e., exp
(
− n2

2(n−1)2

)
, is almost tight. Figure B.1 represents Pr [E ] with respect to the value

of n for some choices of k. To obtain the true value of probability of the event E, we simulate the prin-

cipal and agents and compute the frequency of the event that each agent’s utility is aligned, i.e., propos-

ing a solution that maximizes the principal’s utility also maximizes the agent’s utility, for every agent.

To present some details in the experiment, we consider n = {5, 10, 20, 50, 100, 200, 300, 400} and

k = {10, 20, 100, 150, 1000}. For each pair of n and k, we run 30000 times to compute the probability

that the event E happens. We repeat this procedure 60 times to obtain the variance for each setting,

which is plotted as the shade in the figure. The main take-away here is that the lower bound and the

average value of the quantity Pr [E ] is indeed becoming tight as n increases. As a side note, one can

observe that as n increases the precision error appears in each experiment (shade) becomes wider. This

is because large n introduces more randomness in each experiment which requires more samples to

stabilize its average, and thus we believe it not to be a meaningful phenomenon.

B.2 Further discussion on feasible mechanisms

Another reasonable choice of mechanism will be to require each agent submitting certain num-

ber, say two, of solutions, i.e., multi-proposal mechanism. Under this mechanism, each agent might
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Figure B.1: Probability of the event E defined in (B.9). Lowerbound refers to the lower
bound of the event E that we obtained in (B.15), and n and k denotes the number of agents
and the number of solutions per agent. We note that x-axis is presented in the base of the
natural number e.

select a pair of aggressive solution with large ex-post utility but smaller chance to be selected, and con-

servative solution with small ex-post utility but larger probability of winning, in order to balance these

features of two solutions. More abstractly, one may consider a mechanism that requires each agent to

signal some statistics of the observed solutions, e.g., sample average or the number of eligible solu-

tions, upon the solutions themselves. As astute readers may have noticed, in the complete information

setting, however, the revelation principle style of result allows us to reduce any mechanism to single-

proposal mechanism, so such generalization does not help. This is formalized in Theorem 3.4.11. Note

that this reduction does not preclude any randomized mechanism.

B.3 Bayes Correlated equilibrium

In this section, we discuss that the mechanism presented in Theorem 3.6.7 also has an efficient

Bayes correlated equilibrium. To be more specific, we are interested in the notion of Bayes correlated

equilibrium [206]. Suppose that there exists a mediator who is able to access the realization of all the
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solutions observed by the agents. Given the realization of all the solutions ω̄ = (ω̄i)i∈[n] observed by

the agents, the mediator recommends a strategy ψi : Ω∗ 7→ Σi for each agent i ∈ [n]. It is important to

note that the mediator recommends the strategy based on observing all the agents’ solutions. Given the

recommended strategy ψi and observed solution ω̄i, agent i plays a strategy σi(ω̄i, ψi) : Ω∗×Σi 7→ Ωi.

The procedure of recommending strategies is specified as a part of the mechanism M , and we denote

by fM,σ,ψ(ω̄) the interim allocation function, i.e., the selected winner, of the mechanismM given ψ(ω̄)

and σ(ω̄, ψ).

Then, given ψi(ω̄) and ω̄i, agent i’s expected utility of playing σi is

ui(σi(ψi, ω̄i), σ−i) = E
[ ∫

ω̄−i

yi(fM,(σi(ψi(ω̄),ω̄i),σ−i))f−i(ω̄−i)dω̄−i

]
,

and agent i’s total expected utility of playing σi is

ui(σi, σ−i) = Eω̄i
[ui(σi(ψi, ω̄i), σ−i)] .

We now define a Bayes correlated equilibrium as follows.

Definition B.3.1 (Bayes correlated equilibrium). We say that ψi induces a Bayes correlated equilib-

rium (BCE) if for any i ∈ [n],

ui(ψi, σ−i) ≥ ui(σ
′
i, σ−i),

for any other strategy σ′
i, i.e., there exists no incentive to deviate from the mediator’s recommendation.

Compared to BNE, due to the existence of the additional signals provided by the mediator who
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can observe all the solutions, both the principal and agents may enjoy the increased utility. In the

following theorem, we prove that there exists a PIM such that it achieves asymptotically constant

multiplicative approximation factor for some BCEs. We provide the proof in Appendix B.6.17

Theorem B.3.2. Consider a symmetric and independent setting such that the distributions of the both

principal’s and agent’s utility follow U [0, 1]. Then, there exists an
(
exp

(
n2

2(n−1)2

)
, 0
)

-approximate

PIM and corresponding BCE.

B.4 Bulow-Klemperer-style result for prior-independent mechanism

In constructing efficient PIM, one standard way would be to construct PIM from BM by applying

the Bulow-Klemperer-style result by [16], which considers a fictitious BM with n+ 1 agents to find a

good upper bound on the efficiency of PIM with n agents. More precisely, they first show the existence

of PIM (auction in their case) which always allocates the item to some bidders and then prove that

such PIM is optimal among the mechanism that always allocates the item. Then, for any Bayesian

mechanism M with an arbitrary reserve price, one can consider a fictitious auction with n + 1 agents

such that it runs M with the first n agents, and if it does not allocate the item, then it allocates the item

to n+ 1-th agent. Given the observations above, one can conclude that the PIM with n agents defined

above outperforms arbitrary BM with n+1 agents, and thus we can derive the approximation factor of

PIM based on BM. This technique, however, does not work in our case as we cannot easily argue that

MSPM that admits all the solutions induces the optimal utility for any mechanism that always adopts

the winner. This is because we can consider a PIM that always admits all the solutions for some agents,

but enforce some nontrivial (which does not always accept any solution) eligible sets for other agents.

Indeed, this mechanism may outperform MSPM that admits all solutions, since it may motivate the
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other agents with nontrivial eligible sets to propose more in favor of the principal, while maintaining

the mechanism to always delegate to some agents.

B.5 Comparing multi-agent and single-agent delegation

To give a brief intuition in how one can reasonably compares the multi-agent and single-agent

setting in terms of the principal, we start with an example.

Example B.5.1. Consider a task requester in the online labor market, e.g., crowdsourcing platform.

The task requester wants to solve a task by finding a single best solution for the task, and she is capable

of recruiting five online workers. Due to the intrinsic volatility of the online platform, each worker

is equipped with a similar level of skill, and is expected to exert a similar level of effort per some

unit of payment. As such, each worker has the same certainty equivalent in coming up with a single

solution, saying $10. Because of the anonymity of the online labor market, each worker does not

exactly obey the instruction of the task therein to answer the task, but instead propose a solution of his

own interest, i.e., misaligned payoffs. The task requester has a budget of $100, and faces two options

of (i) delegating to a single agent and (ii) delegating to five agents. The first option is to solely depend

on a single worker, and the worker will sample 10 solutions and commit to one of them. By exploiting

the second option, five workers will observe two solutions each and commit to one of them. Given

the assumptions above, it is likely that the expected quality of a single solution will be similar, i.e.

workers are symmetric. Which option should the principal take? As observed in our previous results,

delegating to multiple workers is expected to be generally better, but to any extent?

In what follows, we answer this question in quantitative manner. More formally, we provide

comparative statics given the reasonable comparison between the single-agent and multi-agent setting,
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wherein our derivation of reasonable comparison follows from the intuition described in the example

above. Note that we obtain the result of similar flavor in Theorem 3.5.3, but it only accommodates

a reduction from a multi-agent instance to single-agent instance entirely to provide an approximation

ratio of the multi-agent setting. In this section however, we cement this result by showing that given

any single-agent instance with arbitrary mechanism, we can construct a reasonable multi-agent in-

stance such that there exists a multi-agent mechanism with principal’s utility at least that under the

original single-agent instance. This result implies given any single-agent delegation problem instance,

the principal can instead delegate to a reasonable set of multiple agents and obtain a superior utility.

To this end, we first introduce how we construct a multi-agent instance from a single-agent instance.

Definition B.5.2 (Multi-agent correspondence). Consider a single-agent problem with a distribution

D, a number of solutions k, the agent’s utility function y, and the principal’s utility function x. Con-

sider a multi-agent problem with n ≥ 2 agents in which the principal has the same utility function

x and each agent i has a distribution Di,j = D for j ∈ [ki], a number of solutions ki such that∑n
i=1 ki = k, and the utility function yi = y. We denote this multi-agent problem by multi-agent

correspondence of the single-agent problem.

The above construction of multi-agent instance is reasonable. This is because to see whether

delegating to the multi-agent indeed brings advantages, it is fair to compare under the assumption that

the agents exert the same total amount of effort in the task in both the single-agent and the multi-

agent problem. Since the number of solutions can be translated as the amount of effort exerted in the

task, our definition of the multi-agent correspondence would play a reasonable role in comparing the

single-agent and the multi-agent problem. We present the proof in Appendix B.6.18

Theorem B.5.3. Given a single-agent problem P , denote its multi-agent correspondence P ′. For any

44



mechanism M under P , there exists an MSPM under P ′ such that the principal’s utility of the MSPM

under P ′ is at least that of M under P .

The main take-away is that the principal can actually increase (at least not decrease) her utility

by recruiting more agents with similar utilities to delegate the task, although this does not quantify

whether the multi-agent delegation largely improves upon the single-agent setting.

Remark B.5.4. As we discussed in Section 3.7, delegating to multiple agents induce a trade-off in

examining the candidates in terms of the principal’s resource, e.g., time. Meanwhile, delegating to

multiple agents already has its advantage in time consumption in the sense that it would take much

smaller time for the entire process to be finished in the multi-agent delegation as each agent’s task

solving process is independent from each other and thus can be parallelized. We discuss more in the

following example.

Example B.5.5. Back to Example B.5.1, it is indeed the case the task requester can simultaneously

request five workers to solve the task and save her time. Assuming that obtaining a single solution takes

around five minutes. Roughly speaking, single-agent delegation with 10 solutions requires 50 minutes,

whereas delegating to five agents with two solutions would take 10 minutes. Afterward, the principal

will examine the task. Suppose that the principal requires t minutes to examine a single solution. In

the single-agent scenario, overall time consumption is 50+ t. Note that t is added back as the principal

indeed has to examine the solution even though it is only one as the use of Bayesian mechanism (and

thus decide whether or not to accept it) is essential in the single-agent setting. Meanwhile, the five

agents scenario require 10 + 5t. For any t ≤ 10 = 5 · 2, i.e., when the principal can examine the

solutions faster than twice of the time that each agent needs to find one solution, delegating to five

agents still carries its own benefit even under the total examination. This will be even more true when
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the production function of the worker is concave, i.e., , when they need more time to find a solution

as they’ve already found some solutions. In short, multi-agent delegation may have both time and

efficiency gains to some extents.

B.6 Proofs

B.6.1 Proof of Theorem 3.4.11

Proof. Let Ri be the set of all the solutions belonging to agent i that can be selected by the mechanism

M , over any feasible ω̄ ∈ Ω∗ and corresponding equilibrium strategies, and any random bits of the

mechanism. Given a set of observed solutions by the agents ω̄ = ∪i∈[n]ω̄i ∈ Ω∗ and corresponding

equilibrium strategy σ, consider any ωM ∈ FM,σ(ω̄).

Suppose that ωM belongs to agent i. Obviously, ωM ∈ Ri holds due to our construction. Fur-

thermore, in terms of agent j ̸= i, there exists no solution ω′ ∈ ω̄j such that x(ω) > x(ωM) since if so,

agent j will be selected in M by playing ω, i.e., for any ω′ ∈ ω̄ \ ω̄i,

x(ωM) ≥ x(ω′). (B.1)

Furthermore, if there exists another ω ∈ ω̄i such that x(ω) ≥ x(ω′) for all ω′ ∈ ω̄ \ ω̄i and yi(ω) >

yi(ωM), then agent i’s utility becomes larger by playing ω, which contradicts the assumption that

σi = ωM is an equilibrium strategy. Hence, we conclude that whenever such ω exists,

yi(ωM) ≥ yi(ω). (B.2)
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Consider a MSPM with an arbitrary tie-breaking rule and eligible sets Ri for each agent i. Let

this mechanism M ′. Let σ′ be arbitrary equilibrium strategies under M ′. Let ωM ′ be the winner of M ′.

We now consider two cases (i) when ωM ′ ∈ ω̄i and (ii) ωM ′ ∈ ω̄j for some j ̸= i.

Firstly, assume that ωM ′ belongs to agent i. This means that σ′
i = ωM ′ . Since σ′

i is an equilibrium

strategy, there exists no solution ω′ ∈ ω̄ \ ω̄i such that x(ω′) > x(σ′
i) since if so, the agent who owns

ω will be selected in M ′ by playing ω′ which contradicts that σ′
i is an equilibrium strategy. Hence, we

have x(σ′
i) ≥ x(ω′) for any ω′ ∈ ω̄ \ ω̄i. By (B.2), this implies that yi(ωM) ≥ yi(σ

′
i) = yi(ωM ′). By

our assumption of Pareto optimal play, we further have

x(σ′
i) = x(ωM ′) ≥ x(ωM).

Otherwise, suppose that ωM ′ belongs to agent j ̸= i. In this case, suppose that x(ωM ′) < x(ωM).

Then, agent i is strictly better off by playing ωM . Hence, this is not equilibrium, and it completes the

proof. a

B.6.2 Proof of Theorem 3.5.1

Proof. We mainly prove that the expected payoff of randomized single-proposal mechanism M is at

least

E
[
X(2)1[X(2) ≥ τ ]

]
+ E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
.

We find a lower bound on the principal’s utility in an arbitrary Nash equilibrium. Let ω̄ =

∪i∈[n]ω̄i be the entire set of solutions observed by the agents and σ = (σ1, . . . , σn) be arbitrary Nash

equilibrium. We separately consider two cases (i) for any ω ∈ ω̄, ω /∈ R and (ii) there exists ω ∈ ω̄
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such that ω ∈ R.

Case (i). In this case, the utility of all agents is 0, and there does not exist a winner. Recall

that for any Nash equilibrium, there exists no incentive for any agent to deviate from equilibrium

strategies. We claim that X(1) < τ , where it concludes that the principal’s utility is simply zero in

this case. Suppose not, i.e., X(1) ≥ τ . Denote by ω∗ one of the candidates which corresponds to the

utility of X(1), and observed by agent t. If agent t proposes ω∗, his utility strictly increases from 0 to

y(ω∗), which contradicts that the agents have played equilibrium strategies. Hence we conclude that

X(1) < τ , and the principal’s utility is 0.

Case (ii). We assume that agents play mixed strategies, i.e., they decide on a probability dis-

tribution over the observed solutions. Formally, let pi,j be the probability that agent i proposes ωi,j .

These probability distributions form a mixed Nash equilibrium. As agents play mixed strategies, for

each i ∈ [n] we have
∑ki

j=1 pi,j = 1. Define Si = {ωi,j : pi,j > 0}. For each agent i, let bi be his worst

candidate in terms of principal utility, i.e., bi = argminω∈Si
x(ω). If there are multiple candidates with

the worst utility, arbitrarily choose one. We now proceed with the following claim.

Claim B.6.1. Denote the set of agents who have non-zero utility by A, then |A| = 1.

Proof of the claim. Suppose not. Let t be an agent t ∈ A such that for each agent i ∈ A− {t}, either

• x(bt) < x(bi)

• x(bt) = x(bi), and principal prefers agent i over agent t using tie-breaking rule ρ,

i.e., t is the agent with the worst bt who is least preferred according to the tie-breaking rule. Since agent

t ∈ A has non-zero utility and bt ∈ St, proposing bt also gives a non-zero utility to agent t. Let ωi,j ∈ Si

be the proposed candidate by arbitrary agent i ∈ A − {t}. This is because if there exists a solution
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with zero utility in St, then just removing bt from St and distributing its assigned probability arbitrarily

to other solutions will give a strictly higher utility for agent t. For any i ∈ A \ {t} and ωi,j ∈ Si, we

observe that x(ωi,j) ≥ x(bi). In addition, we have either x(bt) < x(ωi,j), or x(bt) = x(bi) = x(ωi,j).

Since the principal prefers i over t according to the tie-breaking rule ρ, the candidate proposed by

agent t, i.e., bt, is dominated by the candidate proposed by agent i, i.e., ωi,j . This implies that the

principal never selects bt as the winner, and it contradicts the fact that agent t has non-zero utility

when proposing bt. Therefore, we can conclude that |A| = 1. a

Suppose that agent i∗ ∈ A is the only agent with non-zero utility. In this case, all agents except

agent i∗ have a utility of zero. Due to the definition of Nash equilibrium, for any σi = ω for some

ω ∈ ω̄i, yi(fM,(σi,σ−i)) = 0. This means that the principal never selects ω ∈ ω̄i for agent i ̸= i∗. Hence,

for all i ̸= i∗, ωi∗,j ∈ Si∗ , we have

x(ωi∗,j) ≥ max
ω∈ω̄i

x(ω) = Xi,(1)

Furthermore, for all ωi∗,j ∈ Si∗ we have x(ωi∗,j) ≤ Xi∗,(1). Since for n − 1 agents i (i ̸= i∗) we have

Xi,(1) ≤ x(ωi∗,j), and x(ωi∗,j) ≤ Xi∗,(1) using the definition of X(r), for all ωi∗,j ∈ Si∗ we get

X(n) ≤ X(n−1) ≤ ... ≤ X(2) ≤ x(ωi∗,j) ≤ X(1).

Also, in this case, all candidates in Si∗ should be eligible as they give non-zero utility to agent i∗. This

further implies that for all ωi∗,j ∈ Si∗ , τ ≤ x(ωi∗,j) ≤ X(1), and we have

max
(
X(2), τ

)
≤ x(ωi∗,j) ≤ X(1).
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This inequality shows that

• if X(2) ≥ τ then x(ωi∗,j) ≥ X(2). Hence, in this case, the principal’s expected utility is at least

X(2) as E [ fM,σ(ω̄) ] =
∑

j∈[ki∗ ],ωi∗,j∈Si∗
pi∗,jx(ωi∗,j) ≥

∑
j∈[ki∗ ],ωi∗,j∈Si∗

pi∗,jX(2) = X(2).

• if X(1) ≥ τ ≥ X(2) then x(ωi∗,j) ≥ τ . Hence, in this case, the principal’s expected utility is at

least τ as E [ fM,σ(ω̄) ] =
∑

j∈[ki∗ ],ωi∗,j∈Si∗
pi∗,jx(ωi∗,j) ≥

∑
j∈[ki∗ ],ωi∗,j∈Si∗

pi∗,jτ = τ .

Therefore, by combining the results of case (i) and case (ii) the expected utility of the principal

is at least

E
[
X(2)1

[
X(2) ≥ τ

] ]
+ E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
. (B.3)

a

B.6.3 Proof of Theorem 3.5.3

Proof. Given the multi-agent delegation problem, we construct a single-agent instance and then use

guarantees on the single-agent setting to prove our theorem. Consider a problem instance of multi-

agent delegation where n agents propose solutions. In order to find solutions, agent i samples a solution

from each of his ki distributions {Di,j}kij=1. Note that all solutions lie in Ω. We construct a single-agent

problem instance where we denote the only agent by s. In the single-agent instance, for all i ∈ [n],

agent s samples ki solutions, one from each of distributions {Di,j}kij=1, hence
∑n

i=1 ki samples on

aggregate.

Let ω be a solution that agent s observes from the distributions that belong to agent i. We

represent this solution in single-agent instance with a pair (ω, i). Importantly, we define the solution
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space Ω′ in single-agent instance by Ω′ := Ω× [n]. In the constructed instance, the principal’s utility of

the solutions, i.e., the function x(.), does not change. Precisely, x((ω, i)) := x(ω). However, we define

y((ω, i)), i.e., agent s utility for ω when observed by distributions of agent i, to be y((ω, i)) := yi(ω).

According to [3], there exists an SPM with proper eligible set R under the constructed instance

such that principal’s expected utility is at least 1
2
E
[
X(1)

]
. We use eligible sets Ri = R for all agents

in the multi-agent instance. We claim that for any realization of solutions ω̄ = ∪ni=1ω̄i, the principal’s

utility in the multi-agent setting is at least that of the single-agent setting. This further implies that

using eligible sets Ri = R, principal’s expected utility in multi-agent settings is at least 1
2
E
[
X(1)

]
.

Consider a realization of solutions ω̄. Let (ω, i) be the winner in the single-agent setting. If

(ω, i) =⊥, then all observed solutions are not eligible. Formally, for all i in [n], and j in [ki]: ωi,j /∈ R.

In this case, there is no eligible solution in the multi-agent setting which indicates that the principal’s

utility in both settings is zero.

On the other hand, if (ω, i) ̸=⊥, let ω∗ be the winner in the multi-agent instance, we claim that

x(ω∗) ≥ x(ω). Note that (ω, i) is the winner of the single-agent instance so ω is the eligible solution

that maximizes agent s utility by giving her the utility of y ((ω, i)) = yi(ω).

Denote by σi the solution proposed by agent i in the multi-agent instance. As both σi, ω ∈

R, and ω is the eligible solution that maximizes yi, then yi(ω) ≥ yi(σi). As a result, according to

Assumption 3.4.9, x(σi) ≥ x(ω). There are two cases

• ω∗ is sampled by i, i.e., ω∗ = σi. As shown above x(ω∗) = x(σi) ≥ x(ω).

• ω∗ is sampled by another agent j ̸= i. As the principal selects the best candidates among all

agents, x(ω∗) ≥ x(σi). Using the inequality x(σi) ≥ x(ω) we further conclude that x(ω∗) ≥

x(ω).
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This finishes the proof.

Finally, consider a correspondence between the multi-agent and single-agent setting such that

the entire solutions in the multi-agent setting is sampled by the agent in the single-agent setting (as we

did in the proof). Then, our proof in fact shows that the multi-agent problem can always bring higher

(or equal) principal’s utility than the single-agent problem equipped with any possible mechanism

without money. This is because any mechanism in the single-agent setting can be reduced to the

single-proposal mechanism by Lemma 1 in [3], and we prove that our construction of the mechanism

above yields a higher (or equal) utility for the principal than the single-proposal mechanism in the

single-agent setting.

a

B.6.4 Proof of Theorem 3.5.5

Proof. Consider a multi-agent instance where n agents propose solutions. If there exists an agent

whose sampled solutions are always better than others agents’ solutions, we call that agent a su-

per agent. Formally, we say that agent i is super agent if for each j ∈ [ki], each i′ ∈ [n] \ {i},

and each j′ ∈ [ki′ ] when ωi,j ∼ Di,j, ωi′,j′ ∼ Di′,j′ we have x(ωi,j) ≥ x(ωi′,j′).

When a multi-agent delegation problem instance has a super agent, then whatever the super agent

proposes is taken as the winner as all other agents’ proposed solutions are dominated by any solution

of the super agent. As a result, the multi-agent instance reduces to a single-agent instance where only

agent i exists as the single agent.

We now show that (2, 0)-approximation is tight for Bayesian mechanisms. We use the notion of

a super agent and construct a multi-agent delegation problem where there exists a super agent so that
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only his sampled solutions are important. We note that X(1) here corresponds to the solution observed

by the super agent as other agents will never sample the best solution.

Assume this agent samples two solutions from distributions D1, and D2.

• D1 always gives the same solution ω1 to the agent such that x(ω1) = 1, y(ω1) = 10.

• D2 gives the agent solution ω21 such that x(ω21) =
1
α
, y(ω21) = 5 with probability of α while

with probability of 1− α, it gives solution ω22 to the agent such that x(ω22) =
α

1−α , y(ω22) = 5.

Note that α is a very small positive number.

There are two possibilities for sampled solutions by this agent either it is {ω1, ω21}, or it is {ω1, ω22}.

We first consider E
[
X(1)

]

E
[
X(1)

]
= α

(
1

α

)
+ (1− α)(1) = 2− α.

Now we consider the principal’s policy. There are two cases

• principal accepts ω1, i.e., ω1 ∈ R then as y(ω1) > y(ω21) = y(ω22), agent proposes ω1 no matter

what he samples from D2. In this case, the principal’s utility is 1.

• principal rejects ω1, i.e., ω1 /∈ R. In this case, the principal accepts the other solution as it

gives a non-zero utility to her. With probability of α, ω21 is sampled by the agent which gives

the utility of 1
α

to the principal, however, ω22 is sampled with probability of 1 − α which gives

the utility of α
1−α to the principal. Therefore, prinicpal’s expected utility using this policy is

α
(
1
α

)
+ (1− α)

(
α

1−α

)
= 1 + α.

Denote by ALG the principal’s utility using her policy. In both cases, the principal’s expected utility
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E [ALG ] ≤ 1 + α. By putting α := ε
3−ε , we have

(2− ε)E [ALG ] ≤ (2− ε)(1 + α) = (2− ε)
(
1 +

ϵ

3− ϵ

)
= 2− ε

3− ε
= 2− α = E

[
X(1)

]
.

Therefore, (2 − ε)E [ALG ] ≤ E
[
X(1)

]
. This indicates that the multiplicative approximation factor

is at least 2− ε, which finishes the proof. a

B.6.5 Proof of Theorem 3.5.8

Proof. Define Ri = R = {ω : x(ω) ≥ r(n, k)}. Suppose that we run MSPM with the eligible set R.

Due to Theorem 3.5.1, the principal’s expected utility is at least

E
[
X(2)1[X(2) ≥ τ ]

]
+ E

[
τ1[X(1) ≥ τ > X(2)]

]
≥ E

[
τ1[X(1) ≥ τ ]

]
(B.4)

≥ Pr
[
∃i : Xi,(1) ≥ r(n, k)

]
r(n, k)

=
(
1− F (r(n, k))nk

)
r(n, k)

≥
(
1− (r(n, k)α)nk

)
r(n, k)

= r(n, k)− r(n, k)αnk+1, (B.5)

where the second inequality comes from our assumption onF (x) ≤ xα. Plugging r(n, k) =
(

1
αnk+1

) 1
αnk ,1

we can further obtain

(
αnk

αnk + 1

) 1
αnk

,

1Note that this choice of r(n, k) comes from derivating (B.5) w.r.t. r(n, k) by considering it as a function of αnk.
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which yields the multiplicative approximation ratio of
(

αnk
αnk+1

) −1
αnk . a

B.6.6 Proof of Theorem 3.5.10

Proof. In order to prove this theorem, we reuse the idea of super agent defined in the proof of Theo-

rem 3.5.5. Before that, we claim that the principal cannot announce an eligible set other than Ω. The

proof is based on straightforward arguments but we provide it to make it self-contained.

Claim B.6.2. If Ri ̸= Ω for some i ∈ [n], then the additive price of anarchy can be arbitrarily close

to L, i.e., for any ε > 0 there exists a problem instance such that POSa ≥ L− ε.

Proof of the claim. Since Ri ̸= Ω, there must be an element ω ∈ Ω such that the principal does not

admit. Assume that x(ω) = L− ε/2, and agent i’s distribution is a point mass on ω. Further, assume

that other agents j ̸= i have distributions such that the principal’s utility is at most ε/2 for any point

in their support. Then, our MSPM with the given eligible sets only accepts some solutions from j ̸= i,

which results in the principal’s utility of at most ε/2. Meanwhile, the optimal utility will be to select

agent i’s solution ω under which the principal can obtain L − ε. Hence, the additive approximation

factor is L− ε/2− ε/2 = L− ε, and it completes the proof. a

Due to the claim above, the principal should announce no eligible set in order to derive a nontriv-

ial approximation ratio. Consider a multi-agent instance such that there exists a super agent. Because

the principal does not have any information regarding the distribution of agents, she cannot announce

any eligible sets which implies that she accepts all solutions and takes the best one among the proposed

solutions. As a result, whatever the super agent proposes is selected by the principal. Assume the super

agent samples two solutions from distributions D1 and D2. D1 always gives the same solution ω1 to

the agent such that x(ω1) = L − ε/2, y(ω1) = 5. D2 always gives the agent solution ω2 such that
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x(ω2) = ε/2, y(ω2) = 10. We obtain

E
[
X(1)

]
= E [ max{ε/2, L− ε/2} ] = L− ε/2.

The super agent proposes ω2 as it will not be rejected by the principal and gives a higher utility to him,

which means that the principal’s utility is x(ω2) = ε/2. Therefore, the additive approximation factor

of this mechanism is E
[
X(1)

]
− x(ω2) = L− ε. This finishes the proof. a

B.6.7 Proof of Theorem 3.5.11

Proof. For ease of presentation, assume that L = 1. By our assumption on symmetry and since each

agent independently samples solutions, Xi,(1) for i ∈ [n] are identical and independent. Then, the

result directly follows from the following theorem.

Lemma B.6.3 ( [207]). Let X1, . . . , Xn be i.i.d. random variables supported on [0, 1]. Given an

integer s such that 1 ≤ s ≤ n− 1, let Ys and Ys+1 be s-th and s+ 1-th order statistics of X1, . . . , Xn.

Then, the following holds.

E [Ys+1 − Ys ] ≤
(
n

s

)( s
n

)s (
1− s

n

)n−s
.

Plugging s = n− 1 yields the desired result for L = 1. By scaling the random variables, we can

easily obtain the general of upper bound L(1− 1/n)n−1.

To prove that this upper bound is tight upper bound for E
[
X(1) −X(2)

]
, consider a symmetric

problem instance equipped with a Bernoulli distribution with parameter p, i.e., Xi,j ∼ Bernoulli(p).

In this case, Xi,(1) is also a Bernoulli distribution with parameter q = 1 − (1 − p)k. Furthermore, we
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have

E
[
X(1) −X(2)

]
=

(
n

n− 1

)
(1− q)n−1q.

If we set q = 1 − (1 − p)k = 1
n

, which is equivalent to p = 1 − (1 − 1/n)1/k, then we have the tight

bound of (1− 1/n)n−1. By scaling this problem instance, we finish the proof.

a

B.6.8 Proof of Lemma 3.5.12

Proof. We separately prove two statements using similar techniques. Let F and f be the c.d.f. and

p.d.f. of D, respectively.

Part (1). Rearranging ∆k,n ≤ ∆k,n−1, we need to show that

E [Xn−k+1:n −Xn−k:n−1 ] ≤ E [Xn−k:n −Xn−k−1:n−1 ].

Due to [208], LHS and RHS can be represented as follows.

E [Xn−k+1:n −Xn−k:n−1 ] =

(
n− 1

n− k

)∫ ∞

−∞
F n−k(x)(1− F (x))kdx.

E [Xn−k:n −Xn−k−1:n−1 ] =

(
n− 1

n− k − 1

)∫ ∞

−∞
F n−k−1(x)(1− F (x))k+1dx.

Plugging into the inequality and rearranging it, we need to show that
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(
n− 1

n− k − 1

)(∫ ∞

−∞
F n−k−1(x)(1− F (x))k

(
n

n− k
F (x)− 1

)
dx

)
≤ 0. (B.6)

Define G(t) =
∫ t
−∞ F n−k−1(x)(1−F (x))k−1

(
n−1
n−kF (x)− 1

)
f(x)dx. Obviously, n−1

n−kF (x)−1 inside

the integrand becomes positive for x > x0 and negative otherwise for some x0 ∈ R. This implies that

G(t) ≤ G(∞) for any t ∈ R. Let u = F (x) and by change of variables, we have

G(∞) =

∫ ∞

−∞
un−k−1(1− u)k−1

(
n

n− k
u− 1

)
du

=
n

n− k
B(n− k + 1, k)−B(n− k, k)

=
n

n− k
(n− k)!(k − 1)!

n!
− (n− k − 1)!(k − 1)!

(n− 1)!
= 0

where B(·, ·) denotes the beta function. Hence, we have G(t) ≤ 0 for any t ∈ R. Now we use the

following lemma.

Lemma B.6.4 ( [209]). Given two functions g : R 7→ [a, b] and h : R 7→ [a, b] and h is nonnegative,

then the following holds.

1. If
∫ t
−∞ g(x)dx ≤ 0 for any t ∈ R, then for any nonincreasing function h : R 7→ R, we have∫ t

−∞ g(x)h(x)dx ≤ 0 for any t ∈ R.

2. If
∫ t
−∞ g(x)dx ≥ 0 for any t ∈ R, then for any nondecreasing function h : R 7→ R, we have∫ t

−∞ g(x)h(x)dx ≥ 0 for any t ∈ R.

Plugging g(x) to be the integrand of G(x) and h(x) = ( f(x)
1−F (x)

)−1 to the first part of the above

lemma, we conclude that (B.6) holds since h(t) is nonincreasing due to the assumption on MHR. This
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completes the first part of the lemma.

Part (2). Now consider the MRHR distribution case. Rearranging δk,n ≤ δk,n−1, we need to show

that

E [Xk+1:n −Xk+1:n−1 ] ≤ E [Xk:n −Xk:n−1 ].

Again due to [208], we have

E [Xk+1:n −Xk+1:n−1 ] = −
(
n− 1

k

)∫ ∞

−∞
F k+1(x)(1− F (x))n−k−1dx.

E [Xk:n −Xk:n−1 ] = −
(
n− 1

k − 1

)∫ ∞

−∞
F k(x)(1− F (x))n−kdx.

Plugging into the inequality and rearranging it, it suffices to show that

(n− 1)!

(k − 1)!(n− k)!

∫ ∞

−∞
F k(x)(1− F (x))n−k−1

(n
k
F (x)− 1

)
dx ≥ 0.

DefineG′(t) =
∫∞
t
F k−1(x)(1−F (x))n−k−1

(
n
k
F (x)− 1

)
f(x)dx. Observe that

(
n
k

)
F (x)−1 becomes

positive for x > x0 and negative otherwise for some x0 ∈ R. Hence, G′(t) ≥ G′(−∞). Now we show

that G′(−∞) ≥ 0. Using change of variable with F (x) = u, we have

G′(−∞) =

∫ ∞

−∞
uk−1(1− u)n−k−1

(n
k
u− 1

)
du

=
n

k
B(k + 1, n− k)−B(k, n− k)

=
n

k

k!(n− k − 1)!

n!
− (k − 1)!(n− k − 1)!

(n− 1)!
= 0,
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and it concludes that G′(t) ≥ 0 for any t ∈ R. Now, plugging g(x) to be the integrand of G′(x)

and h(x) = ( f(x)
F (x)

)−1 to the second part of Lemma B.6.4, we conclude that (B.6) holds since h(t) is

nondecreasing due to the assumption on MRHR. This completes the first part of the lemma.

a

B.6.9 Proof of Lemma 3.5.14

Proof. Let f(x) and F (x) be p.d.f. and c.d.f. of the distribution Xi ∼ D, and let g(x) and G(x) be

that of r-th order statistics, respectively. Then, we have

1−G(x) =
r−1∑
j=0

(
n

j

)
F (x)j(1− F (x))n−j

g(x) =
n!

(r − 1)!(n− r)!
f(x)F (x)r−1(1− F (x))n−r.

Hence, its hazard rate can be obtained as

h(x) =

n!
(r−1)!(n−r)!f(x)F (x)

r−1(1− F (x))n−r∑r−1
j=0

(
n
j

)
F (x)j(1− F (x))n−j

=
n!

(r − 1)!(n− r)!
f(x)

1− F (x)
F (x)r−1(1− F (x))n−r+1∑r−1
j=0

(
n
j

)
F (x)j(1− F (x))n−j

=
n!

(r − 1)!(n− r)!
f(x)

1− F (x)
1∑r−1

j=0

(
n
j

) (1−F (x)
F (x)

)r−j−1 .

Since f(x)/(1−F (x)) is nondecreasing by MHR property of D and 1−F (x)/F (x) is nonincreasing

function of x, we conclude that h(x) is nondecreasing function of x. a
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B.6.10 Proof of Theorem 3.5.15

Proof. Recall that the additive approximation factor is upper bounded by E
[
X(1) −X(2)

]
by Corol-

lary 3.5.9. As we discussed, the proof mainly follows from Lemma 3.5.12 on the expected difference

between two consecutive order statistics. First, by Lemma 3.5.14, Xi,(1) has MHR distribution for

i ∈ [n]. Now, denote by E
[
X(1):n −X(2):n

]
the additive approximation factor in the problem setting

when there exists n agents. By repeating Lemma 3.5.12 with k = 1, we can obtain the following

inequalities.

E
[
X(1):n −X(2):n

]
≤ E

[
X(1):2 −X(2):2

]
= E [ |A−B| ],

where A and B are two i.i.d. random variables of which the endowed distribution is equivalent to that

of Xi,(1). We now use the following inequality.2

Lemma B.6.5 (Theorem 5 in [210]). Let A,B be i.i.d. random variables with mean µ and variance

σ2. For any p, q such that p > 1 and 1
p
+ 1

q
= 1, suppose that E [ |A− µ|p ] <∞. Then, the following

inequality holds.

E [ |A−B| ] ≤ 2

(q + 1)1/q
E [ |A− µ|p ]1/p.

Plugging p = q = 2 into the lemma, we obtain

E [ |A−B| ] ≤
√

4Var(A)

3
.

2Weaker bound of E [ |A−B| ] ≤
√
Var(a) can be obtained by simply rewriting it as E

[√
(A−B)2

]
and applying

Jensen’s inequality.
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In case of uniform distribution U [0, 1], it is widely known that Xi,(1) ∼ Beta(k, 1). Hence, we con-

clude that the additive approximation factor is bounded above by

√
4k

3(k + 1)2(k + 2)
≈ 1.155

k
.

a

B.6.11 Proof of Lemma 3.5.16

Proof. We separately prove two cases.

Part (1). Rearrange (n+1)∆k,n = ∆k,n+n∆k,n ≤ n∆k,n−1 and divide it by n−1,, we need to show

that

∆k,n

n
+ E [Xn−k+1:n −Xn−k:n−1 ] ≤ E [Xn−k:n −Xn−k−1:n−1 ].

Again to [208], each term can be represented as follows.

∆k,n

n
=

1

n

(
n

k

)∫ ∞

−∞
F n−k(x)(1− F (x))kdx

E [Xn−k+1:n −Xn−k:n−1 ] =

(
n− 1

n− k

)∫ ∞

−∞
F n−k(x)(1− F (x))kdx.

E [Xn−k:n −Xn−k−1:n−1 ] =

(
n− 1

n− k − 1

)∫ ∞

−∞
F n−k−1(x)(1− F (x))k+1dx.

Plugging into the inequality and rearranging it, we need to show that
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(
n− 1

n− k − 1

)(
1

n− k

∫ ∞

−∞
F n−k(x)(1− F (x))kdx+

∫ ∞

−∞
F n−k−1(x)(1− F (x))k

(
n

n− k
F (x)− 1

)
dx

)
≤ 0.

We can further expand it to be

(
n− 1

n− k − 1

)(∫ ∞

−∞
F n−k−1(x)(1− F (x))k

(
n+ 1

n− k
F (x)− 1

)
dx

)
≤ 0. (B.7)

Define

G(t) =

∫ t

−∞
F n−k−1(x)(1− F (x))k

(
n+ 1

n− k
F (x)− 1

)
f(x)dx

Obviously, n+1
n−kF (x) − 1 inside the integrand becomes positive for x > x0 and negative otherwise

for some x0 ∈ R. This implies that G(t) ≤ G(∞) for any t ∈ R. Let u = F (x) and by change of

variables, we have

G(∞) =

∫ ∞

−∞
un−k−1(1− u)k

(
n+ 1

n− k
u− 1

)
du

=
n+ 1

n− k
B(n− k + 1, k + 1)−B(n− k, k + 1)

=
n+ 1

n− k
(n− k)!k!
(n+ 1)!

− (n− k − 1)!k!

n!
= 0

where B(·, ·) denotes the beta function. Hence, we have G(t) ≤ 0 for any t ∈ R. Plugging g(x) to

be the integrand of G(x) and h(x) = 1/f(x) to the first part of Lemma B.6.4, we conclude that (B.7)
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holds since h(t) is nonincreasing due to the assumption on f(x). This completes the first part of the

lemma.

Part (2). Rearranging (n+ 1)δk,n ≤ nδk,n−1, we need to show that

1

n
E [Xk+1:n −Xk:n ] + E [Xk+1:n −Xk+1:n−1 ] ≤ E [Xk:n −Xk:n−1 ].

Due to [208], we obtain the following equations.

1

n
E [Xk+1:n −Xk:n ] =

1

n

(
n

n− k

)∫ ∞

−∞
F k(x)(1− F (x))n−kdx

E [Xk+1:n −Xk+1:n−1 ] = −
(
n− 1

k

)∫ ∞

−∞
F k+1(x)(1− F (x))n−k−1dx

E [Xk:n −Xk:n−1 ] = −
(
n− 1

k − 1

)∫ ∞

−∞
F k(x)(1− F (x))n−kdx

Plugging into the inequality and rearranging it, we need to show that

(n− 1)!

(k − 1)!(n− k)!

(
−1

k

∫ ∞

−∞
F k(x)(1− F (x))n−kdx+

∫ ∞

−∞
F k(x)(1− F (x))n−k−1

(n
k
F (x)− 1

))
≥ 0,

which is equivalent to

(n− 1)!

(k − 1)!(n− k)!

(∫ ∞

−∞
F k(x)(1− F (x))n−k−1

(
n+ 1

k
F (x)− k + 1

k

))
≥ 0.

Define G′(t) =
∫∞
t
F k−1(x)(1− F (x))n−k−1

(
n+1
k
F (x)− k+1

k

)
f(x)dx. Observe that n+1

k
F (x)− k+1

k

becomes positive for x > x0 and nonpositive otherwise for some x0 ∈ R. Hence, G′(t) ≥ G′(−∞).
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Now we show that G′(−∞) ≥ 0. Using change of variable with F (x) = u, we have

G′(−∞) =

∫ ∞

−∞
uk−1(1− u)n−k−1

(
n+ 1

k
u− k + 1

k

)
du

=
n+ 1

k
B(k + 1, n− k)− k + 1

k
B(k, n− k)

=
n+ 1

k

k!(n− k − 1)!

n!
− k + 1

k

(k − 1)!(n− k − 1)!

(n− 1)!

=
(k − 1)!(n− k − 1)!

(n− 1)!

(
n+ 1

n
− k + 1

k

)
≤ 0,

where the last inequality follows from k ≤ n − 1. Hence we conclude that G′(t) ≥ 0 for any t ∈ R.

Now, plugging in g(x) to be the integrand of G′(x) and h(x) = f(x)−1 to the second part of Lemma

B.6.4, we finish the proof. a

B.6.12 Proof of Lemma 3.5.17

Proof. We separately prove the following two cases.

Part (1). Let f(x) and F (x) be p.d.f. and c.d.f. of the distribution Xi ∼ D, and let g(x) be p.d.f. of

n-th order statistics, respectively. Then, we have

g(x) =
n!

(n− 1)!(n− n)!
f(x)F n−1(x)(1− F (x))n−n = nf(x)F (x)n−1.

Since both f(x) and F (x) are nondecreasing on x, we finish the proof.

Part (2). Let g(x) be p.d.f. of first order statistics. Then, we have

g(x) =
n!

(1− 1)!(n− 1)!
f(x)F 1−1(x)(1− F (x))n−1 = nf(x)(1− F (x))n−1.
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Since both 1− F (x) and f(x) are nonincreasing on x, we finish the proof. a

B.6.13 Proof of Theorem 3.5.18

Proof. Recall that the additive approximation factor is upper bounded by E
[
X(1) −X(2)

]
by Corol-

lary 3.5.9. As we discussed above, the proof mainly follows from Lemma 3.5.16 on the expected

difference between two consecutive order statistics. By Lemma 3.5.17, we know that Xi,(1) has p.d.f.

which is nondecreasing on x. Now, denote by E
[
X(1):n −X(2):n

]
the additive approximation factor

in the problem setting when there exists n agents. By repeating Lemma 3.5.16 with k = 1, we have

the following series of inequalities.

(n+ 1)E
[
X(1):n −X(2):n

]
≤ nE

[
X(1):n−1 −X(2):n−1

]
nE
[
X(1):n−1 −X(2):n−1

]
≤ (n− 1)E

[
X(1):n−2 −X(2):n−2

]
...

4E
[
X(1):3 −X(2):3

]
≤ 3E

[
X(1):2 −X(2):2

]
.

By multiplying the inequalities, we obtain

E
[
X(1):n −X(2):n

]
≤ 3

n+ 1
E [ |A−B| ],

where A and B are two i.i.d. random variables of which the endowed distribution is equivalent to that

of Xi,(1). Similarly from the proof of Theorem 3.5.15, we can further obtain

E [ |A−B| ] ≤
√

4

3
Var(A),
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and it completes the proof. In case of uniform distribution U [0, 1], it is widely known that Xi,(1) ∼

Beta(k, 1). Hence, we conclude that the additive approximation factor is upper bounded by

3

n+ 1

√
4k

3(k + 1)2(k + 2)
≈ 3.464

k(n+ 1)
.

a

B.6.14 Proof of Theorem 3.6.4

Proof. The proof consists of two parts. First, we prove that there exists a problem instance such that

proposing a solution that minimizes the principal’s utility constructs an equilibrium, which leads to

the principal’s utility of E
[
maxi∈[n]Xi,(k)

]
. Next, we analyze the bound on this quantity under the

uniform distribution.

Worst-case instance. Consider n symmetric agents that find solutions ω such that x(ω) = x0

is sampled from a continuous distribution with c.d.f. of F (x0). Each agent samples k solutions. For

example, agent i samples ωi,1, ωi,2, ..., ωi,k. For an observed solution ωi,j , define agents’ utility function

y as a function of x(ωi,j) as follows

y(ωi,j) =

(
1−

(
(1− F (x(ωi,j)))k

)n−1
)−2

.

Under this setting, we claim that there exists a BNE such that each agent, among all of his sampled

solutions, proposes the solution which minimizes the principal’s utility. In order to show this claim, we

prove that assuming other agents propose solutions with the lowest principal’s utility, best-response for

agent i is also to submit the solution which minimizes the principal’s utility. Denote others’ strategy
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by σ−i.

E [ui(ω, σ−i)|x(ω) = x0 ] = Pr [ω is winner|σ−i, x(ω) = x0 ]y(ω)

As all other agents propose solutions with the lowest principal’s utility, the probability that ω is chosen

as the winner is the probability that all agents observe at least one solution ω′ such that x(ω′) ≤ x(ω) =

x0. Note that tie does not happen as F is a continuous function. Formally,

Pr [ω is winner|σ−i, x(ω) = x0 ] =
(
1− (1− F (x0))k

)n−1

.

Plugging in the above equation, we have

E [ui(ω, σ−i)|x(ω) = x0 ] =
(
1− (1− F (x0))k

)n−1

y(ω) =
1(

1− (1− F (x0))k
)n−1

This indicates that agent utility is a decreasing function of x0 which further implies that agent i best

response is to propose solution ω such that ω = argminω∈ω̄i
x(ω). We prove that agent i best-response

is to propose the solution with the lowest principal’s utility, which concludes that this set of strategies

forms a BNE. Hence in this case, the expected utility of the principal is E
[
maxi∈[n]Xi,(k)

]
.

Computing lower bound of POAa for uniform distribution. Now we derive an upper bound for

this quantity on the uniform distribution U [0, 1] setting, i.e., Xi,j ∼ U [0, 1]. Note that Xi,(k) follows

the beta distribution with parameter (1, k). By Jensen’s inequality,

et(E[maxi∈[n]Xi,(k) ]−1/(k+1)) ≤ E
[
et·(maxi∈[n]Xi,(k)−1/(k+1))

]
≤

n∑
i=1

E
[
et(Xi,(k)−1/(k+1))

]
. (B.8)
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Now we use the fact that beta distribution is subgaussian with certain choices of parameters.

Theorem B.6.6 (Theorem 4 in [211]). The beta distribution with parameter α, β is 1
4(α+β)+2

-subgaussian.

Plugging α = 1 and β = k, we obtain that Xi,(k) is 1
4k+6

-subgaussian. Due to the definition of

subgaussianity, we have

E
[
et(Xi,(k))

]
≤ et

2/(8k+12).

Plugging back to (B.8) and rearranging, we obtain

E
[
max
i∈[n]

Xi,(k)

]
≤ 1

k + 1
+ inf

t>0

1

t
log
(
n · et2/(8k+12)

)
=

1

k + 1
+

√
log n

2k + 3
.

Since E [Xmax ] =
nk
nk+1

, we conclude that the additive approximation factor is at least

POAa ≥
nk

nk + 1
− 1

k + 1
−
√

log n

2k + 3
≥ k − 1

k + 1
−
√

log n

2k + 3
.

This concludes that there exists no mechanism such that POAa <
k−1
k+1
−
√

logn
2k+3

. We note that by

fixing n and increasing k sufficiently, we can make this bound arbitrarily close to 1, and we finish the

proof. a

B.6.15 Proof of Theorem 3.6.7

Proof. The proof consists of two main parts. First, we construct an event E such that there exists an

Pr [Ec ]-approximate BNE which yields the optimal principal’s utility. Then, we analyze the proba-

bility of the event E happening.
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Existence of approximate BNE. Consider an MSPM with no eligible sets and a deterministic tie-

breaking rule ρ. Define an event Ei(·) as follows.

Ei({x(ω), y(ω)}ω∈ω̄i
) =

{
ω̄i : argmax

ω∈ω̄i

x(ω)k(n−1)y(ω) = argmax
ω∈ω̄i

x(ω)

}
.

For notational simplicity, let x(A) = {x(ω)}ω∈A and similarly for y(A). We often overwrite

Ei({x(ω), y(ω)}ω∈ω̄i
)

by Ei or Ei(ω̄i). Define

E(ω̄) = E(x(ω̄), y(ω̄)) = ∩i∈[n]Ei(x(ω̄i)). (B.9)

We also write E(ω̄) to denote E. Now, we will prove that given E(x(ω̄), y(ω̄)) and the other’s strate-

gies, proposing a solution that maximizes x will be approximately best-response. Let’s restrict our

attention to the case in which E happens given ω̄. Suppose that agent j ̸= i proposes a candidate to

maximize x(·), i.e., σj = argmaxω∈ω̄j
x(ω). Then, conditioned on E, agent i’s expected payoff of

proposing ω ∈ ω̄i can be obtained as

ui(ω, σ−i|E(ω̄)) = Pr [ω is winner | E(ω̄) ] · y(ω)

= Pr [ x(ω) ≥ x(ω′), ∀ω′ ∈ ω̄−i | E(ω̄) ] · y(ω)

= x(ω)k(n−1)y(ω).

Since we conditioned on E(ω̄), for agent i, the solution that maximizes x(ω)k(n−1)y(ω) is exactly the
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same to the solution that maximizes x(ω). This verifies that conditioned on E(ω̄) and assuming that

the other agent j ̸= i proposes a candidate that maximizes x(·), also maximizing x(·) is agent i’s best

response. Let σxi be a strategy to propose a solution that maximizes x(·) for agent i.

Given that all the other agents j playing σxj for j ̸= i, we can further obtain the following

regarding agent i’s utility

ui(σ
x
i , σ−i) = E [ui(σ

x
i , σ−i) | E ]Pr [E ] + E [ui(σ

x
i , σ−i) | Ec ]Pr [Ec ]

≥ E [ui(σ
x
i , σ−i) | E ]Pr [E ]

≥ E [ui(σ
′
i, σ−i) | E ]Pr [E ]

= E [ui(σ
′
i, σ−i) ]− E [ui(σ

′
i, σ−i|Ec) ]Pr [Ec ]

≥ E [ui(σ
′
i, σ−i) ]− Pr [Ec ],

where the second inequality follows from the fact that given E, playing σxi is weakly dominant over

any other strategy σ′
i for agent i. This implies that if we characterize a good lower bound α such that

Pr [E ] ≥ α, we have

ui(σ
x
i , σ−i) ≥ ui(σ

′
i, σ−i)− 1 + α,

which implies that σxi is (1− α)-approximate BNE.

Analyzing the lower bound on Pr [E ]. Now, we compute the lower bound on Pr [E ]. Due to the
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independence of the utility distributions, we have

Pr [E(ω̄) ] =
∏
i∈[n]

Pr [Ei(ω̄i) ]. (B.10)

We start with the following claim.

Claim B.6.7. Pr [Ei(ω̄i) ] = E
[∏k

j=2

(
1− Ai,j

2

) ]
, where Ai,j =

(
Xi,(j)

Xi,(1)

)k(n−1)

for j ∈ [k].

Proof of the claim. Note that each probability can be computed as the following.

Pr [Ei(ω̄i) ] =

∫
x(ω̄i)

Pr [Ei(ω̄i) | x(ω̄i) ]fx(x(ω̄i))dx(ω̄i).

Given x(ω̄i), we can further compute

Pr [Ei(ω̄i) | x(ω̄i) ] =
∫
y(ω̄i)

Pr [Ei(x(ω̄i)) | x(ω̄i), y(ω̄i) ]fy(y(ω̄i))dy(ω̄i)

= Pr

[
y(ω∗

i )

y(ω)
≥
(
x(ω)

x(ω∗
i )

)k(n−1)

, ∀ω ∈ ω̄i | x(ω̄i)

]

= Pr

[
Yi,(1)
Yi,(j)

≥
(
Xi,(j)

Xi,(1)

)k(n−1)

, ∀j ∈ [k] |Xi,j, ∀j ∈ [k]

]
.

Note that this probability is 1 when j = 1. Conditioned on the event Yi,(1) = t, this probability can be

further expanded as

Pr

[
t

(
Xi,(1)

Xi,(j)

)k(n−1)

≥ Yi,(j) |Xi,j, ∀j ∈ [k], Yi,(1) = t

]
= min

(
1, t

(
1

Ai,j

))
.
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Since each solution is i.i.d. sample, we have

Pr

[
Yi,(1)
Yi,(j)

≥
Xi,(j)

Xi,(1)

, ∀j ∈ [k] |Xi,j, ∀j ∈ [k]

]
=

k∏
j=2

(∫ Ai,j

t=0

t

(
1

Ai,j

)
dt+

∫ 1

t=Ai,j

1dt

)

=
k∏
j=2

(
1− Ai,j

2

)
(B.11)

Hence we have

Pr [Ei(ω̄i) ] = Pr

[
Yi,(1)
Yi,(j)

≥
Xi,(j)

Xi,(1)

, ∀j ∈ [k]

]
= Pr

[
Yi,(1)
Yi,(j)

≥
Xi,(j)

Xi,(1)

, ∀j ∈ [k] |Xi,j, ∀j ∈ [k]

]
Pr [Xi,j, ∀j ∈ [k] ]

=

∫
Xi

k∏
j=2

(
1− Ai,j

2

)
dXi

= E

[
k∏
j=2

(
1− Ai,j

2

)]

a

Now we prove that we can decompose the product inside the expectation as follows.

Claim B.6.8. E
[∏k

j=2

(
1− Ai,j

2

) ]
≥
∫ 1

t=0

∏k
j=2

(
E
[
1− 1

2

(
Xi,(j)

t

)k(n−1)

|Xi,(1) = t

])
Pr
[
Xi,(1) = t

]
dt.

Proof of the claim. Given Xi,(1) = t, we note that 1 − Ai,j

2
for j = 2, . . . , k is nonincreasing function

over (Xi,(2), . . . , Xi,(k)). Now, we use the following correlation inequality called as Fortuin-Kasteleyn-

Ginibre (FKG) inequality.

Lemma B.6.9 ( [212]). Let ν1, . . . , νn be a probability measure on R. If functions f, g : Rn 7→ [0, 1]

are monotone increasing functions, then Eν [f · g] ≥ Eν [f ] ·Eν [g], where ν is a product measure over

ν1, . . . , νn. The same inequality holds when both f, g are monotone decreasing functions.
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For given i, we have fj = 1− Ai,j

2
for j = 2, 3, . . . , k, each of which is a nonincreasing function

over Xi,(j).3 Hence, by applying FKG inequality, we can further expand it as follows.

E

[
k∏
j=2

(
1− Ai,j

2

)]
=

∫ 1

t=0

E

[
k∏
j=2

[
1− 1

2

(
Xi,(j)

t

)k(n−1)
]
|Xi,(1) = t

]
Pr
[
Xi,(1) = t

]
dt

≥
∫ 1

t=0

k∏
j=2

(
E

[
1− 1

2

(
Xi,(j)

t

)k(n−1)

|Xi,(1) = t

])
Pr
[
Xi,(1) = t

]
dt,

(B.12)

and it completes the proof. a

Now we show that we can derive a constant lower bound that depends only on k, n and j on the

quantity inside the expectation as follows.

Claim B.6.10. For j = 2, 3, . . . , k, define gj(t) as follows.

gj(t) = E

[
1− 1

2

(
Xi,(j)

t

)k(n−1)

|Xi,(1) = t

]
.

Then, we have the following lower bound on gj(t).

gj(t) ≥ 1− 1

2

(
k − 1

kn− 1

)j−1

.

Proof of the claim. We remark that gj(t) is a lower bound on the probability that Ei(ω̄i) happens

3Note in fact that we cannot directly plug in fj = 1−Ai,j/2 in the inequality due to the correlation between the order
statistics. That said, by rewriting the expression to be over the original random variables instead of order statistics, we can
easily see that the same result follows, since the expectation remains for either of expressions.
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conditioned on Xi,(1) = t. Rewrite gj(t) as

∫ t

x=0

(
1− 1

2

(x
t

)k(n−1)
)
fXi,(j)|Xi,(1)=t(x)dx

Now, the joint density function of Xi,(j), Xi,(1) can be computed as

fXi,(j),Xi,(1)
(x, t) = fU(k−j+1),U(k)

(x, t)

= k!
xk−j

(k − j)!
(t− x)j−2

(j − 2)!
,

where U(j) denotes j-th order statistics from k i.i.d. random variables with U [0, 1].

The density function of Xi,(1) is p.d.f. of Beta(k, 1), which is tk−1/B(k, 1) where B(·, ·) is the

beta function. This implies that

fXi,(j)|Xi,(1)=t(x) = k!
xk−j

(k − j)!
(t− x)j−2

(j − 2)!

B(k, 1)

tk−1

Hence, we have

gj(t) =

∫ t

x=0

(
1− 1

2

(x
t

)k(n−1)
)

k!

(k − j)!(j − 2)!

B(k, 1)

tk−1
xk−j(t− x)j−2dx.

By change of variables with x = ty, and we have

gj(t) =

∫ 1

y=0

(
1− yk(n−1)

2

)
k!

(k − j)!(j − 2)!

B(k, 1)

tk−1
(ty)k−j(t− ty)j−2tdy

=
k!B(k, 1)

(k − j)!(j − 2)!

∫ 1

y=0

(
1− yk(n−1)

2

)
yk−j(1− y)j−2dy,
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where we use the fact that B(x, y) = (x−1)!(y−1)!
(x+y−1)!

for positive integers x, y, Rewriting the RHS using

the definition of beta function, we can further expand

gj(t) =
(k − 1)!

(k − j)!(j − 2)!

(
B(k − j + 1, j − 1)− B(kn− j + 1, j − 1)

2

)
= 1− 1

2

(kn− j)!(k − 1)!

(kn− 1)!(k − j)!

= 1− 1

2

(k − j + 1) . . . (k − 1)

(kn− j + 1) . . . (kn− 1)

≥ 1− 1

2

(
k − 1

kn− 1

)j−1

,

(B.13)

where we use that B(x, y) =
∫ 1

t=0
tx−1(1 − t)y−1dt for any real x, y. For the inequality, we use

k−j+1
kn−j+1

≤ k−1
kn−1

for any j = 2, 3, . . . , k. This completes the proof. a

Due to the claims above (Claim B.6.7,B.6.8 and B.6.10) and by (B.10), we obtain the following

lower bound on the event Ei.

Pr [Ei ] = E

[
k∏
j=2

(
1− Ai,j

2

)]
(a)

≥
∫ 1

t=0

(
k∏
j=2

gj(t)

)
Pr
[
Xi,(1) = t

]
dt

(b)

≥
∫ 1

t=0

(
k∏
j=2

1− 1

2

(
k − 1

kn− 1

)j−1
)
Pr
[
Xi,(1) = t

]
dt

=
k∏
j=2

(
1− 1

2

(
k − 1

kn− 1

)j−1
)

≥
k∏
j=2

(
1− 1

2

(
1

n

)j−1
)
,

where (a) holds by Claim B.6.8 and (b) follows from Claim B.6.10.
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Using 1− x ≥ e−x/(1−x) for x ∈ (0, 1), we finally have

Pr [E(ω̄i) ] ≥ exp

(
−

k∑
j=2

(
1
n

)j−1

2−
(
1
n

)j−1

)
. (B.14)

Now we proceed with the following series of algebraic manipulation.

(B.14) ≥ exp

(
−

k∑
j=2

1

2nj−1 − 1

)

≥ exp

(
−

k∑
j=2

1

2

1

nj−1 − 1

)

= exp

(
− 1

2(n− 1)

k∑
j=2

1

nj−2 + nj−3 + . . .+ 1

)

≥ exp

(
− 1

2(n− 1)

k∑
j=2

1

nj−2

)

= exp

(
− 1

2(n− 1)

1−
(
1
n

)k−1

1− 1
n

)

≥ exp

(
− n

2(n− 1)2

)
.

Multiplying it over i ∈ [n], we have

Pr [E ] ≥ exp

(
− n2

2(n− 1)2

)
, (B.15)

where it converges to 1/
√
e ≈ 0.6065... as n increases. Hence, we conclude that playing σxi is (1 −

e−n
2/2(n−1)2)-approximate BNE, and as the principal’s utility is Xmax for any observation of solutions

under this equilibrium, we complete the proof. a
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B.6.16 Proof of Theorem 3.7.5

Proof. Due to our definition of RSPM, B of proposed candidates will be randomly chosen by the

principal and the best candidate among them will be selected as the winner. Let E be the set of agents

who have at least one eligible solution to propose, and E ′ be the set of other agents. Denote the size of

sets E and E ′ by e and e′ respectively so that e+e′ = n. Let ω̄ = ∪i∈[n]ω̄i be the entire set of solutions

observed by the agents and σ = (σ1, . . . , σn) be arbitrary equilibrium strategy. For i ∈ E ′, since agent

i does not have eligible solutions, even his best-observed solution which gives the utility of Xi,(1) to

the principal is not eligible. This implies that Xi,(1) < τ . On the other hand, for i ∈ E, agent i has

at least one eligible observed solution to propose which implies that his best-observed solution is also

eligible as well, i.e., Xi,(1) ≥ τ . These arguments further imply that X(e) ≥ τ > X(e+1). We consider

two cases (i) when e ≤ B and (ii) when e > B, and prove the theorem separately.

Case (i): e ≤ B. In this case, the number of agents who have eligible solutions is at most

B, which implies that X(B+1) < τ . In this case, there exist at most B proposed candidates thus

the principal can examine all of them and take the best one. As a result, this case is equivalent to

the unlimited budget we had in Theorem 3.5.1, and hence from the same argument, the principal’s

expected utility is at least

E
[
X(2)1

[
X(2) ≥ τ > X(B+1)

] ]
+ E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
.

Case (ii): e > B. We follow the proof steps of Theorem 3.5.1. Assume that agents play mixed

strategies, i.e., they construct a probability distribution over the observed solutions. Formally, given the

solutions ω̄, denote by pi,j , the probability that agent i submits ωi,j as his candidate. These probability
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distributions shape a mixed Nash equilibrium.

For each i ∈ [n] we have
∑ki

j=1 pi,j = 1. Define Si = {ωi,j : pi,j > 0} as the multi-set of

solutions that agent i proposes with positive probability. For each agent i, let bi be the candidate which

gives the worst utility to the principal, i.e., bi = argminω∈Si
x(ω). If there are multiple candidates with

the worst utility, we arbitrarily choose one. We use A to denote the set of agents who have non-zero

utility.

We proceed with the following claim.

Claim B.6.11. |A| ≤ e−B + 1.

Proof of the claim. Suppose not, then |A| ≥ e−B+2. Let t ∈ A be an agent such that for each agent

i ∈ A \ {t}, either

• x(bt) < x(bi)

• x(bt) = x(bi), and mechanism prefers agent i over agent t using tie-breaking rule ρ,

i.e., agent t is the agent with non-zero utility having worst bt and least preferred using ρ. As he has

non-zero utility and bt ∈ Si, proposing bt gives him non-zero utility as well.

According to the definition of bt, when t proposes bt, no matter what agents in A \ {t} propose,

their candidates are dominant, i.e., the mechanism prefers candidate submitted by any agent in A \ {t}

over bt.

There are e candidates in total and as |A \ {t}| ≥ e−B+1, any random choice of B candidates

includes at least one candidate of agents in A \ {t}. This implies that bt is never selected as the

winner, which is a contradiction with the fact that proposing bt gives non-zero utility to agent t. So,

we conclude that |A| ≤ e−B + 1. a
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Now, we focus on agents in E \ A. Let t′ ∈ E \ A be an agent such that for any agent j ∈

E \ (A ∪ {t′}), either

• Xt′,(1) > Xj,(1)

• Xt′,(1) = Xj,(1), and mechanism prefers agent t′ over agent j using tie-breaking rule ρ,

i.e., agent t′ has the first-best solution among agents in E \A and mostly preferred by tie-breaking rule

ρ. Note that we proved |A| ≤ e−B+1 so |E \A| ≥ B− 1. Now we claim Xt′,(1) ≤ x(bt) as follows.

Claim B.6.12. Xt′,(1) ≤ x(bt).

Proof of the claim. Suppose not and let x(bt) < Xt′,(1). We know that under Nash equilibrium, agent

t′ gets zero utility thus given the strategies of others, no matter what his strategy is, he gets zero utility.

As a result, even if he proposes his first-best solution that gives the utility of Xt′,(1) to the principal, his

solution is never selected. However, according to the definition of t′, this solution is always preferred

to all candidates proposed by agents in E \ (A ∪ {t′}) which are at least B − 2 candidates. It is also

dominant over bt. Hence due to the randomness of the mechanism, there exists a non-zero probability

that the principal takes these B − 1 candidates and the candidate proposed by t′ so that t′ becomes

the winner and gets non-zero utility. This is a contradiction to the fact that t′ has zero utility and thus

Xt′,(1) ≤ x(bt). a

Let ω∗ be the winner. ω∗ belongs to agents in A and according to definition of bt, x(bt) ≤ x(ω∗).

We also proved that Xt′,(1) ≤ x(bt) so principal’s utility is at least Xt′,(1). We recall that

• According to definitions of E and E ′, Xt′,(1) ≥ τ > Xi,(1) for all i ∈ E ′.

• According to the definition of t′, we have Xt′,(1) ≥ Xj,(1) for each j ∈ E \ (A ∪ {t′}).
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HenceXt′,(1) is at least as large as the first-best solutions of |E ′|+|E\(A ∪ {t′}) | ≥ n−e+B−2

agents. Therefore, we can conclude thatXt′,(1) ≥ X(e−B+2). So, in this case whereX(e) ≥ τ > X(e+1),

we obtain a lower bound on principal’s utility as

E
[
X(e−B+2)1

[
X(e) ≥ τ > X(e+1)

] ]
.

Now by iterating over all values for e > B, we state that the expected utility is at least

n∑
e=B+1

E
[
X(e−B+2)1

[
X(e) ≥ τ > X(e+1)

] ]
,

where we write X(n+1) := −∞. By combining the result of case (i), and case (ii), we can infer that

the principal’s expected utility is at least

E
[
X(2)1

[
X(2) ≥ τ > X(B+1)

] ]
+ E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
+

n∑
e=B+1

E
[
X(e−B+2)1

[
X(e) ≥ τ > X(e+1)

] ]
,

which shows that the additive approximation factor is at most

E
[
X(1)

]
− E

[
X(2)1

[
X(2) ≥ τ > X(B+1)

] ]
− E

[
τ1
[
X(1) ≥ τ > X(2)

] ]
−

n∑
e=B+1

E
[
X(e−B+2)1

[
X(e) ≥ τ > X(e+1)

] ]

which finishes the proof.

a
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B.6.17 Proof of Theorem B.3.2

Proof. We recommend the readers skim the proof of Theorem 3.6.7 in Appendix B.6.15 before reading

this proof. Similar to the proof of Theorem 3.6.7, we proceed with three main steps. First, we construct

a Bayes correlated equilibrium with a certain choice of signaling scheme in which we signal the agents

whenever some good event E happens. Next, we show that the principal’s utility given the signal can

be decomposed as E [Xmax ] · Pr [E ]. Finally, we obtain a lower bound on the probability that E

happens.

Constructing Bayes correlated equilibrium. Consider an MSPM with no eligible sets and a deter-

ministic tie-breaking rule ρ. Denote by ω̄ = ∪i∈[n]ω̄i the solutions observed by the agents. Similar to

the proof of Theorem 3.6.7, define an event Ei(·) as follows.

Ei =

{
x(ω̄i), y(ω̄i) : argmax

ω∈ω̄i

x(ω)k(n−1)y(ω) = argmax
ω∈ω̄i

x(ω)

}
.

Let x(A) = {x(ω)}ω∈A and similarly for y(A). Define E = ∩i∈[n]Ei. Let σxi be a strategy to propose a

solution that maximizes x(·) for agent i. Denote by ui(σi, σ−i|A) agent i’s expected utility conditioned

on the event A, i.e.,

ui(σi, σ−i|A) = E
[ ∫

ω̄∈A
yi(fM,(σi,σ−i))f(ω̄|A)dω̄

]
,

where we write f(ω̄|A) to denote the probability density function of ω̄ conditioned on A. Conditioned
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on Ei, agent i’s expected payoff of proposing a solution ω ∈ ω̄i given that others play σx−i is

ui(ω, σ
x
−i|Ei) = Pr [ω is winner | E ] · y(ω)

= Pr [ x(ω) ≥ x(ω′), ∀ω′ ∈ ω̄−i | E ] · y(ω)

= x(ω)k(n−1)y(ω).

This implies that conditioned on Ei, agent i’s best response given that others play σx−i is also σxi .

Hence, conditioned on E(ω̄), playing σx = (σx1 , . . . , σ
x
n) is best-response for each agent given the

others’ strategies.

Observe that due to the Nash’s existence theorem, there exists at least one BNE. Denote this

equilibrium by σo = (σo1, . . . , σ
o
n). Now consider a mediator who recommends ψi = σxi to agent

i ∈ [n] whenever E(ω̄) happens, and recommends σ′
i otherwise. Due to our construction of E, we

have

ui(ψi, σ
x
−i|E) ≥ ui(σi, σ

x
−i|E),

for any other strategy σ′
i of agent i. From our definition of σo, we also have

ui(ψi, σ
o
−i|¬E) ≥ ui(σ

′
i, σ

o
−i|¬E),

for any other strategy σ′
i of agent i. Combining two inequalities above, we can verify that obeying
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ψ = (ψ1, . . . , ψn) constructs a BNE as follows

ui(ψi, ψ−i) = ui(ψi, σ
x
−i|E)Pr [E ] + ui(ψi, σ

o
−i|¬E)Pr [¬E ]

= ui(ψi, σ
x
−i|E)Pr [E ] + ui(ψi, σ

o
−i|¬E)Pr [¬E ]

≥ ui(σ
′
i, σ

x
−i|E)Pr [E ] + ui(σ

′
i, σ

o
−i|¬E)Pr [¬E ].

Decomposing the principal’s utility. For notational simplicity, denote by x(σ) the principal’s ex-

pected utility given the strategies σ, and x(σ|ω̄) the principal’s utility given ω̄, i.e., given all the random

variables x(ω̄) and y(ω̄). Denote by fx(x(ω̄)) and fy(y(ω̄)) the p.d.f. of x(ω̄) and y(ω̄), respectively.

Now, under the BCE with ψ, suppose that the agents obey the recommended strategies, i.e., σ = ψ.

The principal’s expected utility x(σ) can be lower bounded as

∫
x(ω̄)

(∫
y(ω̄)

E [x(σ|ω̄) | x(ω̄), y(ω̄) ]fy(y(ω̄))dy(ω̄)
)
fx(x(ω̄))dx(ω̄)

(a)
=

∫
x(ω̄)

(∫
y(ω̄)

E [x(σ|ω̄) | x(ω̄), y(ω̄), E ]Pr [E | x(ω̄), y(ω̄) ]fy(y(ω̄))dy(ω̄)
)

+

(∫
y(ω̄)

E [x(σ|ω̄) | x(ω̄), y(ω̄),¬E ]Pr [¬E | x(ω̄), y(ω̄) ]fy(y(ω̄))dy(ω̄)
)
fx(x(ω̄))dx(ω̄)

(b)

≥
∫
x(ω̄)

(∫
y(ω̄)

E [x(σ|ω̄) | x(ω̄), y(ω̄), E ]Pr [E | x(ω̄), y(ω̄) ]fy(y(ω̄))dy(ω̄)
)
fx(x(ω̄))dx(ω̄),

where (a) holds by the law of total expectation, and (b) follows from ignoring the latter integral,

i.e., the one conditioned on ¬E. First, we observe that conditioned on the event E, the principal’s

utility x(σ|ω̄) is simply Xmax. This is because conditioned on E, each agent i submits σxi , and the

principal finally chooses the one that maximizes her own utility. By the independence of Xmax over
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the random variables y(·), we can further obtain

x(σ) ≥
∫
x(ω̄)

(∫
y(ω̄)

Pr [E | x(ω̄), y(ω̄) ]fy(y(ω̄))dy(ω̄)
)
Xmaxfx(x(ω̄))dx(ω̄). (B.16)

=

∫
x(ω̄)

n∏
i=1

(∫
yi(ω̄i)

Pr [E | x(ω̄), yi(ω̄) ]fyi(yi(ω̄))dyi(ω̄)
)
Xmaxfx(x(ω̄))dx(ω̄), (B.17)

where the last equality follows from the independence of the solutions between the agents. Defining

Ai,j =
(
Xi,(j)

Xi,(1)

)k(n−1)

, due to (B.11), we can rewrite (B.17) as

∫
x(ω̄)

(
n∏
i=1

k∏
j=2

(
1− Ai,j

2

))
Xmaxfx(x(ω̄))dx(ω̄) (B.18)

= E

[
Xmax

n∏
i=1

k∏
j=2

(
1− Ai,j

2

)]

= E

[
E

[
t

n∏
i=1

k∏
j=2

(
1− Ai,j

2

)
|Xmax = t

]]
. (B.19)

=

∫ 1

t=0

E

[
n∏
i=1

k∏
j=2

(
1− Ai,j

2

)
|Xmax = t

]
tPr [Xmax = t ]dt (B.20)

Now we prove the following claim.

Claim B.6.13. g(t) = E
[∏n

i=1

∏k
j=2

(
1− Ai,j

2

)
|Xmax = t

]
is an increasing function on t.

Proof of the claim. We can write g(t) as

n∑
s=1

E

[
n∏
i=1

k∏
j=2

(
1− Ai,j

2

)
|Xs,(1) = t, argmax

i∈[n]
Xi,(1) = s

]
Pr

[
argmax
i∈[n]

Xi,(1) = s |Xmax = t

]
.

Due to symmetry, we know Pr
[
argmaxi∈[n]Xi,(1) = s |Xmax = t

]
is exactly equal for s ∈ [n], and

it does not change with respect to t. In addition, given Xs,(1) = t and argmaxi∈[n]Xi,(1) = s, in
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∏n
i=1

∏k
j=2

(
1− Ai,j

2

)
, only the terms

∏k
j=2

(
1− As,j

2

)
changes with respect to t. Given Xs,(1) = t,

we can rewrite it as

k∏
j=2

(
1− As,j

2

)
=

k∏
j=2

(
1−

(
Xs,(j)

t

)k(n−1)
)
,

and it is obviously an increasing function with respect to t. Combining the results, we conclude that

g(t) is an increasing function on t. a

Rewriting the expectation based on Xi,j and applying FKG inequality similar to the proof of

Theorem 3.6.7, we obtain

(B.20) ≥

(∫ 1

t=0

E

[
n∏
i=1

k∏
j=2

(
1− Ai,j

2

)
|Xmax = t

]
Pr [Xmax = t ]t

)
·
(∫ 1

t=0

tPr [Xmax = t ]dt

)

= E

[
n∏
i=1

k∏
j=2

(
1− Ai,j

2

)]
E [Xmax ]

= Pr [E ] · E [Xmax ].

Obtaining a lower bound on Pr [E ]. Now it remains to lower bound the probability Pr [E ], which

is already given in (B.15). Hence, we conclude that the principal’s expected utility under this BCE is

at least

exp

(
− n2

2(n− 1)2

)
E [Xmax ],

and it completes the proof. a
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B.6.18 Proof of Theorem B.5.3

Proof. We start by presenting the following lemma from [3].

Lemma B.6.14 ( [3]). In the single-agent setting, for any mechanism M and corresponding dominant

strategies σ, there exists a MSPM such that for any equilibrium strategies σ′, we have x(fM,σ(ω̄)) =

x(fSPM,σ′(ω̄)) for any ω̄ ∈ Ω∗.

By the lemma, it suffices to consider the case when M is a SPM. Let the realized solutions in P

be ω̄ = {ω1, ω2, . . . , . . . ωk}. Consider a partition of ω̄ as follows

ω̄1 = {ω1, . . . , ωk1}

ω̄2 = {ωk1+1, . . . , ωk1+k2}

...

ω̄n = {ωk1+...+kn−1+1, . . . , ωk1+...+kn=k}.

Suppose that agent i’s realization of solutions in P ′ is ω̄i so that the outcomes of P and P ′ are coupled.

This coupling is indeed possible because the probability that agent i’s solutions are realized to be

ω̄i = {ωi1 , . . . , ωiki} is exactly equal to the marginal probability that ω’s i-th partition is realized to be

ω̄i = {ωi1 , . . . , ωiki}.

Consider a SPM with an eligible set R under P , and corresponding equilibrium strategies σ.

Denote by x and y the principal and the agent’s utility function under P respectively. Given the

solutions realized as above, SPM will select the solution which maximizes y(ωj) for j ∈ [k] such

that ωj ∈ R, i.e., ω∗
1 = argmaxj∈[n],ωj∈R y(ωj). Let this solution be ω∗

1 . Now consider a MSPM
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with arbitrary tie-breaking rule and the same eligible set R under P ′, and suppose that the agents play

equilibrium strategies σ′. Let ω∗
2 be the corresponding winner in this case.

We want to show that x(ω∗
2) ≥ x(ω∗

1) for any realization of solutions ω̄. Suppose not. It is

obvious that both x(ω∗
1) and x(ω∗

2) belong to the eligible set R. If ω∗
1 and ω∗

2 belongs to the same

partition ω̄i, it means that agent i has both the solutions ω∗
1 and ω∗

2 . By our definition on ω∗
1 such

that ω∗
1 = argmaxj∈[n],ωj∈R y(ωj), submitting ω∗

1 is gives the better or the same utility for agent i. If

y(ω∗
1) > y(ω∗

2), then simply submitting ω∗
1 gives a strictly better utility for agent i, and it contradicts

that σ′ is equilibrium strategy. If y(ω∗
1) = y(ω∗

2), then x(ω∗
1) ≤ x(ω∗

2) by Assumption 3.4.9. Hence,

x(ω∗
1) ≤ x(ω∗

2) in both cases.

Now suppose that ω∗
1 and ω∗

2 belongs to the different partitions ω̄i and ω̄j . Suppose that agent i’s

equilibrium strategy satisfies σ′
i ̸= ω∗

1 . If playing ω̄i is strictly better for agent i, it contradicts that σ′
i is

an equilibrium strategy. Hence y(ω∗
1) = y(σ′

i). Again by Assumption 3.4.9, since agent i plays σ′
i, we

have x(σ′
i) ≥ x(ω∗

1). Note that the principal should observe both σ′
i and ω∗

2 , and commits to ω∗
2 . This

implies that x(ω∗
2) ≥ x(σ′

i) ≥ x(ω∗
1), and we finish the proof. a
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Appendix C: Replication-proof Bandit Mechanism Design with Bayesian Agents

C.1 Related Works

There exists a growing literature at the intersection of multi-armed bandits and algorithmic game

theory. The work of [111] considers a setting where the arms are agents. When an arm (agent) is pulled

a reward is realized. The agent can take part of the reward and only report the remaining reward to the

principal. The work of [112] is closely related to [111] in that the agents are still arms that can modify

their rewards. However, in [112] an agent’s utility equals the total number of pulls and are not related

to the rewards. A number of recent works [12, 213, 214] in algorithmic game theory community study

the problem of similar spirits, but the problem setups are very different from ours.

Another growing line of works is in the incentivized exploration, initiated by [215] and [216].

To incentivize a myopic agent arriving at each round and pulling the arm, the principal needs to de-

sign an incentive-compatible signaling scheme to induce myopic agents to explore the arms. To this

end, the principal may exploit the information asymmetry [217–219] or may compensate the myopic

users [220, 221]. Another line of works [222–225] has been asking a similar question of learning

dynamics under a presence of myopic agents pulling the arms, not in a mechanism design perspective,

but to analyze the conseqeunce of the given game.

C.2 Motivations

Despite being directly motivated by problem posed by [22], we here present further motivation

in terms of the real world applications. The content replication phenomenon in content platforms like
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Youtube [226] or ad replication in ad platforms such as Google AdSense [227] would be good practical

applications. In contents platforms like Youtube, a content creator (agent) typically does not exactly

know about each content’s quality in advance. Historical information on the contents can be thought

of as a prior distribution of the agent. The setting by [22] can be interpreted as a scenario in which

all the agents know the exact quality of their contents, which is not practical. Our Bayesian setting

indeed captures more realistic scenario of each agent having only a partial information on the expected

outcome of each content. We finally remark that although the problem of replication-proof mechanism

has not studied in the bandit literature except [22], there has been a number of papers for sybil-proof

mechanism design in the algorithmic game theory literature [228, 229].

C.3 Extension to the Asymmetric Setting

Our algorithm and the analysis therein heavily relies on the symmetry assumption such that each

agent has a single distribution which is shared over all its arms. Indeed, our analysis does not directly

extend to the asymmetric case. In particular, in the asymmetric setting in which each arm is possibly

equipped with a different prior distribution, each agent should determine specific number of replication

for each arm. This corresponds to possibly very-different distribution over ”bandit instances”, which

we believe to be significantly challenging to compare in a theoretical manner. We firmly believe that

such an extension would be very interesting direction from both practical and theoretical perspectives.

However, one can find some evidences on dominant strategies for certain cases in the asymmetric

setting. For example, if an agent has two types of arms each sampling from distributions F1 and F2

and if F1 is stochastically dominated by F2, then one can easily argue that F2 is dominant strategy over

F1, so it reduces to the symmetric case with F2.
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C.4 Failure of Existing Algorithms

We here provide more details on the failure of existing algorithms, presented in Theorem 5.3.1.

First, the following is the pseudocode of the standard UCB algoritm in the literature.

ALGORITHM 5: UCB [32]
Input: Tie-breaking rule τ , arm set A
Let µ̂a ← 0 and na ← 0 for a ∈ A
for t = 1, 2, . . . do

if na = 0 for some a ∈ A then
Let a∗ ← a

else
Compute sa ← µ̂a +

√
2 ln t/na

Let â← argmaxa∈A sa
Pull â and obtain reward Rt

Update statistics: µ̂â ← nâµ̂â+Rt

nâ+1 ; nâ ← nâ + 1

This is extended to the H-UCB, whose pseudocode is presented as follows.

ALGORITHM 6: H-UCB [22]
Input: Tie-break rule, agent set N , arm set Si for i ∈ N
Let µ̂i ← 0, ni ← 0, µ̂i,a ← 0, ni,a ← 0 for i ∈ N and a ∈ Si
for t = 1, 2, . . . do

if ni = 0 for some i ∈ N then
Let î← i

else
Compute si = µ̂i +

√
2 ln(t)/ni

Let î← argmaxi∈N si
if nî,a = 0 for some a ∈ Sî then

Let â← a
else

Compute sî,a ← µ̂î,a +
√
2 ln(ni)/na,t

Pull â of agent î and obtain reward Rt

Update statistics: µ̂î,â ←
µ̂î,ânî,â+Rt

nî,â+1 ; µ̂î ←
µ̂înî+Rt

nî+1 ; nî,â ← nî,â + 1; nî ← nî + 1;

As have been noted in the main body of the paper, H-UCB mainly consists of two phases: (i) in

the first phase, it runs UCB1 by considering each agent as a single arm and selects one agent at each

round, and (ii) in the second phase, it runs UCB within the selected agent. Precisely, it maintains two
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types of statistics: (i) agent-wise empirical average reward µ̂i, number of pulls per agent ni, and (ii)

arm-wise empirical average reward µ̂i,a and number of pulls per arm ni,a.

[22] prove that H-UCB admits replication-proofness while maintaining sublinear regret. Their

analysis is largely based on the observation that fully-informed agents do not have any incentive to

register suboptimal arms. Therefore, their setting essentially reduces to the case under which each

agent is equipped with only a single arm, and its only choice is to determine how many times to

replicate the optimal arm. This observation largely simplifies the equilibrium analysis since replicating

the same arm does not change the expected rewards of the agent due to the hierarchical structure

therein. For example, if one uses uniform-random selection in Phase 1, each agent’s expected utility is

totally independent from each other. Thus, it suffices to show truthfulness under single-agent setting.

Especially, if there is only a single agent, any standard sublinear regret algorithm would achieve

replication-proofness due to the observation above. Hence, it follows that the pair of uniform-random

selection algorithm in the first phase and any standard bandit algorithm in the second phase would

achieve replication-proofness.

In our setting, however, the agents only know about the prior distributions from which the arms’

mean rewards are drawn, and they are oblivious to which original arm will have the highest mean

reward. This motivates each agent to register multiple arms possibly with some replications. This

indeed significantly complicates the analysis of equilibrium. For example, it is not trivial to identify

which algorithm is replication-proof even under the single agent setting.

In what follows, we decompose Theorem 5.3.1 by two separate theorems for single-agent and

multi-agent arguments, and provide its proofs as well as the corresponding formal restatement.

Theorem C.4.1 (Single-agent failure - restatement of Theorem 5.3.1). There exists a problem instance
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Figure C.1: Bad instance for UCB in Theorem C.4.1. Each node denotes the sequence of
the bandit algorithm’s selection for each instance. Blue node denotes the original arm with
mean reward 1, and green one is the replica of it. Red nodes the original arm with mean
reward 0, and yellow node is the replica of it. Note that at round t = s1+s2+2, instanceA
realizes reward 0 two times, whereas B and C realizes three times, thus having 1.5 times
in average.

such that UCB1 is not replication-proof in the single-agent setting.

Proof of Theorem C.4.1. Consider a single agent with two arms indexed by 1 and 2 from distribution

D in which each arm’s mean reward is 1 with probability 1/2 and 0 with probability 1/2. Consider

a truthful strategy O and strategy S that replicates arm 1. There exists four possible cases regarding

the realization of the arms parameters: (i) both the arms have mean reward 1, (ii) only arm 1 has mean

reward 1, (iii) only arm 2 has mean reward 1, and (iv) both the arms have mean reward 0. Denote each

cases by Xi for i = 1, 2, 3, 4. For X1 and X4, note that there exists no difference in the agent’s ex-post

utility. For X2 and X3, we show that there exists a time horizon T such that the average ex-post regret

is minimized for strategy S.

Consider the following list of bandit problem instances with Bernoulli arms.

• Let A be a bandit instance with IA = (1, 0).

• Let B be a bandit instance with IB = (1, 1′, 0).

• Let C be a bandit instance with IC = (1, 0, 0′).
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Each element in I denotes the sequence of mean reward of Bernoulli arms, where we write 1′ and

0′ to distinguish the arms with same mean. Importantly, observe that A denotes the ex-post problem

instance that the algorithm faces against strategy O under X2 or X3. Furthermore, B denotes the

ex-post problem instance against S under X2, and C denotes that against S under X3.

We now show the following claim.

Claim C.4.2. Suppose that we run UCB with exploration parameter f(·) for all the problem instances

A,B, and C. Then, there exists a time horizon T such that REGA(T ) > (REGB(T )+REGC(T ))/2.

Proof of the claim. Define s1 = 1. For any integer i ≥ 2, let si denote the minimum integer satisfying

1 +

√
ln(si + i)

si
< 0 +

√
ln(si + i)

i
.

Such si exists for any i ≥ 2 since LHS is a decreasing function of si which goes to 1 as si increases

and RHS is an increasing function of si which goes to∞ as si increases, and putting si = i yields that

LHS is larger than RHS. Further, it is easy to check that si > sj if i > j and si ≥ i.

Due to our construction of the sequence si, in A, arm with mean 1 is selected exactly si times

and then arm with mean 0 is selected for a single round, and it repeats for i = 1, 2, . . .. Figure C.1

illustrates this bandit instances. As can be seen in the figure, the bandit process in A can be described

as

(1 : s1, 0 : 1, 1 : s2, 0 : 1, 1 : s3, 0 : 1, . . .),

where in each element of x : y denotes that arm with mean x is selected y times. Likewise, in B, we
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have

(1 : s1, 1
′ : s1, 0 : 1, [1 : s2, 1

′ : s2], 0 : 1, [1 : s3, 1
′ : s3], 0 : 1, . . .),

where for each element in [·], we ignore the orders how 1 and 1′ are selected, but aggregate them to

only present the total number of times each one is selected before getting to the arm 0. For C, we have

(1 : s1, [0 : 1, 0′ : 1], 1 : s2, [0 : 1, 0′ : 1], 1 : s3, [0 : 1, 0′ : 1], . . .).

Set T = s1 + 2 + s2. Given T , in A, the arm 0 is selected twice. In B, the arm 0 is selected once. In

C, the arm 0 is selected once, and also 0′ is selected once. Hence, at round t = T , REGA(T ) = 2 >

1+2
2

= REGB(T )+REGC(T )
2

, and it completes the proof. a

Set T as defined in the claim above. Finally, we can decompose the agent’s ex-ante utility as

follows.

u(O) = 1

4

(
4∑
i=1

U(O;Ei)

)
=

1

4

(∑
i=1,4

U(O;Ei)

)
+

1

4

(∑
i=2,3

U(S;Ei)

)

=
1

4

(∑
i=1,4

(
max
a∈Ei

µa · T − REGEi
(T )

))
+

1

4

(∑
i=2,3

(
max
a∈Ei

µa · T − REGEi
(T )

))

=
T − REGA(T )

2

<
T − (REGB(T ) + REGC(T ))/2

2

=
1

4

(∑
i=1,4

U(S;Ei)

)
+

1

4

(∑
i=2,3

U(S;Ei)

)

= u(S),
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and thus S yields the strictly larger ex-ante utility, and it concludes the proof. a

Furthermore, even in the multi-agent setting, we prove that H-UCB cannot be made replication-

proof with any choice of algorithm parameters, thereby showing that previously suggested algorithms

cannot be made replication-proof for any number of agents.

Theorem C.4.3 (Multi-agent failure - restatement of Theorem 5.3.1). For any number of agents n ≥ 1,

there exists a problem instance such that H-UCB is not replication-proof.

Discussion C.4.4. We further note that the above two theorems can be easily generalized by parameter-

izing the exploration parameters f(ni, t) =
√

2 ln(t)/ni or g(na,t, ni) =
√

2 ln(ni)/na,t. For example,

consider a class of exploration functions f such that it is a monotone decreasing on na given t, and a

monotone increasing on t given na. Further, assume that f(·, t)→∞ as t→∞ and f(na, na+c)→ 0

as na →∞ for any constant c ∈ N, i.e., it decreases more rapidly on na than it increases from t. Then,

one can check that the both results carry over.

Proof of Theorem C.4.3. If there exists only a single agent, it is easy to see that the dynamics of the

algorithm reduces to standard UCB1. Thus, by Theorem C.4.1, H-UCB is not replication-proof. Now

we consider multiple agents with n ≥ 2. We only show for the case n = 2 since it easily extends to

the cases with n ≥ 3. Without loss of generality, we assume that the algorithm breaks tie uniformly

at random in both phases 1 and 2. Suppose that agent 1 has two deterministic arms sampled from D

in which the mean reward is c ∈ [0, 1] with probability 0.5, and 0 otherwise, for some c > 0. We

further assume that agent 2 is equipped with a deterministic prior Di supported on µ, and the arm also

deterministically outputs reward µ. Our choice of µ will be determined later, which will be selected

in order to propagate the single-agent failure to the two-agent cases. Especially, we will focus on the
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round that agent 1 is selected exactly s1+ s2+2 times, as defined in the proof of Theorem C.4.1. Note

that the bandit process is deterministic for any realization of the arms’ parameters.

We consider a truthful strategy O of registering both arms, and another strategy S of replicating

only a single arm, and focus on the difference on the agent’s expected utility between two strategies. If

the agent samples c or 0 both the arms, then the rewards of the bandit process and the agent’s ex-post

utility therein will be indifferent. Thus, we only focus on the remaining case. Suppose that agent 1

samples c for one arm and 0 for the other, which occurs with probability 1/2. Similar to the proof of

Claim C.4.2, we consnider the following list of bandit problem instances with deterministic arms.

• Let A be a bandit instance with IA = (c, 0).

• Let B be a bandit instance with IB = (c, c′, 0).

• Let C be a bandit instance with IC = (c, 0, 0′).

Each element in I denotes the sequence of mean reward of Bernoulli arms, where we write c′ and 0′

to distinguish the arms with same mean. We simply say arm c and arm 0 to denote the arm with the

corresponding parameter c and 0, respectively. Then, the realization of the agent 1’s arms in playing

strategy S corresponds to either of bandit instance B or C, and strategy O corresponds to the bandit

instanceA. Let us abuse the notation of s1, s2, . . . defined in the proof of Claim C.4.2, so that it denotes

the number of rounds that arm c is selected consecutively before arm 0 is sampled i-th time, in problem

instance A. Also, we use Rt(i) and Nt(i) to denote the quantity of R(i) and N(i) at round t.

Given the random bits of the tie-breaking rule used by the algorithm, let τ i1, τ
i
2, . . . , τ

i
k, . . . be the

rounds that agent 1 is sampled k times when the mean rewards of the agent 1’s arms are realized to be

i = A,B,C. It is straightforward to check that τBt ≤ τAt ≤ τCt
1. Let k = s1+s2+2, and following the

1This can be shown using the coupling technique introduced in [22].
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argument of Claim C.4.2, we observe that at round τBk , agent 1’s empirical mean rewards by playing

S will be either of (i) c(s1+s2)
s1+s2+2

or (ii) c(s1+s2+1)
s1+s2+2

based on whether the arms are realized to be instance B

or C. By playing O, agent 1 simply has empirical mean reward of c(s1+s2)
s1+s2+2

at round τAk . Furthermore,

if τBk < τAk , then in problem instance A, it means that the agents’ parameters at round τBk satisfy

RτBk
(1) +

√
2 ln(t)

k − 1
< RτBk

(2) +

√
2 ln(t)

τBk − k
,

where Rt(i) denotes the empirical average reward of agent i at round t, RτBk
(1) = c(s1+s2)

s1+s2+2
and

RτBk
(2) = µ. However, from our construction of the variables and the fact that H-UCB selects agent 1

at round τBk in B, we know that

c(s1 + s2)

s1 + s2 + 2
+

√
2 ln(t)

k − 1
≥ µ+

√
2 ln(t)

τBk − k
,

and thus τAk and τBk needs to be exactly equivalent. Similarly, for instance C, since arm c and c′ are

selected the same number of times at the beginning of round τBk , we conclude that τ ik are equivalent

for i = A,B,C.

Now define θ =
√

2 ln(t)
k
−
√

2 ln(t)

τBk −k and we pick any µ ∈ ( c(s1+s2)
s1+s2+2

+ θ, c(s1+s2+1)
s1+s2+2

+ θ).

Then, at round τBk + 1, for bandit instance A and C, we observe that agent 2 will be selected
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since

RτBk +1(2) +

√
2 ln(t)

NτBk
(2)

= µ+

√
2 ln(t)

τBk − k

>
s1 + s2

s1 + s2 + 2
+ θ +

√
2 ln(t)

τBk − k

=
s1 + s2

s1 + s2 + 2
+

√
2 ln(t)

k
= RτBk +1(1) +

√
2 ln(t)

NτBk
(1)

.

For bandit instance C, however, observe that

RτCk +1(2) +

√
2 ln(t)

NτCk
(2)

= µ+

√
2 ln(t)

τCk − k

<
s1 + s2 + 1

s1 + s2 + 2
+ θ +

√
2 ln(t)

τCk − k

=
s1 + s2 + 1

s1 + s2 + 2
+

√
2 ln(t)

k
= RτCk +1(1) +

√
2 ln(t)

NτCk
(1)

,

and thus arm 1 is selected. This essentially implies that by setting T = τAk + 1, agent 1 is selected at

round T with probability 1/4 if he plays S, is never selected if he plays O, where the probability 1/4

comes from the fact that problem instance C is realized with probability 1/4. Thus, agent 1’s expected

utility becomes larger for such T by replicating one of its arm, and we finish the proof.

a

Proof of Theorem 5.4.4. Let A be an algorithm with symmetry and TRP. Given a single agent problem

instance I with original set O with l arms, let S be a truthful strategy that registers O. Consider

any non-truthful strategy S such that it replicates ri ∈ Z0 times for arm a for a ∈ [l], where Z0 =

{0, 1, 2, . . .} denotes the set of nonnegative integers. Note that since S is non-truthful strategy, at least
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one ra has to be strictly positive for some a ∈ [l]. We abuse ra = 0 to say that arm a is only registered

once without any replication, and write r = (r1, . . . , rl). For v = (v1, . . . , vl) ∈ Rl
≥0, we write g(v) to

denote the density of the mean rewards of arms having v, i.e., g(v) =
∏l

a=1 f(va), where Rl
≥0 denotes

the set of l-dimensional nonnegative real vectors. For simplicity, we assume that the prior distribution

of the agent has probability density function, and does not have any point mass.2 We further write dv

to denote dv1dv2 . . . dvl. We use REGv,r to denote the regret of problem instance such that the arms’

mean rewards are realized to be v and each arm i is replicated ri times. We finally write σ(v) to the

permuted vector given a permutation σ ∈ Sl, and σ(v)i to denote i-coordinate of σ(v).

Observe that the expected utility in playing the strategy S can be written as follows.

u(S) =
∫
µ1=v1

. . .

∫
µl=vl

E

[
U(S) |×

i∈[l]
(va : ra)

]
g(v)dv

=

∫
µ1=v1

∫
µ2=v2<v1

. . .

∫
µk=vl<vl−1

∑
σ∈Pl

E

[
U(S) |×

i∈[l]
(vσ(a) : ra)

]
g(v)dv

=

∫
µ1=v1

∫
µ2=v2<v1

. . .

∫
µk=vl<vl−1

∑
σ∈Pl

E

[
v1T − REGσ(v),r(T ) |×

i∈[l]
(va : ra)

]
g(v)dv,

where in the last equation, we condition on×i∈[n](vi : ri) since REGσ(v),r(T ) already accounts for the

permuted bandit instance. Further, due to the permutation invariance of the algorithm, applying σ−1 to

all the arm indices does not change the expected regret, and thus we can further expand it to be

u(S) =
∫
µ1=v1

∫
µ2=v2<v1

. . .

∫
µl=vl<vl−1

∑
σ∈Pl

E

[
v1T − REGv,σ(r)(T ) |×

a∈[l]
(va : ra)

]
g(v)dv. (C.1)

Let 0⃗l denote the l-dimensional zero vector. We now prove the following claim.

2This assumption is for ease of exposition, and does not restrict any of our results. For instance, if there exists point
mass so that two arms may realize the same mean reward with strictly positive probability, then we can essentially unionize
those two arms and consider it as a single arm. In this way, one can verify that all the analysis carry over.
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Claim C.4.5. For any v ∈ Rl
≥0, σ ∈ Pl, and r ∈ Zl≥0, we have

∑
σ∈Pl

E
[

REGv,σ(⃗0l)(T )
]
≤
∑
σ∈Pl

E
[

REGv,σ(r)(T )
]
.

Proof. This directly follows from our definition of TRP. More formally,

∑
σ∈Pl

E
[

REGv,σ(⃗0l)(T )
]
=

RP-REG(A, T ;O)
|Pl|

(def. of RP-Regtret)

≤ RP-REG(A, T ;S)
|Pl|

(since A is TRP)

=
∑
σ∈Pl

E
[

REGv,σ(r)(T )
]
. (def. of RP-Regret)

It completes the proof. a

By the claim, we can further expand from (C.1) as follows.

u(S) ≤
∫
µ1=v1

∫
µ2=v2<v1

. . .

∫
µl=vl<vl−1

∑
σ∈Pl

E

[
v1T − REGv,σ(⃗0l)(T ) |×

a∈[l]
(va : ra)

]
g(v)dv,

Since REGv,σ(⃗0l) is equivalent to the regret of the truthful strategyO given the ex-post realization

v, we obtain

u(S) ≤
∫
µ1=v1

∫
µ2=v2<v1

. . .

∫
µl=vl<vl−1

∑
σ∈Pl

E

[
v1T − REGI(T ) |×

a∈[l]
(va : ra)

]
g(v)dv

=

∫
µ1=v1

∫
µ2=v2

. . .

∫
µl=vl

E

[
U(O) |×

a∈[l]
(va : ra)

]
g(v)dv

= u(O),
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and thus the truthful registration O is a dominant strategy. a

C.5 Proof of Proposition 5.4.5 and Theorem 5.4.9

Here, we provide the proofs for the necessity of TRP for truthfulness in the single-agent setting,

and the main result in the single-agent setting.

Proof of Proposition 5.4.5. Consider a single-agent setting. Since the algorithm A does not satisfy

TRP, there exists a problem instance with original arms O and the agent’s strategy S, time horizon T

such that

RP-REG(A, T ;O) ≤ RP-REG(A, T ;S).

As observed in the proof of Theorem 5.4.4, the expected utility of the strategies O and S can be

compared using RP-REG(A, T ;O) and RP-REG(A, T ;S), so the result follows. a

Before presenting the proof of Theorem 5.4.9, we provide the pseudocode of the standard ETC

algorithm to make the paper self-contained.

ALGORITHM 7: ETC
Input: exploration length m, tie-breaking rule
Play each arm for m rounds.
Play the arm with the highest empirical mean for all remaining rounds

Proof of Theorem 5.4.9. Recall that we will deal with a single agent. Consider a bandit instance I in

which there exists l arms with parameters v1 ≥ v2 ≥ . . . ≥ vl, and the time horizon is T . Let na(t)

be the number of rounds that arm a is pulled and µ̂a(t) be the empirical average reward, at the end of

round t, and define δa = v1 − va for a ∈ [l].
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Our proof mainly relies on the following lemma.

Lemma C.5.1. Suppose that the realization of the arms’s mean rewards is given, and let a∗ be the arm

the largest mean reward. If m ≥ 2l
∆2 ln 2T , then for a sub-optimal arm we have:

E [na(T ) ] ≤ m+ 1.

Especially for m = 2
∆2 l ln(2T ), the expected regret is upper bounded by:

REG(T ) ≤
∑
a∈[l]

(m+ 1)∆i ≤
∑
a∈[l]

(2δal ln (2T )
∆2

+ 1
)
.

Proof of the lemma. Due to the structural nature of ETC, for any sub-optimal arm a we have

E [na(T ) ] ≤ m+ (T −mk)Pr [ µ̂a(m) ≥ µ̂a∗(m) ]

Now we focus on upper bounding Pr [ µ̂a(m) ≥ µ̂a∗(m) ].

Claim C.5.2. For any arm a ̸= a∗, the following holds.

Pr [ µ̂a(m) ≥ µ̂a∗(m) ] ≤ 2 exp(−δ
2
am

2
)
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Proof of the claim. We can expand the inequality as follows.

Pr [ µ̂a(m) ≥ µ̂a∗(m) ] = Pr [ (µ̂a(m)− va) + (va∗ − µ̂a∗(m)) ≥ δa ]

≤ Pr

[
(µ̂a(m)− va) ≥

δa
2

]
+ Pr

[
(va∗ − µ̂a∗(m)) ≥ δa

2

]
≤ 2 exp(−δ

2
a

4

1

2

1
1
4m

) (Hoeffding’s inequality)

≤ 2 exp(−δ
2
am

2
),

which finishes the proof. Note that we use the following well-known type of Hoeffding’s inequality.

Theorem C.5.3. Let X1, . . . , Xn be independent random variables such that ai ≤ Xi ≤ bi almost

surely. Define Sn = X1 + . . . Xn. For any t > 0,

Pr [ |Sn − E [Sn ]| ≥ t ] ≤ 2 exp

(
− 2t2∑n

i=1(bi − ai)2

)
.

a

Using the claim above, we can further expand,

E [na(T ) ] ≤ m+ (T −mk)Pr [ µ̂a(m) ≥ µ̂a∗(m) ]

≤ m+ 2T exp(−δ
2
am

2
) (Claim C.5.2 & T −mk ≤ T )

≤ m+ 2T exp(−
(δa
∆

)2
ln 2T ) (m ≥ 2/∆2 ln(2T ))

≤ m+ 2T exp(− ln 2T ) (Since δa
∆
≥ 1)

= m+ 1.
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This proves the upper bound on E [na(T ) ]. To obtain the upper bound on the regret, one can use the

following well-known regret decomposition lemma.

Lemma C.5.4 (Regret decomposition). The regret can be writtten as REG(T ) =
∑

a∈[l] E [ni(T )δa ].

From this, the regret bound easily follows as below

REG(T ) ≤
∑
a∈[l]

(m+ 1)δa

=
∑
a∈[l]

(
2l

∆2
ln 2T + 1)δa

≤
∑
a∈[l]

(
2lδa
∆2

ln 2T + 1). (Since ∆a ≤ 1)

This completes the proof. a

Now, consider a strategy S ̸= O of which the replication vector is r = (r1, . . . , rl) (as defined in

the proof of Theorem 5.4.4), and at least one coordinate being strictly positive. Consider a realization

v ∈ Rl
≥0, and a permutation σ(v). Let Iσ be a bandit instance in which the arms are permuted by σ

from I.

Given v1 ≥ . . . ≥ vl, let Iσ,v be the instance in which i-th arm has mean reward vσ(a) for a ∈ [l],

i.e., Iσ,v =×a∈[l](vσ(a) : ra). Denote the expected regret under Iσ,v by REGIσ,v .

From the regret decomposition lemma, we have

REGIσ,v(T ) =
∑
a∈[l]

E
[
nσ(a),t

]
δσ(a)(ra + 1).
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Due to the initial exploration phase of ETC, obviously E
[
nσ(a),t

]
≥ m. Hence we obtain

REGIσ,v(T ) ≥
∑
a∈[l]

m · δσ(a)(ra + 1).

Now, RHS in the random permutation regret (5.1) can be written as follows.

∑
σ∈Pl

REGIσ,v(T )/|Pl| ≥
∑

σ∈Pl

∑
a∈[l]m · δσ(a)(ra + 1)

l!

≥
∑

a∈[l]
∑

σ∈Pl
m · δσ(a)(ra + 1)

l!
(Change order of summation)

=

∑
a∈[l]

∑
σ∈Pl

m · δa(rσ(a) + 1)

l!
(Sum over σ equals that over σ−1)

=

∑
a∈[l]m · δa(l − 1)!

∑l
j=1(rj + 1)

l!
(fix σ(a) = j and sum over σ ∈ Pl)

=

∑
a∈[l]m · δa(∥r∥1 + l)

l
(C.2)

Due to our construction of r, we have ∥r∥1 ≥ 1, and finally we obtain

REGI(T ) ≤
∑
a∈[l]

(m+ 1)δa (C.3)

≤
∑
a∈[l]

mδa
l + 1

l
, (m = 2l

∆2 ln 2T ≥ l)

≤
∑

a∈[l]m · δa
∑l

j=1(rj + 1)

l
(∥r∥1 ≥ 1)

≤
∑
σ∈Pl

REGIσ,v(T )/|Pl|,

where the last inequality follows from the inequality (C.2). Note further that REGI(T ) is RP-REG

of truthful strategy O given the realization v, and RHS denotes that of a strategy S whose replication
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vector is r. Thus,

RP-REG(A, T,O) ≤ RP-REG(A, T,S),

for A being ETC, and it concludes that ETC is TRP. a

C.6 Proof Sketch of Proposition 5.4.10

We here provide the proof sketch of Proposition 5.4.10, where we omit the details as it is a

cumbersome application of standard techniques. The formal pseudocode is provided in Algorithm 8.

ALGORITHM 8: Prior-indepdenent ETC
Input: Tie-break rule τ
Tprev ← 0
for i = 1, 2, . . . do

T ← 2i

while t ≤ T do
m← ⌊ln4(T )⌋ Play each arm m rounds
Play the arm with the highest empirical mean for all remaining rounds, given τ

Tprev ← T

To prove the proposition, let us fix some T and focus on the rounds that operates based on this T .

Due to the assumptions, there exist sufficiently large T such that l, 1/∆ ≤ lnT . Then, for sufficiently

large T , it follows that

m = ⌊ln4(T )⌋ ≥ l lnT∆2. (C.4)

If T is not sufficiently large, the while loop will break before gets to the exploitation phase, and

therefore it does not change the expected payoff of the agent. On the other hand, if T is sufficiently

large, then since m satisfies (C.4), by Theorem 5.4.9, each partition will be replication-proof for fixed
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T . Therefore, iterating over T = 21, 22, . . . preserves the replication-proofness of the algorithm, and

thus the overall algorithm is replication-proof. Note further that the exploration length ln4(T ) only

amounts for polylogarithmic factor to the regret of the algorithm.

ALGORITHM 9: Hierarchical ETC with Restarting (H-ETC-R)
Input: Tie-breaking rule, agent set N , arm set Si for i ∈ N , restarting round τ ∈ [T ]
Let µ̂i ← 0, ni ← 0, µ̂i,a ← 0, ni,a ← 0 for i ∈ N and a ∈ Si
for t = 1, 2, . . . , T do

if t = τ + 1 then
µ̂i,a ← 0; ni,a ← 0 for ∀a ∈ Si, ∀i ∈ N

if ni < M for some i ∈ N then
î← i

else
î← argmaxi∈N µ̂i

if nî,a < m for some a ∈ Sî then
â← a

else
â← argmaxa∈Sî

µ̂î,a
Pull â of agent î and obtain reward Rt

Update statistics: µ̂î,â ←
µ̂î,ânî,â+Rt

nî,â+1 ; µ̂î ←
µ̂înî+Rt

nî+1 ; nî,â ← nî,â + 1; nî ← nî + 1;

C.7 Proof of Theorem 5.5.1

Proof. First, note that our H-ETC-R is well-defined since our choice of M and m ensures that the ex-

ploitation phase of the first phase starts after the exploitation of the second phase ends. For simplicity,

denote the first phase ETC by ALG1 and the second phase ETC by ALG2. Pick an agent i with arms

{oi,1, . . . , oi,l}, let Si be agent i’s arbitrary strategy which replicates arm oi,j of ri,j ∈ N0 times for each

j ∈ [li]. Let ri = (ri,1, . . . , ri,li), and denote by vi = (vi,1, . . . , vi,li) the realization of agent i’s original

arms’ mean rewards. Fix strategies of all the other agents j ̸= i by S−i, and fix a realization v−i of

all the other agents’ arms’ mean rewards. Henceforth, we will omit S−i and v−i from the arguments

in the notations presented hereafter, unless confusion arises. In addition, we assume that all the prior
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distributions do not have point mass for simplicity, but it can easily be generalized as discussed in the

proof of Theorem 5.4.4.

Let i∗ denote the agent selected at the exploitation phase of ALG1, and li to denote agent i’s

number of arms. We further write µ̂i(M) to denote the empirical average reward of agent i when agent

i is selected M times, and µ̂i,a(m) to denote the empirical average reward of agent i’s arm a when it’s

selectedm times. Then, given vi and ri, recall that the bandit instance agent i submits can be presented

as×i∈[l](va : ra).

Now, similar to the proof of Theorem 5.4.4, we first write agent i’s expected utility as follows.

ui(Si) =
∫
µi,1=vi,1

∫
µi,2=vi,2<vi,1

. . .

∫
µi,li=vi,li<vi,li−1

∑
σ∈Pli

E

[
Ui(Si) |×

a∈[li]
(vi,σ(a) : ri,a)

]
g(vi)dvi.

(C.5)

We first characterize the expected utility of agent i based on its utility under the single agent

setting with agent i. To this end, we introduce several notations. Write ΓSi
i (t, σ(vi)) to denote agent i’s

utility when he is selected t times under the single agent setting in ALG2 when its arms’ mean rewards

are realized to be σ(vi), and he plays strategy Si with replication vector ri. GivenM , m, and Si, define

an event

CSi
i (y, σ(v)) = {max

N∋j ̸=i
(µ̂j(M)) = y |×

a∈[li]
(vi,σ(a) : ri,a)},

i.e., the event that agents other than i have maximal agent-wise empirical average reward y at the end of
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the exploration phase in ALG1. Again given M , m, and Si, we further define following two quantities:

pSi
i (y, σ(vi)) = Pr

[
Ci(y) |×

a∈[li]
(vi,σ(a) : ri,a)

]

qSi
i (y, σ(vi)) = Pr

[
µ̂i(M) ≥ y |×

a∈[li]
(vi,σ(a) : ri,a)

]
.

Remark that all the quantities above are conditioned on the event that v−i is realized and the other

agents are playing S−i.

The following claim essentially characterizes the expected utility of agent i under strategy S .

Claim C.7.1. Agent i’s expected utility can be written as follows.

E

[
Ui(Si) |×

a∈[li]
(vi,σ(a) : ri,a

]
= E

[
ΓSi
i (M,σ(vi))

]
+ E

[
ΓSi
i (T −Mn, σ(vi))

] ∫ 1

0

pSi
i (y, σ(vi))q

Si
i (y, σ(vi))dy.

(C.6)

Proof of the claim. Since H-ETC-R is running with the first phase being ETC, the expected utility of

agent i can be decomposed as (i) expected utility in the exploration phase and (ii) expected utility in

the exploitation phase. Note that (i) essentially coincides with the expectation of ΓSi
i (M,σ(vi)) since

it chooses agent i exactly M times regardless of the random rewards. Moreover, due to our restarting

at time τ =Mn, when the exploitation phase of ALG1 starts, all the parameters of ALG2 is initialized.

Thus, conditioned on the event that agent i has the largest empirical average reward at round τ =Mn,

its expected utility in the exploitation phase again coincides with the single agent case expected utility

ΓSi
i (T −Mn, σ(vi)). Otherwise, if agent i has not been selected as the empirically best agent, then its

conditional expected utility is simply zero. Note that the probability of agent i being the empirically
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best agent can be written as follows,3

Pr [ agent i is the empirically best agent at round τ =Mn ] =

∫ 1

0

Pr [ µ̂i(M) ≥ y ]Pr [Ci(y) ]

=

∫ 1

0

pSi
i (y, σ(vi))q

Si
i (y, σ(vi))dy,

and we finish the proof of the claim. a

Using the claim above, for any strategy Si, we can further expand its conditional expected utility∑
σ∈Pli

E
[
ui(Si) |×a∈[li]

(vi,σ(a) : ri,a)
]

as follows.

∑
σ∈Pli

E

[
Ui(Si) |×

a∈[li]
(vi,σ(a) : ri,a)

]

=
∑
σ∈Pli

(
E
[
ΓSi
i (M,σ(vi))

]
+ E

[
ΓSi
i (T −Mn, σ(vi))

] ∫ 1

0

pSi
i (y, σ(v))q

Si
i (y, σ(vi))dy

)

=

∑
σ∈Pli

E
[
ΓS
i (M,σ(vi))

]+
∑
σ∈Pli

(
E
[
ΓSi
i (T −Mn, σ(vi))

] ∫ 1

0

pSi
i (y, σ(vi))q

Si
i (y, σ(vi))dy

)

=

∑
σ∈Pli

E
[
ΓSi
i (M,σ(vi))

]+

∫ 1

0

∑
σ∈Pli

E
[
ΓSi
i (T −Mn, σ(vi))

]
pSi
i (y, σ(vi))q

Si
i (y, σ(vi))

dy
=

∑
σ∈Pli

E
[
ΓSi
i (M,σ(vi))

]+

∫ 1

0

pSi
i (y, σ(vi))

∑
σ∈Pli

E
[
ΓSi
i (T −Mn, σ(vi))

]
qSi
i (y, σ(vi))

dy,
(C.7)

where the third equality follows from Fubini’s theorem, and the last inequality holds since pSi
i (y, σ(vi))

is independent from σ.

In case of the truthful strategyOi, since any permutation σ yields the same problem instance, all

3To be precise, we need to take account for the tie-breaking rule and the event that tie happens, but we omit the detail
as it can be easily handled and is beyond of our interest.
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the terms inside (C.7) remains the same. Thus,

∑
σ∈Pli

E

[
Ui(Oi) |×

a∈[li]
(vi,σ(a) : ri,a)

]

= |Pli |
(
E
[
ΓOi
i (M, vi)

]
+ E

[
ΓOi
i (T −Mn, vi)

] ∫ 1

0

pOi
i (y, vi)q

Oi
i (y, vi)dy

)
. (C.8)

Now it suffices to prove that the RHS of (C.8) is at least that of (C.7).

We first observe that the first term can effectively compared based on our result on the single-

agent setting.

Claim C.7.2. For any strategy Si, we have

∑
σ∈Pli

E
[
ΓOi
i (M,σ(vi))

]
≥
∑
σ∈Pli

E
[
ΓSi
i (M,σ(vi))

]
.

Proof. Note that ΓOi
i (M,σ(vi)) denotes the agent i’s utility at round M under the single agent setting.

Thus, the claim directly follows from Theorem 5.4.9 since we run ETC with m = 2l/∆2 ln(2T ) as

Phase 2 algorithm. a

Thus, it remains to compare the latter term that involves the integral. Given vi ∈ Rli
≥0, for a ∈ [li],

write Yi,a to denote the event that the arm with mean va of agent i is selected in the exploitation rounds

of ALG2 for agent i, i.e., having the largest empirical average reward at the end of the exploration

rounds in ALG2 for agent i.

Further, similar to the definition of ΓSi
i (·, ·), we analogously define ΓSi

i,a(·, ·) to be the random

cumulative rewards when there exists only agent i and only arm a under ALG2. That is, ΓSi
i,a(t, σ(vi)) is

just a summation of t random variables where each random variable follows the agent i’s arm’s reward
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distribution parameterized by the mean reward σ(vi). Note that our construction in equation (C.5)

verifies vi,1 ≥ vi,2 ≥ . . . ≥ vi,li . Define δi,a = vi,1 − vi,a for a ∈ [li].

We now construct a lower bound of qOi
i (y, vi) in the following.

Claim C.7.3. For any y ∈ [0, 1], and σ ∈ Pli , consider arbitrary vi ∈ [0, 1]li such that vi,1 ≥ vi,2 ≥

. . . ≥ vi,li . Then, we have

qOi
i (y, vi) ≥ Pr

[
ΓOi
i,1(M, vi) ≥My

](
1− 2

li∑
a=2

exp(−
δ2i,am

2
)

)

Proof of the claim. Due to the independence of rewards from arm a at exploitation phase and the

random variable 1 {Yi,a }, we can rewrite qOi (y, σ(v)) as follows.

qOi
i (y, vi) = Pr

[
li∑
a=1

(
ΓOi
i,a(m, v) + 1 {Yi,a }ΓOi

i,a(M − lim, vi)
)
≥My

]

=

li∑
a=1

Pr

[
li∑
a=1

(
ΓO
i,a(m, v) + 1 {Yi,a }ΓO

i,a(M − lim, v)
)
≥My | Yi,a

]
Pr [Yi,a ]

=

li∑
a=1

Pr

[(
li∑
a=1

ΓO
i,a(m, v)

)
+ ΓO

i,a(M − lim, v) ≥My | Yi,a

]
Pr [Yi,a ]

≥ Pr

[(
li∑
a=1

ΓO
i,1(m, v)

)
+ ΓO

i,1(M − lim, v) ≥My | Yi,1

]
Pr [Yi,1 ]

Note further that due to the positive correlation between the event Yi,1 and the tail event, it

follows that

Pr

[(
li∑
a=1

ΓOi
i,1(m, v)

)
+ ΓOi

i,1(M − lim, v) ≥My | Yi,1

]

≥ Pr

[(
li∑
a=1

ΓOi
i,1(m, v)

)
+ ΓOi

i,1(M − lim, v) ≥My

]
.
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Let us write

ψi(M, y, v) = Pr

[(
li∑
a=1

ΓOi
i,1(m, v)

)
+ ΓOi

i,1(M − lim, v) ≥My

]
,

then we have

qOi
i (y, vi) ≥ ψi(M, y, v)Pr [Yi,1 ] (C.9)

Since Zi,1 is the complement of ∪la=2Zi,a, observe that

Pr
[
Zc
i,1

]
= Pr

[
∪la=2Zi,a

]
≤

l∑
a=2

Pr [Zi,a ] (Union bound)

≤
l∑

a=2

Pr [ µ̂i,1(m) ≤ µ̂1,a(m) ] (Definition of Zi,a)

≤
l∑

a=2

2 exp(−
δ2i,am

2
). (Claim C.5.2)

Hence, we obtain

qOi (y, σ(v)) ≥ ψi(M, y, v)

(
1− 2

l∑
a=2

exp(−
δ2i,am

2
)

)
,

and it proves the claim. a

Claim C.7.4. For any strategy Si, σ ∈ Sli , y ∈ [0, 1] and v ∈ [0, 1]li , we have

qSi
i (y, σ(v)) ≤ ψi(M, y, v)
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Proof of the claim. This easily follows from the fact that in the probability ψ(M, y, v), the exploration

phase runs with the original li arms for m times each and then the exploration phase runs with the

optimal arm (i, 1), whereas in the probability qSi
i (y, σ(v)), the exploration runs with the original li

arms upon the replicated arm for m times each, and then exploitation runs with the empirically best

arm. That is, we can couple the first li ·m rounds for the exploration phase of the original li arms, and

then the exploitation is dominant for ψ(M, y, v) due to the stochastic dominance of the arm (i, 1) over

the other arms.

a

Now, combining Claim C.7.3 and C.7.4, we obtain

qOi (y, σ(v))− qSi (y, σ(v)) ≥ −2ψi(M, y, v)

(
li∑
a=2

exp(−
δ2i,am

2
)

)

≥ −2liψi(M, y, v)

(
exp(−∆2m

2
)

)
(Due to δi,a ≥ ∆)

≥ −2li ·
qOi (y, v)

Pr [Yi,1 ]
·
(
exp(−∆2m

2
)

)
(Due to ineq. (C.9))

≥ −2li ·
qOi (y, v)

1−
∑li

a=2 2 exp(−
δ2im

2
)
·
(
exp(−∆2m

2
)

)

≥ −2li ·
qOi (y, v)

1− 2li exp(−∆2m
2

)
·
(
exp(−∆2m

2
)

)
, (C.10)

where the fourth inequality follows from the concentration on Zi,1 in the proof of Claim C.7.3.

Now we consider two cases regarding σ: (i) when σ(1) = 1 and (ii) otherwise.

Recall that it suffices to prove that the RHS of (C.8) is at least that of (C.7). Due to Claim C.7.2,
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it suffices to prove the following inequality.

∫ 1

0

pSi (y, σ(v))

∑
σ∈Sl

{
E
[
ΓO
i (T −Mn, σ(v))

]
qOi (y, σ(v))− E

[
ΓS
i (T −Mn, σ(v))

]
qSi (y, σ(v))

}︸ ︷︷ ︸
Θ(σ,v)

dy ≥ 0.

(C.11)

Note that the term inside the summation can be decomposed as follows.

Θ(σ, v) =
{
E
[
ΓO
i (T −Mn, σ(v))

]
− E

[
ΓS
i (T −Mn, σ(v))

]}
qOi (y, σ(v))

+E
[
ΓS
i (T −Mn, σ(v))

]{
qOi (y, σ(v))− qSi (y, σ(v))

}
.

Due to (C.10), we further obtain

Θ(σ, v) ≥
{
E
[
ΓO
i (T −Mn, σ(v))

]
− E

[
ΓS
i (T −Mn, σ(v))

]}
qOi (y, σ(v))︸ ︷︷ ︸

Θ1(σ,v)

− 2E
[
ΓS
i (T −Mn, σ(v))

]
· li ·

qOi (y, v)

1− 2li exp(−∆2m
2

)
·
(
exp(−∆2m

2
)

)
︸ ︷︷ ︸

Θ2(σ,v)

.

By summing over σ ∈ Sli , for Θ1(σ, v), we have

∑
σ∈Sl

Θ1(σ, v) =
∑
σ∈Sl

{
E
[
ΓO
i (T −Mn, σ(v))

]
− E

[
ΓS
i (T −Mn, σ(v))

]}
qOi (y, σ(v))

= qOi (y, σ(v)) ·
∑
σ∈Sli

{
E
[
ΓO
i (T −Mn, σ(v))

]
− E

[
ΓS
i (T −Mn, σ(v))

]}
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From inequality (C.2) and (C.3) we know that

∑
σ∈Sli

{
E
[
ΓO
i (T −Mn, σ(v))

]
− E

[
ΓS
i (T −Mn, σ(v))

]}
≥
∑
a∈[li]

δi,a(
m

li
− 1)

≥
∑
a∈[li]

δi,a(
2li ln 2T/∆

2

li
− 1)

=
∑
a∈[li]

δi,a(
ln 2T

∆2
− 1),

which implies

∑
σ∈Sl

Θ1(σ, v) ≥ qOi (y, σ(v)) ·
∑
i∈[l]

δi,a(
ln 2T

∆2
− 1).

Putting m = 4 · 2
∆2 (maxi li) ln(2T ), observe that the following holds.

exp(−∆2m

2
) ≤ 1

4liT

Hence, for Θ2(σ, v), we further obtain

∑
σ∈Sli

Θ2(σ, v) = 2E
[
ΓS
i (T −Mn, σ(v))

]
· li ·

qOi (y, v)

1− 2li exp(−∆2m
2

)
·
(
exp(−∆2m

2
)

)

≤ 4E
[
ΓS
i (T −Mn, σ(v))

]
· li · qOi (y, v) ·

1

4liT

= E
[
ΓS
i (T −Mn, σ(v))

]
qOi (y, v)

1

4T

≤ qOi (y, v)

4
(Since E

[
ΓS
i (T −Mn, σ(v))

]
≤ T )
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Combining the above observations, for Θ(σ, v), we obtain

∑
σ∈Sli

Θ(σ, v) ≥ qOi (y, v)

∑
a∈[li]

δi,a(
ln 2T

∆2
− 1)− 1

4


≥ qOi (y, v)

∑
a∈[li]

(
ln 2T

∆
− 1)− 1

4


= qOi (y, v)

(
li · ln(2T )− li −

1

4

)
≥ 0,

where the last inequality follows from T ≥ 1 and qOi (y, v) ≥ 0. Thus, inequality (C.11) is true, and it

finishes the proof.

a

C.8 Proof of Theorem 5.5.2

Proof. Suppose without loss of generality, that the arms within each agent is sorted in decreasing

order, i.e., for any i, µi,1 ≥ µi,2 ≥ . . . µi,li . Assume further that the agents are also sorted in decreasing

order with respect to their best arm, i.e., µ1,1 ≥ µ2,1 . . . ≥ µn,1. For i ∈ [n], define ∆i = µ1,1 − µi,1,

and for each a ∈ [li], let δi,a = µi,1 − µi,a. Let µ̂i(M) be agent i’s empirical average reward at the end

of round M .

Let It be the arm selected at round t, and rt be the corresponding reward. We define an intra-

agent regret REGi(t) to be the regret occurred in Phase 2 until when agent i is selected exactly t times.
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Precisely,

REGi(t) = tµi,1 −
t∑

τ=1

rτ1 { Iτ ∈ Si }

Claim C.8.1. For any agent i and for any x ∈ [0, 1], we have

Pr [ |µ̂i(M)− µi,1| ≥ x ] ≤ 1

Mx

li∑
a=1

(2L2 ln (2M)

∆2
+ 1
)

Proof of the claim.

Pr [ |µ̂i(M)− µi,1| ≥ x ] = Pr [ |Mµ̂i(M)−Mµi,1| ≥Mx ] (C.12)

We observe that |Mµ̂i(M) −Mµi,1| is exactly agent i’s internal regret until he is selected M times.

Thus, we obtain

(C.12) = Pr [ REGi(t) ≥Mx ] ≤ E [ REGi(t) ]

Mx
. (by Markov’s inequality)

By Lemma C.5.1, under the single agent setting when only agent i exists, if we run ETC with m as

specified in the theorem statement, we have

E [ REGi(t) ] ≤
li∑
a=1

(2δi,aL2 ln (2M)

∆2
+ 1
)
.
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Thus we have

(C.12) ≤ 1

Mx

li∑
a=1

(2δi,aL2 ln (2M)

∆2
+ 1
)

≤ 1

Mx

li∑
a=1

(2L2 ln (2M)

∆2
+ 1
)
,

and it completes the proof of the claim. a

Define Cleani be the event {µ̂i(M)− µi,1 ≥ 1
2
∆}. Then, by the claim above, we have

Pr [ Cleanci ] ≤
1

M

li∑
a=1

(4L2 ln (2M)

∆3
+ 1
)

≤ 1

M

li∑
a=1

(4L2 ln (2M)

∆3
+ 1
)

This implies that

Pr [∩ni=1Cleani ] ≥ 1− 1

M

n∑
i=1

li∑
a=1

(4L2 ln (2M)

∆3
+ 1
)
.

Note that whenever ∩Ni=1Cleani happens, the following holds for any i ∈ [n].

µ̂1(M) ≥ µ1,1 −
∆

2
(Due to Clean1)

≥ µi,1 +
∆

2
(Since µ1,1 − µi,1 ≥ ∆)

≥ µ̂i(M), (Due to Cleani)

and thus agent 1 will be selected in the Phase 1’s exploration phase. In this case, the overall regret can
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be decomposed as follows.

REG(T ) ≤ (Mn+ E [ REGi(T ) ]) + T · 1

M

n∑
i=1

li∑
a=1

(4L2 ln (2M)

∆3
+ 1
)

≤Mn+

li∑
a=1

(2δi,aL2 ln (2M)

∆2
+ 1
)
+
T

M

n∑
i=1

li∑
a=1

(4L2 ln (2M)

∆3
+ 1
)

≤Mn+
(2L3 ln (2M)

∆2
+ l
)
+
T

M

(4nL3 ln (2M)

∆3
+ nL

)
.

Note that M =
√
T lnT optimizes this upper bound (up to constant), and we finally obtain

REG(T ) ≤
√
T lnTn+

L3 ln(T lnT )

∆2
+

√
T√
lnT

(
2nL3 ln(2T lnT ) + ∆3nL

∆3
)

= O(
nL3
√
T lnT

∆3
),

and it finishes the proof. a
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Appendix D: Optimal Contest beyond Convexity

D.1 Preliminaries for Section 4.4

D.1.1 Preliminaries on Topology

D.1.1.1 Basic of Topology

Topological space. A topology on X is a collection (topology) T of subsets of X satisfying the

following:

1. ∅ ∈ T and X ∈ T .

2. T is closed under any (possibly infinite) union of members of T .

3. T is closed under any finite intersection of members of T .

Open sets. The members of T , i.e., each U ∈ T , are called open sets. A representative example

is the standard topology with X = R, where T is any union of open intervals in R with respect to

one-dimensional Euclidean metric.

The pair (X, T ) is called a topological space, where we often write X as a topological space if

underlying topology T is clear from the context. A subset U ⊂ X is closed in T if X \ U ∈ T .

Neighborhood, Hausdorff space, and continuous function. Given a topological space X and

x ∈ X , a subset V ⊆ X is a neighborhood of x if there exists an open set U ∈ T such that x ∈ U

and U ⊂ V . We say two points x, y ∈ X can be separated by neighborhoods if there exists a
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neighborhood U of x and V of y such that U ∩ V = ∅. X is Hausdorff space if any two distinct points

x, y ∈ X are separated by neighborhoods.

A function f : X → Y between topological spaces is called continuous if for every point

x ∈ X , and for every neighborhood V of f(x) in Y , there exists a neighborhood U of x in X such that

f(U) ⊆ V .

In our problem setup, the action space X is an Euclidean metric space, which is a well-known

to be a Hausdorff space [230]. Looking forward, we will use the existential results with a so-called

Hausdorff game (to be defined) by [88], which requires the action space to be the Hausdorff space.

Basis of topology. Given a topological space (X, T ), a collection B of open sets from T is called a

basis of T if every open set U ∈ T can be expressed as a union of elements from B. Equivalently, for

any open set U ∈ T and any point x ∈ U , there exists B ∈ B such that x ∈ B ⊆ U .

For a natural number n, let Xi be a topological space for i ∈ [n]. Let X :=
∏

i∈[n]Xi. The

product topology on X is the topology whose basis consists of all sets of the form U1×U2× . . .×Un,

where Ui is an open set in Xi for i ∈ [n].

D.1.1.2 Dual Space and Weak∗ Topology

Our analysis relies on the metrizability of the space of mixed strategies, viewed as a topological

space equipped with the Lévy-Prokhorov metric (to be defined shortly). Intuitively, it can be tech-

nically challenging to reason directly about open neighborhoods of mixed strategies (i.e., probability

measures over the pure strategy space) using only the abstract topology. A more tractable approach is

to metrize this topology using a suitable metric—such as the Lévy-Prokhorov metric—which induces

a natural notion of distance derived from the topology on the pure strategy space. This metric-based
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perspective enables a more concrete analysis of convergence and continuity in the space of mixed

strategies.

To formalize this, we begin with the classical fact that ifX is a compact Hausdorff space, then by

the Riesz Representation Theorem, every positive bounded linear functional on L(X) can be uniquely

represented by a finite Borel measure on X , where the space L(X) is defined as:

L(X) = {f : X → R | f is continuous and linear}. (D.1)

Then, L(X) is a normed vector space1 under the supremum norm:

∥f∥ = sup
x∈X
|f(x)|.

Since X is compact, this norm is finite, and L(X) is complete—making it a Banach space (see,

e.g., [231]).

We define the dual space L(X)∗ as the set of all real-valued continuous linear functionals on

L(X), that is,

L(X)∗ = {ϕ : L(X)→ R
∣∣∀f, g ∈ L(X), ∀α, β ∈ R, ϕ(αf+βg) = αϕ(f)+βϕ(G) and ϕ is continuous}

The dual norm on L(X)∗ is given by

∥ϕ∥ = sup{|ϕ(f)| : f ∈ L(X), ∥f∥ ≤ 1}, ϕ ∈ L(X)∗ .

1A normed vector space is a vector space on which a norm is defined.
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In general, a dual space of of a normed vector space X is the set of all continuous linear functionals

from X to R similarly defined as above.

Dual space and the space of probability measure. By the Riesz representation theorem, any

ϕ ∈ L(X)∗ corresponds to integration against a signed regular Borel measure on X , where the Riesz

representation theorem can be written as follows:

Theorem D.1.1 (Riesz representation theorem, [231]). LetX be a compact Hausdorff space and L(X)

be the real vector space of all real-valued continuous bounded linear functionals on X , as defined in

Equation (D.1). If ϕ ∈ L(X)∗ is a positive linear functional such that ϕ(f) ≥ 0 for all f ∈ L(X) with

f(x) ≥ 0 for every x ∈ X and ||ϕ|| = 1 with the supremum norm, then there exists a unique Borel

probability measure µ on X such that

ϕ(f) =

∫
X

fdµ, ∀f ∈ L(X).

LetM denote the set of (Borel) probability measures over a compact Hausdorff spaceX , i.e., the

space of mixed strategies. Then, the Riesz representation theorem asserts the one-to-one correspon-

dence2 between the space of positive linear functional ϕ on L(X) with ∥ϕ∥ = 1 and M , i.e., the space

of mixed strategy. Such equivalence will be helpful in endowing the space of mixed strategies with a

proper topology:

Definition D.1.2 (Weak∗ topology). Let X be a normed vector space over R and X∗ be its dual space,

i.e., the space of all linear continuous functionals f : X → R. For each x ∈ X , define a mapping

gx : X∗ → R as follows: gx(f) = f(x) for every f ∈ X∗. The weak∗ topology on X∗ is defined as

2Note that the reverse direction is immediate as given a Borel probability measure µ on X , once we write ϕ(f) =∫
X
fdµ for f ∈ L(X), this is a positive linear functional on L(X)∗.
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the coarsest topology on X∗ (with the fewest number of open sets) such that all mappings gx for every

x ∈ X are continuous.

A seminal consequence of the weak∗ topology is that a sequence of functionals (fi) in X∗ con-

verges to a functional f ∈ X∗ in the weak∗ topology if fi(x) converges to f(x) for every x ∈ X in a

pointwise manner [230].

Throughout we consider the set of probability measures endowed with the weak∗ topology.

Metrizability. A topological space (X, T ) is called metrizable if its topology T is induced by a

metric. Formally, if there exists a metric d on the set such that the open sets defined by d3 If X is a

metric space, it is known that L(X)∗ is metrizable with a proper metric, stated as follows.

Theorem D.1.3 ( [232]). IfX is a metric space andM is a bounded subset of its dual spaceL(X)∗ (the

space of bounded linear continuous functionals), then M , when endowed with the weak∗ topology, is a

metrizable topological space. That is, it is homeomorphic4 to a metric space under the Lévy-Prokhorov

metric induced by the metric on X .

Note that the Lévy-Prokhorov metric is defined as follows.

Definition D.1.4 (Lévy-Prokhorov metric). Let (X, d) be a metric space given a distance function

(metric) d with its Borel sigma algebra B(X). Let P(X) denote the collection of all Borel probability

measures on the measurable space (M,B(X)). For a subset A ⊆ X , define the ε-neighborhood of A

by

Aε = {p ∈ X : ∃q ∈ A, d(p, q) < ε} = ∪p∈ABε(p),

3Given a metric space (X, d), a subset U ⊆ X is called open if for all x ∈ U , there exists ε > 0 such that Bd(x, ε) ⊆ U
where Bd(x, ε) = {y ∈ X : d(x, y) < ε}.

4A function h : X → Y between two topological spaces (with some topologies endowed) if it is a bijection, continuous,
and also its inverse is continuous. If such a function exists, we say two topological spaces are homeomorphic.
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where Bε(p) is the open ball of radius ε at p, i.e., Bε(p) = {q ∈ X : d(p, q) < ε}. Then, the Lévy-

Prokhorov metric π : P(M)2 → [0,∞] is defined by setting the distance between two probability

measures µ and ν to be

π(µ, ν) := inf

ϵ > 0 :
µ(A) ≤ ν(Aϵ) + ϵ

ν(A) ≤ µ(Aϵ) + ϵ

for all A ∈ B(X)

 .

Intuitively, π(µ, ν) is the smallest ϵ such that for every measurable set A, the measure µ of A is

close to the measure ν of the ϵ-expanded version of A, and vice versa. This captures how much the

two probability distributions differ in terms of how they spread mass over points that are close together

in the metric d.

Thus, Theorem D.1.3 immediately asserts that Lévy-Prokhorov metric metrizes the weak∗ topol-

ogy on the space of bounded linear functionals, which in fact is the space of mixed strategies by The-

orem D.1.1, i.e., any open ball with respect to the Lévy-Prokhorov metric is an open set in the weak∗

topology. The following proposition summarizes the preliminaries we require to prove the existential

result.

Proposition D.1.5. The family of mixed strategies X∗ over an action space X , where X is a metric

space, can be endowed with the weak∗ topology, which can be metrized by the Lévy–Prokhorov metric.

In particular, if ϕ : X → R is bounded and continuous, then the map h : µ 7→
∫
ϕ dµ is continuous

with respect to the weak∗ topology on X∗.
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D.1.2 Preliminaries on Games and Existential Results

Technically speaking, to argue the existence of a symmetric MNE, we need to analyze the ex-

pected payoff of mixed strategies that lie within an open neighborhood of a symmetric strategy in order

to apply the argument by [88]. To this end, we rigorously define the notion of an open neighborhood

around a mixed strategy (i.e., a probability measure on a compact set) using the weak∗ topology, as

formalized in Definition D.1.2.

Since reasoning directly over the topological space can be challenging, we exploit the fact

that the space of probability measures on a compact Hausdorff space is metrizable under the L’evy-

Prokhorov metric. This enables us to treat the topological space as a metric space—namely, we analyze

the topology of probability measures on X (endowed with the weak∗ topology) using a metric induced

from the original topological (metric) space X .

For readers unfamiliar with basic topological concepts, we refer to Section D.1.1 for background

material.

D.1.2.1 Game and Mixed Extension

A game G = (Xi, ui)i∈[n] consists of n players, a set of pure strategy Xi and payoff functions

ui : X → R where X = ×i∈[n]Xi for i ∈ [n]. We assume throughout that Xi is a compact Hausdorff

space, and we say the game is Hausdorff game in such case. Throughout, the product of any number

of sets is endowed with the product topology. Let Mi denote the set of (Borel) probability measures5

on Xi for i ∈ [n], i.e., the set of mixed strategies over Xi.

Given a game G = (Xi, ui)i∈[n] and the set of mixed strategies Mi defined above, we extend

5A Borel measure on a topological space is a measure that is defined on all open sets.
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each ui to have its domain as M = ×i∈[n]Mi by defining

ui(µ) =

∫
X

ui(x)dµ,

for all µ ∈M . We denote by Ḡ = (Mi, ui)i∈[n] the mixed extension of G.

Quasi-symmetric game. Consider a game G = (Xi, ui)i∈[n] (which is possibly a mixed extension of

another original game G’). We say that G is a quasi-symmetric game if X = X1 = . . . Xn and for any

x, y ∈ X , it follows that

u1(x, y, . . . , y) = u2(y, x, y, . . . , y) = . . . = un(y, . . . , y, x).

Define a quasi-symmetric game’s diagonal payoff function v : X → R as

v(x) = u1(x, . . . , x) = un(x, . . . , x)

for every x ∈ X .

D.1.2.2 Better-reply Secureness

In proving the existence of a symmetric MNE, the notion of better-reply secure is crucial. To

that end, we first introduce a notion of securing a payoff.

Definition D.1.6 (Secure a payoff). Given a quasi-symmetric game G = (X, ui)i∈[n], player i can
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secure a payoff of α ∈ R along the diagonal at (x, . . . , x) if there exists x̄ ∈ X such that

ui(x
′, . . . , x̄, . . . , x′) ≥ α

for every x′ in some open neighborhood of x ∈ X .6

The following diagonally better-reply secureness guarantees that any player could secure a

strictly larger payoff along the diagonal, given a symmetric strategy profile which is not an equi-

librium.

Definition D.1.7 (Diagonally better-reply secure). Given a quasi-symmetric game G = (X, ui)i∈[n],

let (x, v(x)) ∈ X × R be the pair of an action x ∈ X and diagonal payoff function v(x). Then,

G is diagonally better-reply secure if for any (x, v(x)) with x ∈ X such that (x, . . . , x) is not an

equilibrium, there exists a player i who can secure a payoff strictly above v(x) along the diagonal at

(x, . . . , x) per Definition D.1.6.

The seminal result by [88] prove that any quasi-symmetric game possesses a symmetric MNE

under the diagonally better-reply secureness and semi-continuity of the payoff function.

Theorem D.1.8 (Corollary 5.3, [88]). Suppose G = (Xi, ui)i∈[n] is a quasi-symmetric game with

compact Hausdorff action space. Then, G has a symmetric MNE if its mixed extension Ḡ is diagonally

better-reply secure and each ui(µ, . . . , µ) is upper semi-continuous over µ.
6When dealing with G as a mixed extension of another original game, the open neighborhood refers to the open

neighborhood with respect to the underlying topology over the space of mixed strategies.
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D.2 Omitted Proofs in Section 4.4

D.2.1 Proof of Theorem 4.4.2

We begin with the following result, establishing that the induced game is both quasi-symmetric

and a Hausdorff game (as defined in Section D.1.2).

Lemma D.2.1. The induced game given a nontrivial policy is both quasi-symmetric and a Hausdorff

game (as defined in Section D.1.2).

Proof. The quasi-symmetry immediately follows from the fact that every producer is homogeneous in

a sense that they have the same cost function and thereby the same payoff as a function over the quality.

This is true even if the mixed strategy is not atomless as we assume uniform random tie-breaking rule.

To prove that the game is Hausdorff, it suffices to show that its action space is compact. Given

any policy, for any symmetric MNE, each provider must receive nonnegative expected utility for every

action q in the support of the MNE, since playing q = 0 yields utility zero.

On the other hand, if the support contains q > 1, the expected utility becomes strictly negative

due to the cost function as c(q) = qβ > 1. Therefore, it is without loss of generality to restrict the

action space to the interval [0, 1], which is compact.

a

Next, we prove that the utility function of each producer, viewed as a function over mixed

strategies, is upper semi-continuous at any symmetric strategy profile. As discussed in Section D.1.1,

to handle continuity with respect to the mixed strategy µ—that is, a probability measure—we consider

the space of mixed strategies endowed with the weak∗ topology. This topology is metrizable via
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the L’evy-Prokhorov metric, as noted in Proposition D.1.5. We refer the reader to Section D.1.1 for

additional background.

Lemma D.2.2. For any nontrivial policy p, at any symmetric mixed strategy profiles µ = (µ, . . . , µ)

Proof. Due to the symmetric of the game, for any symmetric mixed strategy, it is straightforward to

see that the overall expected revenue of each producer is simply 1/n. Thus, the expected utility can be

written as

Ui(µ; µ̄−i) =
1

n
−
∫ 1

0

c(x)dµ.

As we endow the space of set of mixed strategies µ with the weak∗ topology, the cost function c(x) is

continuous, and thus
∫ 1

0
c(x)dµ is continuous in µ by Proposition D.1.5. This concludes that the utility

function Ui is upper semi-continuous with respect to µ as continuity implies upper semi-continuity..

a

Now, for ease of exposition, we define

R(q;µ−i) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1, (D.2)

which represents the expected revenue from choosing quality level q when all other producers follow

the mixed strategy described by F . That is, as noted in Equation (D.4),

Ui(q;µ−i) = R(q;µ−i)− c(q),

as presented in Lemma 4.4.4, under the assumption that F has no point masses. We often write R(q)
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when the strategies of the other producers are clear from context.

The following lemma will be useful in proving diagonally better-reply secureness.

Lemma D.2.3. For any nontrivial policy p, given the other producers’ symmetric mixed strategies µ−i

with corresponding c.d.f. F , the expected revenue R(q;µ−i) is monotone increasing in q.

Proof. Fix q, and consider a random variable Yq ∼ Binomial(n− 1, 1− F (q)). Then

Pr [Yq = i− 1 ] =

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1.

Therefore, by Equation (D.2), we have

R(q;µ−i) =
n∑
i=1

piPr [Yq = i− 1 ]

=
n∑
i=1

piPr [ i = Yq + 1 ]

= E
[
pYq+1

]
.

Now if q ≥ q′, then F (q) ≥ F (q′), and thus Yq is stochastically dominated by Yq′ . Hence, we

have E [ f(Yq) ] ≥ E [ f(Yq′) ] for any non-increasing function f , e.g., see [233]. Since pY+1 is non-

increasing in Y as p1 ≥ p2 ≥ . . . ≥ pn, we have E
[
pYq+1

]
≥ E

[
pYq′+1

]
, which finishes the

proof. a

To prove the existence of the symmetric MNE, the final step is to prove the diagonally better-

reply secureness by [88]; see Theorem D.1.8.

Lemma D.2.4. For any policy p with p1 ≥ p2 ≥ . . . ≥ pn, the induced game is diagonally better-reply

secure per Definition D.1.7.
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Proof. Let µ be a mixed strategy that does not constitute a symmetric MNE, and let u = U(µ;µ, . . . , µ)

denote the corresponding diagonal payoff. Per Definition D.1.7, to establish diagonal better-reply

security, it suffices to find another strategy µ′ such that U(µ′;µ′′, . . . , µ′′) > u for any µ′′ in an open

neighborhood Bδ(µ), for some δ > 0, with respect to the Lévy-Prokhorov metric. Here, Bδ(µ) = {ν :

d(µ, ν) < δ} where d(·, ·) denotes the Lévy-Prokhorov metric. Since µ is not an equilibrium, there

exists a pure strategy qdev ∈ R such that

U(qdev;µ, . . . , µ) > U(µ;µ, . . . , µ) = u.

To see why qdev must exist, suppose for the sake of contradiction that no pure strategy strictly improves

the payoff. Then, for any mixed strategy ν, we have

U(ν;µ, . . . , µ) =
∫
q∈supp(ν)

U(q;µ, . . . , µ) dν(q) ≤
∫
q∈supp(ν)

u dν(q) = u,

which implies that no mixed strategy can strictly increase the payoff—a contradiction. Therefore, such

a pure strategy qdev must exist.

To construct a secure deviation, we perturb qdev to a nearby pure strategy qsec such that µ does

not have an atom at qsec and

U(qsec;µ, . . . , µ) > u.

This is possible since any probability distribution has at most countably many atoms. Let F be the

c.d.f. corresponding to µ. Since qsec does not have an atom, by (D.2)

R(qsec;µ, . . . , µ) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (qsec)n−i(1− F (qsec))i−1,
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and thus

U(qsec;µ, . . . , µ) = R(qsec;µ, . . . , µ)− c(qsec) > u.

Due to the continuity of F , we can find a sufficiently small ε > 0 such that µ does not have an atom at

qsec − ε and satisfies

n∑
i=1

pi

(
n− 1

i− 1

)
F (qsec − ε)n−i(1− F (qsec − ε))i−1 − c(qsec) > u. (D.3)

This holds because as ε → 0, the left-hand side converges to U(qsec;µ, . . . , µ) > u. Moreover, since

any distribution has at most countably many atoms, there must exist such a sufficiently small ε for

which µ has no atom in the interval [qsec− ε, qsec]. Note that such ε can be found arbitrarily small since

if we consider any small neighborhood [qsec − ε′, qsec] of qsec, there exists at most countably many

atoms on it, and thus we can find sufficiently small ε with no atom on it. We will prove that qsec is the

desired strategy that secures payoff larger than u along the diagonal at µ̄.

Let A := {q′ : q′ < qsec} and Aε := {q′ : q′ < qsec−ε}. Then F (qsec) = µ(A) and F (qsec−ε) =

µ(Aε). Rewriting (D.3), we get

Γ :=
n∑
i=1

pi

(
n− 1

i− 1

)
µ(Aε)n−i(1− µ(Aε))i−1 − c(qsec) > u.

Let A′ := {q′ : ∃q ∈ Aε s.t. |q′ − q| < ε}. By the definition of the Lévy-Prokhorov metric (see

Definition D.1.4), for any µ′ ∈ Bε(µ),

µ(Aε) ≤ µ′(A′) + ε.
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Since any q′ ∈ A′ satisfies q′ < qsec, we also have

µ′(A) ≥ µ′(A′) ≥ µ(Aε)− ε.

Therefore, for any µ′ ∈ Bε(µ), the payoff satisfies:

U(qsec;µ′, . . . , µ′) ≥
n∑
i=1

pi

(
n− 1

i− 1

)
µ′(A)n−i(1− µ′(A))i−1 − c(qsec)

≥
n∑
i=1

pi

(
n− 1

i− 1

)
(µ(Aε)− ε)n−i(1− µ(Aε) + ε)i−1 − c(qsec)

= Γ +∆,

where the second inequality follows from the monotonicity in Lemma D.2.3 and

∆ :=
n∑
i=1

pi

(
n− 1

i− 1

)[
(µ(Aε)− ε)n−i(1− µ(Aε) + ε)i−1 − µ(Aε)n−i(1− µ(Aε))i−1

]
.

Since ∆→ 0 as ε→ 0, we can choose ε small enough so that ∆ > −(Γ− u), implying

U(qsec;µ′, . . . , µ′) > u.

This concludes the proof.

a

Proof of Theorem 4.4.2. Finally, the proof immediately follows from Theorem D.1.8 combined with

lemmas D.2.1, D.2.3, D.2.2, and D.2.4. a
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D.2.2 Proof of Proposition 4.4.1

Proof. Given a policy p, suppose there exists a PNE q1 ≥ q2 ≥ . . . ≥ qn. If qi ̸= 0 but pi = 0,

producer i can effectively deviates to qi = 0 while decreasing the cost, which is a contradiction. Thus,

if qi ̸= 0 then we always have pi ̸= 0. Let i be the largest index where qi ̸= 0. Suppose there exists

no tie among producers j ∈ [i − 1], i.e., q1 > q2 > . . . > qi. Any producer j ∈ [i] can deviate to

qj(1 − ε) for sufficiently small ε > 0 while respecting qj(1 − ε) > qj+1, which only decreases the

cost. Thus, this cannot be an equilibrium. Suppose now that there exists a tie at j such that qj = qj+1.

Suppose there exists k ≥ 2 such agents where j be the smallest index, i.e., qj = qj+1 = . . . = qj+k−1.

Due to the uniformly random tie-breaking rule, all the producers from j to j + k − 1 obtain revenue

of (pj + pj+1 + . . . pj+k−1)/k. If pj = pj+k−1, then producer j can slightly decrease the quality while

still receiving the revenue of pj+k−1 = (pj + pj+1 + . . . pj+k−1)/k and decreasing the cost. Thus,

pj ̸= pj+k−1. In this case, producer j can instead increase the quality from qj to qj + ε and solely

obtain pj > (pj + pj+1 + . . . pj+k−1)/k while only increasing cost function sufficiently small so that

the overall utility increases due to the continuity of the payoff function. This finishes the proof. a

D.2.3 Proof of Proposition 4.4.3

Proof. To prove that the strategy is atomless, fix an agent i. Assume, for the sake of contradiction, that

there exists a point p such that agent i plays p with positive probability α > 0. Let p′ = p+ ε for some

ε > 0. Let E be the event that all other producers j ∈ [n] \ {i} also play p, i.e., , Pr [E ] = αn−1.

Conditioned on E, playing p yields expected revenue 1/n. On the other hand, playing p′ yields

expected revenue at least p1 > 1/n for any ε > 0, since p is nontrivial. Thus, by the continuity of the

cost function, agent i can deviate to p+ε for sufficiently small ε and strictly increase their utility under
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the event E.

Since this deviation does not decrease the revenue under Ec, one can find sufficiently small ε to

strictly improve agent i’s utility overall—a contradiction.

To prove that the distribution function F is strictly increasing, suppose that (a, b) ⊆ [qmin, qmax]

is the subinterval of maximal length such that F remains constant on (a, b), where

qmax = sup{y : F (y) < 1}.

Note that qmin ≥ 0 and qmax ≤ 1 because playing quality 1 yields nonpositive utility.

Clearly, any agent placing mass on b can move that mass to a, thereby strictly increasing their

utility—a contradiction. Hence, F must be strictly increasing on its support. Similarly, if a > 0, any

agent can move its mass from a to 0 to strictly increase their utility, which is a contradiction. So, F is

strictly increasing on [0, qmax]. a
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D.2.4 Proof of Lemma 4.4.4

Proof. From Proposition 4.4.3, we know that µ is atomless, i.e., tie-breaking happens with probability

0. Thus, we can write the producer i’s payoff as follows:

Ui(q,µ−i, p) = Ri(q,µ−i, p)− c(q)

= E

∑
i∈[n]

1 { I = i }

− c(q)


=

∑
i∈[n]

Pr [Provider i’s content is recommended to user i ]

− c(q)
=

(
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1

)
− c(q). (D.4)

For the user welfare, letEi be the random event such that the chosen content has the i-th highest quality

among [n] and I be the variable that indicates the index of the content chosen by the RS. Expanding

using the definition of p, we obtain:

W(µ, p) = Eq∼µ̄

[
n∑
i=1

1 { I = i } · qi

]

= Eq∼µ̄

[
n∑
i=1

1 {Ei } · q(i)

]

=
n∑
i=1

piEq∼µ̄
[
q(i)
]
.

Finally, the equation for the platform quality immediately follows from the fact that µ̄ is symmetric

strategy profiles.

a
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D.2.5 Proof of Theorem 4.4.5

Proof. Recall first that

ai(x) =

(
n− 1

i− 1

)
xn−i(1− x)i−1

h(x, p) =
n∑
i=1

pi ai(x) (x ∈ [0, 1]).

By our existence result for symmetric MNE, a symmetric equilibrium µ exists for every nontrivial

policy p. By (D.12), we have that

u0 + qβ =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i

(
1− F (q)

)i−1
= h

(
F (q), p

)
, (D.5)

for all q ∈ [qmin, qmax] where qmin and qmax denote minimal and maximal value in the support of F .

Note that Proposition 4.4.3 yields qmin = 0. Thus, plugging q = 0 into (D.5) and using F (0) = 0 gives

u0 = pn.

Recall that the c.d.f. F is atomless and strictly increasing on some interval [0, qmax] by Proposi-

tion 4.4.3. Hence h(·, p) has a unique continuous inverse on [h(0, p), h(1, p)] = [pn, p1].

Thus, we have

F (q) = h−1
(
pn + qβ ; p

)
, (D.6)

for all q ∈ [0, qmax]. Notice that this determines the c.d.f. F uniquely once its support is given. Since

F (0) = 0 we must have h(0, p) = pn, and since F (qmax) = 1 we must have pn+ qβmax = h(1, p) = p1,

i.e., qmax = (p1 − pn)1/β .
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Let us confirm again that the support is always [0, qmax] for qmax = (p1 − pn)
1/β . For any

q > qmax, all other players’ draws lie in [0, qmax], so a deviation to q surely earns the top rank and

revenue p1 due to atomlessness, while incurring cost qβ . Since qβ ≥ qβmax = p1 − pn, the deviator’s

payoff p1 − qβ ≤ pn = u0, hence there is no profitable deviation above the support. If the minimum

value in the support of F is qmin > 0, then any play at qmin can deviate to 0 by decreasing its cost

and still ensure revenue pn. Thus, any symmetric equilibrium has the distribution F on the support

[0, qmax] for qmax = (p1 − pn)1/β .

Finally, to conclude, suppose F̃ be a c.d.f. of another symmetric MNE. Notice that it needs to

satisfy (D.6) on the support [0, qmax]. Since h(·, p) is strictly increasing by Lemma D.5.1, (D.6) implies

that F̃ (q) = h−1(pn + qβ; p) = F (q) for all q in the support. Thus the symmetric MNE is unique. a

D.3 Omitted Proofs in Section 4.5

D.3.1 Proof of Theorem 4.1.1

Before proving the results, we introduce further notations:

ψ(x,p) =
n−1∑
i=2

pi(n− 1)

((
n− 2

i− 1

)
xn−i−1(1− x)i−1 −

(
n− 2

i− 2

)
xn−i(1− x)i−2

)

+ p1(n− 1)xn−2 − pn(n− 1)(1− x)n−2, (D.7)

ϕ(x, p) =
n∑
i=1

(
1−

i∑
j=1

(
n

j − 1

)
(1− x)j−1(x)n−j+1)

)
pi (D.8)

= 1−
m∑
i=1

(
n

i− 1

)
(1− x)i−1xn−i+1(

n∑
j=i

pj), (D.9)

Furthermore, we require several technical lemmas. We begin by establishing connections be-
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tween the notations defined above and those introduced in Section 4.5.

The following is a well-known characterization of the c.d.f. of order statistics for identically and

independently distributed (i.i.d.) random variables.

Lemma D.3.1 ( [234]). Given n i.i.d. random variables X1, .., Xn, let F be its c.d.f. and F(i) be the

c.d.f. of the i-th largest order statistic. Then, for any i ∈ [n],

F(i)(x) =
i∑

j=1

(
n

j − 1

)
(1− F (x))j−1F (x)n−j+1.

We omit the proof, which is routine and covered in standard texts.

Lemma D.3.2. The function ψ(x, p), defined in Equation (D.7), represents the derivative of h(x, p)

with respect to x, where h(x, p) =
∑n

i=1 pi
(
n−1
i−1

)
xn−i(1− x)i−1 is given in Equation (4.1).

Proof. Note that

dh(x, p)
dx

=
d
∑n

i=1 piai(x)

dx
. (D.10)

Recall that ai(x) =
(
n−1
i−1

)
xn−i(1− x)i−1. If i = 2, . . . , n− 1, we have

dai(x)

dx
=

(
n− 1

i− 1

)
(n− i)xn−i−1(1− x)i−1 −

(
n− 1

i− 1

)
(i− 1)xn−i(1− x)i−2

=
(n− 1)!

(i− 1)!(n− i− 1)!
xn−i−1(1− x)i−1 − (n− 1)!

(i− 2)!(n− i)!
xn−i(1− x)i−2

= (n− 1)

((
n− 2

i− 1

)
xn−i−1(1− x)i−1 −

(
n− 2

i− 2

)
xn−i(1− x)i−2

)
.
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For a1(x) and an(x), we have

da1(x)

dx
= (n− 1)xn−2 ,

dan(x)

dx
= −(n− 1)(1− x)n−2.

Plugging into (D.10) finishes the proof. a

The following is a well-known property of Bernstein polynomials, whose proof is provided for

completeness.

Lemma D.3.3 ( [235]).
∫ 1

0
ai(x)dx = 1/n for any i ∈ [n], where ai(x) is defined in Equation (4.1).

Proof. Substitute the definition of ai(x):

∫ 1

0

ai(x)dx =

∫ 1

0

(
n− 1

i− 1

)
xn−i(1− x)i−1dx

=

(
n− 1

i− 1

)∫ 1

0

xn−i(1− x)i−1dx

The integral part is a Beta function, which is defined as:

B(p, q) =

∫ 1

0

tp−1(1− t)q−1dt =
Γ(p)Γ(q)

Γ(p+ q)
,

where Γ(k) =
∫
0
tk−1e−tdt which is (k − 1)! for positive integer k. Thus for positive integers p and q,

this can be written as B(p, q) = (p−1)!(q−1)!
(p+q−1)!

.

Comparing the integral
∫ 1

0
xn−i(1 − x)i−1dx with the Beta function definition, notice that the

integral part can be written as B(n− i+ 1, i), which can be written as:

B(n− i+ 1, i) =
Γ(n− i+ 1)Γ(i)

Γ((n− i+ 1) + i)
=

(n− i)!(i− 1)!

(n)!
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Now, we also expand the binomial coefficient
(
n−1
i−1

)
:

(
n− 1

i− 1

)
=

(n− 1)!

(i− 1)!(n− 1− (i− 1))!
=

(n− 1)!

(i− 1)!(n− i)!

Substitute these expressions back into the integral:

∫ 1

0

ai(x)dx =
(n− 1)!

(i− 1)!(n− i)!
· (n− i)!(i− 1)!

n!

=
(n− 1)!

n!

=
(n− 1)!

n · (n− 1)!

=
1

n
,

which finishes the proof. a

Finally, we require the following relation between ϕ(x,p) and h(x, p).

Lemma D.3.4. It follows that

dϕ(x, p)
dx

= −nh(x, p),

where ϕ(x, p) is defined in Equation (D.9) and h(x, p) is defined in Equation (4.1).

Proof. We have

dϕ(x, p)
dx

= −nxn−1 +
n∑
i=2

(
n

i− 1

)
(i− 1)(1− x)i−2xn−i+1

n∑
j=i

pj︸ ︷︷ ︸
(A)

−
n∑
i=2

(
n

i− 1

)
(n− i+ 1)(1− x)i−1xn−i

n∑
j=i

pj︸ ︷︷ ︸
(B)

.
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Note that

(A) =
n∑
i=2

n!

(i− 1)!(n− i+ 1)!
(i− 1)(1− x)i−2xn−i+1

n∑
j=i

pj

=
n∑
i=2

n!

(i− 2)!(n− i+ 1)!
(1− x)i−2xn−i+1

n∑
j=i

pj

= n

n∑
i=2

(n− 1)!

(i− 2)!(n− i+ 1)!
(1− x)i−2xn−i+1

n∑
j=i

pj

= n

n−1∑
i=1

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−i

n∑
j=i+1

pj

On the other hand,

(B) =
n∑
i=2

n!

(i− 1)!(n− i+ 1)!
(n− i+ 1)(1− x)i−1xn−i

n∑
j=i

pj

=
n∑
i=2

n!

(i− 1)!(n− i)!
(1− x)i−1xn−i

n∑
j=i

pj

= n
n∑
i=2

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−i

n∑
j=i

pj.

Hence, we have

(A)− (B) = nxn−1

n∑
j=2

pj − n(1− x)n−1pn + n
n−1∑
i=2

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−i

(
n∑

j=i+1

pj −
n∑
j=i

pj

)

= nxn−1

n∑
j=2

pj − n(1− x)n−1pn − n
n−1∑
i=2

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−ipi

= nxn−1

n∑
j=1

pj − nxn−1p1 − n(1− x)n−1pn − n
n−1∑
i=2

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−ipi

= nxn−1

n∑
i=1

pi − n
n∑
i=1

(n− 1)!

(i− 1)!(n− i)!
(1− x)i−1xn−ipi
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Thus, we have

(A)− (B) = nxn−1 − n
n∑
i=1

ai(x)pi,

concluding that

dϕ(x, p)
dx

= −n
n∑
i=1

ai(x)pi = −nh(x,p) . (D.11)

a

We finally need the following correlation type inequality.

Lemma D.3.5 ( [212]). Let ν1, . . . , νn be a probability measure on R. If functions f, g : Rn 7→ [0, 1]

are monotone increasing functions, then Eν [f · g] ≥ Eν [f ] ·Eν [g], where ν is a product measure over

ν1, . . . , νn. The same inequality holds when both f, g are monotone decreasing functions.

Now we can proceed to the proof of the main theorem.

Proof of Theorem 4.1.1. Let µ be the symmetric MNE and F be corresponding c.d.f. of the induced

game given a nontrivial policy p. For µ to be the equilibrium, the following condition must hold:

u0 + c(q) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1,

for some u0 ≥ 0 and for any q ∈ supp(F ), as there exists no atom in µ̄ by Proposition 4.4.3. Note that

u0 is the expected payoff at the equilibrium.

Let q(i) denote the i-th largest quality among (qi)i∈[n] where qi is random quality realized for each

agent i ∈ [n] with respect to the mixed strategy µ. Let F(i) be the c.d.f. of q(i). Using Lemma 4.4.4,
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the RS’s problem to maximize the objective function can be written as the following optimization

problem:

(OPT1) maximize
p∈∆m

α

n∑
i=1

piE
[
q(i)
]
+ (1− α)E [ qi ]

subject to u0 + c(q) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 ∀q ∈ supp(F )

p1 ≥ p2 ≥ . . . ≥ pn, ∃i, j : pi ̸= pj

n∑
i=1

pi = 1

F is c.d.f. of symmetric MNE given p

Recall that 0 ∈ supp(F ) by Proposition 4.4.3. Thus, F (0) = 0, implying u0 = pn by plugging

in q = 0. Plugging c(q) = qβ back in the constraint, we obtain

pn + qβ =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1, (D.12)

for every q ∈ supp(F ). Thus, we have

q =

(
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 − pn

)1/β

. (D.13)

Define

g(F (q),p) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 − pn. (D.14)
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Notice that g(x,p) = h(x, p)− pn. Then we have q = g(F (q), p)1/β . From Lemma 4.4.4, we have

W(µ, p) =
n∑
i=1

piE
[
q(i)
]
=

n∑
i=1

∫
q∈supp(F )

(1− F(i)(x))dq.

Let f(q) be the derivative7 of F (q) with respect to q.8

Thus using Lemma D.3.1, we can rewrite the user welfare function as:9

W(µ, p) =
∫
q∈supp(F )

n∑
i=1

(
1−

i∑
j=1

(
n

j − 1

)
(1− F (q))j−1F (q)n−j+1

)
pidq

=

∫
q∈supp(F )

n∑
i=1

(
1−

i∑
j=1

(
n

j − 1

)
(1− F (q))j−1F (q)n−j+1

)
pi

dq

dF (q)
dF (q)

=

∫
q∈supp(F )

ϕ(F (q), p)
1

f(q)
dF (q) (Equation (D.8))

From the constraints on the condition for being equilibrium in Equation (D.12), we have pn + qβ =∑n
i=1 pi

(
n−1
i−1

)
F (q)n−i(1− F (q))i−1. By differentiating over q, we have

βqβ−1 = f(q)ψ(F (q), p), (D.15)

since ψ(x,p) is a derivative of
(∑n

i=1 pi
(
n−1
i−1

)
xn−i(1− x)i−1

)
with respect to x due to Lemma D.3.2.

7Remark that since F is not guaranteed to be absolute continuous, f does not necessarily coincide with the density
function. However, our analysis does not require f to be the density function.

8Since F is strictly increasing and atomless, it is differentiable almost everywhere by Lebesgue’s differentiation theo-
rem, implying that the derivative of F exists almost everywhere. Thus, since sets of measure zero have no effect on the
value of the integral—as the objective function is always finite—it is without loss of generality to assume the differentia-
bility of F . Alternatively, one can restrict the integrals and the corresponding constraints to the set of differentiable points,
which would yield the same objective value as the original formulation.

9Note that f(q) ̸= 0 with probability 1 by Proposition 4.4.3.
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Finally, plugging f(q) yields

W(µ, p) =
∫
q∈supp(F )

ϕ(F (q), p)ψ(F (q), p)
1

βqβ−1
dF (q)

=
1

β

∫
q∈supp(F )

ϕ(F (q), p)ψ(F (q), p)q−β+1dF (q)

=
1

β

∫
q∈supp(F )

ϕ(F (q), p)ψ(F (q), p)g(F (q),p)−1+1/βdF (q)

=
1

β

∫ 1

0

ϕ(x, p)ψ(x, p)g(x, p)1/β−1dx

Thus, this is entirely a function of p whose integrand does not explicitly depend on the cumulative

distribution function F (q).

Note further that

dg(x, p)1/β

dx
=
dg(x, p)1/β

dg(x, p)
dg(x,p)
dx

=
1

β
g(x, p)1/β−1dh(x, p)

dx

=
1

β
g(x, p)1/β−1ψ(x,p) (D.16)

Hence, we have

W(µ, p) =
∫ 1

0

ϕ(x, p) · d
dx
g(x,p)1/β dx

=
[
ϕ(x, p) · g(x, p)1/β

]1
0
−
∫ 1

0

g(x,p)1/β · d
dx
ϕ(x, p) dx.
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Since we have

g(0,p) = pn − pn = 0

g(1,p) = p1 − pn

ϕ(1, p) = 0

ϕ(0, p) = 1

we obtain

β · W(µ, p) =

βϕ(x, p)g(x, p)1/β∣∣∣∣∣
1

0

− β
∫ 1

0

dϕ(x, p)
dx

g(x, p)1/βdx


= β

∫ 1

0

−dϕ(x, p)
dx

g(x,p)1/βdx

= β

∫ 1

0

−dϕ(x, p)
dx

(h(x, p)− pn)1/βdx.

Finally by Lemma D.3.4, we obtain

W(µ, p) = n

∫ 1

0

h(x, p)g(x, p)1/βdx. (D.17)

Now, consider the perturbation on p that moves small 0 < δ < pn from pn to p1. Writing the resulting

vector p(δ), for any x ∈ [0, 1] we have

d

dδ
h(x, p(δ)) = a1(x)− an(x),
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and

d

dδ
(h(x, p(δ))− p(δ)n ) = 1 + a1(x)− an(x).

Thus, we have

d

dδ

(
h(x, p)(h(x,p)− pn)1/β

)
= (a1(x)− an(x))(h(x, p)− pn)1/β +

h(x, p)
β

(h(x, p)− pn)1/β−1(1 + a1(x)− an(x))

≥ (a1(x)− an(x))(h(x, p)− pn)1/β +
(h(x, p)− pn)1/β

β
(1 + a1(x)− an(x)).

The second term is apparently nonnegative as an(x) ∈ [0, 1], and is even strictly positive if x ∈ (0, 1).

Thus, let us focus on the first term. In differentiating D.17 with respect to δ, the first term will

appear as an integrand as follows

∫ 1

0

(a1(x)− an(x))(h(x, p)− pn)1/βdx.

Notice that a1(x) − an(x) is increasing on x. Since h(x, p) is also increasing on x by Lemma D.5.1,

by FKG inequality (Lemma D.3.5), we have

∫ 1

0

(a1(x)− an(x))(h(x, p)− pn)1/βdx ≥
∫ 1

0

(a1(x)− an(x))dx
∫ 1

0

(h(x, p)− pn)1/βdx

≥ 0.

Combining,W(µ, p) only increases by such operation, implying that optimal policy should have pn =
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0. Note further that this implies

qβ =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 = h(F (q),p), (D.18)

Similarly, for the quality, we have

Q(µ, p) = Eq∼µi [q]

=

∫
q∈supp(F )

qdF (q)

=

∫
q∈supp(F )

(
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 − pn

)1/β

dF (q)

=

∫ 1

0

g(x,p)1/βdx.

Recalling the definition of g(x, p) =
∑n

i=1 pi
(
n−1
i−1

)
F (q)n−i(1− F (q))i−1 − pn from Equation (D.14),

observe that the coefficient of pn is negative as pn’s coefficient is (1 − F (q))n−1 − 1, whereas all the

other indices have positive coefficient.

Combining, both the user welfare and average quality increases by decreasing pn, so an optimal

policy would have pn = 0.10

Therefore, we have g(x, p) = h(x, p), and thus the average quality and user welfare can finally

be written as

W(µ, p) = n

∫ 1

0

h(x, p)1+1/βdx, (D.19)

Q(µ, p) =
∫ 1

0

h(x, p)1/βdx. (D.20)

10There could be boundary regimes where it remains the same by decreasing pn, e.g., by taking α = 0 and β = 1. In
this case, one can easily check that any policy would trivially optimal by Lemma D.3.3.
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This concludes that our optimization problem can be written as

(OPT2) maximize
p∈∆m

αn

∫ 1

0

h(x, p)1+1/βdx+ (1− α)
∫ 1

0

h(x, p)1/βdx

subject to c(q) =
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1 ∀q ∈ supp(F )

p1 ≥ p2 ≥ . . . ≥ pn, ∃i, j : pi ̸= pj

n∑
i=1

pi = 1

F is c.d.f. of symmetric MNE given p

Since the objective function is purely a function over p, we can simply ignore the first and the last

constraints involving F since for any p, we know that there exists an induced symmetric MNE µ̄ and

its c.d.f. F that satisfies these constraints. Thus, our optimization becomes

(OPT) maximize
p∈∆m

αn

∫ 1

0

h(x, p)1+1/β + (1− α)
∫ 1

0

h(x, p)1/β

subject to p1 ≥ p2 ≥ . . . ≥ pn, ∃i, j : pi ̸= pj

n∑
i=1

pi = 1

and it finishes the proof. a

D.3.2 Proof of Proposition 4.5.1

Proof. If α = 0, recall that

G(p) =
∫ 1

0

h(x, p)1/βdx.
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We will lower bound G(p) of UNIFORMBUTLAST policy and argue that it can be significantly larger

than G(HARDMAX) for sufficiently large n.

Recall from Proposition ?? that

G(HARDMAX) = α
βn

βn+ n− 1
+ (1− α) β

β + n− 1
=

β

β + n− 1
.

For UNIFORMBUTLAST policy, observe that

h(x,UNIFORMBUTLAST) =
n∑
i=1

ai(x)pi =
n−1∑
i=1

ai(x)

n− 1
.

Since
∑n

i=1 ai(x) = 1 by Binomial theorem, we have

h(x,UNIFORMBUTLAST) =
1

n− 1
(1− (1− x)n−1).

Thus, we have

∫ 1

0

h(x,UNIFORMBUTLAST)1/βdx =

∫ 1

0

(
1− (1− x)n−1

n− 1

)1/β

dx

=

∫ 1

0

(1− (1− x)n−1)
1/β

(n− 1)1/β
dx

≥
∫ 1

1/2

(1− (1− x)n−1)
1/β

(n− 1)1/β
dx

≥
∫ 1

1/2

(1− 1/2n−1)
1/β

(n− 1)1/β
dx

≥ 1

2
· 1
2
· 1

(n− 1)1/β
.

154



As β > 1, we conclude that there exists a sufficiently large n such that

G(HARDMAX)/G(UNIFORMBUTLAST) < ε

for any ε > 0. a

D.4 Omitted Proofs in Section 4.6

D.4.1 Proof of Lemma 4.6.5

We require the following property on the Bernstein basis polynomials:

Lemma D.4.1 ( [236]). Define a Bernstein basis polynomial

ai,n(x) =

(
n

i

)
xn−i(1− x)i ,

and hence ai(x) = ai−1,n−1(x). Then, for any nonnegative integer n and i = 0, . . . , n, it follows that

(ai(x)− ai+1(x)) = −
1

n

dai,n(x)

dx
.

Although the proof can be found in many textbooks [235], we provide the proof for complete-

ness.

Proof. We will compute the left-hand side (LHS) and right-hand side (RHS) individually to argue its

equality.
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First, we evaluate the LHS:

ai(x)− ai+1(x) =

(
n− 1

i− 1

)
xn−i(1− x)i−1 −

(
n− 1

i

)
xn−i−1(1− x)i

= xn−i−1(1− x)i−1

[(
n− 1

i− 1

)
x−

(
n− 1

i

)
(1− x)

]

Using the identities
(
n−1
i−1

)
= i

n

(
n
i

)
and

(
n−1
i

)
= n−i

n

(
n
i

)
, we substitute the coefficients:

ai(x)− ai+1(x) = xn−i−1(1− x)i−1

[
i

n

(
n

i

)
x− n− i

n

(
n

i

)
(1− x)

]
=

1

n

(
n

i

)
xn−i−1(1− x)i−1 [ix− (n− i)(1− x)]

=
1

n

(
n

i

)
xn−i−1(1− x)i−1[ix− (n− nx− i+ ix)]

=
1

n

(
n

i

)
xn−i−1(1− x)i−1[nx− (n− i)] . (D.21)

Next, we evaluate the RHS by taking the derivative of ai,n(x):

− 1

n

d

dx
ai,n(x) = −

1

n

d

dx

[(
n

i

)
xn−i(1− x)i

]
= − 1

n

(
n

i

)[
(n− i)xn−i−1(1− x)i − ixn−i(1− x)i−1

]
= − 1

n

(
n

i

)
xn−i−1(1− x)i−1 [(n− i)(1− x)− ix]

= − 1

n

(
n

i

)
xn−i−1(1− x)i−1[n− nx− i+ ix− ix]

= − 1

n

(
n

i

)
xn−i−1(1− x)i−1[n− i− nx]

=
1

n

(
n

i

)
xn−i−1(1− x)i−1[nx− (n− i)],
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which coincides with Equation (D.21). a

Now we are ready to prove the main theorem.

Proof of Theorem 4.6.5. Consider any probability vector p in n-dimensional probability simplex, which

is possibly not sorted. Recall a generalized notion of ai(x) as follows: ai,n(x) :=
(
n
i

)
xn−i(1− x)i and

note that ai(x) = ai−1,n−1(x). Then, we will use the following well-known fact from Bernstein basis

polynomials [235], presented in Lemma D.4.1:

n(ai(x)− ai+1(x)) = −
dai,n(x)

dx
. (D.22)

Recall that O(x, p) =
∑n

i=1 ai(x)p(i). Let σ(·) be the permutation associated with pi’s such that pi is

the σ(i)-th largest one among p1, . . . , pn. Consider two indices i, j such that pi ≥ pj , i.e., σ(i) < σ(j).

Since pi ≥ pj , by Theorem 4.6.4, it suffices to prove that

∂
∫ 1

0
O(x, p)rdx
∂pi

−
∂
∫ 1

0
O(x, p)rdx
∂pj

≥ (≤) 0,

depending on the parameter r. Notice that

∂
∫ 1

0
O(x, p)rdx
∂pi

=

∫ 1

0

rO(x, p)r−1aσ(i)(x)dx.

Thus, it suffices to prove that for any index i, j with σ(i) < σ(j):

∫ 1

0

rO(x, p)r−1(aσ(i)(x)− aσ(j)(x))dx ≥ (≤) 0.
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We will prove a stronger statement such that for any index i = 1, 2, . . . , n− 1, it follows that

∫ 1

0

rO(x, p)r−1(ai(x)− ai+1(x))dx ≥ (≤) 0.

Note that this immediately finishes the proof. Recalling that n(ai(x) − ai+1(x)) = −dai,n(x)

dx
, the left

hand side can be written as

∫ 1

0

r O(x, p)r−1(ai(x)− ai+1(x)) dx = − r
n

∫ 1

0

O(x, p)r−1 d

dx
ai,n(x) dx.

Now, apply integration by parts:

∫ 1

0

O(x, p)r−1 d

dx
ai,n(x) dx =

[
O(x, p)r−1ai,n(x)

]1
0
−
∫ 1

0

ai+1,n(x)
d

dx
O(x, p)r−1 dx.

for i ∈ [n− 1]. Note that ai,n(x) is always zero for i ∈ [n− 1] if x = 0 or x = 1. Further, we have

∂O(x,p)r−1

∂x
= (r − 1)O(x, p)r−2ψ(x,p) ≥ 0,

by Lemma D.3.2 and ψ(x, p) ≥ 0 due to Lemma D.5.1. Thus,
∫ 1

0
rO(x, p)r−1(ai(x) − ai+1(x))dx

becomes equivalent to

r(r − 1)

n

∫ 1

0

O(x, p)r−2ψ(x, p)ai,n(x)dx,

which is ≥ 0 if r ≥ 1 or r ≤ 0, and otherwise ≤ 0 as all the terms O(x, p), ψ(x, p) and ai,n(x) are

nonnegative. a
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D.4.2 Proof of Theorem 4.1.2

Proof. Note first that the OPT in Theorem 4.1.1 enforces pn = 0. To prove the first condition, if α = 1,

then the objective function becomesW(µ, p).

From Equation (D.19), recall that the user welfare is given by

W(µ, p) = n

∫ 1

0

h(x, p)1+1/βdx.

Since 1 + 1/β ≥ 1 for any β > 0, the integrand is Schur-convex in p by Theorem 4.6.5. Moreover,

since HARDMAX majorizes any p ∈ ∆n with pn = 0, this implies that HARDMAX maximizes welfare

among such strategies.

Similarly, from Equation (D.20) user quality is given by

Q(µ, p) =
∫ 1

0

h(x, p)1/βdx.

When β ≤ 1, we again have 1/β ≥ 1, and so the integrand is Schur-convex in p. Therefore, when

β ≤ 1, the overall objective—being a sum of two Schur-convex functions—is also Schur-convex. It

follows that HARDMAX is the optimal allocation in this case.

For the remaining conditions, observe that the objective function reduces to Q(µ, p) when α =

0. If β > 1, then 1/β < 1, and the integrand becomes Schur-concave in p. In this case, the uniform

policy UNIFORMBUTLAST is majorized by every p ∈ ∆n with pn = 0, and thus UNIFORMBUTLAST

is optimal by the definition of Schur-concave functions.
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Finally, if α = 0 and β = 1, then the objective function simply reduces to (up to constant)

∫ 1

0

h(x, p)dx =

∫ 1

0

ai(x)pidx.

Note that

∫ 1

0

ai(x)dx = 1/n,

by Lemma D.3.3 and hence the objective function is always a constant. Since the sufficient condition

to write the optimization problem is to have a nontrivial policy such that pi ̸= pj for some i, j ∈ [n]

and pn = 0, we finish the proof. a

D.5 Omitted Proofs in Section 4.7

D.5.1 Proof of Lemma 4.7.2

Before proving the main lemma, we require the following property technical property on the

monotonicity of h(x,p) with respect to x.

Lemma D.5.1. h(x, p) is strictly increasing in x ∈ [0, 1] for any nontrivial policy p.

Proof. Observe that dh(x,p)
dx

=
∑n

i=1
dai(x)
dx

pi. We will use the following Abel’s transformation for-

mula [237]:

n∑
k=1

fkgk = Fngn −
n−1∑
k=1

Fk(gk+1 − gk),

where Fk =
∑k

i=1 fi for two real sequences fk’s and gk’s. Plugging in fk = dak(x)/dx and gk = pk,
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we obtain

n∑
i=1

dai(x)

dx
pi = A′

n(x)pn −
n−1∑
k=1

A′
k(x)(pk+1 − pk)

= A′
n(x)pn +

n−1∑
k=1

A′
k(x)(pk − pk+1),

for A′
k(x) =

∑k
i=1 a

′
i(x) where the derivative is with respect to x. Noting that

∑n
i=1 ai(x) = 1 by

binomial theorem, we have A′
n(x) = 0.

To compute A′
k(x), recall the generalized notation ai,n(x) defined in Lemma D.4.1:

ai,n(x) =

(
n

i

)
xn−i(1− x)i, (D.23)

and the equivalence:

ai−1,n−1(x)− ai,n−1(x) = −
1

n

dai,n(x)

dx
.

Thus, we have

a′i(x) = a′i−1,n−1(x) = (n− 1)(ai−1,n−2(x)− ai−1,n−2(x)).

Let us define a−1,k(x) = 0 for nonnegative integer k, for ease of exposition. Note, then, that equiva-
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lence (D.23) holds for i = 1 as well. By telescoping, this implies:

A′
k(x) =

k∑
i=1

a′i(x)

=
k∑
i=1

(n− 1)(ai−1,n−2(x)− ai−1,n−2(x))

= (n− 1)(ak−1,n−2(x)− a−1,n−2(x) = ak−1,n−2(x).

Thus, we finally have

dh(x, p)
dx

=
n−1∑
k=1

ak−1,n−2(x)(pk − pk+1).

Note that this is strictly positive for x ∈ (0, 1) as we have at least one k such that pk > pk+1 for any

nontrivial policy p. This finishes the proof. a

Now the main lemma can be proven in what follows.

Proof of Lemma 4.7.2. If β ≤ 1, then the proof immediately follows from the fact that HARDMAX is

optimal from Theorem 4.1.2. Thus, we assume β > 1.

We will first prove thatK(x, i) = ai(1−x) is STPn−1, where we recall that ai(x) =
(
n−1
i−1

)
xn−i(1−

x)i−1.11 That is, for any k ∈ [n− 1], by Definition 4.7.4, it suffices to prove that

det


ai1(1− x1) . . . ai1(1− xk)

...
...

aik(1− x1) . . . aik(1− xk)

 > 0,

11This is in fact proven by [238], but we provide here the proof for completeness.
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for all 1 ≤ i1 < . . . < ik ≤ n − 1 and 0 ≤ x1 < . . . < xk ≤ 1. Denote the matrix inside the

determinant by M for simplicity.

Consider r, s ∈ [k]. Note first that

air(1− xs) =
(
n− 1

ir − 1

)
(1− xs)n−1

(
xs

1− xs

)ir−1

.

Define ys = xs/(1− xs), then

air(1− xs) =
(
n− 1

ir − 1

)
(1− xs)n−1yir−1

s .

Factoring out the row constants, we have

det(M) =

(
k∏
r=1

(
n− 1

ir − 1

))
det


(1− x1)n−1yi1−1

1 . . . (1− xk)n−1yi1−1
k

...
...

(1− x1)n−1yik−1
1 . . . (1− xk)n−1yik−1

k


Factoring out the column constants, we have

det(M) =

(
k∏
r=1

(
n− 1

ir − 1

))( k∏
s=1

(1− xs)n−1

)
det


yi1−1
1 . . . yi1−1

k

...
...

yik−1
1 . . . yik−1

k


By taking transpose in the remaining matrix and applying Theorem 4.7.9, we conclude that det(M) >

0. Since this holds for arbitrary choice of x1, . . . , xk and i1, . . . , ik, this concludes that K(x, i) is

STPn−1.
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Now we will prove that the diminishing property of totally positive matrix K(x, i) allows us to

show the quasi-convexity of the sequence of partial derivatives. Let us define q(x) = f(x) + g(x),

where

f(x) = nα(1 + 1/β)h(x, p)1/β

g(x) = (1− α)/βh(x, p)1/β−1.

Then, by Equation (4.2), we have

di =

∫ 1

0

q(x)ai(x)dx

=

∫ 1

0

q(1− y)ai(1− y)dy.

By Lemma 4.7.3, we know that q(x) is quasiconvex over x ∈ [0, 1]. This implies that q(1− y) is

also quasiconvex on y ∈ [0, 1] because quasiconvexity on a single dimension is preserved under affine

transformations of the input variable.

Thus, by Lemma 4.7.8, q(1−y)−λ has at most two sign changes for every λ ∈ R, and whenever

it has exactly two sign changes, it must be (+,−,+).

Recalling the definition of di and K(x, i) = ai(1− x):

di =

∫ 1

0

q(1− y)ai(1− y)dy =

∫ 1

0

K(y, i)q(1− y)dy.
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Subtracting λ′ ∈ R:

di − λ′ = −λ′ +
∫ 1

0

K(y, i)q(1− y)dy =

∫ 1

0

K(y, i)(q(1− y)− nλ′)dy,

where the second equality follows from Lemma D.3.3, as we show
∫ 1

0
ai(x)dx = 1/n for any i ∈ [n]

and K(x, i) = ai(1− x).

Taking λ = nλ′, we know that q(1 − y) − λ has at most two sign changes, and the pattern is

exactly (+,−,+) if it has exactly two sign changes. Further, since we know that K(y, i) is STPn−1,

we can apply Theorem 4.7.7 as S−(q(1− y)) ≤ 2 if n ≥ 3 and conclude that S+(di − λ′) ≤ 2 for any

λ′ ∈ R. This concludes that di − λ′ always have at most two sign changes assigning zeroes arbitrary

signs, and the pattern is (+,−,+) if it has exactly two sign changes.

We will first prove that di = di+1 can only happen at the slope-changing index, to be defined

shortly, or for i = n− 2 if di’s are monotone decreasing without slope-changing index.

Suppose first that there exists an index k such that the slope changes, i.e., monotonicity pattern

changes. Let k denote the index at which the monotonicity pattern changes, i.e.,

d1 ≥ d2 ≥ . . . ≥ dk ≤ dk+1 ≤ . . . ≤ dn−1.

Suppose there exists an index i ≤ k − 2 or i ≥ k + 1 such that di = di+1. Then, by choosing

λ′ = di, and assigning the signs appropriately,12 we obtain at least four sign changes in the resulting

sequence, implying S+(λ′) ≥ 3, which contradicts our assumptions. On the other hand, suppose

d1 ≥ d2 ≥ . . . ≥ dn−1, i.e., slope does not change. Similarly, if di = di+1 for 1 < i < n− 1, then by

12Formally, one can assign (+,−,+,−) for i ≤ k − 2, and (−,+,−,+) for i ≥ k + 1.
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choosing λ′ = di and similarly assigning signs for zeroes as above, we obtain S+(di−λ′) ≥ 3. If i = 1,

then by setting λ′ = d1, sign changes become (·, ·,−), which contradicts as the sign pattern should be

(+,−,+) in case of exact two changes. Similarly, if the entire sequence is monotone increasing, then

di = di+1 can only occur if i = 1. Therefore, di = di+1 can only occur for i = k − 1 or i = k, or

i = n− 1 if it is monotone decreasing sequence, or i = 1 if it is monotone increasing sequence.

Finally, we will prove that if k is the slope-changing index, then exactly one of dk−1 = dk or

dk = dk+1 happens. Suppose there exists a slope-changing index k, and assume dk−1 = dk = dk+1.

Setting λ′ = dk, we can assign the signs of the zeros at dk−1− λ′, dk − λ′, and dk+1− λ′ as (−,+,−),

resulting in a sign pattern of the form (+,−,+,−,+), which again leads to a contradiction. Thus,

there can be at most two consecutive equal values among (dk−1, dk) or (dk, dk+1), and the rest of the

sequence must be strictly monotonic on either side. This completes the proof.

a

D.5.2 Proof of Lemma 4.7.3

Proof of Lemma 4.7.3. Recall that ψ(x, p) is a derivative of h(x, p) with respect to x by Lemma D.3.2.

Thus, ψ(x, p) = dh(x, p)/dx ≥ 0 from Lemma D.5.1. Differentiating q(x) over x, we obtain

dq(x)

dx
= nα(1 + 1/β)(1/β)h(x, p)1/β−1ψ(x,p) + (1− α)( 1

β
− 1)

1

β
h(x, p)1/β−2ψ(x,p)

= ψ(x,p)h(x, p)1/β−2(w1h(x, p) + w2),

where we write w1 = nα(1 + 1/β)(1/β) and w2 = (1− α)( 1
β
− 1) 1

β
.

Note that w1 ≥ 0 and w2 ≤ 0 as we have β > 1. Thus dq(x)/dx is nonnegative if and only

if w1h(x, p) + w2 ≥ 0. Since h(x, p) is increasing function over x by Lemma D.5.1, this concludes
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that q(x) is either increasing/decreasing function, or decreasing then increasing function, i.e., it is

quasiconvex. a

D.5.3 Proof of Theorem 4.1.3

Proof of Theorem 4.1.3. For a policy p to be optimal, the Karush-Kuhn-Tucker (KKT) condition should

hold as the constraints are linear. We will ignore pn as it is always zero in the optimum. First, the La-

grangian can be written as:

L(p, ν, λ) = G(p) + λ(1−
n−1∑
i=1

pi) +
n−2∑
i=1

νi(pi − pi+1) + νn−1pn−1,

where νi ≥ 0 for i ∈ [n− 1] and λ ∈ R. Writing down KKT condition, we obtain

d1 =
∂G(p)
∂p1

= λ− ν1

di =
∂G(p)
∂pi

= λ+ νi−1 − νi, i = 2, 3, . . . , n− 1

νi(pi − pi+1) = 0, i = 1, 2, . . . , n− 2

νn−1pn−1 = 0

λ(p1 + . . .+ pn − 1) = 0

p1 ≥ p2 ≥ . . . ≥ pn−1 ≥ 0

νi ≥ 0, i = 1, 2, . . . , n− 1

According to Lemma 4.7.2, the sequence (d1, . . . , dn−1) can only have either of the following
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structures for some k ∈ [n− 1]:

1. d1 > d2 > . . . > dk ≤ dk+1 < . . . < dn−1

2. d1 > d2 > . . . > dn−2 ≥ dn−1

3. d1 ≤ d2 < d3 < . . . , dn−1.

Let k be the slope-changing index in the former two cases.

Overall, given the properties of di’s above, we will consider two scenarios. First we will show

that if p1 ̸= p2, then we cannot have i such that pi ̸= pi+1 for i = 2, . . . , n − 2, concluding that

p1 > p2 = . . . = pn−1. Then, we will show that if p1 = p2, then we always have p2 = . . . = pn−1.

Scenario 1: p1 ̸= p2. Assume first that p1 ̸= p2. Then, we have ν1 = 0. Thus, we have

d1 = λ

d2 = λ− ν2.

We will deal with two cases where p2 = p3 or pi = pi+1 for i = 3, . . . , n− 2 separately.

Scenario 1a: p2 ̸= p3. Suppose, for the sake of contradiction, that p2 ̸= p3. Then, we must have

ν2 = 0, which implies

d1 = λ,

d2 = λ,

d3 = λ− ν3.

This implies that the slope-changing index is k = 1. However, this leads to a contradiction: we have
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d3 = λ− ν3 ≤ λ = d2 since ν3 ≥ 0, but since k = 1 is the slope-changing index, it should have been

d2 < d3. Therefore, we conclude that if p1 ̸= p2, then it must be that p2 = p3.

Scenario 1b: pi ̸= pi+1 for i ≥ 3. Now, again for the sake of contradiction, suppose that the first

index i such that pi ̸= pi+1 is greater than or equal to 3. That is,

p1 ̸= p2 = p3 = . . . = pi ̸= pi+1,

for some i ≥ 3. Then νi = 0 and we have the following series of equations:

d1 = λ

d2 = λ− ν2

d3 = λ+ ν2 − ν3

...

di = λ+ νi−1

di+1 = λ− νi+1.

If νi+1 ̸= 0 and νi−1 ̸= 0, then it is a contradiction as the d sequence increases then decreases. Thus,

either of νi−1 or νi+1 is zero.

If νi+1 = 0, then we should again have νi−1 = 0 as otherwise the d sequence increases from

d1 = λ to di = λ+νi−1, then decreases to di+1 = λ−νi+1. Then, notice that by setting νi+1 = νi−1 = 0,
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we have

d1 = λ

d2 = λ− ν2

d3 = λ+ ν2 − ν3

...

di−1 = λ+ νi−2

di = λ

di+1 = λ,

which is a contradiction as i should be the slope-changing index and thus it should be the case that

λ = d1 > d2 > . . . > di = di+1 = λ, but we have d1 = λ ≤ di−1 = λ+ νi−2 ≥ di = di+1.

Therefore, we have νi−1 = 0. In this case, again, we have

d1 = λ

d2 = λ− ν2

d3 = λ+ ν2 − ν3

...

di = λ

di+1 = λ− νi+1,

and thus it should be the case that λ = d1 > d2 > . . . ≥ dk < . . . < di = λ < di+1 since slope-
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changing needs to occur strictly before the index i, which is a contradiction as λ = di ≥ di+1 =

λ− νi+1. Thus, if p1 ̸= p2, we always have p1 ̸= p2 = . . . = pn−1 ≥ pn = 0.

Scenario 2: p1 = p2. Now the remaining case is when p1 = p2. Similarly, we will separately

deal with two cases: (i) when pi ̸= pi+1 for some i = 3, . . . , n− 2, and (ii) when p2 ̸= p3. Let i ≥ 2

be the first index such that pi ̸= pi+1, i.e., νi = 0, for i ∈ [n− 2].

Scenario 2a: p1 = p2 > . . . > pi = pi+1 for i = 3, . . . , n− 2. In this case, we have

d1 = λ− ν1

d2 = λ+ ν1 − ν2

d3 = λ+ ν2 − ν3

...

di−1 = λ+ νi−2 − νi−1

di = λ+ νi−1

di+1 = λ− νi+1.

For these equations to be true under the condition on di’s, it should be the case that either of νi−1

and νi+1 is zero as otherwise it increases from d1 then decreases to di+1. If νi−1 = 0, we have

di−1 = λ + νi−2, which is again a contradiction as we have d1 ≤ di−1 ≥ di ≥ di+1. If νi+1 = 0,

then we should have di = di+1 as otherwise it increases from d1 = λ − ν1 then decreases to λ. Thus,

di = di+1 = λ. Again, in this case, we have di−1 = λ+ νi−2, which is a contradiction.
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Scenario 2b: p1 = p2 > p3. In this case, ν2 = 0 and we have

d1 = λ− ν1

d2 = λ+ ν1

d3 = λ− ν3

d4 = λ+ ν3 − ν4

Thus, it should be the case that ν1 = 0 as otherwise d1 < d2 ≥ d3. Then, the resulting equations are:

d1 = λ

d2 = λ

d3 = λ− ν3

d4 = λ+ ν3 − ν4,

and thus the slope-changing index should be k = 1. Thus, after k + 1 = 2, it should always strictly

increase, which is a contradiction to d3 = λ − ν3. Therefore, if p1 = p2, we always have p1 = p2 =

. . . = pn−1.

Combining, the only possible cases are:

p1 > p2 = . . . = pn−1 ≥ pn = 0

p1 = p2 = . . . = pn−1 ≥ pn = 0,

and it finishes the proof.
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a

D.6 Omitted Proofs in Section 4.8

Before presenting the proofs, we need the following technical lemma, the proof of which is

omitted as it is an elementary algebra.

Lemma D.6.1. For r ≥ 1 and a, b ∈ [0, 1], |ar − br| ≤ r |a − b|. For r ∈ (0, 1] and a, b ≥ 0,

|ar − br| ≤ |a− b|r.

D.6.1 Proof of Lemma 4.8.1

Proof of Lemma 4.8.1. For each fixed x, p1 7→ h(x; p1) = c0(x) + c1(x)p1 is affine and t 7→ tr is

increasing for r > 0; hence supp1∈[ℓ,u] h(x; p1)
r = max{h(x; ℓ)r, h(x;u)r}. Integrating in x, and

summing the two exponents r ∈ {1 + 1/β, 1/β} with weights αn and 1 − α, gives the upper bound.

The lower bound follows since L(I) is the objective at boundary points. a

D.6.2 Proof of Lemma 4.8.2

Proof of Lemma 4.8.2. Let p⋄ ∈ {ℓ, u} be such that L(I) = G(p⋄) and let p◦ be the other endpoint. By

the definition of U(I) and L(I), linearity of the integral, and the inequality max{A,B}−A ≤ |B−A|
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(valid for all real A,B), we have

U(I)− L(I) = αn

∫ 1

0

(
max{h(x; p◦)1+1/β, h(x; p⋄)1+1/β} − h(x; p⋄)1+1/β

)
dx

+ (1− α)
∫ 1

0

(
max{h(x; p◦)1/β, h(x; p⋄)1/β} − h(x; p⋄)1/β

)
dx

≤ αn

∫ 1

0

∣∣h(x; p◦)1+1/β − h(x; p⋄)1+1/β
∣∣ dx

+ (1− α)
∫ 1

0

∣∣h(x; p◦)1/β − h(x; p⋄)1/β∣∣ dx.
Define ∆r(x) :=

∣∣h(x; p◦)r − h(x; p⋄)r∣∣ for r > 0. Then

U(I)− L(I) ≤ αn

∫ 1

0

∆1+1/β(x) dx+ (1− α)
∫ 1

0

∆1/β(x) dx. (D.24)

Because h(x; p1) ∈ [0, 1] and p1 7→ h(x; p1) is affine, the increment across the interval I = [ℓ, u]

is

h(x;u)− h(x; ℓ) = c1(x) (u− ℓ) = c1(x) |I|.

For r ≥ 1 and a, b ∈ [0, 1], |ar − br| ≤ r |a− b| and for r ∈ (0, 1] and a, b ≥ 0, |ar − br| ≤ |a− b|r by

Lemma D.6.1. Applying these with (a, b) = (h(x;u), h(x; ℓ)) yields

∆1+1/β(x) ≤
(
1 + 1

β

)
|c1(x)| |I|, ∆1/β(x) ≤ |c1(x)|1/β |I|1/β.

Substituting the bounds for ∆1+1/β and ∆1/β into (D.24),

U(I)− L(I) ≤ αn
(
1 + 1

β

)∫ 1

0

|c1(x)| dx |I| + (1− α)
∫ 1

0

|c1(x)|1/β dx |I|1/β,
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which is the claimed inequality with C1 and C2 as stated. a

D.6.3 Proof of Lemma 4.8.4

Proof of Lemma 4.8.4. (i) L⋆ is the maximum of objective values at feasible endpoints, hence a valid

global lower bound. (ii) Let I⋆ be any interval (among the descendants of I0) that contains a global

maximizer; Lemma 4.8.1 gives U(I⋆) ≥ supp∈I⋆ G(p) ≥ OPT, and I⋆ remains in A until pruned or

split, so maxI∈A U(I) ≥ U(I⋆) ≥ OPT. a

D.6.4 Proof of Theorem 4.8.6

Proof of Theorem 4.8.6. Let I⋆ be any active interval containing a maximizer. If |I⋆| ≤ δ(ε), then by

Lemma 4.8.2, U(I⋆)−L(I⋆) ≤ ε. Since OPT ≤ U(I⋆) and L⋆ ≥ L(I⋆), we get OPT−L⋆ ≤ ε. The

loop exits only when maxI∈A U(I) ≤ L⋆ + ε; combined with Proposition 4.8.4,

OPT ≤ max
I
U(I) ≤ L⋆ + ε ⇒ G(p⋆) = L⋆ ≥ OPT− ε.

If |I⋆| > δ(ε), it cannot be pruned because Proposition 4.8.4 gives U(I⋆) ≥ OPT > L⋆ + ε. Hence it

must be split. After k bisections of the interval containing the maximizer, the length is ≤ D 2−k. The

stated bound on k ensures D 2−k ≤ δ(ε), completing the proof. To see the time complexity, note that

a uniform partition of D with mesh δ(ε) has O(D/δ(ε)) intervals, hence the total number of nodes

explored by the algorithm is

O
(
C1

ε

)
+ O

(
C2

ε

)β
,

dominated by the second term when β > 1, which is polynomial in 1/ε given constant β. a

175



D.6.5 Proof of Lemma 4.8.7

Proof of Lemma 4.8.7. For a monotone increasing f : [0, 1] → R, the upper–minus–lower Riemann

sum on the uniform grid {j/m}mj=0 equals 1
m

∑m
j=1[f(j/m)− f((j− 1)/m)] = f(1)−f(0)

m
. The integral

lies between the two sums, proving the bound. Monotonicity of fr follows from Lemma D.5.1 and

r > 0. a

D.7 Omitted Proofs in Section 4.9

D.7.1 Proof of Theorem 4.1.5

Proof of Theorem 4.1.5. We first prove the general statement for arbitrary polynomial with nonnega-

tive cofficients. It suffices to prove that the resulting sequence of partial derivatives with respect to pi’s

has quasiconvexity by Lemma 4.7.2 under the new objective function G(µ̄, p).

Since we deal with symmetric MNE µ̄, we will simply drop the index i in qi and µi. Us-

ing (D.13),13 for any j ∈ [n], we have

Eq∼µ
[
ejq

kj
]
=

∫
q∈supp(F )

ejq
kjdF (q)

=

∫
q∈supp(F )

ej

( n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1

)kj
1/β

dF (q)

=

∫
q∈supp(F )

ej

(
n∑
i=1

pi

(
n− 1

i− 1

)
F (q)n−i(1− F (q))i−1

)kj/β

dF (q)

=

∫ 1

0

ejh(x, p)kj/βdx.

13Note that one can analogously prove pn = 0, and we omit the detail due to its redundancy.
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Note that the partial derivative di of the objective function with respect to pi can be written as:

di =
∂G(x,p)
∂pi

=
∂

∂pi

m∑
j=1

∫ 1

0

ejh(x, p)kj/βdx

=
m∑
j=1

∫ 1

0

j

β
ejh(x, p)kj/β−1ai(x)dx

=

∫ 1

0

(
m∑
j=1

j

β
ejh(x, p)kj/β−1

)
ai(x)dx.

Note that the same term
∑m

j=1
kj
β
ejh(x, p)kj/β−1 remains the same for every i ∈ [n].

Given p, define q(x) =
∑m

j=1
kj
β
ejh(x, p)kj/β−1. We will prove that q(x) is quasiconvex, i.e., it

either decreases, increases, or decreases then increases. Note that this concludes the proof.

Let us compute the derivative q′(x):

q′(x) =
d

dx

(
m∑
j=1

ej
kj
β
h(x, p)

kj
β
−1

)

=
m∑
j=1

ej
kj
β

(
kj
β
− 1

)
h(x, p)

kj
β
−2 · dh(x, p)

dx
.

We can factor out the common terms and write:

q′(x) =
dh(x, p)
dx

h(x, p)−2

(
m∑
j=1

ej
kj
β

(
kj
β
− 1

)
h(x, p)

kj
β

)
.

By Lemma D.5.1, we know that h′(x, p) ≥ 0 for any x ∈ [0, 1]. Further, h(x,p) ≥ 0 for any x ∈ (0, 1).

Thus, it suffices to prove that the following quantity

m∑
j=1

ej
kj
β

(
kj
β
− 1

)
h(x, p)

kj
β , (D.25)
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changes its sign at most once, from − to +, as this implies that the original function q(x) is decreases

then increases, or just monotone.

Define cj = ej
kj
β
(
kj
β
−1). Noting that h(x,p) is strictly increasing and nonnegative by Lemma D.5.1,

we will simply write z = h(x, p)1/β . Then, Equation (D.25) simply becomes a posynomial over z:

P (z) =
m∑
j=1

cjz
kj .

By Descartes’ rule of signs, the number of positive real roots of P (z) is less than or equal to the

number of sign changes in the sequence of its coefficients (c1, . . . , cm).14

Given that ej ≥ 0 for all j ∈ [m], the sign of cj is entirely determined by the ej
kj
β
(
kj
β
− 1). Note

that this changes from − to + based on our assumption. In particular, when ej’s are all nonnegative,

this is positive or negative depending on whether kj/β− 1 > 0 or < 0, i.e., whether kj > β or kj < β.

Further, if cj ≥ 0, this implies that j ≥ β and thus ck ≥ 0 for any k ≥ j. Combining, we conclude that

the sequence of coefficients (c1, . . . , cm) changes its sign from − to +. Thus, the posynomial P (z)

has at most one positive real root by Descartes’ rule of signs. Further, if we take limit x → 0+, we

have z = h(x, p)1/β → pn = 0. In this case, the term with the smallest power of z will dominate

in P (z). Thus, the sign changes of P (z) can only happen from − to +. This concludes that q(x) is

quasiconvex.

a
14We note that Descartes’ rule is proven to be true with real exponents by [239].
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D.7.2 Proof of Corollary 4.9.1

Proof of Corollary 4.9.1. Recall that under the symmetric MNE µ̄, we have

W(µ̄,p) = n

∫ 1

0

h(x, p)1/β+1dx

V(µ̄,p) =
m∑
j=1

∫ 1

0

h(x, p)j/βdx

U(µ, µ̄−i, p) =
1

n
− Eq∈µ

[
qβ
]

=
1

n
− n

∫ 1

0

h(x, p)dx,

where the last equation follows from (D.13). Notice, however, that
∫ 1

0
h(x, p)dx =

∑n
i=1 pi
n

= 1
n

, by

Lemma D.3.3. Thus, it remains to show that

∫ 1

0

h(x, p)1/β+1dx+
m∑
j=1

∫ 1

0

h(x, p)h(x)j/βdx

satisfies the condition stated in Theorem 4.1.5, which is straightforward since all the coefficients are

nonnegative. This concludes the proof. a

Proof of Corollary 4.9.2. Let F(1) be the c.d.f. of the largest order statistics among qi’s at symmetric
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MNE µ̄ with c.d.f. F . Then, we have

Eqi∼µi,i∈[n]
[
q(1)
]
=

∫
q∈supp(F )

(1− F(1)(q))dF (q)

=

∫
q∈supp(F )

(1− F (q)n)dF (q)

=

∫ 1

0

(1− xn)ψ(x, p)h(x, p)1/β−1dx

= n

∫ 1

0

xn−1h(x, p)1/βdx,

where the derivations are analogous to the proof of Theorem 4.1.1.

Taking a partial derivative with respect to pi, we obtain

n

∫ 1

0

xn−1h(x, p)1/βai(x)dx.

Thus, we take q(x) = nxn−1h(x, p)1/β to apply Lemma 4.7.2. Then, notice that

dq(x)

dx
= n(n− 1)xn−2h(x, p)1/β +

n

β
xn−1h(x, p)1/β−1ψ(x,p)

= nxn−2h(x, p)1/β−1((n− 1)h(x, p) + x/βψ(x,p)).

Since ψ(x,p) ≥ 0, h(x, p) ≥ 0, this is always nonnegative, and thus quasiconvex. Thus, we can apply

Lemma 4.7.2 and finish the proof. a
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D.7.3 Proof of Corollary 4.9.3

Proof of Corollary 4.9.3. Let us define

Φ(p, µ) := Eq∼µ
[
eλq
]
,

for the symmetric MNE strategy µ given the policy p. ForM ∈ N, we define the truncated posynomial

ΦM(p, µ) := E

[
M∑
j=0

λj

j!
qj

]
=

M∑
j=0

λj

j!
E
[
qj
]
.

For each M , ΦM is a finite linear combination of moments E [ qj ] with nonnegative coefficients ej :=

λj/j!. Ordering the exponents as kj = j, the sign pattern ej(kj − β) exhibits at most one sign change

as j increases (it is negative for j < β, nonnegative for j ≥ β). Hence Theorem 4.1.5 applies and

yields a maximizer p(M) which is piecewise constant with at most two value changes at p1 or pn.

Since q ∈ [0, 1], the Lagrange remainder of the exponential series in its Taylor series gives,

uniformly over q ∈ [0, 1],

∣∣∣eλq − M∑
j=0

λj

j!
qj
∣∣∣ ≤ eλ (λq)M+1

(M + 1)!
≤ eλ λM+1

(M + 1)!
.

Thus, we obtain

sup
p∈∆

∣∣Φ(p, µ)− ΦM(p, µ)
∣∣ ≤ sup

q∈[0,1]

∣∣∣eλq − M∑
j=0

λj

j!
qj
∣∣∣ ≤ eλλM+1

(M + 1)!
.

The sequence {p(M)} lies in ∆, which is a compact feasible set of policies, so it has a convergent
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subsequence p(Mk) → p⋆. Since we know that ΦM → Φ uniformly on ∆, so

Φ
(
p(Mk)

)
≥ sup

p∈∆
ΦMk

(p)− eλλMk+1

(Mk + 1)!
≥ ΦMk

(p)− eλλMk+1

(Mk + 1)!
,

Hence, letting k → ∞ yields Φ(p⋆) ≥ Φ(p) for all p ∈ ∆, i.e., p⋆ is optimal for Φ. Since p⋆ is

a convergent sequence of p(M) with the structure p1 ≥ p2 = . . . = pn−1 ≥ pn = 0, the resulting

sequence p⋆ also inherits the same structure, as desired.

Finally, it is immediate to extend the analysis to any convex combination of exponential utilities

with different λ’s, since the uniform convergence analogously carries over and the structural result also

follows as the sign of ej(kj − β) only depends on whether kj ≥ β or not. a
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Appendix E: Gains-from-trade in Bilateral Trade with a Broker

E.1 Proof of Theorem 6.1.8

We first prove the lower bounds and then present the worst-case instances that match the lower

bounds.

E.1.1 Lower bounds

By Lemma 6.4.1, we can assume that [a1, b1] = [0, 1] without loss of generality. Now, let F and

G be the uniform distributions on [0, 1] and [a, b], respectively, i.e., let

F (v) =


v if v ∈ [0, 1]

0 otherwise

and

G(c) =


c− a
b− a

if c ∈ [a, b]

0 otherwise

.

(Note that [a, b] might not lie completely in [0,∞), since we normalize F and G so that F is supported

on [0, 1].) It is straightforward to check that both F and G are regular. Thus, by Theorem 6.1.7, the

gains-from-trade of any BNIC and IR mechanism that maximizes the broker’s expected profit is given
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Subcase

Case (a) (b) (c) (d) (e)

1 1 2/3 2/3 2/3

2 4/7 4/7 1/2

3 4/7 1/2

4 4/7 1/2

5 1/2

Table E.1: Summary of Lower Bounds

by

GFT =

∫∫
(v − c)1

{
v − c ≥ 1− F (v)

F ′(v)
+
G(c)

G′(c)

}
dF (v) dG(c)

=

∫∫
(v − c)1 {v − c ≥ (1− v) + (c− a)} dF (v) dG(c)

=

∫∫
(v − c)1 {v − c ≥ Ta} dF (v) dG(c),

where Ta =
1− a
2

.

We will now complete the proof by considering the following cases based on the values of a and

b:

Case 1: b ≤ 0

Case 2: a ≤ 0 < b ≤ 1

Case 3: a ≤ 0 < 1 < b

Case 4: 0 < a < b ≤ 1

Case 5: 0 < a < 1 < b
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Case 6: a ≥ 1

We will further break down each case (except for Case 6) into the following subcases based on

the values of a+ Ta and b+ Ta :

Subcase (a): b+ Ta ≤ 0

Subcase (b): a+ Ta ≤ 0 < b+ Ta ≤ 1

Subcase (c): a+ Ta ≤ 0 < 1 < b+ Ta

Subcase (d): 0 < a+ Ta < b+ Ta ≤ 1

Subcase (e): 0 < a+ Ta < 1 < b+ Ta

Note that not every case-subcase combination is possible, as we will see when we investigate each

case-subcase combination below. Table E.1 summarizes the lower-bounds for each case-subcase com-

bination. (The empty cells correspond to impossible case-subcase combinations.)

We will now derive the lower bounds in Table E.1. The following two tables will be helpful for

our analysis. Specifically, Table E.2 summarizes FB-GFT for each case.
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Case Case Description FB-GFT Derivation

1 b ≤ 0
1− a− b

2
1

2 a ≤ 0 < b ≤ 1
3a2 − 3a+ b3 − 3b2 + 3b

6(b− a)
2

3 a ≤ 0 < 1 < b
3a2 − 3a+ 1

6(b− a)
3

4 0 < a < b ≤ 1
a2 + ab+ b2 − 3a− 3b+ 3

6
4

5 0 < a < 1 < b
(1− a)3

6(b− a)
5

Table E.2: First-Best Gains-from-Trade by Case

Furthermore, Table E.3 summarizes the GFT of the broker’s optimal mechanism in each subcase.
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Subcase Subcase Description GFT Derivation

(a) b+ Ta ≤ 0
1− a− b

2
1

(b) a+ Ta ≤ 0 < b+ Ta ≤ 1
(a+ b− 1)(a2 − 4ab+ 10a+ 4b2 − 8b+ 1)

24(b− a)
6

(c) a+ Ta ≤ 0 < 1 < b+ Ta
(3a− 1)2

24(b− a)
7

(d) 0 < a+ Ta < b+ Ta ≤ 1
(a+ 2b− 3)2

24
8

(e) 0 < a+ Ta < 1 < b+ Ta
(1− a)3

12(b− a)
9

Table E.3: Gains-from-Trade of Broker’s Optimal Mechanism by Subcase

We now prove the desired lower bounds in what follows.

Case 1: b ≤ 0.

Case 1(a): b+ Ta ≤ 0

We have that

GFT
FB-GFT

= 1.
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Case 1(b): a+ Ta ≤ 0 < b+ Ta ≤ 1

We seek to lower bound

GFT
FB-GFT

=
−a2 + 4ab− 10a− 4b2 + 8b− 1

12(b− a)
.

Taking the derivative with respect to b, we obtain

∂

∂b

[
−a2 + 4ab− 10a− 4b2 + 8b− 1

12(b− a)

]
=

12(b− a)(4a− 8b+ 8)− 12(−a2 + 4ab− 10a− 4b2 + 8b− 1)

(12(b− a))2

=
(4ab− 8b2 + 8b− 4a2 + 8ab− 8a) + (a2 − 4ab+ 10a+ 4b2 − 8b+ 1)

12(b− a)2

=
8ab− 4b2 − 3a2 + 2a+ 1

12(b− a)2

=
(−a+ 2b+ 1)(3a− 2b+ 1)

12(b− a)2
.

Now, since −a+ 2b+ 1 ≥ 0 and 3a− 2b+ 1 ≤ 0 whenever a ∈ (−∞,−1] and b ∈
(
a− 1

2
,
a+ 1

2

]
,

GFT
FB-GFT

is an decreasing function with respect to b on a ∈ (−∞,−1] and b ∈
(
a− 1

2
,
a+ 1

2

]
.
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Thus,

GFT
FB-GFT

=
−a2 + 4ab− 10a− 4b2 + 8b− 1

12(b− a)

≥ −a
2 + (2a2 + 2a)− 10a− (a2 + 2a+ 1) + (4a+ 4)− 1

6− 6a

=
2− 6a

6− 6a

≥ 2− 6(−1)
6− 6(−1)

=
2

3
,

since
2− 6a

6− 6a
is decreasing on (−∞,−1].

Case 1(c): a+ Ta ≤ 0 < 1 < b+ Ta

Since (b− a)(1− a− b) is increasing with respect to b on (−∞, 0], we have that

GFT
FB-GFT

=
(3a− 1)2

12(b− a)(1− a− b)

≥ (3a− 1)2

12a(a− 1)

≥ 2

3
,

where the last inequality follows from
(3a− 1)2

12a(a− 1)
being decreasing on (−∞,−1].

Case 1(d): 0 < a+ Ta < b+ Ta ≤ 1
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We seek to lower bound

GFT
FB-GFT

=
(a+ 2b− 3)2

12(1− a− b)
.

Taking the derivative with respect to b, we obtain

∂

∂b

[
(a+ 2b− 3)2

12(1− a− b)

]
=

48(1− a− b)(a+ 2b− 3) + 12(a+ 2b− 3)2

(12(1− a− b))2

=
(a+ 2b− 3)(1− 3a− 2b)

12(1− a− b)2
.

Thus, since

a+ 2b− 3 ≤ 0

and

1− 3a− 2b ≥ 0

whenever a ∈ [−1, 0] and b ∈ [−1, 0], we have that
GFT

FB-GFT
is decreasing with respect to b on

a ∈ [−1, 0] and b ∈ [−1, 0]. Hence,

GFT
FB-GFT

=
(a+ 2b− 3)2

12(1− a− b)

≥ (a− 3)2

12(1− a)

≥ 2

3
,

since
(a− 3)2

12(1− a)
is increasing on [−1, 0].
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Case 1(e): 0 < a+ Ta < 1 < b+ Ta

Since

a+ Ta > 0

a > −1,

we have that

b+ Ta > 1

b >
a+ 1

2
> 0,

so this case is impossible because b ≤ 0 in Case 1.

Case 2: a ≤ 0 < b ≤ 1

Case 2(a): b+ Ta ≤ 0

Since Ta > 0 and b > 0, this case is impossible.

Case 2(b): a+ Ta ≤ 0 < b+ Ta ≤ 1
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Since

a+ Ta ≤ 0

a ≤ −1

and

b+ Ta ≤ 1,

we have that

b ≤ a+ 1

2
≤ 0,

so this case is impossible because b > 0 in Case 2.

Case 2(c): a+ Ta ≤ 0 < 1 < b+ Ta

Observe that b3−3b2+3b is increasing on [0, 1] and that
(3a− 1)2

4(3a2 − 3a+ 1)
is decreasing on (−∞,−1].

Thus, we have

GFT
FB-GFT

=
(3a− 1)2

4(3a2 − 3a+ b3 − 3b2 + 3b)
≥ (3a− 1)2

4(3a2 − 3a+ 1)
≥ 4

7
.

Case 2(d): 0 < a+ Ta < b+ Ta ≤ 1
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We seek to lower bound

GFT
FB-GFT

=
(a+ 2b− 3)2(b− a)

4(3a2 − 3a+ b3 − 3b2 + 3b)
.

Taking the derivative with respect to b, we obtain

∂

∂b

[
(a+ 2b− 3)2(b− a)

4(3a2 − 3a+ b3 − 3b2 + 3b)

]
=

4(3a2 − 3a+ b3 − 3b2 + 3b)(4(a+ 2b− 3)(b− a) + (a+ 2b− 3)2)

(4(3a2 − 3a+ b3 − 3b2 + 3b))2

− 4(a+ 2b− 3)2(b− a)(3b2 − 6b+ 3)

(4(3a2 − 3a+ b3 − 3b2 + 3b))2

= −12(3a2 − 3a+ b3 − 3b2 + 3b)(a+ 2b− 3)(a− 2b+ 1)

(4(3a2 − 3a+ b3 − 3b2 + 3b))2

− 12(a+ 2b− 3)2(b− a)(b− 1)2

(4(3a2 − 3a+ b3 − 3b2 + 3b))2

= − 12(a+ 2b− 3)

(4(3a2 − 3a+ b3 − 3b2 + 3b))2

{(3a3 + ab3 − 3ab2 + 9ab− 6a2b− 2b4 + 7b3 − 9b2 − 3a+ 3b)

+ (−ab3 + 2b4 − 7b3 − a2b2 + 5ab2 + 8b2 + 2a2b− 7ab− 3b− a2 + 3a)}

= − 12(a+ 2b− 3)

(4(3a2 − 3a+ b3 − 3b2 + 3b))2
(3a3 + 2ab2 + 2ab− 4a2b− b2 − a2b2 − a2).

Now, since each of the terms in the rightmost factor is nonpositive and a + 2b − 3 ≤ 0 whenever

a ∈ (−1, 0] and b ∈
(
0,
a+ 1

2

]
,we have that

(a+ 2b− 3)2(b− a)
4(3a2 − 3a+ b3 − 3b2 + 3b)

is decreasing with respect

to b on a ∈ (−1, 0] and b ∈
(
0,
a+ 1

2

]
. Hence,

GFT
FB-GFT

≥ (2a− 2)2((1− a)/2)
4(3a2 − 3a+ (a3 − 3a2 + 3a+ 7)/8)

=
4(1− a)3

a3 + 21a2 − 21a+ 7
.
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Taking the derivative, we obtain

d

da

[
4(1− a)3

a3 + 21a2 − 21a+ 7

]
=
−12(1− a)2(a3 + 21a2 − 21a+ 7)− 4(1− a)3(3a2 + 42a− 21)

(a3 + 21a2 − 21a+ 7)2

= − 96(1− a)2a2

(a3 + 21a2 − 21a+ 7)2
,

so
4(1− a)3

a3 + 21a2 − 21a+ 7
is decreasing on [−1, 0]. Therefore,

GFT
FB-GFT

≥ 4

7
.

Case 2(e): 0 < a+ Ta < 1 < b+ Ta

Since b3−3b2+3b is increasing on [0, 1] and
(1− a)3

2(3a2 − 3a+ 1)
is decreasing on [−1, 0], we have

that

GFT
FB-GFT

=
(1− a)3

2(3a2 − 3a+ b3 − 3b2 + 3b)
≥ (1− a)3

2(3a2 − 3a+ 1)
≥ 1

2
.

Case 3: a ≤ 0 < 1 < b

Cases 3(a), (b), (d): b+ Ta ≤ 1

194



Since b > 1 and Ta > 0, this case is impossible.

Case 3(c): a+ Ta ≤ 0 < 1 < b+ Ta

Since
(3a− 1)2

4(3a2 − 3a+ 1)
is decreasing on (−∞,−1], we have that

GFT
FB-GFT

=
(3a− 1)2

4(3a2 − 3a+ 1)

≥ 4

7
.

Case 3(e): 0 < a+ Ta < 1 < b+ Ta

Since
(1− a)3

2(3a2 − 3a+ 1)
is decreasing on [−1, 0], we have that

GFT
FB-GFT

=
(1− a)3

2(3a2 − 3a+ 1)

≥ 1

2
.

Case 4: 0 < a < b ≤ 1

Case 4(a): b+ Ta ≤ 0

Since b > 0 and Ta > 0, this case is impossible.
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Cases 4(b), (c): a+ Ta ≤ 0

Since a > 0 and Ta > 0, this case is impossible.

Case 4(d): 0 < a+ Ta < b+ Ta ≤ 1

We seek to minimize

GFT
FB-GFT

=
(a+ 2b− 3)2

4(a2 + ab+ b2 − 3a− 3b+ 3)
.

Taking the derivative with respect to b,

∂

∂b

[
(a+ 2b− 3)2

4(a2 + ab+ b2 − 3a− 3b+ 3)

]
=

16(a2 + ab+ b2 − 3a− 3b+ 3)(a+ 2b− 3)− 4(a+ 2b− 3)3

(4(a2 + ab+ b2 − 3a− 3b+ 3))2

=
12(a+ 2b− 3)(a− 1)2

(4(a2 + ab+ b2 − 3a− 3b+ 3))2
.

Now, since a + 2b − 3 ≤ 0 on b ∈
(
a,
a+ 1

2

]
, we have that

(a+ 2b− 3)2

4(a2 + ab+ b2 − 3a− 3b+ 3)
is

decreasing with respect to b on a ∈ (0, 1) and b ∈
(
a,
a+ 1

2

]
. Thus,

GFT
FB-GFT

≥ (2a− 2)2

4a2 + 2a(a+ 1) + (a2 + 2a+ 1)− 12a− 6(a+ 1) + 12

=
(2a− 2)2

7(a− 1)2

=
4

7
.
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Case 4(e): 0 < a+ Ta < 1 < b+ Ta

We seek to lower bound

GFT
FB-GFT

=
(1− a)3

2(b− a)(a2 + ab+ b2 − 3a− 3b+ 3)
.

Taking the derivative of the denominator with respect to b, we obtain

∂

∂b
[2(b− a)(a2 + ab+ b2 − 3a− 3b+ 3)] = 2(b− a)(2b+ a− 3) + 2(a2 + ab+ b2 − 3a− 3b+ 3)

= 6(b− 1)2,

so 2(b− a)(a2 + ab+ b2 − 3a− 3b+ 3) is increasing with respect to b on [0, 1]. Thus,

GFT
FB-GFT

=
(1− a)3

2(b− a)(a2 + ab+ b2 − 3a− 3b+ 3)

≥ (1− a)3

2(1− a)(a2 − 2a+ 1)

=
1

2
.

Case 5: 0 < a < 1 < b

Cases 5(a), (b), (d): b+ Ta ≤ 1

Since b > 1 and Ta > 0, this case is impossible.
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Case 5(c): a+ Ta ≤ 0 < 1 < b+ Ta

Since a > 0 and Ta > 0, this case is impossible.

Case 5(e): 0 < a+ Ta < 1 < b+ Ta

We have that

GFT
FB-GFT

=
1

2
.

Case 6: a ≥ 1

We have that GFT = 0 = FB-GFT.

E.1.2 Derivations for Table E.2 and E.3

Here, we provide the derivations of each of the integrals in Tables E.2 and E.3. Each derivation

is indexed by its corresponding number in the tables.
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1.

1

b− a

∫ 1

0

∫ b

a

(v − c) dc dv =
1

b− a

∫ 1

0

[
vc− c2

2

]b
a

dv

=
1

b− a

∫ 1

0

(
v(b− a)− b2 − a2

2

)
dv

=
1− a− b

2

2.

1

b− a

∫ b

0

∫ v

a

(v − c) dc dv + 1

b− a

∫ 1

b

∫ b

a

(v − c) dc dv

=
1

b− a

∫ b

0

[
vc− c2

2

]v
a

dv +
1

b− a

∫ 1

b

[
vc− c2

2

]b
a

dv

=
3a2 − 3a+ b3 − 3b2 + 3b

6(b− a)

3.

1

b− a

∫ 1

0

∫ v

a

(v − c) dc dv =
1

b− a

∫ 1

0

[
vc− c2

2

]v
a

dv

=
3a2 − 3a+ 1

6(b− a)
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4.

1

b− a

∫ b

a

∫ 1

c

(v − c) dv dc = 1

b− a

∫ b

a

[
v2

2
− cv

]1
c

dc

=
1

b− a

∫ b

a

[
1− c2

2
− c(1− c)

]
dc

=
a2 + ab+ b2 − 3a− 3b+ 3

6

5.

1

b− a

∫ 1

a

∫ v

a

(v − c) dc dv =
1

b− a

∫ 1

a

[
vc− c2

2

]v
a

dv

=
1

b− a

∫ 1

a

(
v(v − a)− v2 − a2

2

)
dv

=
(1− a)3

6(b− a)

6.

1

b− a

∫ b+Ta

0

∫ v−Ta

a

(v − c) dc dv + 1

b− a

∫ 1

b+Ta

∫ b

a

(v − c) dc dv

=
1

b− a

∫ b+Ta

0

(
v(v − Ta − a)−

(v − Ta)2 − a2

2

)
dv +

1

b− a

∫ 1

b+Ta

(
v(b− a)− b2 − a2

2

)
dv

=
1

b− a

∫ b+Ta

0

(
v2

2
− av + 3a2 + 2a− 1

8

)
dv +

∫ 1

b+Ta

(
v − a+ b

2

)
dv

=
b+ Ta
b− a

(
(b+ Ta)

2

6
− a(b+ Ta)

2
+

3a2 + 2a− 1

8

)
+

(
1− (b+ Ta)

2

2
− (a+ b)(1− b− Ta)

2

)
=

(a+ b− 1)(a2 − 4ab+ 10a+ 4b2 − 8b+ 1)

24(b− a)
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7.

1

b− a

∫ 1

0

∫ v−Ta

a

(v − c) dc dv =
1

b− a

∫ 1

0

[
vc− c2

2

]v−Ta
a

dv

=
1

b− a

∫ 1

0

(
v2

2
− av − T 2

a

2
+
a2

2

)
dv

=
1

b− a

∫ 1

0

(
v2

2
− av + 3a2 + 2a− 1

8

)
dv

=
(3a− 1)2

24(b− a)

8.

1

b− a

∫ b

a

∫ 1

c+Ta

(v − c) dv dc = 1

b− a

∫ b

a

(
1− (c+ Ta)

2

2
− c(1− c− Ta)

)
dc

=
1

b− a

∫ b

a

(
c2

2
− c+ 1− T 2

a

2

)
dc

=
1

b− a

(
b3 − a3

6
− b2 − a2

2
+

(1− T 2
a )(b− a)
2

)
=
a2 + ab+ b2

6
− a+ b

2
+

3 + 2a− a2

8

=
(a+ 2b− 3)2

24
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Subcase

Case (a) (b) (c) (d) (e)

1 [−3,−2] [−1, 0] [−1− ϵ, 0] [−1 + ϵ, 0]

2 [−1, 1] [0, 1/2] [0, 1]

3 [−1, 2] [0, 2]

4 [1/3, 2/3] [1/2, 1]

5 [1/2, 3/2]

Table E.4: Examples of Values of a and b that Match Lower Bounds

9.

1

b− a

∫ 1

a+Ta

∫ v−Ta

a

(v − c) dc dv =
1

b− a

∫ 1

a+Ta

(
v2

2
− av − T 2

a

2
+
a2

2

)
dv

=
1

b− a

∫ 1

a+Ta

(
v2

2
− av + 3a2 + 2a− 1

8

)
dv

=
(3a− 1)2

24(b− a)
− (a+ Ta)(a

2 − 4aTa + 4T 2
a + 6a− 3)

24(b− a)

=
(3a− 1)2

24(b− a)
− (a+ 1)(2a2 + a− 1)

24(b− a)

=
(1− a)3

12(b− a)

E.1.3 Upper Bounds

Table E.4 summarizes the specific problem instances that yield the tightness results. In partic-

ular, 1/2 is a tight lower bound on the approximation factor to the first-best GFT under the broker’s

optimal mechanism in the uniform setting. We omit the calculations as it is a simple plugging-in of

the described values.
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E.2 Proof of Theorem 6.4.6; Public-Buyer

We first introduce some notation:

Definition E.2.1. Given a direct mechanism MEC = (x(c), p(c))1, we define the following functions

for the expected utilities of the buyer, intermediary, and seller, respectively, assuming truthful reporting

by the seller:

• ub =
∫ b

a

(x(c) · v − pb(c))G′(c) dc

• ui =
∫ b

a

(pb(c)− ps(c))G′(c) dc

• us(c) = ps(c)− x(c) · c

Note that with a public buyer, MEC is BNIC if us(c) ≥ ps(c̃) − x(c̃) · c for every c and c̃, and

MEC is IR if ub ≥ 0 and us(c) ≥ 0 for all c.

The following theorem is an analogue of Theorem 3 in [14]:

Theorem E.2.2. For any BNIC mechanism MEC in the public-buyer setting, us(c) is decreasing and

ui + ub + us(b) =

∫ b

a

(
v −

(
c+

G(c)

G′(c)

))
x(c)G′(c) dc.

Proof. Since MEC is BNIC, for every c and c′,

us(c) = ps(c)− x(c) · c ≥ ps(c
′)− x(c′) · c

1In the public-buyer setting, the allocation function x and payment function p of MEC only depend on the seller’s
reported valuation c.
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and

us(c
′) = ps(c

′)− x(c′) · c′ ≥ ps(c)− x(c) · c′.

Thus,

(c′ − c)x(c) ≥ us(c)− us(c′) ≥ (c′ − c)x(c′).

In particular, if c′ > c, then x(c) ≥ x(c′), so x(c) is decreasing and hence integrable. Therefore,

u′s(c) = −x(c) almost everywhere, so

us(c) = us(b) +

∫ b

v

x(t) dt, (E.1)

and us(c) is decreasing.

Now, by (E.1), we have that

∫ b

a

(v − c)x(c)G′(c) dc− ui =
∫ b

a

(vx(c)− pb(c))G′(c) dc+

∫ b

a

(ps(c)− cx(c))G′(c) dc

= ub +

∫ b

a

us(c)G
′(c) dc

= ub +

∫ b

a

(
us(b) +

∫ b

v

x(t) dt

)
G′(c) dc

= ub + us(b) +

∫ b

a

∫ b

v

x(t) dtG′(c) dc

= ub + us(b) +

∫ b

a

∫ t

a

G′(c) dc x(t) dt

= ub + us(b) +

∫ b

a

G(t) x(t) dt.
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Finally, from the first and last expressions in this chain of equations, we obtain

ui + ub + us(b) =

∫ b

a

(
v −

(
c+

G(c)

G′(c)

))
x(c)G′(c) dc.

a

Next, the following is an analogue of Theorem 4 in [14], tailored to the public-buyer setting:

Theorem E.2.3. Suppose G is a regular distribution in the public-buyer setting. Then, among all

BNIC and IR mechanisms, the broker’s expected profit is maximized by a mechanism in which the

object is transferred to the buyer if and only if ϕG(c) ≤ v.

Proof. By Theorem E.2.2, we have that

ui =

∫ b

a

(
v −

(
c+

G(c)

G′(c)

))
x(c)G′(c)− ub − us(b).

Since we want an IR mechanism MEC that maximizes ui, we want MEC to satisfy the following

constraints:

1. ub = 0

2. us(b) = 0

3. x(c) =


1 if ϕG(c) ≤ v

0 otherwise

It remains to define p(c) = (ps(c), pb(c)) such that first two constraints are satisfied. We take

ps(c) = x(c) · sup{t ≤ b|ϕG(t) ≤ v}
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and

pb(c) = x(c)v.

Then, since x(c)v − pb(c) = 0 for all c and ps(b) = x(b)b, we have that ub = 0 and us(b) = 0, as

desired.

Note that MEC is BNIC, since if trade occurs, the seller pays the highest valuation he could have re-

ported and still have the trade occur. Then, since us(c) is decreasing by Theorem E.2.2 and us(b) = 0,

we have that MEC is IR. a

Theorem 6.4.6 directly follows from the above theorem.
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Appendix F: Single-Sample Bilateral Trade with a Broker

F.1 Remaining Proofs for Preliminary Lemmas

F.1.1 Proof of Lemma 7.3.2

To prove Lemma 7.3.2, we will use the following result from [148]:

Lemma F.1.1. [148] The gains-from-trade of a mechanism that offers price p to the buyer and price

q to the seller, where p ≥ q, is given by

GFT(p, q) = PROFIT(p, q) +G(q)

∫ ∞

p

(1− F (x)) dx+ (1− F (p))
∫ q

0

G(x) dx.

Taking the expectation of this expression, we obtain the gains-from-trade of our mechanism as

follows:

Proof of Lemma 7.3.2. By Lemma F.1.1, we have that

GFT(p, q) = PROFIT(p, q) +G(q)

∫ ∞

p

(1− F (x)) dx+ (1− F (p))
∫ q

0

G(x) dx

for p ≥ q. Thus, together with Lemma 7.3.1, we have that

Ep,q∼F,G [GFT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx+ λ1 + λ2,
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where we define

λ1 =

∫ ∞

0

∫ ∞

q

G(q)

∫ ∞

p

(1− F (x)) dx dF (p) dG(q)

λ2 =

∫ ∞

0

∫ ∞

q

(1− F (p))
∫ q

0

G(x) dx dF (p) dG(q).

Now, let λ =

∫ ∞

0

(1− F (x)) dx. Then, we have that

λ1 =

∫ ∞

0

G(q)

(∫ ∞

q

∫ ∞

p

(1− F (x)) dx dF (p)
)
dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

[
λ−

∫ p

0

(1− F (x)) dx
]
dF (p)

)
dG(q)

=

∫ ∞

0

G(q)

(
λ(1− F (q))−

∫ ∞

q

∫ p

0

(1− F (x)) dx dF (p)
)
dG(q).

For the inner integral, notice that

∫ ∞

q

∫ p

0

(1− F (x)) dx dF (p) = F (p)

∫ p

0

(1− F (x)) dx

∣∣∣∣∣
∞

q

−
∫ ∞

q

F (p)(1− F (p)) dp

(integrating by parts over F ′(p) and
∫ p

0

(1− F (x)) dx)

= λ− F (q)
∫ q

0

(1− F (x)) dx−
∫ ∞

q

F (p)(1− F (p)) dp.
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Hence, we can rewrite λ1 as

λ1 =

∫ ∞

0

G(q)

(
F (q)

∫ q

0

(1− F (x)) dx+
∫ ∞

q

F (p)(1− F (p)) dp− λF (q)
)
dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

(1− F (x))(F (x)− F (q)) dx
)
dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

(1− F (x))F (x) dx
)
dG(q)−

∫ ∞

0

F (q)G(q)

(∫ ∞

q

(1− F (x)) dx
)
dG(q)

=

∫ ∞

0

G(q)

(∫ ∞

q

(1− F (x))F (x) dx
)
G′(q) dq −

∫ ∞

0

F (q)G(q)

(∫ ∞

q

(1− F (x)) dx
)
G′(q) dq.

Integrating by parts again, we obtain

λ1

=

(
G(q)2

2

∫ ∞

q

(1− F (x))F (x) dx

∣∣∣∣∣
∞

0

+
1

2

∫ ∞

0

G(q)2F (q)(1− F (q)) dq

)

−

(
G(q)2

2
F (q)

∫ ∞

q

(1− F (x)) dx

∣∣∣∣∣
∞

0

+
1

2

∫ ∞

0

G(q)2
[
F (q)(1− F (q))− F ′(q)

∫ ∞

q

(1− F (x)) dx
]
dq

)

=
1

2

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q).

Finally, we have that

λ2 =

∫ ∞

0

∫ ∞

q

(
(1− F (p))

∫ q

0

G(x) dx

)
dF (p) dG(q)

=

∫ ∞

0

∫ p

0

(
(1− F (p))

∫ q

0

G(x) dx

)
dG(q) dF (p)

=

∫ ∞

0

(1− F (p))
(∫ p

0

∫ q

0

G(x) dx dG(q)

)
dF (p)

=

∫ ∞

0

(1− F (p))
(∫ p

0

∫ q

0

G(x) dxG′(q) dq

)
dF (p).
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Integrating by parts over G′(q) and
∫ q

0

G(x) dx, we obtain

λ2

=

∫ ∞

0

(1− F (p))

(
G(q)

∫ q

0

G(x) dx

∣∣∣∣∣
p

0

−
∫ p

0

G(q)2 dq

)
dF (p)

=

∫ ∞

0

(1− F (p))
(∫ p

0

G(x)(G(p)−G(x)) dx
)
dF (p)

=

∫ ∞

0

(1− F (p))
(∫ p

0

G(x)(1−G(x)) dx
)
dF (p)−

∫ ∞

0

(1− F (p))(1−G(p))
(∫ p

0

G(x) dx

)
dF (p)

=

∫ ∞

0

(1− F (p))
(∫ p

0

G(x)(1−G(x)) dx
)
F ′(p) dp−

∫ ∞

0

(1− F (p))(1−G(p))
(∫ p

0

G(x) dx

)
F ′(p) dp.

Integrating by parts again, we obtain

λ2 =

(
−(1− F (p))2

2

∫ p

0

G(x)(1−G(x)) dx

∣∣∣∣∣
∞

0

+
1

2

∫ ∞

0

(1− F (p))2(1−G(p))G(p) dp

)

−

(
−(1− F (p))2

2
(1−G(p))

∫ p

0

G(x) dx

∣∣∣∣∣
∞

0

+
1

2

∫ ∞

0

(1− F (p))2
[
(1−G(p))G(p)−G′(p)

∫ p

0

G(x) dx

]
dp

)
=

1

2

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p).

Finally, combining all our results from above, we conclude that

Ep,q∼F,G [GFT(p, q)] =
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx+ 1

2

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q)

+
1

2

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p).

a
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F.1.2 Proof of Lemma 7.5.1

Proof of Lemma 7.5.1. By Lemma 7.3.2, we have that

GFT = Ep,q∼F,G [GFT(p, q)]

=
1

4

∫ ∞

0

G(x)2(1− F (x))2 dx+ 1

2

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q)

+
1

2

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p).

Now, since F first-order stochastically dominates G, we have that

∫ ∞

0

G(q)2
∫ ∞

q

(1− F (x)) dx dF (q) ≥
∫ ∞

0

F (q)2
∫ ∞

q

(1− F (x)) dx dF (q)

=
1

3

∫ ∞

0

F (x)3(1− F (x)) dx,

where the last equality holds as in the proof of Lemma 7.4.1. Similarly, we have that

∫ ∞

0

(1− F (p))2
∫ p

0

G(x) dx dG(p) ≥
∫ ∞

0

(1−G(p))2
∫ p

0

G(x) dx dG(p)

=
1

3

∫ ∞

0

(1−G(x))3G(x) dx.

Thus,

GFT ≥ 1

12

∫ ∞

0

(3G(x)2(1− F (x))2 + 2F (x)3(1− F (x)) + 2(1−G(x))3G(x)) dx.

a
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F.2 Preliminaries for Upper-Bound Proofs

When proving upper bounds on approximation ratios, we will often use distributionsH such that

H(x) ≈ α for some constant 0 < α < 1. To construct such distributions, we first recall the following

definition:

Definition F.2.1. Let 0 < α < 1 and 0 < δ <
α

2α + 1
. Define Hα,δ,QUAD : [0, δ]→ R as

Hα,δ,QUAD(x) =
α− δ
δ

x+
(2α + 1)δ − α
δ2(1− 2δ)

x(x− δ)

and Hα,δ,LIN : [δ, 1− δ]→ R as

Hα,δ,LIN(x) = α +
2δ

1− 2δ

(
x− 1

2

)
.

We now recall the definition for our desired class of distributions:

Definition F.2.2. Let 0 < α < 1 and 0 < δ < min

(
α

2α + 1
,
1− α
3− 2α

)
. We define Hα,δ : [0, 1] → R

as

Hα,δ(x) =



Hα,δ,QUAD(x) if 0 ≤ x ≤ δ

Hα,δ,LIN(x) if δ ≤ x ≤ 1− δ

1−H1−α,δ,QUAD(1− x) if 1− δ ≤ x ≤ 1.

We first show that Hα,δ is well-defined and differentiable:

Lemma F.2.3. Let 0 < α < 1 and 0 < δ < min

(
α

2α + 1
,
1− α
3− 2α

)
. Then, Hα,δ is well-defined and
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differentiable.

Proof. Note that H1−α,δ,QUAD(1− x) is well-defined on [1− δ, 1], since δ <
1− α
3− 2α

=
1− α

2(1− α) + 1
.

In addition, note the following:

1. Hα,δ,QUAD(x) is the unique quadratic satisfying Hα,δ,QUAD(0) = 0, Hα,δ,QUAD(δ) = α − δ, and

H ′
α,δ,QUAD(δ) = 2δ/(1− 2δ).

2. Hα,δ,LIN(x) is the unique linear function Hα,δ,LIN(δ) = α − δ,Hα,δ,LIN(1 − δ) = α + δ, and

H ′
α,δ,LIN(δ) = 2δ/(1− 2δ) = H ′

α,δ,LIN(1− δ).

3. Q(x) = 1−H1−α,δ,QUAD(1− x) is the unique quadratic satisfying Q(1) = 1, Q(1− δ) = α+ δ,

and Q′(1− δ) = 2δ/(1− 2δ).

Thus, since the different components and their derivatives match at the boundary points δ and 1 − δ,

we have that Hα,δ is well-defined and differentiable. a

Now, we want to show that Hα,δ is a valid CDF. However, it is unclear whether Hα,δ,QUAD is

strictly increasing. The following lemma verifies this:

Lemma F.2.4. Let 0 < α < 1 and 0 < δ <
α

2α + 1
. Then, Hα,δ,QUAD is strictly increasing.

Proof. Taking the derivative of Hα,δ,QUAD, we obtain

H ′
α,δ,QUAD(x) =

α− δ
δ

+
(2α + 1)δ − α
δ2(1− 2δ)

(2x− δ).

Now, H ′
α,δ,QUAD(x) > 0 is equivalent to

2x− δ < δ(1− 2δ)(δ − α)
(2α + 1)δ − α

.
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(Note that (2α + 1)δ − α < 0 and 1− 2δ > 0, since δ < α/(2α + 1) < 1/2.). Rewriting, we obtain

x < δ

(
1− δ2

(2α + 1)δ − α

)
,

so it suffices if x < δ, which is true on the domain of Hα,δ,QUAD. Thus, Hα,δ,QUAD is strictly increasing.

a

Finally, we combine our results above to show that Hα,δ is a valid CDF:

Lemma F.2.5. Let 0 < α < 1 and 0 < δ < min

(
α

2α + 1
,
1− α
3− 2α

)
. Then, Hα,δ is a CDF that is

differentiable everywhere on its domain.

Proof. By Lemma F.2.3, Hα,δ is well-defined and differentiable. In addition, Hα,δ(0) = 0 and

Hα,δ(1) = 1. Thus, to show that Hα,δ is a valid CDF, and it suffices to show that Hα,δ is strictly

increasing. Clearly, Hα,δ,LIN is strictly increasing, and by Lemma F.2.4, Hα,δ,QUAD is strictly increasing

on [0, δ] and 1−H1−α,δ,QUAD is strictly increasing on [1− δ, 1], which completes the proof. a

Now, since we will apply the above class of distributions to the stochastic dominance setting,

the following lemma shows that the family of distributions Hα,δ is stochastically ordered with respect

to α if δ is sufficiently small.

Lemma F.2.6. Let 0 < αF ≤ αG < 1, and let

0 < δ < min

(
αF

2αF + 1
,
1− αF
3− 2αF

,
αG

2αG + 1
,
1− αG
3− 2αG

)
.

Then, F = HαF ,δ stochastically dominates G = HαG,δ.
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Proof. We have that

HαG,δ(x) =
αG − δ
δ

x+
(2δ − 1)αG + δ

δ2(1− 2δ)
x(x− δ)

≥ αF − δ
δ

x+
(2δ − 1)αF + δ

δ2(1− 2δ)
x(x− δ)

= HαF ,δ(x)

for all 0 ≤ x ≤ δ, where the inequality holds since 2δ − 1 < 0 and x− δ ≤ 0. Thus, G(x) ≥ F (x) on

[0, δ], and letting 1−αG and 1−αF take the roles of αF and αG, respectively, in the above inequality,

we obtain that

G(x) = 1−H1−αG
(1− x) ≥ 1−H1−αF

(1− x) = F (x)

on [1− δ, 1]. Finally, we have that

G(x) = F (x) + (αG − αF ) ≥ F (x)

on [δ, 1− δ]. a

Next, we seek to upper-bound the gains-from-trade of our mechanism for F = HαF ,δ and G =

HαG,δ as δ → 0. The following lemma will be helpful in this regard:

Lemma F.2.7. Let 0 < αF ≤ αG < 1. Then,

∫ δ

0

(HαG,δ,QUAD(x)
2 −HαF ,δ,QUAD(x)

2)H ′
αF ,δ,QUAD(x) dx =

(αG − αF )(αG + αF )αF
3

+O(δ),
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where the big-O notation hides dominated terms with respect to δ.

Proof. For 0 < α < 1, we have that

Hα,δ,QUAD(x) =
α− δ
δ

x+
(2α + 1)δ − α
δ2(1− δ)

x(x− δ)

= O
(α
δ

)
x+

(
O
(α
δ

)
x−O

( α
δ2

)
x2
)

= O

(
2α

δ

)
x−O

( α
δ2

)
x2

and that

H ′
α,δ,QUAD(x) =

α− δ
δ

+
(2α + 1)δ − α
δ2(1− δ)

(2x− δ)

= O
(α
δ

)
+

(
O
(α
δ

)
−O

(
2α

δ2

)
x

)
= O

(
2α

δ

)
−O

(
2α

δ2

)
x.

Thus,

∫ δ

0

(HαG,δ,QUAD(x)
2 −HαF ,δ,QUAD(x)

2)H ′
αF ,δ,QUAD(x) dx

=

∫ δ

0

(HαG,δ,QUAD(x)−HαF ,δ,QUAD(x))(HαG,δ,QUAD(x) +HαF ,δ,QUAD(x))H
′
αF ,δ,QUAD(x) dx

=

∫ δ

0

((
O

(
2(αG − αF )

δ

)
x−O

(
αG − αF

δ2

)
x2
)(

O

(
2(αG + αF )

δ

)
x−O

(
αG + αF

δ2

)
x2
)

(
O

(
2αF
δ

)
−O

(
2αF
δ2

)
x

)
dx

)
.

216



Finally, expanding the integrand and collecting like terms, we obtain

∫ δ

0

(HαG,δ,QUAD(x)
2 −HαF ,δ,QUAD(x)

2)H ′
αF ,δ,QUAD(x) dx

=

∫ δ

0

(
O

(
8(αG − αF )(αG + αF )αF

δ3

)
x2 −O

(
16(αG − αF )(αG + αF )αF

δ4

)
x3

+ O

(
10(αG − αF )(αG + αF )αF

δ5

)
x4 −O

(
2(αG − αF )(αG + αF )αF

δ6

)
x5
)
dx

=

[
O

(
8(αG − αF )(αG + αF )αF

δ3

)
x3

3
−O

(
16(αG − αF )(αG + αF )αF

δ4

)
x4

4

+ O

(
10(αG − αF )(αG + αF )αF

δ5

)
x5

5
−O

(
2(αG − αF )(αG + αF )αF

δ6

)
x6

6

]δ
0

=
8(αG − αF )(αG + αF )αF

3
− 16(αG − αF )(αG + αF )αF

4
+

10(αG − αF )(αG + αF )αF
5

− 2(αG − αF )(αG + αF )αF
6

+O(δ)

=
(αG − αF )(αG + αF )αF

3
+O(δ).

a

We now upper-bound the gains-from-trade of our mechanism for F = HαF ,δ and G = HαG,δ as

δ → 0 in the following lemma:

Lemma F.2.8. Let 0 < αF ≤ αG < 1, Then, for any ϵ, there exists

0 < δ < min

(
αF

2αF + 1
,
1− αF
3− 2αF

,
αG

2αG + 1
,
1− αG
3− 2αG

)

such that if F = HαF ,δ and G = HαG,δ, the gains-from-trade of a mechanism that draws samples
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p ∼ F, q ∼ G, and offers price p to the buyer and price q to the seller achieves

GFT <
1

12
αG(1− αF )(αG − 2αF + αFαG + 2) + ϵ.

Proof. By Lemma 7.3.2, we have that

GFT =
1

4

∫ 1

0

G(x)2(1− F (x))2 dx+ 1

2

∫ 1

0

G(q)2
∫ 1

q

(1− F (x)) dx dF (q)

+
1

2

∫ 1

0

(1− F (p))2
∫ p

0

G(x) dx dG(p). (F.1)

We now analyze each of the integrals in (F.1).

First Integral in (F.1). We have that

∫ 1

0

G(x)2(1− F (x))2 dx =

(∫ δ

0

G(x)2(1− F (x))2 dx+
∫ 1−δ

δ

G(x)2(1− F (x))2 dx

+

∫ 1−δ

0

G(x)2(1− F (x))2 dx
)

≤
(
2δ +

∫ 1−δ

δ

G(x)2(1− F (x))2 dx
)

≤
(
2δ +

∫ 1−δ

δ

(αG + δ)2(1− (αF − δ))2 dx
)

= 2δ + (1− 2δ)(αG + δ)2(1− (αF − δ))2,

where the last inequality holds since F (x) ≥ αF − δ and G(x) ≤ αG + δ on [δ, 1− δ].
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Second Integral in (F.1). We have that

∫ 1

0

G(q)2
∫ 1

q

(1− F (x)) dx dF (q)

=

∫ 1

0

F (q)2
∫ 1

q

(1− F (x)) dx dF (q) +
∫ 1

0

(G(q)2 − F (q)2)
∫ 1

q

(1− F (x)) dx dF (q)

=

∫ 1

0

F (q)2
∫ 1

q

(1− F (x)) dx dF (q)︸ ︷︷ ︸
(a)

+

∫ δ

0

(G(q)2 − F (q)2)
∫ 1

q

(1− F (x)) dx dF (q)︸ ︷︷ ︸
(b)

+

∫ 1−δ

δ

(G(q)2 − F (q)2)
∫ 1

q

(1− F (x)) dx dF (q)︸ ︷︷ ︸
(c)

+

∫ 1

1−δ
(G(q)2 − F (q)2)

∫ 1

q

(1− F (x)) dx dF (q)︸ ︷︷ ︸
(d)

.

Now, integrating by parts as in the proof of 7.4.1, we obtain

(a) =
1

3

∫ 1

0

F (x)3(1− F (x)) dx

=
1

3

(∫ δ

0

F (x)3(1− F (x)) dx+
∫ 1−δ

δ

F (x)3(1− F (x)) dx+
∫ 1

1−δ
F (x)3(1− F (x)) dx

)
≤ 1

3

(
δ +

∫ 1−δ

δ

(αF + δ)3(1− (αF − δ)) dx+ δ

)
=

1

3
(2δ + (1− 2δ)(αF + δ)3(1− (αF − δ))).
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In addition,

(b) =

∫ δ

0

(G(q)2 − F (q)2)
(∫ δ

q

(1− F (x)) dx+
∫ 1

δ

(1− F (x)) dx
)
dF (q)

=

∫ δ

0

(G(q)2 − F (q)2)
(
δ +

∫ 1

δ

(1− (αF − δ)) dx
)
dF (q)

≤
∫ δ

0

(G(q)2 − F (q)2)(δ + (1− δ)(1− (αF − δ))) dF (q)

= (δ + (1− δ)(1− (αF − δ)))
∫ δ

0

(G(q)2 − F (q)2) dF (q)

= (δ + (1− δ)(1− (αF − δ)))
∫ δ

0

(HαG,δ,QUAD(q)
2 −HαF ,δ,QUAD(q)

2)H ′
αF ,δ,QUAD(q) dq

= (δ + (1− δ)(1− (αF − δ)))
(
(αG − αF )(αG + αF )αF

3
+O(δ)

)
,

where the last equality holds by Lemma F.2.7. Finally,

(c) ≤
∫ 1−δ

δ

(G(q)2 − F (q)2) dF (q) ≤
∫ 1−δ

δ

dF (q) = 2δ

and

(d) ≤
∫ 1

1−δ
(G(q)2 − F (q)2)

∫ 1

1−δ
(1− F (x)) dx dF (q)

≤ δ

∫ 1

1−δ
(G(q)2 − F (q)2) dF (q)

≤ δ

∫ 1

1−δ
dF (q)

= δ(1− (αF + δ)).
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Combining our results from above, we obtain

∫ 1

0

G(q)2
∫ 1

q

(1− F (x)) dx dF (q) ≤ 1

3
(2δ + (1− 2δ)(αF + δ)3(1− (αF − δ)))

+ (δ + (1− δ)(1− (αF − δ)))
(
(αG − αF )(αG + αF )αF

3
+O(δ)

)
+ 2δ + δ(1− (αF + δ)).

Third Integral in (F.1). We have that

∫ 1

0

(1− F (p))2
∫ p

0

G(x) dx dG(p)

=

∫ 1

0

(1−G(p))2
∫ p

0

G(x) dx dG(p) +

∫ 1

0

((1− F (p))2 − (1−G(p))2)
∫ p

0

G(x) dx dG(p)

=

∫ 1

0

(1−G(p))2
∫ p

0

G(x) dx dG(p)︸ ︷︷ ︸
(a)

+

∫ δ

0

((1− F (p))2 − (1−G(p))2)
∫ p

0

G(x) dx dG(p)︸ ︷︷ ︸
(b)

+

∫ 1−δ

δ

((1− F (p))2 − (1−G(p))2)
∫ p

0

G(x) dx dG(p)︸ ︷︷ ︸
(c)

+

∫ 1

1−δ
((1− F (p))2 − (1−G(p))2)

∫ p

0

G(x) dx dG(p)︸ ︷︷ ︸
(d)

.
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Now, integrating by parts as in the proof of Lemma 7.4.1, we obtain

(a) =
1

3

∫ 1

0

G(x)(1−G(x))3 dx

=
1

3

(∫ δ

0

G(x)(1−G(x))3 dx+
∫ 1−δ

δ

G(x)(1−G(x))3 dx+
∫ 1

1−δ
G(x)(1−G(x))3 dx

)
≤ 1

3

(
δ +

∫ 1−δ

δ

(αG + δ)(1− (αG − δ))3 dx+ δ

)
=

1

3
(2δ + (1− 2δ)(αG + δ)(1− (αG − δ))3).

In addition, we have that

(d) =

∫ 1

1−δ
((1− F (p))2 − (1−G(p))2)

(∫ 1−δ

0

G(x) dx+

∫ p

1−δ
G(x) dx

)
dG(p)

≤
∫ 1

1−δ
((1− F (p))2 − (1−G(p))2)

(∫ 1−δ

0

(αG + δ) dx+ δ

)
dG(p)

=

∫ 1

1−δ
((1− F (p))2 − (1−G(p))2)((1− δ)(αG + δ) + δ) dG(p)

= ((1− δ)(αG + δ) + δ)

∫ 1

1−δ
((1− F (p))2 − (1−G(p))2) dG(p)

= ((1− δ)(αG + δ) + δ)

∫ 1

1−δ
(H1−αF ,δ,QUAD(1− p)2 −H1−αG,δ,QUAD(1− p)2)H ′

1−αG,δ,QUAD(1− p) dp

= ((1− δ)(αG + δ) + δ)

∫ δ

0

(H1−αF ,δ,QUAD(p)
2 −H1−αG,δ,QUAD(p)

2)H ′
1−αG,δ,QUAD(p) dp

= ((1− δ)(αG + δ) + δ)

(
(αG − αF )(2− αF − αG)(1− αG)

3
+O(δ)

)
,

where we perform a change of variables in the second-to-last equality and where the last equality holds
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by Lemma F.2.7. Finally, we have that

(b) ≤
∫ δ

0

((1− F (p))2 − (1−G(p))2)
∫ δ

0

G(x) dx dG(p)

≤ δ

∫ δ

0

((1− F (p))2 − (1−G(p))2) dG(p)

≤ δ

∫ δ

0

dG(p)

= δ(αG − δ)

and

(c) ≤
∫ 1−δ

δ

((1− F (p))2 − (1−G(p))2) dG(p) ≤
∫ 1−δ

δ

dG(p) = 2δ.

Combining our results from above, we obtain

∫ 1

0

(1− F (p))2
∫ p

0

G(x) dx dG(p) ≤ 1

3
(2δ + (1− 2δ)(αG + δ)(1− (αG − δ))3)

+ ((1− δ)(αG + δ) + δ)

(
(αG − αF )(2− αF − αG)(1− αG)

3
+O(δ)

)
+ δ(αG − δ) + 2δ.

Finally, returning to (F.1), we obtain that for sufficiently small δ,

GFT <
α2
G(1− αF )2

4
+
α3
F (1− αF )

6
+

(1− αF )(αG − αF )(αG + αF )αF
6

+
αG(1− αG)3

6
+
αG(αG − αF )(2− αF − αG)(1− αG)

6
+ ϵ

=
1

12
αG(1− αF )(αG − 2αF + αFαG + 2) + ϵ.
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a

F.3 Remaining Proofs for Symmetric Agents

F.3.1 Proof of Theorem 7.4.3

Proof of Theorem 7.4.3. We have that

SW = Ec∼F [c] + GFT

=

∫ ∞

0

(1− F (x)) dx+
(
1

3

∫ ∞

0

F (x)(1− F (x)) dx− 1

6

∫ ∞

0

F (x)2(1− F (x))2 dx
)

=
1

6

(∫ ∞

0

(1− F (x))(1 + F (x))(F (x)2 − 2F (x) + 4) dx+ 2

∫ ∞

0

(1− F (x)) dx
)
,

where the second equality holds by Lemma 7.4.1. Thus, since F (x)2−2F (x)+4 = (F (x)−1)2+3 ≥ 3

and 1 + F (x) ≤ 2 for all x, we have that

SW =
1

6

(∫ ∞

0

(1− F (x))(1 + F (x))(F (x)2 − 2F (x) + 4) dx+ 2

∫ ∞

0

(1− F (x)) dx
)

≥ 1

6

(
3

∫ ∞

0

(1− F (x))(1 + F (x)) dx+

∫ ∞

0

(1− F (x))(1 + F (x)) dx

)
=

2

3

∫ ∞

0

(1− F (x))(1 + F (x)) dx

=
2

3
FB-SW.

a
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F.4 Remaining Proofs for Asymmetric Agents

F.4.1 Proof of Theorem 7.5.5

Proof of 7.5.5. Let 0 < αF ≤ αG < 1 be constants to be determined later, and let

0 < δ < min

(
αF

2αF + 1
,
1− αF
3− 2αF

,
αG

2αG + 1
,
1− αG
3− 2αG

)
.

Now, let F = HαF ,δ and G = HαG,δ. Note that F stochastically dominates G by Lemma F.2.6. Then,

we have that

FB-GFT =

∫ 1

0

G(x)(1− F (x)) dx

≥
∫ 1−δ

δ

G(x)(1− F (x)) dx

≥
∫ 1−δ

δ

(αG − δ)(1− (αF + δ)) dx

= (1− 2δ)(αG − δ)(1− (αF + δ)).

Thus, by Lemma F.2.8, for sufficiently small δ, we have that

GFT
FB-GFT

<
1

12
(αG − 2αF + αFαG + 2) + ϵ.
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Finally, since the above ratio is minimized when αF = αG and αG = 1/2, we obtain that for suffi-

ciently small δ,

GFT
FB-GFT

<
7

48
+ ϵ.

a

F.4.2 Proof of Theorem 7.5.6

Proof of Theorem 7.5.6. Our proof follows a structure similar to that of the proof of Theorem 7.5.5.

Let 0 < αF ≤ αG < 1 be constants to be determined later, and let

0 < δ < min

(
αF

2αF + 1
,
1− αF
3− 2αF

,
αG

2αG + 1
,
1− αG
3− 2αG

)
.

Now, let F = HαF ,δ and G = HαG,δ. Note that F stochastically dominates G by Lemma F.2.6. Now,

we have that

Ec∼G [c] =

∫ 1

0

(1−G(x)) dx

≤ 2δ +

∫ 1−δ

δ

(1−G(x)) dx

≤ 2δ +

∫ 1−δ

δ

(1− (αG − δ)) dx

= 2δ + (1− 2δ)(1− (αG − δ))
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and

FB-SW = Ec∼G [c] + FB-GFT

=

∫ 1

0

(1−G(x)) dx+
∫ 1

0

G(x)(1− F (x)) dx

≥
∫ 1−δ

δ

(1−G(x)) dx+
∫ 1−δ

δ

G(x)(1− F (x)) dx

≥
∫ 1−δ

δ

(1− (αG + δ)) dx+

∫ 1−δ

δ

(αG − δ)(1− (αF + δ)) dx

= (1− 2δ)(1− (αG − δ)) + (1− 2δ)(αG − δ)(1− (αF + δ)).

Thus, since GFT = Ec∼G [c] , by Lemma F.2.8, for sufficiently small δ, we have that

SW
FB-SW

<
12(1− αG) + αG(1− αF )(αG − 2αF + αFαG + 2)

12(1− αFαG)
+ ϵ

=
12− α2

Fα
2
G + 2α2

FαG − 4αFαG + α2
G − 10αG

12(1− αFαG)
+ ϵ.

It remains to minimize the above ratio subject to 0 < αF ≤ αG < 1. Taking the derivative with

respect to αG, we obtain

∂

∂αG

[
12− α2

Fα
2
G + 2α2

FαG − 4αFαG + α2
G − 10αG

12(1− αFαG)

]
=

(1− αF )(−α2
Fα

2
G − αFα2

G + 2αFαG − 2αF + 2αG − 10)

12(1− αFαG)2

≤ (1− αF )(−α2
Fα

2
G − αFα2

G − 2αF − 6)

12(1− αFαG)2

≤ 0,
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so for any fixed αF , the above ratio is minimized as αG → 1. Hence, choosing αF that minimizes

lim
αG→1

12− α2
Fα

2
G + 2α2

FαG − 4αFαG + α2
G − 10αG

12(1− αFαG)
=

3 + α2
F − 4αF

12(1− αF )
=

3− αF
12

,

we take αF → 1. Therefore, for sufficiently small δ and suitable choices of 0 < αF ≤ αG < 1, we

have that

SW
FB-SW

<
1

6
+ ϵ.

a

228



Appendix G: Tokenized Bandit for LLM Decoding and Alignment

G.1 Related work

Multi-armed bandit and variants. Dating back to [240], multi-armed bandits and its linear bandit

variant have been central to modern recommender system [32, 178, 195]. There exists a few works in-

vestigating its variant to tree search model [176], analyzing efficient algorithms under certain structural

assumption, e.g., smoothness of tree.1

Decoding-time alignment. There are a line of works that use heuristic methods for decoding-time

alignment using external modules that guide the decoding process. [168] suggested aligning the LLM

in the decoding time to align the likelihood and utility based on some external information. [170]

present a token level Markov decision process (MDP) framework called controlled decoding using

a separate prefix scorer rule that is trained to learn a value function from rewards. [169] present a

decoding scheme as a heuristic-guided search process to align various preferences. [171] propose a

transfer decoding to transfer-learn the unknown Q function in the token level MDP, and analyze the

upper bound on the gap between the optimal policy and their algorithm. Meanwhile, our decoding-time

alignment problem is solely framed as a bandit problem not MDP.

Foundation of alignment. Recent works have provided some theoretical foundations on LLM align-

ment. [192] derived a closed-form characterization of the optimal KL-constrained reinforcement learn-

ing (RL) alignment problem, and conclude that the famous best-of-N policy and KL-constrained RL

is asymptotically equivalent. [241] analyze the upper bound on the KL divergence of best-of-N pol-

1More detailed discussion can be found in Appendix G.3.
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icy. We remark that our LLM alignment problem is formulated in a largely different manner (see

Section 8.5.1), thus less relevant to these literature.

Foundation of decoding. [242] analyze the perplexity of several sampling methods assuming that the

token probabilities follow a Zipf distribution. [174] provided a theoretical justification on using trun-

cation to avoid the excessive probability assignment on unreliable tail, empirically observed by [190].

Recently, [175] propose a decoding problem as a two-player game, and provide near-optimal strategies

that encompass greedy decoding and some of its variants. Our LLM decoding problem is formulated

as a sequence function maximization problem to maximize the posterior probability given a user query,

which is largely different from above.

G.2 k-DDMC and Lookahead Decoding

Interestingly, we can relax the DDMC assumption and obtain analogous results by replacing the

greedy decoding part with the lookahead decoding. In k-lookahead decoding, it generates all possible

combination of the following k tokens, and select the token sequence that maximizes the utility (prob-

ability). This allows us to recover the fictitious extension argument used in both the analysis of TLB

and TMAB.

First, k-DDMC is defined as follows:

Assumption G.2.1 (k-DDMC). A sequence function u(·) is k-DDMC if

u(xt,y : a)− u(xt, z : a) ≤ u(xt,y)− u(xt, z),

for any two finite sequences x,y with the same length |x| = |y|, any sequence a ∈ V∗ with |a| = k,
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and any query xt such that LHS is nonnegative.

ALGORITHM 10: k-Lookahead-EOFUL
Input: Token set V , linear contextual bandit algorithm ALG

Initialize y← ∅, θ̂1 ← 0⃗, C1 = {θ̂}, y = ∅
for t = 1, 2, . . . , T do

User arrives and submits query xt
for k = 1, 2, . . . , L− 1 do

Compute z∗ = argmaxz∈V∗,|z|=k,θ∈Ct
⟨θ, e(xt,y : z)⟩

Set y← y : z∗

if (z∗)(−1) = EOS then Break;
Submit y and observe reward rt
Compute θ̂t+1 by (8.1) and Ct+1 by (8.2)

ALGORITHM 11: k-LookaheadETC
Input: Token set V , exploration parameter N
Initialize y← ∅
for k = 1, 2, . . . , L do

if |y| = L− 1 then
y← y : EOS
Break

for z ∈ V∗ with |z| = k do
Submit y : t : EOS for N times and observe rewards
Set r̄(y : z) be the averaged cumulative rewards

Select z∗ = argmaxz∈V∗,|z|=k r̄(y : z)
Set y← y : z∗

if (z∗)(−1) = EOS then
Break

For the rest of the rounds, submit y

Correspondingly, we can modify our algorithms as presented in Algorithm 10 and Algorithm 11.

Now we given an outline of how one could extend our analysis for EOFUL and GreedyETC.

Notice that the key part for the regret analysis is to compare an algorithm’s choice and optimal al-

gorithm’s choice a(1:i)
t and o(1:i)

t , respectively, up to i-th token at round t by considering a fictitious

extension f = a(1:i)
t : o(i+1)

t . With k-DDMC, we extend this analysis by considering alternative ficti-

tious extension such that f = a(1:i)
t : o(i+1:i+k)

t . With such extension, until level j ≤ k, our algorithm is

guaranteed to decode the (empirically) optimal token sequence given the estimates.
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Then, for level j > k such that j = i+ k, we have:

o(1:j)
t − a(1:j)

t = o(1:i+k)
t − a(1:i+k)

t = o(1:i+k)
t − f + f− a(1:i+k)

t

≤ o(1:i)
t − a(1:i)

t + f− a(1:i+k)
t (By k-DDMC)

≤ o(1:i)
t − a(1:i)

t , (By optimistic choice of algorithms)

thereby connecting j-level regret to j − k-level regret. With telescoping arguments and following our

analysis for EOFUL and GreedyETC, one can prove that k-Lookahead-EOFUL and k-LookaheadETC

can obtain regret sublinear in T and linear in L. We leave the detailed analysis to the readers.

G.3 Connection to Bandit Tree Search problem

In bandit tree search (BTS) problem by [176], there exists a binary tree with depth d. Each leaf

node i is assigned a random variable Xi with bounded support [0, 1] and expectation µi. At each round

t ∈ [T ], the DM chooses a leaf node It and observe the random reward XIt . The DM, however, is

unknown about the tree structure and needs to explore it. Likewise, the DM irrevocably selects each

child in the tree until it reaches a leaf node. A static and decision version of this problem is to decide

whether there exists a leaf node l whose utility function v(l) ≥ A for some A ≥ 0. Likewise, a static

and decision version of TMAB is to decide whether there exists a subsequence y with u(y) ≥ A for

some A ≥ 0 in polynomial time. We will see that static decision versions of these problems can be

reduced from each other. Illustrative examples of such reductions are provided in Figure G.1.

The following theorem formally argues that one can reduce BTS to TMAB:

Theorem G.3.1. An instance of static and decision version of BTS can be reduced to an instance of
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static and decision version of TMAB and monotone utility function.2

Proof. Let L be the set of leads and d be the depth of the tree in BTS. For each leaf node l ∈ L, we

construct a corresponding token τ(l) ∈ V and add EOS token, i.e., V = {τ(l) : l ∈ L} ∪ {EOS}. Let

v(·) be the value function for BTS that maps leaf to nonnegative real values. We write d(x) to denote

the depth of the any (possibly internal) node x in the instance of BTS. Let Al be the set of nodes in

depth l in BTS. We arbitrarily define an injection σl from Al to V \ {EOS}. We say that τ ∈ V is

covered at level l if there exists a node x with depth l in BTS such that σl(x) = τ .

Now, we construct sequence function u : V∗ → R≥0 as follows: for every y ∈ V∗

1. If y(−1) ̸= 0, then u(y) = 0.

2. If y(−1) ̸= 0 and if every y(k) for k ∈ [|y − 1|] is covered, then u(y) = v(σ−1
l (y(−2))).

3. If y(−i) = EOS for i = 1, 2, . . . , k for k ≥ 2 and y(−k) ̸= EOS, then u(y) = u(y(1:|y|−(k−1))).

It is straightforward to check that No instance of the static and decision version of BTS enforces No

instance to that of TMAB, since no sequence would have utility larger than or equal to A. Consider

Yes instance of the static and decision version of BTS and let l be the leaf node with v(l) ≥ A. Now

we define y to satisfy:

1. |y| = d(l) + 1.

2. y(k) = σk(l) for every k ∈ [d(l)].

3. y(d(l)+1) = EOS.

Then, due to our construction of the utility function above, we have u(y) = v(l) ≥ A, finishiing the

reduction.
2The reduction can easily be extended to k-ary tree version of BTS.
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Figure G.1: Illustration of reductions. The above figure is an example of reduction from
BTS to TMAB, and the below is from TMAB to generalized BTS (with k-ary tree). In both
figures, blue nodes represent leaf nodes and orange node denotes EOS token. Dotted edge
in the rightmost graph implies that the sequence contains such edge would have utility
zero. Thus, only the sequences without dotted lines have (potentially) nonzero utility
corresponding to the utility at the leaf node in the original instance of BTS. In the below
figure, each path to EOS in the instance of TMAB becomes a leaf node in the instance of
generalized BTS.

Now it remains to prove that the constructed utility function is monotonicity as defined in As-

sumption 8.2.1. This naturally follows by step 3 in the construction of u(·), since adding more EOS

does not change the utility.

a

We remark that one might think that TMAB is not a search problem unlike BTS since we know

the set of feasible sequences in advance, but it can indeed be viewed as a search problem since the

ultimate goal is to find a node with larger, nonzero, utility.

Theorem G.3.2. An instance of static and decision version of TMAB can be reduced to an instance of

static and decision version of TS.

Proof. We sort the token set V and index by σ : V → {1, 2, . . . , n} where such that σ(EOS) = n.
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Given an instance of BTS problem with V we construct n-ary tree. For depth d of the tree, there

will be n − 1 NORMAL nodes who have n children, and one END node with no children. We will

arbitrarily assign index i ∈ [n− 1] to each normal node and n to the END node.

Consider any complete sequence y with length l. Then, we can select a corresponding leaf node

l such that along the path p to l, the node in depth d in path p has index σ(y(d)). Since y is complete,

the corresponding leaf node l is indeed a leaf since its last index is σ(y(−1)) = n, which is END

node that does not have any children. Thus, we assign utility v(l) = u(y). Then, the reduction easily

follows, and we leave the details to the readers. a

Discussion G.3.3. Accordingly, one natural question is what it means by the binary tree in BTS having

DDMC structure. As noted in the proof and Figure G.1, the DDMC assumption in TS means that w

DDMC assumption in BTS, smoothness in TMAB. Given the close connection between two prob-

lems, one might wonder what the DDMC assumption means in BTS. If we consider k-ary tree version

of BTS, then we can imagine an ordering between children for each node, let the index be 1, 2, . . . , n.

Then, in BTS, our DDMC assumption asserts that each two nodes at the same depth append the chil-

dren with the same index i, the resulting utility gap only decreases compared to the utility gap between

the parent nodes.

On the other hand, [176] presents a rather immediate and strong assumption on the tree, named

smoothness, stated as follows:

Assumption G.3.4 (Smoothness). Given an instance of BTS, for any depth d < L, there exists δd > 0

such that for at least one optimal node i of depth d (that leads to the optimal leaf node), for all leaves
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j in the subtree of i, it follows that

u(l∗)− u(uj) ≤ δd,

where l∗ denotes the optimal leaf node.

That is, it upper bounds the utility gap at depth d by the parameter δd, and provide a regret upper

bound parameterized by such δd. This could analogously be applied in our TMAB problem, by upper

bounding the utility gap between any sequence of length l and the subsequence of length l that leads

to the optimal subsequence by some parameters δl. On the other hand, our DDMC assumption does

not introduce any such upper bound on the utility gap directly, but rather imposes a minor structural

relation between sequences with length difference 1. Thus, we believe that our DDMC assumption

can also play a crucial role in the BTS problem, given that it imposes certain structures on the tree

implicitly, and the empirical evidence captured in Section 8.5.

G.4 Proofs

G.4.1 Proof of Proposition 8.3.3

Proof of Proposition 8.3.3. Let L be the set of sequences with length L so that |L| = 2L and we

arbitrarily index the elements in L and write L = {z1, z2, . . . , z2L}. Let o be the one-hot vector

who has one only at the first coordinate and otherwise zero, and set θ = o. Consider a choice of

the query sequence (xt)t∈[T ] and the embedding function such that e(xt,y) has a unique subsequence

y ∈ L such that e(xt,y) = o, and otherwise e(xt,y) = 0 for every other y ∈ V∗. Further, assume

that the sequence (xt)t∈[T ] ensures that such unique y ∈ L is selected uniformly at random over
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L. Let the chosen unique such vector at round t be yt. Note that this is indeed possible by having

large enough candidates for xt whose cardinality scales as Θ(T ) and for each xt it independently and

uniform randomly selects the unique such y ∈ L with e(xt,y) = 0. It is straightforward to check

that the corresponding utility function satisfies Assumption 8.2.1. Observe that such instance is in

fact a randomization over deterministic instances each of which deterministically choose yt ∈ L for

each t ∈ [T ]. Thus, by Yao’s minimax principle [243], it suffices to consider a class of deterministic

algorithms.

In this instance, there always exists a sequence y ∈ L such that e(xt,y) = o, and thus the optimal

decoding reward in hindsight is to always select y ∈ Lwith e(xt,y) = o, which induces the cumulative

reward of T · ⟨o, o⟩ = T . On the other hand, since the choice of yt is completely independent from the

previously chosen sequences and realization of random variables therein, any deterministic algorithm’s

probability to choose yt is at most the random guess over 2L−1 elements, resulting in the cumulative

reward of T · ⟨o, o⟩ /2L−1 = T/2L−1. Note here that this is 2L−1 instead of 2L since once the algorithm

selects y(1:L−1)
t , it reward is upper bounded by an algorithm that deterministically chooses y(i)

t . Thus,

the regret is at least T (1− 1/2L−1). a

G.4.2 Proof of Theorem 8.3.9

We here provide the proof of Theorem 8.3.9. Statement and proofs of the required technical

lemmas are deferred to the end of this section.

Proof of Theorem 8.3.9. Throughout, we assume that Clean holds defined in Lemma G.4.1, which

occurs with probability at least δ.

Fix a round t, and let θ̃(k)t ∈ Ct be the optimistic estimator chosen at round t for k-th token.
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Let ot be the optimal sequence chosen by the optimal algorithm in hindsight at round t. For ease

of exposition, in representing utility given sequence y ∈ V∗ and query xt, we abuse ⟨θ,y⟩ to denote

⟨θ, e(xt,y)⟩ unless confusion arises, i.e., consider y to be the resulting embedded vector e(xt,y) ∈ Rd.

(Length equalization) We will first define a level-k regret that computes the difference of utility

between the k-prefix of ot and yt. However, this is not well-defined for every k ∈ max(|ot|, |yt|) if ot

and yt have different lengths. Thus, we consider the length equalization operation on ot and yt that

constructs extensions õ and ã of o and a respectively to have the same length in what follows.

We have two cases: (i) if |a| > |o|, then we append multiple EOS tokens at the end of o and

construct õ so that |õ| = |a|, and (ii) otherwise |a| < |o|, then we do the same operation for a to

construct ã with |ã| = |õ|. Then, we extend both sequences ã and õ to exactly have the length L by

appending EOS. By Assumption 8.2.1, we have u(o) = u(õ) and u(a) = u(ã). Thus, we can safely

deal with the extended sequences with the same length as the regret remains the same. For ease of

exposition, we override at ← ãt and ot ← õt for every t ∈ [T ].

(Level-k regret and fictitious extension) Now, we can formally define level-k regret as follows:

REG
(k)
t =

〈
θ, o(1:k)

t

〉
−
〈
θ,y

(1:k)
t

〉
.

Now we observe the connection between the level-k regret with different k. For k = 2, . . . , L, we

consider an one-step fictitious extension of y(1:k−1)
t that appends the optimal sequence ot’s k-th token

to yt’s (k-1)-th prefix, i.e.,

f(1:k)t = y
(1:k−1)
t : o(k)

t

238



Notice that o(1:k)
t and f(1:k)t shares the same common suffix o(k). Thus, by DDMC assumption, behold:

〈
θ, o(1:k)

t

〉
−
〈
θ, f(1:k)t

〉
≤
〈
θ, o(1:k−1)

t

〉
−
〈
θ, f(1:k−1)

t

〉
=
〈
θ, o(1:k−1)

t

〉
−
〈
θ,y

(1:k−1)
t

〉
(G.1)

= REG
(k−1)
t (G.2)

(Regret decomposition) Now, for k ≥ 2, the level-k regret can be decomposed as follows:

REG
(k)
t =

〈
θ, o(1:k)

t

〉
−
〈
θ,y

(1:k)
t

〉
= (a) + (b) + (c),

where

(a) =
〈
θ, o(1:k)

t

〉
−
〈
θ, f(1:k)t

〉
(b) =

〈
θ, f(1:k)

〉
−
〈
θ̃
(k)
t ,y

(1:k)
t

〉
(c) =

〈
θ̃
(k)
t ,y

(1:k)
t

〉
−
〈
θ,y

(1:k)
t

〉

By (G.2), we have (a) ≤ REG
(k−1)
t .

Since our algorithm chooses y(k)
t instead of o(k)

t given y
(1:k−1)
t for k-th token, by the optimistic

choice we have (b) ≤ 0.3

Let us denote the term in (c) by W (k)
t for k ∈ [M ].

3We note that this argument remains the same regardless of the length equalization process above. For instance, even if
y
(k−1)
t = EOS and thus y(k)

t = EOS, by Assumption 8.2.1, appending EOS is the greedy choice.
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Thus, we have

REG
(k)
t ≤ REG

(k−1)
t +W

(k)
t .

Telescoping over k:

REGt ≤
L∑
k=2

W
(k)
t + REG

(1)
t .

Definewt(x) =
√
x⊤Σ−1

t x for x ∈ Rd. Analogous to the standard regret analysis, we eventually

use the sum of square regret arguments.

Now we invoke Lemma G.4.3 to obtain the following two useful upper bounds for REG
(1)
t and

W
(k)
t . First for REG

(1)
t :

REG
(1)
t =

〈
θ, o(1)

〉
−
〈
θ,y(1)

〉
≤
〈
θ̃
(1)
t ,y(1)

〉
−
〈
θ,y(1)

〉
=
〈
θ̃
(1)
t ,y(1)

〉
−
〈
θ̂t,y

(1)
〉
+
〈
θ̂t,y

(1)
〉
−
〈
θ,y(1)

〉
≤ 2
√
βtwt(y

(1))

≤ 2
√
βtmin(wt(y

(1)), 1),

where the first inequality follows from the optimistic choice of our algorithm, and the second inequality

follows from Lemma G.4.3 since both θ̃(1)t , θ ∈ Ct under Clean. The last inequality holds since the

regret is at most 2 for any round.
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Next, similarly for W (k)
t for k = 2, 3, . . . , L:

W
(k)
t =

〈
θ̃
(k)
t ,y

(1:k)
t

〉
−
〈
θ,y

(1:k)
t

〉
=
〈
θ̃
(k)
t ,y

(1:k)
t

〉
−
〈
θ̂t,y

(1:k)
t

〉
+
〈
θ̂t,y

(1:k)
t

〉
−
〈
θ,y

(1:k)
t

〉
≤ 2
√
βtmin(w(y

(1:k)
t ), 1).

Combining two, we have

REGt ≤ 2
√
βt

(
min(w(yt), 1) +

L−1∑
k=1

min(w(y
(1:k)
t ), 1)

)
.

Now, by Assumption 8.3.6, we have

w(y
(1:k)
t ) =

√
(y

(1:k)
t )⊤Σ−1

t y
(1:k)
t ≤ c

√
y⊤
t Σ

−1
t yt = w(yt).

Hence, we have

REGt ≤ 2
√
βt(1 + cL)min(wt(yt), 1).

(Sum of squares regret) Squaring:

REG2
t ≤ 4βt(1 + cL)2min(wt(yt)

2, 1),
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and

T∑
t=1

REG2
t ≤

T∑
t=1

4βt(1 + cL)2min(wt(yt)
2, 1)

≤ 4βT (1 + cL)2
T∑
t=1

min(wt(yt)
2, 1)

≤ 4βT (1 + cL)2
T∑
t=1

ln(1 + wt(yt)
2),

where the last inequality uses the fact that for any x ∈ [0, 1], ln(1+ x) ≥ x/(1+ x) ≥ x/2, thus when

wt(yt)
2 ≤ 1, we have wt(yt)2 ≤ 2 log(1 + wt(yt)

2) and otherwise if wt(yt)2 > 1, we have

4βt =
4

log 2
βt log 2 ≤

4

log 2
βt log(1 + wt(yt)

2).

Then, we have

T∑
t=1

REG2
t ≤ 4βT (1 + cL)2

T∑
t=1

ln(1 + w(yt)
2)

≤ 4βT (1 + cL)2d ln

(
1 +

T

dλ

)
(By Lemma G.4.4 and G.4.5)

Finally, by Cauchy-Schwartz inequality,

T∑
t=1

REGt ≤

√√√√T ·
T∑
t=1

REG2
t

≤

√
4T (1 + cL)2βTd ln

(
1 +

T

dλ

)
= O(cL

√
dT lnT ), (Since βT = O(λ))
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a

Now we provide the statements of lemmata. We begin with the standard concentration argument

stating that θ ∈ Ct with high probability:

Lemma G.4.1 (Confidence bound). Define clean event:

Clean = {θ ∈ Ct, ∀t ∈ [T ]}.

Then, Pr [ Clean ] ≥ 1− δ.

Lemma G.4.2 (Self-normalized bound for martingale [178]). Let {Ft}∞t=0 be a filtration. Let {ηt}∞t=1

be a real-valued stochastic process such that ηtisFt-measurable and ηt is conditionallyR-sub-Gaussian

for some R ≥ 0. Let {Xt}∞t=1 be an Rd-valued stochastic process such that Xt is Ft−1-measurable.

Assume that V is a d× d positive-definite matrix. For any t ≥ 0, define:

V̄t = V +
t∑

s=1

XsX
⊤
s , St =

t∑
s=1

ηsXs.

Then for any δ > 0, with probability at least 1− δ, for all t ≥ 0,

∥St∥2V̄ −1
t
≤ 2R2 log

(
det(V̄

1/2
t det(V )1/2)

δ

)
.

For z ∈ Rd, define wt(z) =
√
z⊤Σtz. We then need the following several lemmata to proceed

the sum of squares regret bound:
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Lemma G.4.3. For any z ∈ Rd and ϑ ∈ Ct, we have

〈
ϑ− θ̂t, z

〉
≤ 2
√
βtwt(z) (G.3)

Lemma G.4.4. The following equation holds:

det(ΣT ) = det(Σ1)
T∏
t=1

(1 + wt(yt)
2).

Lemma G.4.5. We have:

log
det(ΣT )

det(Σ1)
= d log

(
1 +

T

dλ

)
.

The proofs are mostly similar to the standard linear bandit analysis [178], but is tailored to our

setting. Thus, for completeness, we provide the proofs of some of the lemmata:

Proof of Lemma G.4.1. Note that the reward at round t is rt = ⟨θ, e(x,yt)⟩ + ηt. For concise exposi-

tion, we abuse the notation and write yt = e(x,yt).

θ̂t − θ = Σ−1
t

t∑
i=1

riyi − θ

= Σ−1
t

t∑
i=1

yi(⟨θ,yi⟩+ ηt)− θ

= Σ−1
t

(
yiy

⊤
i

)
θ − θ + Σ−1

t

t∑
i=1

ηiyi

= −λΣ−1
t θ + Σ−1

t

t∑
i=1

ηiyi.
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Notice that

√
(θ̂t − θ)Σt(θ̂t − θ)⊤ =

∥∥∥Σ1/2
t (θ̂t − θ)

∥∥∥
Expanding:

∥∥∥Σ1/2
t (θ̂t − θ)

∥∥∥ ≤ ∥∥∥λΣ−1/2
t θ

∥∥∥+ ∥∥∥∥∥Σ−1/2
t

t∑
i=1

ηiyi

∥∥∥∥∥
≤
√
λ ∥θ∥+

√
2 log

det(Σt) det(Σ1)−1

δt
,

where the last inequality uses Σ−1
t ≤ 1/λ due to the construction.

Note first that θ̂1 = 0⃗ ∈ C1 surely. For t ≥ 2, we set δt = 3/(π2t2) · 2δ. Then, using union

bound, one can deduce that

Pr [ θ ∈ Ct, ∀t ∈ [T ] ] ≥ 1− δ.

a

Proof of Lemma G.4.3. By Cauchy-Schwarz inequality and the fact that ϑ ∈ Ct, we obtain the follow-
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ing series of inequality:

∣∣∣ (ϑ− θ̂t)⊤z ∣∣∣ = ∣∣∣ (ϑ− θ̂t)⊤Σ1/2
t Σ

−1/2
t z

∣∣∣
=
∣∣∣ (Σ1/2

t (ϑ− θ̂t))⊤Σ−1/2
t z

∣∣∣
≤
∥∥∥Σ1/2

t (ϑ− θ̂t)
∥∥∥∥∥∥Σ−1/2

t z
∥∥∥ (Cauchy Schwarz inequality)

=
∥∥∥Σ1/2

t (ϑ− θ̂t)
∥∥∥√z⊤Σ−1

t z

≤
√
βtz⊤Σ

−1
t z. (Since ϑ ∈ Ct)

a

Proof of Lemma G.4.4. By construction of Σt, we have

det(Σt+1) = det(Σt + yty
⊤
t )

= det
(
Σ

1/2
t

(
I + Σ

−1/2
t yty

⊤
t

)
Σ

1/2
t

)
= det(Σt) det

(
I + Σ

−1/2
t yt

(
Σ

−1/2
t yt

)⊤)
= det(Σt) det

(
I + vtv

⊤
t

)
,

where we write vt = Σ
−1/2
t yt. Observe that v⊤t vt = wt(yt)

2. Further,

(I + vtv
⊤
t )vt = vt + vt(v

⊤
t vt) = (1 + wt(zt)

2)vt,

implying that (1 + wt(yt)
2) is an eigenvalue of I + vtv

⊤
t . Since vtv⊤t is a rank one matrix, all other

246



eigenvalues of I + vtv
⊤
t are one. Thus,

det(Σt+1) = det(Σt)(1 + wt(yt)
2).

Telescoping:

det(ΣT ) = det(Σ1)
T∏
t=1

(1 + wt(yt)
2)

a

Proof of Lemma G.4.5. Let the eigenvalues of
∑T

t=1 yty
⊤
t be σ1, σ2, . . . , σd. Note that

k∑
i=1

σi = Trace
T∑
t=1

yty
⊤
t =

T∑
t=1

∥yt∥2 ≤ T.

Thus, we have

log det
ΣT

Σ1

= log det

(
1 +

1

λ

T∑
t=1

yty
⊤
t

)

= log

(
d∏
i=1

(
1 +

σi
λ

))

= d log

(
d∏
i=1

(
1 +

1

λ

))1/d

≤ d log

(
1

d

d∑
i=1

(1 + σi/λ)

)

≤ d log

(
1 +

T

dλ

)
,

which finishes the proof of the lemma. a
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G.4.3 Proof of Theorem 8.5.1

Proof of Theorem 8.5.1. Let o be the optimal sequence and g be the resulting sequence from greedy

decoding. Suppose not, i.e., o ̸= g for sake of the contradiction, and let g be the resulting sequence by

the greedy algorithm. Similar to the length equalization process in the proof of Theorem 8.3.9, we can

extend g and o to have the same maximal length L. Now, it suffices to prove that for any l ∈ [L], we

have u(o(1:l))− u(g(1:l)) ≤ 0.

We proceed by induction. For l = 1, this obviously holds since greedy decoding selects the one

that maximizes u(·). Assume this holds for some l ∈ [L−1]. Consider another sequence f that extends

g(1:l) by appending o(l+1), i.e., f = g(1:l) : o(l+1). Due to the greedy algorithm’s nature, we have that

u(f)− u(g(1:l+1)) ≤ 0.

Thus, we have

u(o(1:l+1))− u(g(1:l+1)) ≤ u(o(1:l+1))− u(f).

Since o(1:l+1) and f shares the same common at the end, by DDMC, we have

u(o(1:l+1))− u(g(1:l+1)) ≤ u(o(1:l+1))− u(f)

≤ u(o(1:l))− u(g(1:l))

≤ 0,

where the last inequality follows from the induction assumption. Thus, the greedy decoding is optimal.
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a

G.4.4 Proof of Proposition 8.4.1

Proof of Proposition 8.4.1. It is straightforward to see that m = |V∗
L| = Ω(nL) since it has (roughly)

at least (n − 1)L−1 sequences that ends with EOS and having depth L. Consider an instance of the

stochastic m-armed bandit problem where each arm i is associated with a distribution Fi. Let us

(arbitrarily) index each subsequence in V∗
L by 1, 2, . . . ,m and let i(y) be index of y. We construct

an instance of TMAB such that each random reward rt(y) is an independent sample from Fi(y). That

is, whenever the DM submits a complete sequence y ∈ V∗, its random reward is sampled from Fi(y)

independently. Then, we have that u(y) =
∫
xdFi(y)(x). We further assume that if we add more EOS

to a complete sequence y, the utility does not change, i.e., have the same distribution. One can easily

check that the utillity function satisfies Assumption 8.2.1. Then, in order to learn a reward for y, any

algorithm needs to run a bandit algorithm treating each y as a single arm. The standard information

theoretic argument on regret lower bound gives us Ω(K) = Ω(nL).

a

G.4.5 Proof of Theorem 8.4.2

Proof of Theorem 8.4.2. Overall, we will prove that at any depth k during the execution algorithm, it

will select the optimal subsequent token for depth k+1 with high probability. Let us begin with depth

1 for reader’s convenience. Note that r̄(y : τ : EOS) denotes the average of the cumulative reward

obtained from exploring y : τ : EOS for N rounds during the execution of the algorithm. For any
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y ∈ V∗, define the clean event as follows:

Cleany = {|r̄(y)− u(y)| ≤
√

2 log T/N}.

By Hoeffding inequality, we have

Pr [ Cleany ] ≥ 1− 2/T 4,

for any y ∈ V∗. Suppose our algorithm chooses token sequence a whereas the optimal algorithm

chooses o. If o = EOS, then the problem boils down to a single-level scenario and the standard

analysis of ETC algorithm carries over. Assume o ̸= EOS, i.e., o considers at least one non-EOS token.

Due to our algorithm’s choice, r̄(a(1) : EOS) ≥ r̄(o(1) : EOS). Define

Clean(1) = ∩τ∈VClean∅:τ :EOS,

i.e., the clean event over every token at depth 1. Taking union bound over y = ∅ and τ ∈ V , we have

Pr
[
Clean(1)

]
≥ 1− 2/T 3.

Under this event, we know that

u(a(1) : EOS) +
√

2 log T/N ≥ r̄(a(1) : EOS)

≥ r̄(o(1) : EOS)

≥ u(o(1) : EOS)−
√

c log T/N.

250



Thus, with probability 1− 2/T 3, we obtain u(o(1))− u(a(1)) ≤ 2c log T/N. Define d :=
√

2 log T/N.

Now we will generalize this argument to prove that we have u(o(1:l) : EOS)− u(a(1:l) : EOS) ≤ d

under an appropriate clean event occurring with high probability. Note that this is sufficient since

u(o(1:l) : EOS) = u(o(1:l)) once o(1:l) reaches EOS, and analogously for a.

Subtly, we need to handle the case where o and a have different lengths. Similar to previous

analysis, we equalize the length by adding more EOS tokens so that both o and a has length L. Then,

we can safely deal with the extended sequences with the same length. We prove by induction on the

length l of the subsequence of o and a by comparing a(1:l) with o(1:l). For every i ∈ [L] and i ≥ 2, we

recursively define the following events:

Clean(1:i) =
(
∩j∈[i−1]Clean

(1:i−1)
)
∩ (∩τ∈V(Cleana(1:i−1):τ :EOS)) ∩ Cleano(1:i−1):EOS,

and define Clean(1). By abusing Clean(1:0) = ∅ and o(1:0) = a(1:0) = ∅, note that we have Clean(1:1) =

Clean(1).

Now, assume for the sake of induction that u(o(1:i) : EOS) − u(a(1:i) : EOS) ≤ 2d holds under

the clean event Clean(1:i). Now we will prove that under Clean(1:i+1), we have u(o(1:i+1) : EOS) −

u(a(1:i+1) : EOS) ≤ 2(i+ 1)d.

Similar to the analysis of EOFUL, we consider a fictitious extension of f = a(1:i) : o(i+1).

Due to the construction of clean event and our algorithm’s optimistic choice, we have

u(a(1:i+1) : EOS) +
√

c log T/N ≥ r̄(a(1:i+1) : EOS)

≥ r̄(f : EOS)

≥ u(f : EOS)−
√

c log T/N.
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On the other hand, by DDMC, we have

u(o(1:i+1) : EOS)− u(f : EOS) ≤ u(o(1:i) : EOS)− u(a(1:i) : EOS)

≤ 2id,

implying that

u(a(1:i+1) : EOS) ≥ u(o(1:i+1) : EOS)− 2(i+ 1)d.

Thus, by the induction principle, under Clean(1:L), we have u(õ(1:L)) − u(ã(1:L)) ≤ 2Ld since

we know that o(L) = a(L) = EOS in the extended sequences.

Recall the definition of Clean(1:L):

Clean1:L =
(
∩j∈[L−1]Clean

(1:L−1)
)
∩ (∩τ∈V(Cleana(1:L−1):τ :EOS)) ∩ Cleano1:L−1:EOS

=
L∏
t=1

(∩τ∈V(Cleana(1:t−1):τ :EOS) ∩ Cleano1:t−1:EOS),

where we abuse a(1:0) and o1:0 to denote ∅. By the independence of the reward tapes and union bound,

we have

Pr [∩τ∈V(Cleana(1:t−1):τ :EOS) ] ≥ 1− 2

T 4
· n.
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Thus, again by union bound, we have

Pr
[
Clean(1:L)

]
≥ 1− 2(n+ 1)L

T 4
≥ 1− 4L

T 4

Now the entire regret can be written as:

REG = REGexploration + REGexploitation

≤ n · L ·N · 1 + REGexploitation

≤ nLN + 2LTd · Pr
[
Clean(1:L)

]
+ T · Pr

[
¬Clean1:L

]
≤ nLN + 2LT

√
2 log T

N
+ T

4nL

T 4
.

Assuming that n, L ≤ T , pluggingN = T 2/3(log T )1/3 yields the regret of REG = O(nLT 2/3(log T )1/3).4

a

Bibliography

[1] Bengt Holmstrom. On the theory of delegation. Technical report, Discussion Paper, 1980.

[2] Mark Armstrong and John Vickers. A model of delegated project choice. Econometrica,

78(1):213–244, 2010.
4If n or L is large compared with T , one can simply increase the exploration parameter in the algorithm and neutralize

such dependency.

253



[3] Jon Kleinberg and Robert Kleinberg. Delegated search approximates efficient search. In Pro-

ceedings of the 2018 ACM Conference on Economics and Computation, pages 287–302, 2018.

[4] Amihai Glazer and Refael Hassin. Optimal contests. Economic Inquiry, 26(1):133–143, 1988.

[5] Ulrich Krengel and Louis Sucheston. Semiamarts and finite values. 1977.

[6] Ester Samuel-Cahn. Comparison of threshold stop rules and maximum for independent non-

negative random variables. the Annals of Probability, pages 1213–1216, 1984.

[7] Kiarash Banihashem, Mohammad Taghi Hajiaghayi, Piotr Krysta, and Suho Shin. Delegated

choice with combinatorial constraints. In Proceedings of the 26th ACM Conference on Eco-

nomics and Computation, pages 275–303, 2025.

[8] Aviad Rubinstein. Beyond matroids: Secretary problem and prophet inequality with general

constraints. In Proceedings of the forty-eighth annual ACM symposium on Theory of Comput-

ing, pages 324–332, 2016.

[9] Mohammad Taghi Hajiaghayi, Piotr Krysta, Mohammad Mahdavi, and Suho Shin. Delega-

tion with costly inspection. In Proceedings of the 26th ACM Conference on Economics and

Computation, pages 871–894, 2025.

[10] Martin Weitzman. Optimal search for the best alternative, volume 78. Department of Energy,

1978.

[11] Maria Arbatskaya. Ordered search. The RAND Journal of Economics, 38(1):119–126, 2007.

[12] MohammadTaghi Hajiaghayi, Mohammad Mahdavi, Keivan Rezaei, and Suho Shin. Regret

analysis of repeated delegated choice. arXiv preprint arXiv:2310.04884, 2023.

254



[13] Suho Shin, Keivan Rezaei, and Mohammadtaghi Hajiaghayi. Delegating to multiple agents. In

Proceedings of the 24th ACM Conference on Economics and Computation, pages 1081–1126,

2023.

[14] Roger B Myerson and Mark A Satterthwaite. Efficient mechanisms for bilateral trading. Journal

of economic theory, 29(2):265–281, 1983.

[15] Yuan Deng, Jieming Mao, Balasubramanian Sivan, and Kangning Wang. Approximately effi-

cient bilateral trade. In Proceedings of the 54th Annual ACM SIGACT Symposium on Theory of

Computing, pages 718–721, 2022.

[16] Jeremy I Bulow and Paul D Klemperer. Auctions vs. negotiations, 1994.

[17] Ilya Hajiaghayi, MohammadTaghi Hajiaghayi, Gary Peng, and Suho Shin. Gains-from-trade

in bilateral trade with a broker. In Proceedings of the 2025 Annual ACM-SIAM Symposium on

Discrete Algorithms (SODA), pages 4827–4860. SIAM, 2025.

[18] MohammadTaghi Hajiaghayi, Gary Peng, and Suho Shin. Single-sample bilateral trade with a

broker. In Proceedings of the ACM Web Conference 2026, pages 363–374, 2026.

[19] Moshe Babaioff, Kira Goldner, and Yannai A Gonczarowski. Bulow-klemperer-style results for

welfare maximization in two-sided markets. In Proceedings of the Fourteenth Annual ACM-

SIAM Symposium on Discrete Algorithms, pages 2452–2471. SIAM, 2020.

[20] Negin Golrezaei, MohammadTaghi Hajiaghayi, and Suho Shin. The contest behind the feed:

Optimal contest for recommender systems. Available at SSRN 5258940, 2025.

255



[21] A Wayne Roberts and Dale E Varberg. Convex Functions: Convex Functions. Academic Press,

1974.

[22] Suho Shin, Seungjoon Lee, and Jungseul Ok. Multi-armed bandit algorithm against strategic

replication. In International Conference on Artificial Intelligence and Statistics, pages 403–431.

PMLR, 2022.

[23] Suho Shin, Seyed A Esmaeili, and MohammadTaghi Hajiaghayi. Replication-proof bandit

mechanism design with bayesian agents. In Proceedings of the AAAI Conference on Artificial

Intelligence, volume 39, pages 20453–20460, 2025.

[24] Soheil Feizi, MohammadTaghi Hajiaghayi, Keivan Rezaei, and Suho Shin. Online advertise-

ments with llms: Opportunities and challenges. arXiv preprint arXiv:2311.07601, 2023.

[25] Suho Shin, Chenghao Yang, Haifeng Xu, and MohammadTaghi Hajiaghayi. Tokenized bandit

for llm decoding and alignment. In Forty-second International Conference on Machine Learn-

ing.
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