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Fault-tolerant consensus is one of the foundational problems in distributed computing.

A number of autonomous processes aim to agree on a common value among the initial ones,

despite failures in processes or the communication medium. The rise of decentralized sys-

tems, with their continuously growing user base and applications, poses an unprecedented

challenge to the scalability of fault-tolerant consensus.

Current consensus mechanisms often struggle to balance scalability with fault tolerance

and communication efficiency, particularly in dynamic environments where failures can be

adaptive or even malicious. These challenges extend beyond communication complexity

as decentralized systems must also achieve low network latency—a critical measure in the

era of fast access to information.

Surprisingly, these issues are not confined to practical implementations; they also ex-

tend to foundational theoretical models. Despite the introduction of the consensus problem

more than 40 years ago by Lamport, Pease, and Shostak [Lamport et al., 1982], and a sub-

stantial body of literature aimed at understanding its complexity across various theoretical

domains, optimal—or even close-to-optimal—solutions for consensus in many of these

domains remain elusive. The focus of this thesis is to bridge some of the existing gaps



and to progress the understanding of the Consensus problem in synchronous peer-to-peer

networks where parties are subject to failures.

As a first result [Hajiaghayi et al., 2022b], we propose a new randomized algorithm

against an adaptive adversary that reduces the communication complexity of the problem

by a factor linear in the size of the system (denoted n), resulting in only a Θ̃(
√

n) mul-

tiplicative gap from the known lower bounds. Under the same failure regime, the sec-

ond result derandomizes the previous algorithm, providing a time- and communication-

optimal deterministic solution for Consensus when the number of failed processes is at

most n/logn [Chlebus et al., 2023].

Interestingly, the next proposed result precisely captures the tradeoff between time com-

plexity and randomness in any solution to Consensus against adaptive adversaries capable

of crashing processes. We prove that solutions with lower latency require more queries to

random sources [Hajiaghayi et al., 2024a].

For systems exhibiting more severe omission failures, we provide the first algorithm

that is optimal, up to polylogarithmic factors, in two key measures: time complexity (la-

tency) and communication complexity (scalability) [Hajiaghayi et al., 2024a].

Finally, we present new solutions for distributed systems enhanced by quantum com-

munication channels [Hajiaghayi et al., 2024b].

A common feature among the proposed solutions is their reliance on combinatorial

properties of sparse but well-communicated graphs—probabilistic or deterministic expanders.

The thesis unveils and provides a thorough treatment of numerous new properties of these

graphs related to fast and efficient communication patterns in distributed systems. Last but

not least, beyond the main results, it introduces several novel paradigms and algorithms

for crash-resilient distributed computing (both randomized and deterministic), including,

among others, counting, weak local coin, gossip, and checkpointing.
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Chapter 1: Introduction

Effective agreement is crucial for coordinating actions within decentralized systems

consisting of many independent agents (processes) that are prone to failures. With the

rise of the demand and interest in decentralized systems, with the most notable examples

of decentralized currencies, e.g. Bitcoin [Nakamoto, 2008] and decentralized application

platforms such as Ethereum [Buterin et al., 2013] etc., the effort required to maintain con-

sistency in these systems grows significantly. For instance, data reveals that Bitcoin miners

consume between 0.6% to 2.3% of U.S. electricity. Consequently, there is a pressing need

for new agreement algorithms that could reduce energy consumption and, at the same time,

offer scalability for the growing number of users. In theoretical distributed computing these

measures are captured by time complexity and communication complexity of an algorithm.

Despite almost 40 years of research on the Consensus problem – the foundational theoret-

ical model of agreement in all distributed systems – it still holds unresolved complexity

issues obstructing practical deployments. In this thesis, we progress the understanding of

the complexity of the Consensus problem in a synchronous network and a variety of failure

settings. In the first part of the dissertation, we provide improvements for networks with

crash failures, omissions failures, and in distributed network enhanced with quantum com-

munication. In the case of omission failures, the provided results are tight with respect to

polylogarithmic factors. Additionally, tight deterministic algorithms for crash failures are

given. In the second part of the dissertation, we consider the Consensus problem in net-

works of unstructured, but connected, topology. There, we focus on algorithms discovering
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the network topology and obtaining Consensus as a side product.

Model introduction. The main model of the paper is the classical synchronous message-

passing distributed system, cf., [Attiya and Welch, 2004b, Lynch, 1996, Raı̈pin Parvédy

et al., 2010]. The system contains n processes, also called parties or nodes. Each process

has a unique ID in P = [n] = {1, . . . ,n}. For simplicity, we will use p to refer to a process

with ID p∈P . Both P and n are known to all process. Processes operate in synchronized

rounds. Each round consists of the following two phases:

• (A) Local computation phase; each process performs a local computation in order

to change its state. The computation can be any function of the current state, of all

messages received prior to this phase, and of a sequence of uniformly distributed and

independent random bits of an arbitrary, but finite, length that can be reached by a

process at the beginning of the phase.

• (B) Communication phase: During this phase, each process can send messages to any

other processes in the system (or to any process it is connected to, in case of multi-

hop underlying communication network). The content of a message is a function

of the current state, computed in the preceding local computation phase, and is not

limited by the model. Each message sent is delivered to its destination at the end

of the same phase, and is ready to be processed in the next round, unless a failure

occurs.

The practicality of the above model is captured in the concept of a failure of a process.

The classical failure models, listed from the most benign, are as follows:

• crash failures: a process fails to send an arbitrary set of messages in the communi-

cation phase of a round. It stays unresponsive in every consecutive round.
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• omission failures: a faulty process sends only an arbitrary subset of the expected

messages in any communication phase.

• Byzantine failures: a faulty process can arbitrary deviate from the protocol. Among

other behaviors, it can send messages to an arbitrary set of other processes and change

their content arbitrarily.

This thesis is focused on crash and omission failures. We assume an upper bound t < n

on the number of failures that can ever occur in the system, which is a part of the problem

input and thus known up-front to all processes. Depending on the particular setting, the

bound can be given in a tighter version: t < αn, where α ∈ (0,1).

The decision which process becomes faulty and when, as well as the control over the

faulty processes, is governed by an adversary. Unless, stated otherwise. we consider the

most powerful version of an adversary, which is

• adaptive: it can select at any point of the computation which processes to fail and

when;

• full-power, full-information: it has unlimited computational power, knows the algo-

rithm and input parameters and can see the states (and thus also the current random

bits used) of all processes, as well as the content of all arriving messages, at any time.

The Consensus problem is about reaching agreement on some of the input values in a

limited time by non-faulty processes, despite of failures of other processes in the system.

Formally, an algorithm (either randomized or deterministic) for processes P = {1, . . . ,n},

where each process p ∈P holds an initial input bp ∈ {0,1}, is a Consensus protocol

tolerating t faulty processes, for some t < n, if all the three following conditions hold1 in

the presence of an adaptive adversary failing/controlling at most t processes:

1We require that all three hold with probability 1 in the case of randomized algorithms.
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Agreement. All non-faulty processes output the same value.

Validity. If all non-faulty processes begin with the same input value b, then all of them

output b.

Termination. Non-faulty processes have to decide and terminate.

Throughout the thesis, the following metrics determine the quality of the execution: time

of an execution – the number of rounds until termination of the last non-faulty process;

the number of communication bits in an execution – the total number of bits sent in the

messages between all processes; randomness of an execution – the number of random bits

used by all processes by termination of the last non-faulty.

1.1 Randomized algorithms for crash failures

As mentioned, Consensus is one of the most thoroughly studied problems in distributed

computing, yet there are still complexity gaps that have not been bridged for decades. In

the first part of the dissertation. we focus on the classical message-passing setting with pro-

cesses’ crashes. Randomized Consensus in this setting was introduced in the seminal works

of Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or] and Aspnes and Waarts [Aspnes

and Waarts, 1996a, Aspnes, 1998a] already in the previous century. Since then the major

and fundamental unresolved question in this model is about communication complexity of

fast randomized Consensus against an adaptive adversary. The best known upper bound on

the number of communication bits is Θ( n5/2
√

logn), while the best known lower bound is Ω(n).

In contrast, there is randomized algorithm for Consensus against a oblivious adversary,

achieving tight time complexity and at the same time guaranteeing O(n) total communica-

tion bits per process [Gilbert and Kowalski, 2010a].

In this part of the work, we bridge the complexity gaps of Consensus in synchronous
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networks in the harder case of an adaptive adversary. We design a randomized algorithm

against an adaptive adversary that reduces the communication complexity by nearly linear

factor to O(n3/2 · polylog n) bits, while keeping almost-optimal (up to factor O(log3 n))

time complexity O(
√

n · log5/2 n).

Further, we show the communication complexity can be even more decreased, but at

the expense of increasing time complexity, i.e., there is a trade-off between communication

complexity and time complexity. More specifically, we give a Consensus algorithm that

allows to reduce communication complexity to any value from O(n ·polylog n) to O(n3/2 ·

polylog n), as long as Time × Communication = O(n2 ·polylog n).

The parameterized Consensus algorithm is based on a few newly developed paradigms

and algorithms for crash-resilient computing, interesting on their own. The first one, called

a Fuzzy Counting, provides for each process a number which is in-between the numbers of

alive processes at the end and in the beginning of the counting. The proposed determin-

istic Fuzzy Counting algorithm works in O(log3 n) rounds and uses only O(n · polylog n)

communication bits, unlike previous solutions to counting that required Ω(n2) bits.

This improvement is possible due to a new Fault-tolerant Gossip solution with O(log3 n)

rounds using only O(|R|·n ·polylog n) communication bits, where |R| is the length of the

binary representation of the spread rumor. It exploits distributed fault-tolerant divide-and-

conquer idea, in which processes run a Bipartite Gossip algorithm for a considered partition

of processes. To avoid passing many long messages, while still being able to achieve the

goal against crash failures, the processes use a family of small-degree compact expanders

for local signaling to their overlay neighbors if they are in a compact (large and well-

connected) party, and switch to a denser overlay graph whenever local signaling in the

current graph fails.
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1.2 Deterministic algorithms for crash failures

The second contribution considers deterministic algorithms. Processes are prone to

crash failures.2 The Consensus problem in the considered settings require both the linear

time Ω(t) and the linear number of messages Ω(n), even with at most one faulty node,

to be solved deterministically [Lynch, 1996, Attiya and Welch, 2004b]. A deterministic

distributed algorithm solving such problems has ultimate optimal performance if it works

within time O(t) and with communication O(n). For numbers 0< t < n, the closer t is to n,

the more challenging it is for an algorithm to attain efficiency with respect to both running

time and communication. For t ∈ Θ(n), an algorithm that matches the two lower bounds

is still unknown. Galil, Mayer, and Yung [Galil et al., 1995b] developed an algorithm

that has O(n) messages sent and which runs in O(n1+ε) rounds, for any 0 < ε < 1 and

t < n. They also gave an algorithm for Consensus sending O(n) bits in messages, but

the algorithm runs in exponential time. By decreasing the number of faults by a constant

factor, namely assuming the that number of non-faulty nodes satisfies n−t =Ω(n), Chlebus

and Kowalski [Chlebus and Kowalski, 2006d] showed that Consensus can be solved by a

deterministic algorithm in O(t) time and with O(n log2 t) messages. In a subsequent work,

Chlebus, Kowalski, Strojnowski [Chlebus et al., 2009b] gave deterministic algorithms for

Consensus operating in time O(t) that sends O(n log2 n) communication bits, in total, for

t < n
3 and O(n log4 n) bits for any t < n.

In this work, we improve upon the last result. We rely on more adaptive approach

yielding an algorithm for Consensus with the property that an execution takes O(t) rounds

and O(n+ t log t) bits are transmitted in total, assuming t < n
5 . Crucially, our dependency in

the communication complexity is correlated with the upper bound on the number of faults

rather than the number of processes in the system. The algorithm attains tight bounds on the

2Some of the algorithms extended also to authenticated Byzantine failures, see Chapter 3 for details.
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time complexity and the number of bits/messages sent as long as t = O( n
logn). We also give

an algorithm for Consensus for arbitrary 0 < t < n, which works in at most n+3(1+ lgn)

rounds and nodes send at most ( 5
1−α

)8 n lgn one-bit messages, where α = t
n .

All the improvements stem from analyzing the properties of Ramanujan graphs that

are related to fault-tolerance and quantitative analysis of proliferation of information in

networks with topology modeled by such graphs. We show that Ramanujan graphs have

specific topological properties conducive to fault-tolerance and time/communication effi-

ciency of distributed algorithms.

An interesting property of the proposed algorithm is that it can be implemented, by

increasing the time complexity by an additive O(logn) factor, in a single-port model – a

variation of the distributed model in which a process is allowed to send/receive at most

one message in the communication phase of a round. The property stems from practical

consideration where processing multiple I/O operations can significantly slow down the

system even if the I/O operations are independent. In the single-port model, the I/O are

guaranteed to be minimal. We also prove that running time Ω(t + logn) is necessary for

the Consensus problem in the single-port model.

1.3 A lower bound

The next result shows a new connection between randomness, informally defined as

the total number of accesses to a random source by the algorithm, and time complexity in

Consensus solutions against an adaptive adversary. It provides a lower bound for a broader

class of Consensus algorithms that are correct with high probability, against an adaptive

adversary who can crash processes – the weakest adversary model from the considered in

this thesis. The result automatically extends to omissions and more severe faults. Com-

pared to the previous lower bounds, we introduce a new, amortized analysis of the valency
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framework [Bar-Joseph and M. Ben-Or, Fischer et al., 1985, Moses and Rajsbaum, 1998]

– a common tool to deriving lower bounds for Consensus algorithms. By crafting a new

parameterized approach to the coin-flipping game – an abstraction that models processes’

random choices – we can fully adapt the power of adversary to the amount of randomness

the algorithm is using.

Informally, the theorem states that for any synchronous algorithm solving Consensus

with probability ≥ 1− 1
n3/2 , there exists an adaptive adversarial strategy that forces, with

probability at least 1− 1
logn , the following relation

T × (R+T ) = Ω

(
t2

logn

)
,

where T denotes the number of rounds in an execution of the algorithm and R is the total

number of times the processes have accessed a random source.

It shows a trade-off between fast algorithms and algorithms that are frugal in their calls

to a random source. Indeed, substituting R = Θ(n) – thus allowing only a constant num-

ber of random accesses amortized per process – the result yields T = Ω

(
t√

logn

)
almost

recovering the absolute lower bound T = Ω(n) on communication for deterministic algo-

rithms, (cf. [Attiya and Ellen, 2014]). Focusing on the other side of the spectrum, observe

that a single process can have at most one call to a random source in a round. Substi-

tuting R = n× T in the lower bound also implies that any algorithm solving Consensus

with probability at least 1− 1
n3/2 has to work for T rounds such that T × T × (n+ 1) =

Ω( t2

logn) =⇒ T = Ω( t√
n logn) with probability at least 1− 1

logn . Thus, in the case of unlim-

ited access to randomness, the theorem recovers, with respect to a polylogarithmic factor,

the lower bound in [Bar-Joseph and M. Ben-Or] stating that any solution has to take at least

Ω( t√
n logn) rounds. Even more, due to more careful analysis, the result applies to a wider

class of algorithms – Monte Carlo solutions.
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Finally, it is worth to mention that lower bounds of similar flavor have been already

known for the asynchronous setting. Aspnes (JACM’98) [Aspnes, 1998b] was the first to

show that Ω

(
t2

log2 t

)
coin flips are needed to solve asynchronous Consensus. That result has

been later improved by Attiya and Censor (STOC’07) [Attiya and Censor, 2007b], who ob-

tained a tight bound showing that asynchronous Consensus requires Θ
(
n2) (asynchronous)

step complexity. Note that the adversary in an asynchronous setting is more powerful than

in the synchronous one, considered in this part of the thesis, since it can delay all operations

arbitrarily. Therefore, the proof of our lower bound could not use asynchronous adversary

techniques from the previous work.

1.4 Tight algorithms for omission failures

In the next chapter, we move on to the next failure model in the hierarchy (of hardness)

of failures – omissions. The main result is a new Consensus algorithm which is almost-

optimal with respect to time complexity, communication bit complexity and randomness

complexity, if the number of faulty parties is Θ(n).

Informally, we prove that there is a randomized algorithm solving Consensus with

probability 1 against the adaptive omission adversary that can control t < n
30 processes,

which terminates in O
(√

n log2 n
)

rounds and uses O(n2 log3 n) bits of communication and

O
(
n ·
√

n log2 n
)

random bits, with high probability.

We would like to note, that this result settles, with respect to polylogarithmic factors, the

complexity analysis of Consensus in synchronous distributed systems with Θ(n) omission

failures. Indeed, in the case when t = Θ(n), the almost-optimality of the running time

follows from the Ω

(√
n/logn

)
lower bound showed in [Bar-Joseph and M. Ben-Or]. The

almost-optimality of the communication bit complexity is due to the result of Abraham et

al. [Abraham et al., 2019b], who showed that any randomized algorithm solving Consensus
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with at least a constant positive probability against the adaptive omission-causing adversary

requires Ω(n2) messages (each message carries at least one bit). The almost-optimality

of the randomness complexity follows from the lower bound announced in the previous

section.

Compared to previous approaches, the algorithm introduces a new partitioning of pro-

cesses into operative and inoperative, based on the communication received by each pro-

cess from a certain pre-defined set of other processes which maintain their operative status.

The communication for operative processes is based on a random graph, where each edge

is selected independently at random with probability Θ(logn/n). We use the probabilis-

tic analysis to show that the following event holds with high probability: a random graph

with such edge density has the property that every subgraph of a constant-fraction size is

dense and shallow. The “dense” property refers to the fact that removing an arbitrary but

at most a linear fraction of edges incident to any vertex from a linear number of vertices,

allows to find a connected subgraph such that every vertex has degree at least β logn within

this subgraph, for some β ∈ (0,1) – hence, this subgraph contains operative processes.

The “shallow” property refers to the fact that the latter subgraph has logarithmic diameter.

These two properties justify our partition into operative and inoperative classes. Note, that

this partition is not equivalent to the standard classification into faulty/non-faulty ones. In

fact, it takes certain advantage of faulty processes that fail only a few edges adjacent to

them by guaranteeing that such faulty processes communicate well enough to contribute to

the progress towards a unified decision (i.e., stay operative). The proposed partition also

avoids a major performance problem in omission-tolerant or Byzantine-tolerant computa-

tion – identifying a single faulty process may require at least quadratic number of messages,

cf., [Abraham et al., 2019b], which makes our solution fast, local and incorporated in effi-

cient communication schedules.
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1.5 Algorithms in networks with quantum channels

While the landscape of Consensus problem under the classic model of computation is

well-developed, much less is known if we allow for quantum computation. The work of

Ben-Or and Hassidim [Ben-Or and Hassidim, 2005] broke the Ω(
√

n/logn) rounds time

barrier for classic computing by employing quantum phenomena in distributed comput-

ing. They showed an expected constant-time quantum algorithm for a linear number of

crashes t < n/3, however, their algorithm is inefficient in terms of communication bits and,

even more importantly, in terms of the number of quantum bits (qubits), as it uses Ω(n) of

them per process. Since then no algorithm has managed to reduce the quantum resources

needed to solve Consensus. Because generating, maintaining and sending quantum bits is

extremely costly (today’s quantum devices use less than 500 qubits), thus the next contri-

bution aims to improve the efficiency of Consensus algorithm in quantum networks.

A quantum distributed network is a classical synchronous distributed network with the

addition that between any pair of processes we assume the existence of a quantum channel

being able to transmit reliable messages caring quantum bits, qubits. In each communica-

tion phase, a process can send (personalized) quantum and classic messages to any selected

subset of other processes. In the computation phase, a process can perform local compu-

tation involving both quantum and classic bits. As for the failure model, the adversary is

capable of crashing processes but it cannot alter the quantum state of the system in any

other way.

The main result is a quantum algorithm that solves Consensus in expected constant

number of rounds and amortized number of qubits and classical communication bits per

process being an arbitrarily low polynomial. This directly improves, by a polynomial fac-

tor, on the result of Ben-Or and Hassidim [Ben-Or and Hassidim, 2005], which required

Θ(n) qubits and communication bits, amortized per process. It also improves the work of
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Chlebus, Kowalski and Strojnowski [Chlebus et al., 2010a], in which they solve a version

of Consensus with quantum channels but using protocols that work correctly only with

some probability smaller than 1 and for only a specific number of failures corresponding to

the probability of success.

As a side result to the main result and an important milestone, we show an implemen-

tation of so-called 1
3 -resilient weak global coin that works in constant, O(1

ε
), time, uses

an arbitrarily small polynomial number of bits O(nε), amortized per process (for any cho-

sen constant ε > 0), and results in all non-faulty processes returning the same value with

a non-zero constant probability. The main idea behind this improvement is to couple a

quantum protocol for selecting a leader in the system, proposed in [Ben-Or and Hassidim,

2005], with generalized sparse patterns of fault-tolerant communication induced on ran-

dom graphs, which in a classical version (i.e., non-quantum) was firstly used in [Hajiaghayi

et al., 2022a].

Finally it is worth mentioning that this result leaves the problem of more efficient dis-

tributed quantum protocols against Byzantine failures unsolved. Previous papers on quan-

tum Consensus against Byzantine adversaries include [Cholvi, 2022, K., 2008, Luo et al.,

2019] and the foundational work of Ben-Or and Hassidim [Ben-Or and Hassidim, 2005],

yet each of them is inefficient in either time complexity or quantum communication com-

plexity.
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Chapter 2: Improved Communication Complexity of Fault-tolerant Con-

sensus

2.1 Introduction

Fault-tolerant Consensus – when a number of autonomous processes want to agree on

a common value among the initial ones, despite of failures of processes or communication

medium – is among foundation problems in distributed computing. Since its introduction

by Pease, Shostak and Lamport [Pease et al., 1980a], a large number of algorithms and

impossibility results have been developed and analyzed, applied to solve other problems in

distributed computing and systems, and led to a discovery of a number of new important

problems and solutions, c.f., [Attiya and Welch, 2004a]. Despite this persistent effort, we

are still far from obtaining even asymptotically optimal solutions in most of the classical

distributed models.

In particular, in the classical message-passing setting with processes’ crashes, since the

seminal works of Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or] and Aspnes and

Waarts [Aspnes and Waarts, 1996a, Aspnes, 1998a] in the previous century, there is still a

fundamental unresolved question about communication complexity of randomized Consen-

sus. More precisely, in this model, n processes communicate and compute in synchronous

rounds, by sending/receiving messages to/from a subset of processes and performing local

computation. Each process knows set P of IDs of all n processes. Up to f < n pro-

cesses may crash accidentally during the computation, which is typically modeled by an
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abstract adversary that selects which processes to crash and when, and additionally – which

messages sent by the crashed processes could reach successfully their destinations. An exe-

cution of an algorithm against an adversary could be seen as a game, in which the algorithm

wants to minimize its complexity measures (such as time and communication bits) while

the adversary aims at violating this goal by crashing participating processes. The classical

distributed computing focuses on two main types of the adversary: adaptive and oblivious.

Both of them know the algorithm in advance, however the former is stronger as it can ob-

serve the run of the algorithm and decide on crashes online, while the latter has to fix the

schedule of crashes in advance (before the algorithm starts its run). Thus, these adversaries

have different power against randomized algorithms, but same against deterministic ones.

One of the perturbations caused by crashes is that they substantially delay reaching con-

sensus: no deterministic algorithm can reach consensus in all admissible executions within

f rounds, as proved by Fisher and Lynch [Fisher and N. Lynch, 1982], and no randomized

solution can do it in o(
√

n/logn) expected number of rounds against an adaptive adver-

sary, as proved by Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or]. Both these results

have been proven (asymptotically) optimal. The situation gets more complicated if one

seeks time-and-communication optimal solutions. The only existing lower bound requires

Ω(n) messages to be sent by any algorithm even in some failure-free executions, which

gives Ω(1) bits per process [Amdur et al., 1992].1 There exists a deterministic algorithm

with a polylogarithmic amortized number of communication bits [Chlebus et al., 2009a],

however deterministic solutions are at least linearly slow, as mentioned above [Fisher and

N. Lynch, 1982]. On the other hand, randomized algorithms running against weak adver-

saries are both fast and amortized-communication-efficient, both formulas being O(logn)

or better, c.f., Gilbert and Kowalski [Gilbert and Kowalski, 2010a]. At the same time, the
1In this paper we sometimes re-state communication complexity results in terms of the formula amortized

per process, which is the total communication complexity divided by n.
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best randomized solutions against an adaptive adversary considered in this work requires

time Θ(
√

n/logn) but large amortized communication Θ(n ·
√

n/logn). In this paper, we

show a parameterized algorithm not only improves amortized communication by nearly a

linear factor, but also suggests surprisingly that there is no time-and-communication opti-

mal algorithm in this setting.

Consensus problem. Consensus is about making a common decision on some of the

processes’ input values by every non-crashed process, and is specified by the three require-

ments:

Validity: Only a value among the initial ones may be decided upon.

Agreement: No two processes decide on different values.

Termination: Each process eventually decides on some value, unless it crashes.

All the above requirements must hold with probability 1. We focus on binary consensus,

in which initial values are in {0,1}.

2.2 Our Results and New Tools

Our main result is a new consensus algorithm PARAMETERIZEDCONSENSUS∗, param-

eterized by x, that achieves any asymptotic time complexity between Õ(
√

n)2 and Õ(n),

while preserving the consensus complexity equation: Time × Amortized Communication

= O(n polylog n). This is also the first algorithm that makes a smooth transition between

a class of algorithms with the optimal running time (c.f., Bar-Joseph’s and Ben-Or’s [Bar-

Joseph and M. Ben-Or] randomized algorithm that works in Õ(
√

n) rounds) and the class

of algorithms with amortized polylogarithmic communication bit complexity (c.f., Chle-

2We use Õ symbol to hide any polylog n factors.
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bus, Kowalski and Strojnowski [Chlebus et al., 2009a] deterministic algorithm using Õ(1)

communication bits).

Theorem 2.1 (Section 2.5.4). For any x∈ [1,n] and the number of crashes f < n, PARAMETERIZED-

CONSENSUS∗ solves Consensus with probability 1, in Õ(
√

nx) time and Õ(
√n

x ) amortized

bit communication complexity, whp, using Õ(
√n

x ) random bits per process.

In this section we only give an overview of the most novel and challenging part of

PARAMETERIZEDCONSENSUS∗, called PARAMETERIZEDCONSENSUS, which solved Con-

sensus if the number of failures f < n
10 . Its generalization to PARAMETERIZEDCONSENSUS∗

is done in Section 2.5.4, by exploiting the concept of epochs in a similar way to [Bar-

Joseph and M. Ben-Or, Chlebus et al., 2009a]. In short, the first and main epoch (in our

case, PARAMETERIZEDCONSENSUS followed by BIASEDCONSENSUS described in Sec-

tion 2.2.1) is repeated O(logn) times, each time adjusting expansion/density/probability

parameters by factor equal to 9
10 . The complexities of the resulting algorithm are multi-

plied by logarithmic factor.

High-level idea of PARAMETERIZEDCONSENSUS. In PARAMETERIZEDCONSENSUS,

processes are clustered into x disjoint groups, called super-processes SP1, . . . ,SPx, of n
x

processes each. Each process, in a local computation, initiates its candidate value to the

initial value, pre-computes the super-process it belongs to, as well as two expander-like

overlay graphs which are later use to communicate with other processes.

Degree δ of both overlay graphs is O(logn), and correspondingly the edge density,

expansion and compactness are selected, c.f., Sections 2.4.1 and 2.5. One overlay graph,

denoted H , is spanned on the set of x super-processes, while copies of the other overlay

graph are spanned on the members of each pair of super-processes SPi,SPj connected by

an edge in H (we denote such copy by SE(SPi,SPj)).

PARAMETERIZEDCONSENSUS is split into three phases, c.f., Algorithm 7 in Sec-
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tion 2.5. Each phase uses some of the newly developed tools, described later in this section:

α -BIASEDCONSENSUS and GOSSIP. Processes keep modifying their candidate values,

starting from the initial values, through different interactions.

Using the tools. α -BIASEDCONSENSUS is used for maintaining the same candidate value

within each super-process, biasing it towards 0 if less than a certain fraction α of members

prefer 1; see description in Section 2.2.1 and 2.6. Theorem 2.2 proves that α -BIASEDCON-

SENSUS works correctly in Õ(
√

n/x) time and communication bits per process. GOSSIP,

on the other hand, is used to propagate values between all or a specified group of processes,

see description in Section 2.2.2 and 2.7.2. Theorem 2.3 guarantees that GOSSIP allows

to exchange information between the involved up to n′ processes, where n′ ≤ n, in time

O(log3 n) and using O(log6 n) communication bits per process (in this application, we are

using a constant number of rumors, encoded by constant number of bits).

In Phase 1, super-processes want to flood value 1 along an overlay graph H of super-

processes, to make sure that processes in the same connected component of H have the

same candidate value at the end of Phase 1. Here by a connected component of graph H

we understand a maximum connected sub-graph of H induced by super-processes of at

least 3
4 ·

n
x non-faulty processes; we call such super-processes non-faulty. Recall, that the

adversary can disconnect super-processes in H by crashing some members of selected

super-processes. To do so, the following is repeated x+1 times: processes in a non-faulty

super-process SPi, upon receiving value 1 from some neighboring non-faulty super-process,

make agreement (using BIASEDCONSENSUS) to set up their candidate value to 1 and send

it to all their neighboring super-processes SPj via links in overlay graphs SE(SPi,SPj). One

of the challenges that need to be overcome is inconsistency in receiving value 1 by members

of the same super-process, as – due to crashes – only some of them may receive the value

while others may not. We will show that it is enough to assume threshold 2
3 in the BIASED-

CONSENSUS, which together with expansion of overlay graphs SE(SPi,SPj) and compact-
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ness of H (existence of large sub-component with small diameter, c.f., Lemma 2.2) guar-

antee propagation of value 1 across the whole connected component in H . It all takes

(x+ 1) · (Õ(
√

n/x)+ 1) = Õ(
√

xn) rounds and Õ(
√

n/x+ logn) = Õ(
√

n/x) amortized

communication per process; see Section 2.5.1 for details.

In Phase 2, non-faulty super-processes want to estimate the number of non-faulty super-

processes in the neighborhood of radius O(logx) in graph H . (We know from Phase 1

that whole connected non-faulty component in H has the same candidate value.) In order

to do it, they become “active” and keep exchanging candidate value 1 with their neighbor-

ing super-processes in overlay graph H in stages, until the number of “active” neighbors

becomes less or equal to a threshold δx = Θ(logx) < δ , in which case the super-process

becomes inactive, but not more than than γx = O(logx) stages. To assure proper mes-

sage exchange between neighboring super-processes, GOSSIP is employed on the union

of members of every neighboring pair of super-processes. It is followed by BIASEDCON-

SENSUS within each active super-process to let all its members agree if the threshold δx

on the number of active neighbors holds. Members of those super-processes who stayed

active by the end of stage γx (“survived”) conclude that there was at least a certain constant

fraction of non-faulty super-processes (each containing at least a fraction of non-faulty

members) in such neighborhood in the beginning of Phase 2, and thus they set up variable

confirmed to 1 – it means they confirmed being in sufficiently large group having the

same candidate value and thus they are entitled to decide and make the whole system to

decide on their candidate value. It all takes γx · Õ(
√

n/x+ log3 n) ≤ Õ(
√

xn) rounds and

at most γx · δ · Õ(log6 n+
√

n/x) = Õ(
√

n/x) amortized communication per process. See

Section 2.5.3 for further details.

In Phase 3, we discard the partition into x super-processes. All processes want to learn if

there was a sufficiently large group confirming the same candidate value in Phase 2. To do

so, they all execute the GOSSIP algorithm. Processes that set up variable confirmed to 1
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start the GOSSIP algorithm with their rumor being their candidate value; other processes

start with a null value. Because super-processes use graph H for communication, which

in particular satisfies ( x
64 ,

3
4 ,δx)-compactness property (i.e., from any subset of at least x

64

super nodes one can choose at least 3
4 of them such that they induced a subgraph of degree

at least δx), we will prove that at the end of Phase 2 at least a constant fraction of super-

processes must have survived and be non-faulty (i.e., their constant fraction of members is

alive). Moreover, we show that there could be only one non-faulty connected component

of confirmed processes, by expansion of graph H that would connect two components of

constant fraction of super-processes each (and thus would have propagated value 1 from

one of them to another in Phase 1) – hence, there could be only one non-null rumor in the

GOSSIP, originated in a constant fraction of processes. By property of GOSSIP, each non-

faulty process gets the rumor and decides on it. It all takes Õ(log3 n)≤ Õ(
√

xn) rounds and

at most Õ(log6 n) = Õ(
√

n/x) amortized communication per process; see Section 2.5.2 for

details.

Summarizing, each part takes Õ(
√

xn) rounds and Õ(
√

n/x) amortized communication

per process. Each process uses random bits only in executions of BIASEDCONSENSUS it

is involved to, each requiring Õ(
√

n/x) random bits (at most one random bit per round).

The number of such executions is O(x) in Part 1 and O(logn) in Part 2, which in total gives

Õ(
√

xn) random bits per process.

2.2.1 α-Biased Consensus

Let us start with the formal definition of α-Biased Consensus.

Definition 2.1 (α-Biased Consensus). An algorithm solves α-Biased Consensus if it solves

the Consensus problem and additionally, the consensus value is 0 if less than α · n initial

values of processes are 1.
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In Section 2.6, we design an efficient α-Biased Consensus algorithm and prove:

Theorem 2.2 (Section 2.6). For every constant α > 0, there exists an algorithm, called

α -BIASEDCONSENSUS, that solves α-Biased Consensus problem with probability 1, in

Õ( f/
√

n) rounds and using Õ( f/
√

n) amortized communication bits whp, for any number

of crashes f < n.

Note that for f = Θ(n) the algorithm works in Õ(
√

n) rounds and uses Õ(
√

n) com-

munication bits per process. Observe also that the above result solves classic Consensus

as well, and as a such, it is the first algorithm which improves on the amortized commu-

nication of Bar-Joseph’s and Ben-Or’s Consensus algorithm [Bar-Joseph and M. Ben-Or],

which has been known as the best result up for over 20 years. The improvement is by

a nearly linear factor Θ(n/log13/2 n), while being only O(log3 n) away from the absolute

lower bound on time complexity (also proved in [Bar-Joseph and M. Ben-Or]).

High-level idea of α -BIASEDCONSENSUS. The improvement comes from replacing a di-

rect communication, in which originally all processes were exchanging their candidate val-

ues, by procedure FUZZYCOUNTING. This deterministic procedure solves Fuzzy Counting

problem, i.e., each process outputs a number between the starting and ending number of

active processes, and does it in O(log3 n) rounds and with O(log7 n) communication bits

per process, see Sections 2.2.3, 2.7 and Theorem 2.4.

First, processes run FUZZYCOUNTING where the set of active processes consists of the

processes with input value 1. Then, each process calculates logical AND of the two values:

its initial value and the logical value of formula “ones≥ α ·n”, where ones is the number

of 1’s output by the FUZZYCOUNTING algorithm. Denote by xp the output of the logical

AND calculated by process p – it becomes p’s candidate value.

Next, processes run O( f/
√

n logn) phases to update their candidate values such that

eventually every process keeps the same choice. To do so, in a round r every process p
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calculates, using the FUZZYCOUNTING algorithm, the number of processes with (current)

candidate value 1 and, separately, the number of processes with (current) candidate value 0,

denoted Or
p and Zr

p respectively. Based on these numbers, process p either sets its candidate

value to 1, if the number Or
p is large enough, or it sets it to 0, if the number Zr

p is large, or

it replaces it with a random bit, if the number of zeros and ones are close to each other.

In the Bar-Joseph’s and Ben-Or’s algorithm the numbers Zr
p and Or

p were calculate in

a single round of all-to-all communication. However, we observe that because processes’

crashes may affect this calculation process in an arbitrary way (the adversary could decide

which messages of the recently crashed processes to deliver and which do not, see Sec-

tion 2.4) and also because messages are simply zeros and ones, this step can be replaced by

any solution to Fuzzy Counting. In particular, the correctness and time complexity analysis

of the original Bar-Joseph’s and Ben-Or’s algorithm captured the case when an arbitrary

subset of 0-1 messages from processes alive in the beginning of this step and a superset of

those alive at the end of the step could be received and counted – and this can be done by

our solution to the Fuzzy Counting problem.

Monte Carlo version for f = n− 1. α -BIASEDCONSENSUS as described above is a

Las Vegas algorithm with an expected time complexity τ = Õ(
√

n), as is the original Bar-

Joseph’s and Ben-Or’s algorithm on which it builds. However, we can make it Monte

Carlo, which is more suitable for application in PARAMETERIZEDCONSENSUS, by forcing

all processes to stop by time const ·τ . In such case, the worst-case running time will always

be while the correctness (agreement) will hold only whp. In order to be applied as a sub-

routine in the PARAMETERIZEDCONSENSUS, we need to add one more adjustment, so that

PARAMETERIZEDCONSENSUS could guarantee correctness with probability 1. Mainly,

processes which do not decide by time const · τ−2 initiate a 2-round switch of the whole

system of P processes to a deterministic consensus algorithm, that finishes in O(n) rounds
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and uses O(polylog n) communication bits per process, e.g., from [Chlebus et al., 2009a].

Such switch between two consensus algorithms has already been designed and analyzed

before, c.f., [Chlebus et al., 2009a], and since this scenario happens only with polynomi-

ally small probability, the final time complexity of PARAMETERIZEDCONSENSUS will be

still Õ(
√

xn) and bit complexity Õ(
√

n/x) per process, both whp and expected.

2.2.2 Improved Fault-tolerant Gossip Solution

The PARAMETERIZEDCONSENSUS algorithm relies on a new (deterministic) solution

to a well-known Fault-Tolerant Gossip problem, in which each non-faulty process has to

learn initial rumors of all other non-faulty processes (while it could or could not learn

some initial rumors of processes that crash during the execution). Many solutions to this

problem have been proposed (c.f., [Chlebus and Kowalski, 2006a, Alistarh et al.]), yet, the

best deterministic algorithm given in [Chlebus and Kowalski, 2006a] solves Fault-tolerant

Gossip in O(log3 n) rounds using O(log4 n) point-to-point messages amortized per process.

However, it requires Ω(n) amortized communication bits regardless of the size of rumors.

We improve this result as follows:

Theorem 2.3 (Section 2.7.2). GOSSIP solves deterministically the Fault-tolerant Gossip

problem in Õ(1) rounds using Õ(|R|) amortized number of communication bits, where

|R| is the number of bits needed to encode the rumors.

High-level idea of GOSSIP. The algorithm implements a distributed divide-and-conquer

approach that utilizes the BIPARTITEGOSSIP deterministic algorithm, described in Sec-

tion 2.2.4, in the recursive calls. Each process takes the set P , an initial rumor r and its

unique name p ∈P as an input. The processes split themselves into two groups of size at

most ⌈n/2⌉ each: the first ⌈n/2⌉ processes with the smallest names make the group P1,

while the n−⌈n/2⌉ processes with the largest names constitute group P2. Each of those
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two groups of processes solves Gossip separately, by evoking the GOSSIP algorithm inside

the group only. The processes from each group know the names of every other process

in that group, hence the necessary conditions to execute the GOSSIP recursively are satis-

fied. After the recursion finishes, a process in P1 stores a set of rumors R1 of processes

from its group, and respectively, a process in P2 stores a set of rumors R2 of processes

from its group. Then, the processes solve the Bipartite Gossip problem by executing the

BIPARTITEGOSSIP algorithm on the partition P1, P2 and having initial rumors R1 and

R2. The output of this algorithm is the final output of the GOSSIP. A standard inductive

analysis of recursion and Theorem 2.5 stating correctness and Õ(1) time and Õ(|R|) amor-

tized communication complexities of BIPARTITEGOSSIP imply Theorem 2.3, which proof

is deferred to Section 2.7.2.

2.2.3 Fuzzy Counting

The abovementioned improvement of algorithm α-BIASEDCONSENSUS over [Bar-

Joseph and M. Ben-Or] is possible because of designing and employing an efficient solution

to a newly introduced Fuzzy Counting problem.

Definition 2.2 (Fuzzy Counting). An algorithm solves Fuzzy Counting if each process re-

turns a number between the initial and the final number of active processes. Here, being

active depends on the goal of the counting, e.g., all non-faulty processes, processes with

initial value 1, etc.

Note that the returned numbers could be different across processes. In Section 2.7 we

design a deterministic algorithm FUZZYCOUNTING and prove the following:

Theorem 2.4 (Section 2.7.2). The FUZZYCOUNTING deterministic algorithm solves the

Fuzzy Counting problem in Õ(1) rounds, using Õ(1) communication bits amortized per pro-

cess.

23



High-level idea of FUZZYCOUNTING. FUZZYCOUNTING uses the GOSSIP algorithm

with the only modification that now we require the algorithm the return the values Z and O,

instead of the set of learned rumors. We apply the same divide-and-conquer approach. That

is, we partition P into groups P1 and P2 and we solve the problem within processors

of this partition. Let Z1, O1 and Z2, O2 be the values returned by recursive calls on set

of processes P1 and P2, respectively. Then, we use the BIPARTITEGOSSIP algorithm,

described in Section 2.2.4, to make each process learn values Z and O of the other group.

Eventually, a process returns a pair of values Z1 + Z2 and O1 + O2 if it received the values

from the other partition during the execution of BIPARTITEGOSSIP, or it returns the values

corresponding to the recursive call in its own partition otherwise. It is easy to observe

that during this modified execution processes must carry messages that are able to encode

values Z and O, thus in this have it holds that |R|= O(logn).

2.2.4 Bipartite Gossip

Our GOSSIP and FUZZYCOUNTING algorithms use subroutine BIPARTITEGOSSIP that

solves the following (newly introduced) problem.

Definition 2.3. Assume that there are only two different rumors present in the system, each

in at most ⌈n/2⌉ processes. The partition is known to each process, but the rumor in the

other part is not. We say that an algorithm solves Bipartite Gossip if every non-faulty

process learns all rumors of other non-faulty processes in the considered setting.

Bipartite Gossip is a restricted version of the general Fault-tolerant Gossip problem,

which can be solved in O(log3 n) rounds using O(log4 n) point-to-point messages amortized

per process, but requires Ω(n) amortized communication bits. In this paper, we give a

new efficient deterministic solution to Bipartite Gossip, called BIPARTITEGOSSIP, which,

properly utilized, leads to better solutions to Fault-tolerant Gossip and Fuzzy Counting.
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More details and the proof of the following result are given in Section 2.7.1.

Theorem 2.5 (Section 2.7.1). Given a partition of the set of processes P into two groups

P1 and P2 of size at most ⌈n/2⌉ each, deterministic algorithm BIPARTITEGOSSIP solves

the Bipartite Gossip problem in Õ(1) rounds and uses Õ(n · |R|) bits, where |R| is the

minimal number of bits needed to uniquely encode the two rumors.

High-level idea of BIPARTITEGOSSIP. If there were no crashes in the system, it would be

enough if processes span a bipartite expanding graph with poly-logarithmic degree on the

set of vertices P1∪P2 and exchange messages with their initial rumors in Õ(1) rounds. In

this ideal scenario the O(logn) bound on the expander diameter suffices to allow every two

process exchange information, while the sparse nature of the expander graphs contributes

to the low communication bit complexity. However, a malicious crash pattern can easily

disturb such a naive approach. To overcome this, in our algorithm processes – rather than

communicating exclusively with the other side of the partition – also estimate the number of

crashes in their own group. Based on its result, they are able to adapt the level of expansion

of the bipartite graph between the two parts to the actual number of crashes.

The internal communication within group P1 uses graphs from a family of Θ(logn)

expanders: Gin = {Gin(0), . . . ,Gin(logn)}, for t = O(logn), spanned on the set of pro-

cesses P1 and such that Gin(i) ⊆ Gin(i+ 1), the degree and expansion parameter of the

graphs double with the growing index, and the last graph is a clique. They select the next

graph in this family every time they observe a significant reduction of non-faulty processes

in their neighborhood. Initially, processes from P1 span an expander graph Gin(0) with

O(logn) degree on the set P1, in the sense that each process in P1 identifies its neighbors

in the graph spanned on P1. In the course of an execution, each process from P1 keeps

testing the number of non-faulty processes in its O(logn) neighborhood in Gin(0). If the

number falls down below some threshold, the process upgrades the used expanding graph
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by switching to the next graph from the family – Gin(1). The process continues testing, and

switching graph to the next in the family if necessary, until the end of the algorithm. The

ultimate goal of this ’densification’ of the overlay graph is to enable each process’ com-

munication with a constant fraction of other alived processes in P1. Note here that this

procedure of adaptive adjustment to failures pattern happens independently at processes

in P1, therefore it may happen that processes in P1 may have neighborhoods taken from

different graphs in family Gin.

The external communication of processes from P1 with processes from P2 is strictly

correlated with their estimation of the number of processes being alive in their O(logn)

neighborhood in P1 using expanders in Gin, as described above. Initially, a process from

P1 sends its rumor according to other expander graph Gout(0) of degree O(logn), the

first graph in another family of expanders graphs Gout = {Gout(0), . . . ,Gout(t)}, for t =

O(logn), spanned on the whole set of processes P1∪P2, such that Gout(i)⊆Gout(i+1),

the degree and expansion parameter of the graphs double with the growing index, and

the last graph is a clique. Each time a process chooses a denser graph from family Gin

in the internal group communication, described in the previous two paragraphs, it also

switches to a denser graph from family Gout in the external communication with group

P2. The intuition is that if a process knows that the number of alive processes in its

O(logn) neighborhood in P1 has been reduced by a constant factor since the last check, it

can afford an increase of its degree in external communication with group P2 by the same

constant factor, as the amortized message complexity should stay the same.

The above dynamic adjustment of internal and external communication degree allows to

achieve asymptotically similar result as in the fault-free scenario described in the beginning,

up to polylogarithmic factor. More details and the proofs of correctness and performance

are in Section 2.7.1.
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2.2.5 Local Signalling

LOCALSIGNALLING is a specific deterministic algorithm, parameterized by a family

of overlay graphs provided to the processes. Processes start at the same time, but may be

at different levels – the level indicates which overlay graph is used for communication.

The name Local Signalling comes from the way it works – similarly to distributed sparking

networks, a process keeps sending messages (i.e., ’signalling’) to its neighbors in its current

overlay graph as long as it receives enough number of messages from them. Once a process

fails to receive a sufficient number of messages from processes that use the same overlay

graph or the previous ones, LOCALSIGNALING detects such anomaly and remembers a

negative ’not surviving’ result (to be returned at the end of the algorithm). Such process

does not stop, but rather keeps signaling using less dense overlay graph, in order to help

processes at lower level to survive. This non intuitive behavior is crucial in bounding the

amortized bit complexity. The algorithm takes O(logn) rounds. Its goal is to leverage the

adversary – if the adversary does not fail many processes starting at a level ℓ, some fraction

of them will survive and exchange messages in O(logn) time and O(polylog n) amortized

number of communication bits.

More specifically, the algorithm run by process p takes as in input:

(i) the name of a process p and a set of all processes in the system P;

(ii) an expander-like overlay graph family G = {G(1), . . . ,G(t)} spanned on P such that:

t = O(logn), G(i) ⊆ G(i+ 1), the degree and expansion parameters of the graphs double

with the growing index, and the last graph is a clique. Two additional parameters δ and γ

describe a diameter and a maximal degree of the base graph G(1), resp. See Section 2.4.1;

(iii) the process’ (starting) level ℓp, which denotes the index of the graph from family G

the process currently uses to communicate; and

(iv) the message to convey, r.
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For a given round, let T denote a communication graph ∪p∈PNG(ℓp)(p), that is, a graph

with the set of vertices corresponding to P and the set of edges determined based on neigh-

bors of each vertex/process p ∈P from the graph G(ℓp) corresponding to the current level

ℓp of process p. Processes exchange messages along this graph, and those who discover

that the number of their alived neighbors with the same or higher level ℓ is below some

threshold, decrease their level by 1 (i.e., switch their overlay graphs to the previous one in

the family). Those who do it at least once during the execution of LOCALSIGNALLING,

which takes O(logn) rounds, have ’not survived Local Signalling’, others ’have survived’.

We will show that if all processes start LOCALSIGNALING at the same time, those who

have survived Local Signalling must have had large-size O(logn)-neighborhoods in graph

T in the beginning of the execution. Moreover, they were able to exchange messages

with other surviving processes in their O(logn)-neighborhoods, c.f.. Lemma 2.17. We

will also prove that the amortized bit complexity of the LOCALSIGNALING algorithm is

O(polylog n) per process, c.f., Lemma 2.16. This is the most advanced technical part used

in our algorithm – its full description and detail analysis are given in Section 2.8.

2.3 Previous and related work

Early work on consensus. The Consensus problem was introduced by Pease, Shostak

and Lamport [Pease et al., 1980a]. Early work focused on deterministic solutions. Fisher,

Lynch and Paterson [Fisher et al., 1985] showed that the problem is unsolvable in an asyn-

chronous setting, even if one process may fail. Fisher and Lynch [Fisher and N. Lynch,

1982] showed that a synchronous solution requires f +1 rounds if up to f processes may crash.

The optimal complexity of consensus with crashes is known with respect to the time and

the number of messages (or communication bits) when each among these performance met-

rics is considered separately. Amdur, Weber and Hadzilacos [Amdur et al., 1992] showed
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that the amortized number of messages per process is at least constant, even in some failure-

free execution.

The best deterministic algorithm, given by Chlebus, Kowalski and Strojnowski in [Chle-

bus et al., 2009a], solves consensus in asymptotically optimal time Θ(n) and an amortized

number of communication bits per process O(polylog n).

Efficient randomized solutions against weak adversaries. Randomness proved itself

useful to break a linear time barrier for time complexity. However, whenever random-

ness is considered, different types of an adversary generating failures could be considered.

Chor, Merritt and Shmoys [Chor et al., 1989a] developed constant-time algorithms for

consensus against an oblivious adversary – i.e., the adversary who knows the algorithm

but has to decide which process fails and when before the execution starts. Gilbert and

Kowalski [Gilbert and Kowalski, 2010a] presented a randomized consensus algorithm that

achieves optimal communication complexity, using O(1) amortized communication bits

per process and terminates in O(logn) time with high probability, tolerating up to f < n/2

crash failures.

Randomized solutions against (strong) adaptive adversary. Consensus against an adap-

tive adversary, considered in this paper, has been already known as more expensive than

against weaker adversaries. The time-optimal randomized solution to the consensus prob-

lem was given by Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or]. Their algorithm

works in O(
√

n
logn) expected time and uses O( n3/2

logn) amortized communications bits per pro-

cess, in expectation. They also proved optimality of their result with respect to the time

complexity, while here we substantially improve the communication.

Beyond synchronous crashes. It was shown that more severe failures or asynchrony

could cause a substantially higher complexity. Dolev and Reischuk [Dolev and Reischuk,

1985a] and Hadzilacos and Halpern [Hadzilacos and Halpern, 1993a] proved the Ω( f )
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lower bound on the amortized message complexity per process of deterministic consensus

for (authenticated) Byzantine failures. King and Saia [King, 2011] proved that under some

limitation on the adversary and requiring termination only whp, the sublinear expected

communication complexity O(n1/2polylog n) per process can be achieved even in case

of Byzantine failures. Abraham et al. [Abraham et al., 2019a] showed necessity of such

limitations to achieve subquadratic time complexity for Byzantine failures.

If asynchrony occurs, the recent result of Alistarh et al. [Alistarh et al., 2018] showed

how to obtain almost optimal communication complexity O(n logn) per process (amor-

tized) if less then n/2 processes may fail, which improved upon the previous result O(n log2 n)

by Aspnes and Waarts [Aspnes and Waarts, 1996a] and is asymptotically almost optimal

due to the lower bound Ω(n/log2 n) by Aspnes [Aspnes, 1998a].

Fault-tolerant Gossip was introduced by Chlebus and Kowalski [Chlebus and Kowalski,

2006a]. They developed a deterministic algorithm solving Gossip in time O(log2 f ) while

using O(log2 f ) amortized messages per process, provided n− f =Ω(n). They also showed

a lower bound Ω( logn
log(n logn)−log f ) on the number of rounds in case O(polylog n) amortized

messages are used per process. In a sequence of papers [Chlebus and Kowalski, 2006a,

Georgiou et al., 2005a, Chlebus and Kowalski, 2006b], O(polylog n) message complexity,

amortized per process, was obtained for any f < n, while keeping the polylogarithmic

time complexity. Note however that general Gossip requires Ω(n) communication bits per

process for different rumors, as each process needs to deliver/receive at least one bit to all

non-faulty processes. Randomized gossip against an adaptive adversary is doable w.h.p. in

O(log2 n) rounds using O(log3 n) communication bits per process, for a constant number

of rumors of constant size and for f < n
3 processes, c.f., Alistarh et al. [Alistarh et al.].
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2.4 Model and Preliminaries

In this section we discuss the message-passing model in which all our algorithms are

developed and analyzed. It is the classic synchronous message-passing model with pro-

cesses’ crashes, c.f., [Attiya and Welch, 2004a, Bar-Joseph and M. Ben-Or].

Processes. There are n synchronous processes, with synchronized clocks. Let P de-

note the set of all processes. Each process has a unique integer ID in the set P = [n] =

{1, . . . ,n}. The set P and its size n are known to all the processes (in the sense that it may

be a part of code of an algorithm); it is also called a KT-1 model in the literature [Peleg,

2000].

Communication. The processes communicate among themselves by sending messages.

Any pair of processes can directly exchange messages in a round. The point-to-point com-

munication mechanism is assumed to be reliable, in that messages are not lost nor corrupted

while in transit.

Computation in rounds. A computation, or an execution of a given algorithm, proceeds

in consecutive rounds, synchronized among processes. By a round we mean such a num-

ber of clock cycles that is sufficient to guarantee the completion of the following opera-

tions by a process: first, multicasting a message to an arbitrary set of processes (selected

by the process during the preceding local computation in previous round or stored in the

starting conditions); second, receiving the sent messages by their (non-faulty) destination

processes; third, performing local computations.

Processes’ failures and adversaries. Processes may fail by crashing. A process that has

crashed stops any activity, and in particular does not send nor receive messages. There is

an upper bound f < n on the number of crash failures we want to be able to cope with,

which is known to all processes in that it can be a part of code of an algorithm. We may
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visualize crashes as incurred by an omniscient adversary that knows the algorithm and has

an unbounded computational power; the adversary decides which processes fail and when.

The adversary knows the algorithm and is adaptive – if it wants to make a decision in a

round, it knows the history of computation until that point. However, the adversary does

not know the future computation, which means that it does not know future random bits

drawn by processes. We do not assume failures to be clean, in the sense that when a process

crashes while attempting to multicast a message, then some of the recipients may receive

the message and some may not; this aspect is controlled by the adversary. An adversarial

strategy is a deterministic function, which assigns to each possible history that may occur

in any execution some adversarial action in the subsequent round – i.e., which processes to

crash in that round and which of their last messages would reach the recipients.

Performance measures. We consider time and bit communication complexities as per-

formance measures of algorithms. For an execution of a given algorithm against an adver-

sarial strategy, we define its time and communication as follows. Time is measured by the

number of rounds that occur by termination of the last non-faulty process. Communication

is measured by the total number of bits sent in point-to-point messages by termination of

the last non-faulty process. For randomized algorithms, both these complexities are ran-

dom variables. Time/Communication complexity of a distributed algorithm is defined as

a supremum of time/communication taken over all adversarial strategies, resp. Finally,

time/communication complexity of a distributed problem is an infimum of all algorithms’

time/communication complexities, resp. In this work we present communication complex-

ity in a form of an amortized communication complexity (per process), which is equal to

the communication complexity divided by the number of processes n.

Notation whp. We say that a random event occurs with high probability, or whp, if its

probability can be lower bounded by 1−O(n−c) for a sufficiently large positive constant c.
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Observe that when a polynomial number of events occur whp each, then their union occurs

with high probability as well.

2.4.1 Overlay Graphs

We review the relevant notation and main theorems assuring existence of specific fault-

tolerant compact expanders from [Chlebus et al., 2009a]. We will use them as overlay

graphs in the paper, to specify via which links the processors should send messages in

order to maintain small time and communication complexities. Some properties of these

graphs have already been observed in [Chlebus et al., 2009a], however we also prove a new

property (Lemma 2.2) and use it for analysis of a novel Local Signalling procedure (Sec-

tion 2.8).

Notation. Let G = (V,E) denote an undirected graph. Let W ⊆V be a set of nodes of G.

We say that an edge (v,w) of G is internal for W if v and w are both in W . We say that

an edge (v,w) of G connects the sets W1 and W2 or is between W1 and W2, for any disjoint

subsets W1 and W2 of V , if one of its ends is in W1 and the other in W2. The subgraph of G

induced by W , denoted G|W , is the subgraph of G containing the nodes in W and all the

edges internal for W . A node adjacent to a node v is a neighbor of v and the set of all the

neighbors of a node v is the neighborhood of v. Ni
G(W ) denotes the set of all the nodes in V

that are of distance at most i from some node in W in graph G. In particular, the (direct)

neighborhood of v is denoted NG(v) = N1
G(v).

Desired properties of overlay graphs. Let α , β , δ , γ and ℓ be positive integers and

0 < ε < 1 be a real number. The following definition extends the notion of a lower bound

on a node degree:

Dense neighborhood: For a node v∈V , a set S⊆Nγ

G(v) is said to be (γ,δ )-dense-neighborhood

for v if each node in S∩Nγ−1
G (v) has at least δ neighbors in S.
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We want our overlay graphs to have the following properties, for suitable parameters α , β ,

δ and ℓ:

Expansion: graph G is said to be ℓ-expanding, or to be an ℓ-expander, if any two subsets

of ℓ nodes each are connected by an edge.

Edge-density: graph G is said to be (ℓ,α,β )-edge-dense if, for any set X ⊆V of at least ℓ

nodes, there are at least α|X | edges internal for X , and for any set Y ⊆ V of at most

ℓ nodes, there are at most β |Y | edges internal for Y .

Compactness: graph G is said to be (ℓ,ε,δ )-compact if, for any set B ⊆ V of at least

ℓ nodes, there is a subset C ⊆ B of at least εℓ nodes such that each node’s degree

in G|C is at least δ . We call any such set C a survival set for B.

Existence of overlay graphs. Let δ ,γ,k be integers such that δ = 24logn, γ = 2logn

and 25δ ≤ k≤ 2n
3 . Let G(n, p) be an Erdős–Rényi random graph of n nodes, in which each

pair of nodes is connected by an edge with probability p, independently over all such pairs.

Theorem 2.6 ([Chlebus et al., 2009a]). For every n and k such that 25δ ≤ k≤ 2n
3 , a random

graph G(n,24δ/k) satisfies all the below properties whp:

(i) it is (k/64)-expanding, (iii) it is (k,3/4,δ )-compact,

(ii) it is (k/64,δ/8,δ/4)-edge-dense, (iv) the degree of each node is between 22n
k δ

and 26n
k δ .

We define an overlay graph G(n,k,δ ,γ) as an arbitrary graph of n nodes fulfilling the

conditions of Theorem 2.6. Graph G(n,k,δ ,γ) can be computed locally (i.e., in a single

round) and deterministically by each process. Specifically, by Theorem 2.6, the class of

graphs satisfying the four properties (i) - (iv) is large, therefore any deterministic search in

the class of n-node graphs, applied locally by each process, returns the same overlay graph
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G(n,k,δ ,γ) in all processes.3

Lemma 2.1 ([Chlebus et al., 2009a]). If graph G = (V,E) of n nodes is (k/64,δ/8,δ/4)-

edge-dense then any (γ,δ )-dense-neighborhood for a node v ∈V has at least k/64 nodes,

for γ ≥ 2lgn.

The new property. The key new property of overlay graphs with good expansion, edge-

density and compactness is that survival sets in such graphs have small diameters.

Lemma 2.2. If graph G = (V,E) of n nodes is ( k
64)-expanding, ( k

64 ,
δ

8 ,
δ

4 )-edge-dense and

(k, 3
4 ,δ )-compact, then for any set B ⊆ V of at least k nodes and for any two nodes v,w

from set C being a survival set of B, the nodes v,w are of distance at most 2γ +1 in graph

G|C, for any γ ≥ 2lgn.

2.5 Parameterized Consensus: Trading Time for Communication

We first specify and analize algorithm PARAMETERIZEDCONSENSUS, for a given pa-

rameter x ∈ [1, . . . ,n]4 and a number of crashes f < n
10 . Later, in Section 2.5.4, we show

how to generalize it to algorithm PARAMETERIZEDCONSENSUS∗, which works correctly

and efficiently for any number of crashes f < n.

Notation and data structures. Let p ∈P denote the process executing the algorithm,

while bp denote p’s input bit; P,x, p,bp are the input of the algorithm. Let SP1, . . . ,SPx

be a partition of the set P of processes into x groups of n
x processes each. SPi is called

a super-process, and each p ∈ SPi is called its member. We also denote by SP[p] the

super-process SPi to which p belongs. A graph H is an overlay graph G(x, x
3 ,δx,γx),

which existence and properties are guaranteed in Theorem 2.6 and Lemma 2.2, where

3Recall that each round contributes 1 to the time complexity, no matter of the length of local computation.
4Without loss of generality, we may assume that x is a divisor of n. If it is not the case, we can always

make ⌈x⌉ groups of size
⌈ n

x

⌉
, which would not change the asymptotic analysis of the algorithm.
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δx := 24logx,γx := 2logx. We uniquely identify vertices of H with super-processes. We

say that two super-processes, SPp and SPq, are neighbors if vertices corresponding to them

share an edge in H . For every two such neighbors, we denote by SE(SPp,SPq) an over-

lay graph G(2n
x ,

2n
3x ,24log 2n

x ,2log 2n
x ) which vertices we identify with the set SPp ∪ SPq.

(SE(SPp,SPq) is a short form of super-edge between SPp and SPq.) Again, for existence

and properties of the above overlay graph we refer to Theorem 2.6 and Lemma 2.2. Since

the processes operate in KT -1 model, we can assume that all objects mentioned in this

paragraph can be computed locally by any process. Below is a pseudo-code of algorithm

PARAMETERIZEDCONSENSUS.

Algorithm 1: PARAMETERIZEDCONSENSUS

input: P , x, p, bp
1 calculate locally {SP1, . . . ,SPx}, H ;
2 candidate value←

PARAMETERIZEDCONSENSUS:PHASE 1(P,{SP1, . . . ,SPx},H ,x, p,bp);
3 confirmed← PARAMETERIZEDCONSENSUS:PHASE 2(P , {SP1, . . . ,SPx}, H ,

x, p);
4 if confirmed= 1 then
5 CandidatesValues← GOSSIP(P, p,candidate value) ; /* Phase 3 */

6 else
7 CandidatesValues← GOSSIP(P, p,−1) ; /* Phase 3 */

8 decision value← any value of the set CandidatesValues that differs from −1
;

9 return decision value

High-level idea of PARAMETERIZEDCONSENSUS. We cluster processes into x disjoint

groups (super-processes) of n
x processes each. Processes locally compute the super-process

they belong to and overlay graphs. Starting from this point, we view the system as a set of

x super-processes.

In the beginning (see line 2 and Section 2.5.1 for description of Phase 1), Phase 1

is executed in which super-processes flood value 1 along an overlay graph H of super-

processes. The main challenge is to do it in Õ(
√

xn) rounds and Õ(
√

n/x) amortized
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communication per process whp.

In Phase 2 (see line 3 and Section 2.5.2 for description of Phase 2), super-processes

estimate the number of operating super-processes in the neighborhood of radius O(logx)

in graph H . Members of those super-processes who estimate at least a certain constant

fraction (we say that they “survive”), set up variable confirmed to 1. The main challenge

is to do it in Õ(
√

n/x) rounds and Õ(
√

nx) amortized communication per process whp.

Next, we discard the partition into x super-processes. All processes execute a GOSSIP

algorithm. Processes that set up variable confirmed to 1 start the GOSSIP algorithm with

their initial value being the value of the super-process they belonged to. Other processes

start with a null value (-1). Because super-processes use graph H for communication,

which in particular satisfies (x, 3
4 ,δx)-compactness property, we will prove that at the end

of Phase 2 at least a constant fraction of non-faulty (i.e., their 3
4 fraction of members are

alive) super-processes survive. This implies that at least a constant fraction of processes

begins the GOSSIP algorithm with a not-null value. Because the not-null value results from

a flooding-like procedure of value 1 (if there is any in the system), we will be able to prove

that, eventually, every process gets the same value, since at most a constant number of

crashes can occur.

To preserve synchronicity, in the PARAMETERIZEDCONSENSUS algorithm we use the

Monte Carlo version of BIASEDCONSENSUS in both Phase 1 and Phase 2, see discussion

in Section 2.2.1. However, with a polynomial small probability, in this variant of Consen-

sus some processes may not reach a decision value. To handle this very unlikely scenario,

processes who have not decided in a run of BIASEDCONSENSUS alarm the whole system

by sending a message to every other process. Then, the whole system switches to any deter-

ministic Consensus algorithm with O(n)-time and amortized communication bit complexi-

ties (c.f., [Attiya and Welch, 2004a]) and returns its outcome as the final decision. The latter

part of alarming and the deterministic Consensus algorithm could use Θ(n) communication
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bits, however it happens only with polynomially small probability, see Section 2.2.1; there-

fore, it does not affect the final amortized complexity of the PARAMETERIZEDCONSENSUS

algorithm whp. For the sake of clarity, we decide to not include this relatively straightfor-

ward ’alarm’ scheme in the pseudocodes.

2.5.1 Specification and Analysis of Phase 1

Algorithm 2: PARAMETERIZEDCONSENSUS:PHASE 1
input: P , {SP1, . . . ,SPx}, H , x, p, bp

1 is active← true ;
2 candidate value← 2

3 -BIASEDCONSENSUS(p,SP[p],bp);
3 for i← 1 to x+1 do
4 if is active= true & candidate value= 1 then
5 candidate value← 2

3 -BIASEDCONSENSUS(p,SP[p],candidate value)

;
6 else
7 stay silent for y = Õ(

√n
x ) rounds ;

8 if is active= true & candidate value= 1 then
9 foreach super-process SPj being a neighbor of SP[p] in H do

10 send 1 to every member of SPj which is a neighbor of p in
SE(SP[p],SPj) ;

11 end
12 is active← false ;
13 if p received a message containing 1 in the previous round then
14 candidate value← 1 ;
15 end
16 return 1

3 -BIASEDCONSENSUS(p,SP[p],candidate value)

High-level idea. In the beginning, the members of every super-process agree on a single

value among their input values. Once this is done, super-processes start a flooding proce-

dure navigated by an overlay graph H . H should be an expander-like, regular graph with

good connectivity properties, but a small degree of at most O(logx). Intuitively, this can

guarantee that regardless of the crash pattern there will exist a connected component, of a
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size being a constant fraction of all vertices, in H consisting of super-processes that are

still operating. The flooding processes is a sequential process of O(x) phases. A single

super-process communicates, that means it sends value 1 to all its neighbors in H , in at

most one phase only; either in the first phase, if the value its members agreed on in the

beginning is 1; or in the very first phase after the super-process received value 1 from any

of its neighbors in H . End of the flooding process encloses the Phase 1 of the algorithm.

Once members of a super-process get value 1 for the first time, their use BIASEDCON-

SENSUS to agree if value 1 has been received or not. It is necessary due to crashes during

the flooding process, yet it is not easy to implement with low amortized bit complexity.

A pattern of crashes can result in some members of a super-process receiving value 1 and

some other not. One can require all members to execute BIASEDCONSENSUS in each

phase, but this will blow up the amortized bit complexity to Õ(x
√n

x ) whp. We in turn, pro-

pose to execute BIASEDCONSENSUS only among this members who received value 1 in

the previous communication round (i.e. line 10) and use the stronger properties of Biased

Consensus problem to argue that the number of calls to the BIASEDCONSENSUS algorithm

will not be to large.

Analysis. Recall, that we say that a super-process communicates with another super-

process if any of its members executes lines 9-11 of the Algorithm 2. Trivially, from the

Algorithm 2 we get that each member of a super-process executes line 10 at most once,

since if the line is executed then variable is active will be changed to false, but the next

lemma shows that we can expect more: members of a super-process preserve synchronicity

in communicating with other members.

Lemma 2.3. For every i ∈ [x], there is at most one iteration of the main loop in which SPi

communicates with any other super-process.

Proof. Let us fix any super-process SPi and consider the first round r in which that super-
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processes communicates with another one. If such round does not exist the lemma holds.

Now, if a member p of the super-process SPi executes line 10, it must have its variables

is active and candidate value set to true and 1, respectively. In particular this means,

that p had to execute line 5 before it reached line 10 in this iteration. Otherwise, its value

candidate value would be 0. This, let us conclude that the 2
3 -BIASEDCONSENSUS al-

gorithm executed in line 5 returned value 1. Since, we used a Biased Consensus algorithm,

see Theorem 2.2, we have that at least 2
3 |SPi|members started the synchronous execution of

line 5. It easily follows, that each of this members either became faulty or executed line 10

later in the same iteration of the main loop. If a member executed line 10, it sets its variable

is active to false and stays idle for the rest of the algorithm run, in particular it does

not participate in any future run of the 2
3 -BIASEDCONSENSUS algorithm. The same holds

if a member became a faulty process. It gives us that at most 1
3 |SPi| members of SPi can

participate with value other than 0. Since they always execute the 2
3 -BIASEDCONSENSUS

algorithm, thus according to Theorem 2.2, the result will always be 0. This proves that SPi

will not communicate in any other round than r.

Lemma 2.4. For every i ∈ [x], members of a non-faulty super-process SPi return the same

value in PHASE 1.

Proof. Each member returns its decision based on the result of the Biased variant of a

Consensus algorithm executed on the set of all members of its super-process, thus according

to Theorem 2.2, each member must return the same value.

Recall, that we defined a super-process non-faulty if in the end of the PARAMETERIZEDCON-

SENSUS algorithm at least 3
4 of its members have not been crashed. In particular, the num-

ber of operating members is at least 3n
4x in every phase of the algorithm.

Lemma 2.5. There are no two non-faulty super-processes that are connected by an edge

in H but they members return different decision values in the end of PHASE 1.
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Proof. Assume contrary, that there exist two super-processes SP1, SP2 that are connected

by an edge in H , such that members SP1 return value 0, but members of SP2 return 1.

For the super-process SP2, the returned value is calculated based on values of variables

candidate value of its members, which are in turn calculated based on output of the 2
3 -

BIASEDCONSENUS algorithm from line 5 (optionally, it can be a result of the run of this

algorithm in line 2, but than line 5 is executed as well). Therefore, there must be at least

iteration of the main loop in which members of SP2 agreed on 1 in the line 5. Observe, that

in the same iteration these members must communicate, i.e. execute line 10. According to

Lemma 2.3 there is at most one such iteration. Let k be the number of this iteration.

Suppose that k= x+1. This means that members of SP2 have set variable candidate value

to 1 based on received messages from members of a neighboring super-process SPa. We

observe, this messages must be received in the preceding iteration, that is in the iteration

k−1, super-process SP3 communicated with SP2. By Lemma 2.3 there is at most on such

iteration for SP3, which in turn gives us that some other super-process must communicate

with SP3 in the iteration k−2. By backwards induction and the fact the each super-process

communicates at most once, we get a chain of distinct super-processes P2,SP3, . . . ,SPx+2,

such that for j ∈ [3,x+2] super-process SPj communicated with super-process SPj−1 in the

iteration r− j+ 2 of the main loop. The chain consists of x distinct super-processes, thus

SP1 must belong to it. This in turn means that there exists an iteration of the main loop,

in which members of SP1 communicated by sending message 1 to other super-processes,

i.e. they executed lines 9-11. If the communication happened in this iteration, by a ret-

rospective reasoning, we can conclude the 2
3 -BIASEDCONSENSUS in line 5, that proceeds

the communication must result in value 1. From the property of the α-Biased Consen-

sus, we have that at least 2
3 fraction of members of SP1 started the line 5 having value

candidate value set to 1. Because SP1 is non-faulty, thus at least 2
3 −

1
4 ≥

1
3 fraction of

members from SP1 remain non-faulty to the end of PHASE 1. Therefore, the outcome of the
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1
3−BIASEDCONSENSUS algorithm must be 1 which is a contradiction with the assumption

that members of SP1 have set the variable decision value to 0.

Consider now the case where k < x+1. We shall show that members of SP2 send mes-

sage 1 to sufficiently many members of SP1 in iteration k+1≤ x+1 to influence the value

their return. Provided that SP2 communicates in round k, we observe that members must

also execute line 5, and to make the communication possible, the 2
3−BIASEDCONSENSUS

must return value 1. From the properties of α−Biased Consensus, we get that at least

2
3 fraction of members of SP2 started the Consensus algorithm with candidate value

set to 1. Since SP2 is non-faulty, thus at least 2
3 −

1
4 = 5

12 fraction of members of SP2

took part in sending messages to members of SP1 in lines 9-11. The graph SE(SP2,SP1)

satisfies properties of Theorem 2.6; in particular, by Lemma 2.1, we get that at least 11
12

members of SP1 received message 1 in the iteration k. Using the fact that SP1 is non-

faulty, we argue that at least 11
12 −

1
4 = 2

3 members of SP1 participated in the run of the 2
3 -

BIASEDCONSENSUS algorithm in the next k+ 1 iteration. These processes preserved the

variable candidate value set to 1 since sufficiently many members started and finished

the run of the 2
3 -BIASEDCONSENSUS algorithm. These members eventually take part in

the execution of the 1
3 -BIASEDCONSENSUS algorithm at the end of PHASE 1. Since their

start the execution having candidate value set to 1 and they do not crash, thus the result

of the 1
3 -BIASEDCONSENSUS must be 1. This proves the lemma.

From the previous lemma we can immediately conclude.

Lemma 2.6. Members of each connected component of H formed by a non-faulty super-

processes return the same decision values in the end of PHASE 1.

Lemma 2.7. The PHASE 1 part of the PARAMETERIZEDCONSENSUS algorithm takes

Õ(x
√

n/x) rounds and uses Õ(n
√

n/x logn) bits whp.
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Proof. The upper bound on the number of rounds follows from the observation that in each

iteration of the main loop of the PHASE 1 algorithm, the execution of 2
3 -BIASEDCONSENSUS

in line 5 takes Õ(
√

n/x) rounds whp, by Theorem 2.2, and every other instruction is just a

single round communication. By applying union bound over all iterations of the main loop,

we get the the total running time of the PHASE 1 algorithm is Õ(x
√

n/x) whp.

To get the correct upper bound on the bit complexity of the algorithm we will first bound

the number iterations in which members of a super-process SP[p] call the 2
3 -BIASEDCON-

SENSUS algorithm in line 5. Observe, that this line is executed only if both variables

is active and candidate value are set to true and 1 respectively. Also, from the pseu-

docode of PHASE 1 it follows that before the current iteration ends either is active will

be set to false, or candidate value will be changed to 0. Thus, to execute line 5 in any

future iteration, members of SP[p] must receive a message 1 from a member of a neigh-

bor of SP[p] in H , since this is the only way to re-set candidate value to 1. But the

crux is, that this cannot happen more than δx number of times. Indeed, in Lemma 2.3

we proved that members of each super-processes send messages to other members at most

once. Moreover, they do this in the very same round. Since SPp has no more than δx neigh-

bors in H we get that 2
3 -BIASEDCONSENSUS algorithm in line 5 can be executed at most

this number of times among members of SP[p]. Combining this fact with the complexity

bounds given in Theorem 2.2, we get the the total number of bits used for all runs of the

2
3 -BIASEDCONSENSUS algorithm among members of SPp is O(δx · (n/x)

√
n/x log4 n/x)

whp.

Members may communicate in only one other way, by sending single bits in line 10.

However, by entering the if clause containing this line, a member must change its variable

is active from true to false. Since this operation is irrevocable, the line 10 may be

executed at most one by each process. For communication between super-processes, SP[p]

and SP[q], we used sparse graphs SE(SP[p],SP[q]) of degree δn/x = O(log(n/x). Also the
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degree of SP[q] in H is δx which gives us the in total members of SP[p] use O((n/x) ·

log(n/x) ·δx) bits for the second type of communication.

Summing the two above estimation over all super-processes gives us the claimed upper

bound on the number of bits used by Phase 1.

2.5.2 Specification and Analysis of Phase 2

Algorithm 3: PARAMETERIZEDCONSENSUS:Phase 2
input: P , {SP1, . . . ,SPx}, H , x, p

1 if 3
4 -BIASEDCONSENSUS(p,SP[p],1) = 1 then

2 is active← true

3 else
4 is active← false ; /* stage i */

5 for i← 1 to γx do
6 if is active= true then
7 SN← /0 ;
8 foreach super-process SPj being a neighbor of SP[p] in H do
9 N j← GOSSIP(SP[p]∪SPj, p, p) ;

10 SN← SN∪N j ;
11 end
12 if |SN|> δx then many superprocesses← 1 ;
13 else many superprocesses← 0 ;
14 survived← 2

3 -BIASEDCONSENSUS(p,SP[p],many superprocesses) ;
15 if survived= 0 then
16 is active← false

17 end
18 end
19 return is active; /* a bit indicating whether p’s super-process

survived */

High-level idea. In Phase 2, non-faulty super-processes estimate the number of operating

super-processes in the neighborhood of radius O(logx) in graph H . Those who estimate

at least a certain constant fraction, set up variable confirmed to 1. In order to achieve that,

each super-process keeps signaling all its neighbors in H in γx = O(logx) stages until at
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least a constant fraction of them signaled its activity in preceding stage. A super-process

that has been signaling during all stages is said to survive. We will prove that, thanks to

suitably chosen connectivity properties of H , at least a constant fraction of super-processes

survives. Members of these super-processes will influence the final decision of the whole

system in the following Phase 3.

Analysis.

Lemma 2.8. At least 1
2 super-processes are non-faulty and survive PHASE 2 of the PARA-

METERIZEDCONSENSUS algorithm.

Proof. The lemma follows from the connectivity properties of the graph H . We say that

a super-process becomes inactive whenever its members set the variable is active to

false. Observe that this definition is consistent since the variable is always an output of

the α-BIASEDCONSENSUS algorithm.

Let S be the set of non-faulty super-processes. Because adversary can crash at most 1
10

processes, thus |S|> 6
10x. First, we see that every super-process belonging S starts PHASE 2

with is active being set to 1, since during the entire execution it has at least 3
4 fraction of

non-faulty processes. The compactness property of H ensures that there exists a survival

set C ⊂ S, |C|> 5
6 |S|=

1
2x. Because each super-process of C has at least δx neighbors in

C (i.e. other super-processes connected with it by an edge in C), thus members of super-

processes from C receive at least δx different rumors when they execute Fault-tolerant Gos-

sip algorithm in line 9, in each iteration of the main loop. Therefore, every super-process

from C survives PHASE 2.

Lemma 2.9. The PHASE 2 part of the PARAMETERIZEDCONSENSUS algorithm takes

Õ(
√

n/x) rounds and uses Õ(n
√

nx) bits whp.

Proof. We separately calculate running time of each sub-algorithm used in PHASE 2. Ac-

cording to Theorem 2.2 each run of the α-BIASEDCONSENSUS algorithm on a group con-
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sisting of members of a single super-process lasts Õ(
√

n/x) whp. The GOSSIP algorithm

is executed on a group of processes that has size 2(n/x) and from Theorem 2.3 we con-

clude that this single execution has running time Õ(1). Since in PHASE 2 we repeat the

aforementioned subroutines δx times we get that total running time is Õ(
√

n/x) whp.s

Each execution of the α-BIASEDCONSENSUS algorithm costs Õ(n
x

√n
x ) bits whp. Mem-

bers of a single super-process execute γx+1= 2log(x)+1 instances of the α-BIASEDCONSENSUS

algorithm. Since there is x super-processes in total, thus the PHASE 2 algorithm uses

Õ(n
√

n/x) bits for evokes of the α−Biased Consensus algorithm. The other communi-

cation bits processes generate only by participating in the GOSSIP algorithm with members

of neighbors of its super-process, c.f executing line 9. Members of a single super-process

participate in δx parallel executions of Gossip in a single iteration, since this is the degree of

every vertex in H . Each execution of the GOSSIP algorithm uses Õ(n
x |R|) bits according

to Theorem 2.3, where |R| denotes the number of bits needed to encoded all initial rumors.

However, in our case there are two initial rumors of size O(logn) - the two identifiers of

the super-processes sharing an edge in H . Since we have only γx iterations and x super-

processes, we get the total number of bits used for the evokes of GOSSIP algorithm is Õ(n).

Therefore, the number of bits used by processes in PHASE 2 is Õ(n
√

n/x+n) = Õ(n
√

nx)

whp, as claimed.

2.5.3 Analysis of algorithm PARAMETERIZEDCONSENSUS

Lemma 2.10. The value candidate value is the same among all members of super-

processes that survived PHASE 2.

Proof. If a super-process SPi has survived PHASE 2., than it had been continuously com-

municating with at least δx other super-processes for at least γx stages. From the similar rea-

soning to this in proof of Lemma 2.17 and the choice of H to be (x, 3
4 ,γx)-compact, we con-
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clude that SPi must belong to a connected component in H consisting of survived super-

processes of size 1
2x at least in the end of PHASE 2. Observe, that every super-processes

that survived must be a non-faulty processes in the end of PHASE 1, c.f. line 2 of PHASE 2.

According to Lemma 2.6, members of all super-processes belonging to the same connected

component of non-faulty super-processes in H share the same candidate value. Since

there can be at most one connected component of non-faulty super-processes of size > 1
2x,

we see that all members of survived super-processes have the same value of the variable

candidate value.

Lemma 2.11. The algorithm PARAMETERIZEDCONSENSUS satisfies validity, agreement

and termination conditions.

Proof. The validity conditions follows from the fact, that processes always manipulate only

the values that were given to them as in input.

For the agreement condition, we first observe that by Lemma 2.10, all members of

super-processes that survived share the same value of the candidate value variable.

Also, we observe that only members of survived super-processes feed the execution of

the GOSSIP algorithm with an initial rumor different than −1. In particular, we have that

the GOSSIP in lines 5 and 7 (Phase 3) is executed with at most two different initial rumors,

−1 and candidate value of members of survived super-processes. By Lemma 2.8, a

fraction of at least 1
2 super-processes survived. The total number of members belonging to

this set is 1
2 ·

n
x · x =

1
2n. Since, no more than 1

10n processes crash in the course of the whole

execution, at least 1
2n− 1

10n = 2
5n > 0 will be non-faulty in the end of GOSSIP algorithm

execute in line 7 of the main algorithm. By Theorem 2.3, we conclude that every non-faulty

process learns the value of candidate value that was the input to this GOSSIP algorithm.

This gives the agreement condition.
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The termination follows immediately, given the fact that PHASE 1 and PHASE 2 ter-

minate with probability 1,5 by Lemma 2.7 and Lemma 2.9. The GOSSIP algorithm is

deterministic and by Theorem 2.3 it terminates in Õ(1) rounds.

Theorem 2.7. For any x ∈ [1,n] and any number of crashes f < n
10 , PARAMETERIZED-

CONSENSUS solves Consensus with probability 1, in O(
√

nx polylog n) time and O(
√n

x polylog n)

amortized bit communication complexity, whp, using O(
√n

x polylog n) random bits per

process.

Proof. By Lemma 2.11 we already know that the PARAMETERIZEDCONSENSUS algo-

rithm is a solution to the Consensus problem.

By Lemma 2.7 and Lemma 2.9 we get the time and bit complexity of PHASE 1 and

PHASE 1. By Theorem 2.3, we have that a single execution of a GOSSIP algorithm takes

Õ(1) rounds and Õ(1) communication bits amortized per process, given that there can be

only two different rumors of size Õ(1) each, as we argued in Lemma 2.11. These bounds

together give us the desired complexity of the PARAMETERIZEDCONSENSUS algorithm.

A single run of the α-BIASEDCONSENSUS algorithm on members of a super-processes

generates Õ(n
x

√n
x ) random bits, since each member generates at most one random bit per

every round of the algorithm, see Section 2.2.1. Since, the processes execute at most Õx

runs of the α-BIASEDCONSENSUS algorithm, thus the total number of random bits used is

Õ(n
√n

x ) which implies Õ(
√n

x ) amortized random bit complexity.

2.5.4 Generalization to any number of failures.

In this subsection we highlight main ideas that generalize the PARAMETERIZEDCON-

SENSUS algorithm to work in the presence of any number of crashes f < n. We call the

5Recall here, that we obtained the probability 1 of termination by applying the Monte Carlo version of
BIASEDCONSENSUS algorithm.
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resulting algorithm PARAMETERIZEDCONSENSUS∗. We exploit the concept of epochs in

a similar way to [Bar-Joseph and M. Ben-Or, Chlebus et al., 2009a]. In short, the first

and main epoch (in our case, PARAMETERIZEDCONSENSUS followed by BIASEDCON-

SENSUS described in Section 2.2.1) is repeated O(logn) times, each time adjusting expan-

sion/density/probability parameters by factor equal to 9
10 . The complexities of the resulting

algorithm are multiplied by logarithmic factor. More details are given below.

Consider a run of the PARAMETERIZEDCONSENSUS algorithm, as described and an-

alyzed in previous sub-sections. Let us analyze the state of the system at the end of PA-

RAMETERIZEDCONSENSUS algorithm if more than n
10 crashes have occurred. In the end,

there exist two group of processes, those that have decision value set to −1 (i.e., the

last GOSSIP has not been successful in their case), and those who have decision value

set to a value from {0,1}. Observe, that if at most n
10 processes were faulty, then we al-

ready proved in Theorem 2.7 that the first of these sets would be empty and there could

be only one value in {0,1} taken by alive processes. Thus, we can extend the run of the

PARAMETERIZEDCONSENSUS by an execution of 1
2 -BIASEDCONSENSUS among mem-

bers of each super-processes, separately for different super-processes, to make them agree

if there exists a member of the super-process who had received a null value in the last GOS-

SIP execution. A single run of PARAMETERIZEDCONSENSUS followed by the run of 1
2 -

BIASEDCONSENSUS is called an epoch. Based on the output of the 1
2 -BIASEDCONSENSUS,

the members of each super-process decide whether they keep the agreed candidate value

as decision final value and stay idle in the next epoch, or they continue to the next epoch.

There are three key properties here. First, because the decision of entering next epoch is

made based on an output to Biased Consensus, it is consistent among members of a single

super-process. Second, in the good scenario, i.e., when only less than n
10 processes crashed,

every process will start the run of the 1
2 -BIASEDCONSENSUS with the same value, yet dif-

ferent than a null-value. From validity condition, all processes stay idle. Third, a non-faulty

49



super-process at the end of Phase 2 actually implies that there was a majority of non-faulty

other super-processes in its O(logn) neighborhood, regardless of the number of failures

(c.f., Lemma 2.17 – thus, only one value in {0,1} can be confirmed in the whole system as

long as at least one process remains alive, whp.

In the next epoch, super-processes that are not idle, repeat the PARAMETERIZEDCON-

SENSUS algorithm, but tune its parameters to adjust to the larger number of crashes (i.e.,

smaller fraction of alive processes). They use:

• a graph H1, instead of H , which is roughly 10
9 denser (i.e a graph G()) compared to

graph H used in the previous epoch,

• new threshold α1 := 2
3 ·

9
10 for evoking BIASEDCONSENSUS algorithm,

• they loose the parameter in the definition of a non-faulty super-process by a fac-

tor of 9
10 .

In general, processes repeats this process of ’densification’ in subsequent Θ(logn) epochs.

Eventually, one of this epochs must be successful, otherwise the number of crashed process

would exceed n/(1/10)Θ(n) > n. On the other hand, each time we ’densify’ graph H , i.e.,

we take an overlay graph Hi from the family of overlay graphs as defined in Section 2.4.1

but with expansion and density parameters adjusted by factor
( 9

10

)i
, we are guaranteed that

only a fraction of previously alive processes execute the next epoch. As density and expan-

sion parameters in the family of overlay graphs are inversely proportional, we conclude that

in each epoch the amortized bit complexity stays at the same level of O(
√n

x ). Therefore, in

cost of multiplying both, the time complexity and the amortized bit complexity by a factor

of Θ(logn), we are able to claim Theorem 2.1.

Theorem 2.1 (Strengthened Theorem 2.7). For any x∈ [1,n] and the number of crashes f <

n, PARAMETERIZEDCONSENSUS∗ solves Consensus with probability 1, in O(
√

nx polylog n)
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time and O(
√n

x polylog n) amortized bit communication complexity, whp, using O(
√n

x polylog n)

random bits per process.

2.6 Randomized α-Biased Consensus

The α-BIASEDCONSENSUS algorithm generalizes and improves the SYNRAN algo-

rithm of Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or]. For this part, we purposely

use the same notation as in [Bar-Joseph and M. Ben-Or] for the ease of comparison.

First, processes run Fuzzy Counting (i.e. use the FUZZYCOUNTING algorithm from

Section 2.7) where the set of active processes consists of this processes which the input

value to the α-Biased Consensus is 1. Then, each process calculates logical AND of the

two values: its initial value and ones ≥ α · n, where ones is the number of 1’s output by

the Fuzzy Counting algorithm. Denote xp the output of the logical AND calculated by

process p.

In the following processes solves an α-Biased Consensus on xp. Each process p starts

by setting its current choice bp to xp. The value bp in the end of the algorithm indicates

p’s decision. Now, processes use O( f/
√

n logn) phases to update their values bp such that

eventually every process keeps the same choice. To do so, in a round r every process p

calculates the number of processes that current choice is 1 and the number of processes

that current choice is 0, denoted Or
p and Zr

p respectively. Based on these numbers, process

p either sets bp to 1, if the number Or
p is large enough; or it sets bp to 0, if the number Zr

p

is large; or it replaces bp with a random bit, if the number of zeros and ones are close to

each other. In Bar-Joseph’s and Ben-Or’s the numbers Zr
p and Or

p were calculate in a single

round all-to-all of communication. However, we observed that because processes’ crashes

may affect this calculation process in almost arbitrary way, this step can be replaced by any

solution to Fuzzy Counting. That holds, because Fuzzy Counting exactly captures the nec-
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essary conditions that processes must fulfill to simulate the all-to-all communication, that

is it guarantees that candidate values of non-faulty processes are included in the numbers

Or
p and Zr

p calculated by any processor p. Thus, rather than using all-to-all communication,

our algorithms utilizes the effective FUZZYCOUNTING algorithm where active processes

are those who have their current choice equal 1. The output of this algorithm serves as

the number Or
p, while the number Zr

p is just n−Or
p. For the sake of completeness, we

also provide the pseudocode of the algorithm. We conclude the above algorithm in the

Theorem 2.2.

Theorem 2.2. The α -BIASEDCONSENSUS algorithm solves α-Biased Consensus with

probability 1. The algorithm has expected running time O( f/
√

n · log5/2 n) and the ex-

pected amortized bit complexity O( f/
√

n · log13/2 n), for any number of crashes f < n.

Setting α := 1
2 we get a better randomized solution to classic Consensus problem.

Corollary 2.1. The 1
2 -BIASEDCONSENSUS algorithm is a solution to Consensus. The

algorithm satisfies agreement and validity with probability 1, has expected running time

O( f/
√

n · log5/2 n), and the expected amortized bit complexity O( f/
√

n · log13/2 n), for any

number of crashes f < n.

Monte Carlo version. The original algorithm α-BIASEDCONSENSUS has the expected

running time O(
√

n log13/2 n). However, we can force all processes to stop by that time

multiplied by a constant. In such case, the worst-case running time will be always Õ(
√

n)

while the correctness (agreement) will hold only whp.

2.7 Gossip and Fuzzy Counting

In this section we design and analyze an algorithm, called GOSSIP which, given a set of

processes P , solves the Gossip problem in Õ(1) rounds and uses Õ(|R|) communication
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Algorithm 4: α-BIASEDCONSENSUS. The part in which our algorithm differs from
the SYNRYN algorithm from [Bar-Joseph and M. Ben-Or] algorithm is underlined.

input: P , p, bp, α

output: a consensus value
1 if FUZZYCOUNTING(P, p,bp)> α · |P| then xp← bp & 1;
2 else xp← 0;
3 r := 1; Nr

−1 = Nr
0 = n; decided= FALSE ;

4 while T RUE do
5 participate in CHEAPCOUNTING execution with input bit being set to bp; let Or

p, Zr
p be

the numbers of ones and zeros (resp.) returned by CHEAPCOUNTING;
6 Nr

p = Zr
p +Or

p;
7 if (Nr

p <
√

n/logn) then
8 send bp to all processes, receive all messages sent to p in round r+1;
9 implement a deterministic protocol for

√
n/logn rounds;

10 end
11 if decided= T RUE then
12 diff = Nr−3

p Nr
i ;

13 if (diff ≤ Nr−2
p /10) then STOP;

14 else decided = FALSE;
15 end
16 if Or

p > (7Nr
p−1)/10 then bp = 1, decided = T RUE;

17 else if Or
p > (6Nr

p−1)/10 then bp = 1;
18 else if Zr

p = 0 then bp = 1;
19 else if Or

p < (4Nr
p−1)/10 then bp = 0, decided = T RUE;

20 else if Or
p < (5Nr

p−1)/10 then bp = 0;
21 else set bp to 0 or 1 with equal probability;
22 r := r+1;
23 end
24 return bp

bits amortized per process, where |R| is the number of bits needed to encode initial rumors

of all processes. A small modification of this algorithm will result in a solution to the Fuzzy

Counting problem with the same time and only logarithmically larger bit complexity.

2.7.1 Bipartite Gossip

We start by giving a solution to Gossip problem in a special case, called Bipartite

Gossip, in which processes are partitioned into two groups P1 and P2 each of size ⌈n/2⌉
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at most. Processes starts with at most two different initial rumors r1 and r2 such that

processes of each group share the same initial rumor. The partition and the initial rumor is

assumed to be an input to the algorithm. The goal of the system is still to achieve Gossip.

High level idea of algorithm BIPARTITEGOSSIP. If there were no crashes in the system,

it would be enough if processes span a bipartite expanding graph with poly-logarithmic

degree on the set of vertices P1∪P2 and for Õ(1) rounds exchange messages with their

initial rumors. In this ideal scenario the O(logn) bound on the expander diameter suffices

to allow every two process exchange information, while the sparse nature of the expander

graphs contributes to the small bit complexity. However, a malicious crash pattern can eas-

ily disturb such naive approach. To overcome this, in our algorithm processes will adapt to

the number of crashes they estimate in their group, by communicating over denser expander

graphs from a family of Θ(logn) expanders: Gin = {Gin(0), . . . ,Gin(logn),}, every time

they observe a significant reduction of non-faulty processes in their neighborhood.

Initially, processes from P1 span an expander graph with O(logn) degree on the set

P1, denoted Gin(0). In the course of execution each process from P1 will test the number

of non-faulty processes in the O(logn) neighborhood in Gin(0). If the number appeared

to be too small, the process will upgrade the expanding graph it uses by doubling its de-

gree, namely it switches to the next graph from the family - Gin(1). From now on, this

process will use this denser graph for the testing. The ultimate goal of this ’densification’

is to enable each process communication with a constant fraction of alived other process

from P1. Note here, that this process of adaptive adjustment to failures pattern happens

independently for processes in P1.

The communication of processes from P1 with processes from P2 is strictly corre-

lated with their estimation of the number of processes being alive in their O(logn) neigh-

borhood in part P1. Initially, a process from P1 sends its rumor according to other ex-
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pander graph G0
out of degree O(logn), the first graph from family of expanders graphs

Gout = {Gout(0), . . . ,Gout(logn)} and each time the process chooses a denser graph from

family Gin it also switches to a denser graph from family Gout. The intuition is that if a

process knows that its number of neighbours in O(logn) neighborhood has been reduced

by a constant factor since it checked it last time, it can afford an increase of its degree in

communication with P2 by the same constant factor, as the amortized message complexity

should stay the same.

Estimating the number of alive processes in O(logn) neighborhoods. In the heart of

the above method lies an algorithm, called LOCALSIGNALING that for each process p, tests

the number of other alive processes in p’s neighborhood of radius O(logn). As a side result,

it also allows to exchange a message with these neighbors. The algorithm takes as in input:

a set of all processes in the system P , an expander-like graph family G = {G(0), . . . ,Gt}

spanned on P , together with two parameters δ and γ , describing a diameter and a maximal

degree of the base graph G(0); the name of a process p; the process’ level ℓ which denotes

which graph from family G the process uses to communicate; and the message to convey r.

Let T denote a graph ∪v∈PNGℓv
(v), that is a graph with set of vertices corresponding to P

and set of edges determined based on neighbors of each vertex from a graph on the proper

level. Provided that LOCALSIGNALING is executed synchronously on the whole system it

returns whether the process p was connected to a constant number of other alived processes

at the beginning of the execution accordingly to graph T . Assumed that, the algorithm

guarantees that p’s message reached all these processes and vice versa - messages of these

processes reached p. On the other hand, we will prove that the amortized bit complexity of

a synchronous run of the LOCALSIGNALING algorithm is Õ(n). This is the most advanced

technical part used in our algorithm. It’s full description and detailed analysis is given in

Section 2.8.
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BIPARTITEGOSSIP algorithm and its analysis. In this paragraph we give a pseudocode

of the BIPARTITEGOSSIP algorithm which implements the idea discussed before. We start

by formal description of utilized graphs and connected to them subroutines.

The graphs used by processs are grouped into two families: Gin and Gout. Denote

t = ⌊logn⌋, δ = 2logn, γ = 24logn. Consider a process p; it gets as an input the partition

of set [n] into groups P1, P2, hence it can determine the group it belongs to. The family

Gin = {Gin(0), . . . ,Gin(t +1)} serves for communication inside each group.

A single graph Gin(i), for i ∈ {0, . . . , t}, is a union of G(n/2, n
3·2 j ,δ ,γ), over j ∈

{0, . . . , i}, of graphs given in the Theorem 2.6 with nodes being the processes in p′s group,

that is Gin(i) =
⋃ j=i

j=0 G(n/2, n
3·2 j ,δ ,γ). Graph Gt+1 is a clique with nodes being the pro-

cesses of p’s group.

The family Gout = {Gout(0), . . . ,Gout(t + 1)} serves for communication outside each

group. A single graph Gout(i), for i ∈ {0, . . . , t}, is a union of G(n, 2n
3·2 j ,δ ,γ), over j ∈

{0, . . . , i}, of graphs given in the Theorem 2.6 with nodes being all the processes, that is

Gout(i) =
⋃ j=i

j=0 G(n, 2n
3·2 j ,δ ,γ). Graph Gt+1 is a clique with nodes being all the processes.

Observe, that those families and parameters t,δ ,γ are deterministic and can be precom-

puted by each process, assumed the knowledge of partition P1 and P2. As a such, they are

assumed to be known to the algorithm on every stage of the algorithm.

The Exchange communication scheme for a graph G, used in the BIPARTITEGOS-

SIP algorithm: This communication scheme takes two rounds. In the first round p sends

a message containing a bit and the set R, being a set of all learned so far rumors by p, to

every process in the set NG(p) that is not faulty according to p’s view on the system. The

receiver treats such a message as both a request and an increment-knowledge message. In

the second round, p responses to all the received requests by sending R to each sender of

every request received in the previous round.
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Algorithm 5: BIPARTITEGOSSIP

input: partition P1, P2; p, r

output: set R of learned rumors, initially set to {r}

1 for i← 1 to 2t do

2 repeat 3 times

3 do EXCHANGE on graph Gout(i+1);

4 repeat 2γ +1 times

5 do EXCHANGE on graph Gin(i+7);

6 repeat t + 2 times

7 do EXCHANGE on graph Gin(i+2);

8 survived← LOCALSIGNALING(p,Gin, i,δ ,γ,R);

9 if survived= false then

10 i←min(i+1, t +1)

11 end

12 end

13 return R

Analysis of correctness. We call a single iteration of the main loop of the BIPARTITEGOSSIP

algorithm an epoch. First, we show that if in a single epoch a big fraction of processes

from the groups P1 and P2 worked correctly, then by the end of the epoch every process

has learned both rumors r1 and r2. Let E be an epoch. Let BEGIN1 (BEGIN2) be the set of

processes from the group P1 (group P2 respectively) that were non-faulty before the epoch

E started. Let END1 (END2) be the set of those processes from the group P1 (group P2 re-

spectively) that were non-faulty after the epoch E ended. We assume that epoch E is such

that:

|END1|> 1
3 |BEGIN1| and |END2|> 1

3 |BEGIN2|.
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Lemma 2.12. After the first iteration of the loop from line 2 in epoch E , each non-faulty

process from the group P1 is on level jp ≥ log( n
3·64·|BEGIN1|

).

Proof. Assume, to the contrary, that there is a process p ∈ P1 being on level jp strictly

smaller then log( n
3·64·|BEGIN1|

) at the end of phase 1 of epoch E . Since in each iteration of

the loop 2, an instance of LOCALSIGNALING is executed t + 2 = |Gin|+2 times, process

p must have survived at least one LOCALSIGNALING execution while being at that or

a smaller level. In this execution, process p was using graph Gin( jp) that satisfies the

conditions of Theorem 2.6 with parameter k jp := n
3·2 jp . From the specific properties of the

LOCALSIGNALING algorith, i.e. Lemma 2.17 in Section 2.8 point 1, we conclude that p

must have a (γ,δ )-dense-neighborhood in G jp ∩BEGIN1. A property of the overlay graphs,

Lemma 2.1, says that any (γ,δ )-dense-neighborhood in the graph G jp has at least n
64·3·2 jp

nodes. Given that jp < log( n
3·64·|BEGIN1|

), we conclude that the size of the (γ,δ )-dense-

neighborhood of p in G jp∩BEGIN1 is at least n
64·3·2 jp > |BEGIN1|. This gives a contradiction

with the fact that the set BEGIN1 contains all non-faulty process from the group P1.

Lemma 2.13. There exists a set C1 ⊆ END1 of size at least |BEGIN1|
4 such that after the

second iteration of the loop 2 of epoch E each process p from set C1 has the other rumor

r2 in its set R.

Proof. Let i =
⌈

log n
3·64·|BEGIN1|

⌉
. From Lemma 2.12 we know that from in the beginning

of the second iteration of the loop 2 of epoch E each process is at level at least i. Therefore,

starting from the second iteration of this loop, each process uses graph Gin(i+ 7) (or a

denser graph in the family Gin) to communicate within processes from the same group. The

set END1, viewed as a set of nodes in the graph Gin(i+7), is of size at least |BEGIN1|
3 . Now,

we constructed graph Gin(i+7) such that it is (ki+7,3/4,δ )-compact, where ki+7 := n
3·2i+7 .

Because i ≥ log n
3·64·|BEGIN1|

, thus ki+7 < |BEGIN1|
3 < |END1|. Therefore, there exists a

survival set C1 in graph Gin(i + 7) being a subset of END1. The size of C1 is at least
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|END1|·3/4 > |BEGIN1|
4 .

Analogical reasoning proves that after the first iteration of the loop 2 of epoch E each

process from set P2 is on level j≥
⌈

log n
3·64·|BEGIN2|

⌉
and there exists a set C2⊆ END2, such

that |C2|> |BEGIN2|
4 . Without loss of generality assume that j ≥ i (the communication be-

tween non-faulty processes is bi-directional). The processes from set C2 use overlay graph

Gout( j + 1) to communicate with the group P1 in the beginning of the second iteration

of the loop 2 in epoch E , i.e. to execute line 3. This graph is ( n
3·64·2 j )-expanding. Since

j ≥ i, both sets C1 and C2 are of size at least n
3·64·2 j . Hence, due to the graph expansion and

proper sizes of C1,C2, there exists an edge between C1 and C2 in graph Gout( j+1). Thus,

the call of the EXCHANGE communication schemes on graph Gout( j+1), that takes place

in line 3 of epoch E , results in at least one process from set C1 knowing the other rumor r2.

From another property of the overlay graphs, Lemma 2.2, we know that every other

pair of processes in C1 are in distance 2γ + 1 in graph Gin(i+ 7)|C1 . Therefore, after the

execution of the loop in line 4 in the second iteration of the loop 2 in epoch E , each process

from C1 knows the other rumor r2.

Lemma 2.14. After the epoch E ends, each process from the set END1 knows the other

rumor r2.

Proof. Consider any process p from the set END1. In the third iteration of the loop 2 in

the epoch E , there exists at least one round in which that process survives the procedure

LOCALSINGALING. Assume that p survives that instance of the Local Signaling with the

level set to ip. A property of the LOCALSIGNALING algorithm, i.e. Lemma 2.17 point 2,

from Section 2.8, gives us that there exists a (γ,δ )-dense-neighborhood of process p in the

graph Gin(ip) consisting of processes that are non-faulty and at the level at least ip at the

beginning of the third iteration of the loop 2. Moreover, the (γ,δ )-dense-neighborhood is

such that p received the set R of any node from the set in this instance of the LOCALSIG-
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NALING algorithm. Let D be the set of those processes that constitute the (γ,δ )-dense-

neighborhood. From Lemma 2.1 we know that the size of D is at least n
64·3·2ip .

The graph Gin(ip +2) used to in the communication rounds that precedes that instance

(i.e. to execute line 7) of Local Signaling is ( n
64·3·4·2ip )-expanding. Consider the set C1 given

in Lemma 2.13. We have |C1|≥ |BEGIN1|
4 . We argue that set C1 has size at least n

64·3·4·2ip .

This holds because Lemma 2.12 bounds the value ip from below by log( n
3·64·|BEGIN1|

).

Therefore, by expansion of the graph, the sets D and C1 are connected by at least one edge

in Gin(ip+2). From Lemma 2.13 we derive that each process in C1 knows the other rumor

r2 at the beginning the third iteration of the loop 2 in epoch E .

Hence, the rumor r2 must have reached some process in D before the instance of Local

Signaling started, when processes from D were performing the communication inside their

group. This holds, because each process in D used the graph Gin(ip+2), or a denser graph

from the family Gin (which, by definition, has graph Gin(ip + 2) as a subgraph) , in the

rounds preceding the Local Signaling, i.e. line 7. Next, in the execution of Local Signaling

which p survived, the information from any process from set D was conducted to process

p, and this information includes the other rumor r2.

Analysis of communication complexity. Let Li(r) be the set of non-faulty processes that

at the beginning of the round r are on level i or bigger. We show that for any round r ≥ 2

and for any i ∈ [t], the number |Li(r)| is at most 2n
2i .

Lemma 2.15. For any round r ≥ 2 and any level i ∈ [t] the number of processes in the set

Li(r) is at most 2n
2i .

Proof. Assume, to arrive at a contradiction, that there exists round r ≥ 2 and level i ∈ [t]

such that at the beginning of round r the inequality |Li(r)|> 2n
2i holds. Consider graph

Gin(i− 1). The construction of the graph guarantees that it is ( n
3·2i−1 ,3/4,δ )-compact.

Because 2n
2i ≥ n

3·2i−1 , thus there exists a survival subset S of Li(r)∩Gin(i−1) of size at least
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3·n
2i−1 > 0, because i≤ t = ⌊logn⌋. Let r′ be the maximum round in which an instance of the

LOCALSIGNALING algorithm started and there exists a process from set S that executed

the LOCALSIGNALING at level exactly i−1. Let A⊆ S be the set of the processes at level

exactly i−1 in round r′.

First, since all processes from S are at level at least i in round r, round r′ exists, fur-

thermore r′ < r and the set A is non-empty. Also, every process from S starts the instance

of the LOCALSIGNALING in round r′ at level i−1 or bigger. The last is true, because not

surviving an instance of Local Signaling by a process results in increasing its level by 1.

Observe, that all processes used the graph Gin(i−1) as a subgraph of the communica-

tion graph in the instance of the LOCALSIGNALING algorithm starting at round r′. Since

set S is a survival set for Li(r) of the graph Gin(i− 1), thus, from a property of the LO-

CALSIGNALING algorithm, that is Lemma 2.17 point 3 in Section 2.8, we conclude that

every process from set S that started this instance of Local Signaling at level i−1 survived

this instance of Local Signaling. In particular this means that processes from the non-empty

set A⊆ S stayed at level exactly i−1 after this instance of Local Signaling. This contradicts

the fact that r′ was defined as the last round with a process in S starting Local Signaling at

level exactly i−1.

Let us recall the Theorem 2.5.

Theorem 2.5. BIPARTITEGOSSIP solves the Bipartite Gossip problem in O(log3 n) rounds,

with O(log5 n · |R|) amortized number of communication bits, where |R| is the number of

bits needed to encode the rumors.

Proof. In order to count the number of bits sent, in total, by all processes, observe that

a process that is at a level i in a round uses at most O(26n·δ
ki

), where ki := n
3·2i , links to

communicate in this round with other processes. Lemma 2.15 assures that there is at most

2n
2i processes at level i in a round. Thus, in a single round, processes use O(∑i=t+1

i=0
2n
2i ·
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2·26n·δ
ki

) = O(t · n · δ ) = O(n · log2 n) messages. A single message carries a single bit and

at most two rumors. The number of bits needed to deliver such essage is O(|R|). Since

the algorithm runs in O(log3 n) rounds, the total number of bits used by processes is O(n ·

log5 n · |R|).

In order to prove correctness, observe that if all the processes from group P1 or all the

processes from group P2 fail during the execution, then every non-failed process knows

the rumor of every other non-failed process (because only the owners of a single rumor

survived). Hence, consider a case in which at the end of the algorithm the number of

processes that survived is greater than zero in each group. Since the number of epochs is 2t,

there must exist an epoch E in which the ratio of the processes that survived the epoch to the

processes that were non-faulty at the begin of the epoch is greater then 1
3 , in both groups.

In every epoch in which the above is not satisfied, the number of non-faulty processes

decreases at least 3 times in one of the groups, and thus it cannot happen more then 2logn<

2t times. The conclusion of Lemma 2.14 completes the proof of correctness.

2.7.2 The GOSSIP algorithm

Here, we describe an algorithm based on the divide-and-conquer approach, called GOS-

SIP that utilizes the BIPARTITEGOSSIP algorithm to solve Fault-tolerant Gossip. Each pro-

cess takes the set P , an initial rumor r and its unique name p ∈ [|P|] as an input. The

processes split themselves into two groups of size at most ⌈n/2⌉. The groups are deter-

mined based on the unique names. The first ⌈n/2⌉ processes with the smallest names make

the group P1, while the n−⌈n/2⌉ processes with the largest names define the group P2.

Each of those two groups of processes solves Gossip separately by evoking the GOSSIP

algorithm inside the group only. The processes from each group know the names of every

other process in that group, hence the necessary conditions to execute the GOSSIP recur-
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sively are satisfied. After the recursion finishes, a process from P1 stores a set of rumors

R1 of processes from its group, and respectively a process from P2 stores a set of ru-

mors R2 of processes from its group. Then, the processes solve Bipartite Gossip problem

by executing the BIPARTITEGOSSIP algorithm on the partition P1, P2 and having initial

rumors R1 and R2. The output to this algorithm is the final output of the GOSSIP.

Theorem 2.3. GOSSIP solves deterministically the Fault-tolerant Gossip problem in O(log3 n)

rounds using O(log6 n · |R|) amortized number of communication bits, where |R| is the

number of bits needed to encode the rumors.

Proof. Because of the recursive nature of the algorithm, the easiest way to analyze it is by

using the induction principle over the number of processes. If the system consists of one

non-faulty process, the process returns the exact number of zeros and ones immediately,

regardless of its initial bit. Thus, both the conditions – termination and validity – are

satisfied.

Assume then, that the system consists of n > 1 processes. First, the processes per-

form the GOSSIP algorithm in two groups of size at most ⌈n/2⌉. It takes T (⌈n/2⌉) rounds

and 2M(⌈n/2⌉) bits, where T (x) and M(x) is the number of rounds and the total num-

ber of bits used by the GOSSIP algorithm executed on a system with x processes. Then,

the n processes execute the BIPARTITEGOSSIP algorithm, which requires O(log3 n) rounds

and O(n · log6 n)|R| communication bits, by Theorem 2.3. Thus, in total, the algorithm

takes T (⌈n/2⌉) + O(log3 n) rounds and sends M(⌈n/2⌉+ n · log6 n|R|) communication

bits. Given that T (1) = 1 and M(0) = 0, we calculate that the functions T (x) and M(x)

are asymptotically equal to O(log3 n) and O(n · log7 n)|R|, respectively. This proves the

termination condition and bounds the use of communication bits.

Now, we prove that the validity condition holds. After the recursive run of the algo-

rithm, each process from the group P1 stores set R1 consisting of rumors of alived processes
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from P1. This set satisfies the validity conditions for the system consisting of processes

from the group P1. The processes from the group P2 store analogical set R2. If all processes

from the group P1 or P2 have crashed, then the validity condition holds from the inductive

assumption. If there exists at least one correct process in each group, then the execution of

the BIPARTITEGOSSIP algorithm guarantees that each process has sets R1 and R2. In this

case, the result returned by every process, that is, the union of these two sets, satisfies the

validity condition.

Modification for Fuzzy Counting. We define the Fuzzy Counting problem as follows.

There is a set n processes, P , with unique names that are comparable. Each process knows

the names of other processes (i.e. they operate in KT-1 model). Each process starts with an

initial bit b∈ {0,1}. Let Z denote the number of processes that started with the initial bit set

to 0 and never failed. Similarly, O denotes the number of processes that started with 1 and

never failed. Each process has to return two numbers: zeros and ones. An algorithm is

said to solve fuzzy counting if every non faulty process terminates (termination condition)

and the values returned by any process fulfill the conditions: zeros ≥ |Z|, ones ≥ |O| and

zeros+ones≤ n (validity condition).

To solve this problem, we use the GOSSIP algorithm with the only modification that now

we require the algorithm the return the values Z and O, instead of the set of learned rumors.

We apply the same divide-and-conquer approach. That is, we partition P into groups P1

and P2 and we solve the problem within processors of this partition. Let Z1, O1 and Z2,

O2 be the values returned by recursive calls on set of processes P1 and P2, respectively.

Then, we use the BIPARTITEGOSSIP algorithm to make each process learn values Z and O

of the other group. Eventually, a process returns a pair of values Z1 +Z2 and O1 +O2 if it

received the values from the other partition during the execution of BIPARTITEGOSSIP; or

it returns the values corresponding to the recursive call in its partition otherwise. It is easy
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to observe, that during this modified execution processes must carry messages that are able

to encode values Z and O, thus in this have it holds that |R|= O(logn). We conclude this

modification in the following theorem.

Theorem 2.4. There exists an algorithm, called FUZZYCOUNTING that solves Fuzzy Count-

ing problem in O(log3 n) rounds with O(log7 n) amortized bit complexity.

2.8 Local Signalling – Estimating neighborhoods in expanders

The LOCALSIGNALING algorithm, presented in this section, allows to adapt the density

of used overlay graph to any malicious fail pattern guaranteeing fast information exchange

among a constant fraction of non-faulty nodes with amortized Õ(n|R|) bit complexity,

where R is the overhead that comes from the bit size of the information needed to convey.

High level idea. The procedure is formally denoted LocalSignaling(P, p,G ,δ ,γ, ℓ,r),

where P is the set of all processes, p is the process that executes the procedure and

G = {G(1), . . . ,G(t)} denotes the family of overlay graphs that processes from P uses

to select processes to directly communicate – those are neighborhoods in some graph of

the family G . In our case, the family will consist of graphs with increasing connectiv-

ity properties. Parameters γ,δ correspond to the property of (γ,δ )-dense-neighborhoods

which the base graph G(1) must fulfill. They are also related to the time and actions taken

by processes if failures occur, respectively. The parameter ℓ ≤ t is called a starting level

of process p and denotes the communication graph from family G from which the node

p starts the current run of the procedure. This parameter may be different for different

processes. Finally, the parameter r denotes a rumor that process p is supposed to deliver

to other processes. Since processes operates in KT−1 model, the implementation assumes

that each process uses the same family G (see the corresponding discussion after Theo-

rem 2.6).
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Procedure LOCALSIGNALING(P, p,G ,δ ,γ, ℓ,r) takes 2γ consecutive rounds. The level

of process p executing the procedure is initially set to ℓ, and is stored in a local variable

i. Each process stores also s set R of all rumors it has learned to this point of execution.

Initially, R is set to {r}.

Odd rounds: Process p sends a request message to each process q in NG(i)(p), provided

i > 0.

Even rounds: Every non-faulty process q responds to the requests received at the end of

the previous round – by replying to the originator of each request a message contain-

ing the current level i of process q and the set R of all different rumors q collected so

far.

At the end of each even round, processes that requested information in the previous

round collect the responses to those requests. If a single process p received less then

δ responses with level’s value of its neighbors greater or equal than its level value i,

then p decreases i by one. Additionally, p merges every set of rumors it received with

its own set R. If i drops to 0, then p does not send any requests in the consecutive

rounds.

Output: We say that process p has not survived the LOCALSIGNALING algorithm if it

ends with value i lower than its initial level i. Otherwise, p is said to have survived

the LOCALSIGNALING algorithm. p returns a single bit indicating whether it has

survived or not and the set R containing all rumors it has learnt in the course of the

execution.

Lemma 2.16. The procedure LOCALSIGNALING(P, p,G ,δ ,γ, ℓ,r) takes O(γ) rounds

and uses (∑
i=t
i=1|Li|·|NG≤i(Li)|·γ · |R|) communication bits, where Li denotes the set of pro-

cesses that start at level i, the graph G≤i is a union of graphs G(1), . . . ,G(i), and the value

|R| denotes the number of bits needed to encode all possible rumors.
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Proof. Each process executes work for 2γ rounds, thus this must be also the running time

of the whole procedure. Next, we bound the total number of bits that processes used in the

instance of Local Signaling. Observe, that every message is of size at most 1+ |R|, thus

it is enough to upper bound the total number of messages sent. Each node in each round

either sends a request or replies once to each received requests. Thus, it is enough to bound

the number of sent requests only. The processes that start at level i may only decrease their

levels after a round. There are O(γ) rounds in total, thus they send at most |NG≤i(Li)|·γ

requests. If we sum this expression over all possible start levels, we get the claimed upper

bound on the number of messages and, in consequence, the claimed upper bound on the

number of bits used by participating processes.

Surviving the LOCALSIGNALING algorithm – the consequences. Here, we present

benefits of the LOCALSIGNALING algorithm if a proper graph family G is used. Assume

that t ≥ 1 and consider a sequence (ki)i∈[t]. Let G = {G(1), . . . ,G(t)} be a family of graphs

G(i) = G(n,ki,δ ,γ) defined as in Theorem 2.6. We require, for any 1 ≤ i < t that G(i) ⊆

G(i+1). Consider a simultaneous run of the procedure LOCALSIGNALING(P, p,G ,δ ,γ, ℓ,r)

at every process p ∈P . Here, we require each process p ∈P to use the same family of

graphs G . Since our processes operates in KT−1 model, this requirement could be always

satisfied.

When a process p survives an instance of Local Signaling and no failures occurred in

this instance, then the set of processes which exchanged a message with p during the Local

Signaling execution is a (γ,δ )-dense-neighborhood for p in graph Gℓ, where ℓ is the level

of p given as an argument to the procedure. We show that the same property holds in

general case (when failures occurred), provided p has survived Local Signaling.

Let Bℓ,1 be the start set on level ℓ: it consists of the processes that are non-faulty at the

beginning of this instance of Local Signaling and their level is at least ℓ. Let Bℓ,2 ⊆ Bℓ,1

67



be the end set: it consists of the processes that are non-faulty just after the termination of

this instance and their level at the beginning of this instance was at least ℓ. The processes

in Bℓ,1 \Bℓ,2 are among those that have crashed during the considered instance of Local

Signaling.

Lemma 2.17. The following properties hold for arbitrary times of crashes of the processes

in Bℓ,1 \Bℓ,2:

1. If there is a (γ,δ )-dense-neighborhood for p ∈ Bℓ,2 in graph Gℓ|Bℓ,2 , then process p

survives Local Signaling.

2. If p survived the Local Signaling, then there is (γ,δ )-dense-neighborhood for p ∈

Bℓ,1 in graph G(ℓ)|Bℓ,1 . Moreover, p receives the rumor r of any node from that (γ,δ )-

dense-neighborhood.

3. Any process in a survival set C for Bℓ,2 that started at level exactly ℓ survives Lo-

cal Signaling.

Proof. We first prove property 1. Let S be any (γ,δ )-dense-neighborhood for p in graph G|Bℓ,2 .

We argue, that every process in S∩Nγ−1
G(ℓ)

(p) receives at least δ responses at the second

round of Local Signaling. Indeed, at least that many requests were sent by this process to

all its neighbors, in the first round. Since, all these neighbors were at the level at least ℓ in

the first round (by the definition of Bip,2), thus the process preserves its variable i set to ℓ

after the second round of the Local Signaling procedure. By induction on j≤ γ , no process

in S∩Nγ− j
G(ℓ)

(p) decreases its value i before the end of the 2 j-th round of Local Signaling,

and hence p survives.

Next, we argue that property 2 holds. Suppose, that p survives the LOCALSIGNALING

algorithm. Then, there is a set S1 ⊆ NG(ℓ)(p) of at least δ processes such that every process

from S1 survives the first 2(γ−1) rounds of the LOCALSIGNALING algorithm. Obviously,

p received a rumor r of any process from S1. By induction, for each 1≤ j≤ γ there is a set
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S j such that S j−1 ⊆ S j ⊆ N j
G(ℓ)

(p), and all processes in S j survive the first 2(γ− j) rounds

of the LOCALSIGNALING algorithm, and their rumors were conducted to process p. The

set Sγ satisfies the definition of (γ,δ )-dense-neighborhood for p in graph G|Bℓ,1 and the

induction argument assures that the rumors of processes in Sγ have reached the p process.

Finally, we prove the third property. Consider a survival set C for Bℓ,2. By the definition

of a survival set, each process in C has at least δ neighbors in C. Because, C ⊆ Bℓ,2,

thus every process from the set C starts the instance of Local Signaling with variable i set

to ℓ at least. The variable i decreases at most by one between every two rounds of the

LOCALSIGNALING algorithm, thus variables i of processes in C cannot fall below ℓ. In

consequence, each process from C that started with at the initial level ℓ terminates with the

value i being equal to ℓ and thus survives this instance of Local Signaling.
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Chapter 3: Deterministic Fault-Tolerant Distributed Computing in Linear

Time and Communication

3.1 Introduction

We consider deterministic algorithms in synchronous message-passing distributed sys-

tems. Nodes are prone to failures, which are modeled either as crashes or authenticated

Byzantine faults. Running time is a natural performance metric of algorithms in syn-

chronous systems. The amount of communication is another performance metric, for which

we use either the number of point-to-point messages or the total number of bits in these

messages. A node can send a direct message to any other node in one round. To structure

communication, we use overlay networks with topologies conducive to support efficient

exchange of information.

Let n be the number of nodes and t be an upper bound on the number of faults in an

execution. Both numbers n and t are known, in that they can be used in codes of algo-

rithms. Natural algorithmic problems in the considered settings require both linear time

Ω(t) and linear number of messages Ω(n), even with at most one faulty node, to be solved

deterministically, which includes consensus, gossiping and checkpointing. A deterministic

distributed algorithm solving such problems has ultimate optimal performance if it works

within time O(t) and with communication O(n). For numbers 0 < t < n, the closer t is to n,

the more challenging it is for an algorithm to attain efficiency with respect to both running

time and communication. In this work, we aim to develop deterministic distributed al-
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gorithms for consensus, gossiping and checkpointing that are asymptotically optimal with

respect to both running time and communication for bounds on the number of faults t that

are as close to the total number n of nodes as possible.

The considered problems have similar goals to achieve, which makes it possible to use

related paradigms in design of their algorithmic solutions. Each node is initialized with an

input and it eventually produces an output. If the output is the same at some nodes then

these nodes agree on this output. For consensus and checkpointing, all non-faulty nodes

need to eventually agree on the same output. For checkpointing, the output is a set of nodes

that includes each node operational at the round of termination and excludes every node

that crashed at the start of an execution. Gossiping is a weaker version of checkpointing, in

which nodes do not need to agree on the outputs.

We explore properties of Ramanujan graphs that are related to fault-tolerance and quan-

titative analysis of proliferation of information in networks with topology modeled by such

graphs. We show in Section 3.3 that Ramanujan graphs have specific topological properties

conducive to fault-tolerance and time/communication efficiency of distributed algorithms.

We present deterministic algorithms for agreement-related problems in Section 3.4. The

problems include almost-everywhere agreement, spreading common value, and consensus.

Nodes are initialized with binary values 0 or 1 and messages that nodes exchange carry

only one bit.

Next, we review the contributions. Faults are modeled as crashes, unless stated other-

wise. We give an algorithm for almost-everywhere agreement in which at least 3
5n nodes

decide on the same value, assuming t < n
5 . We give an algorithm for spreading common

value, in which initially at least 3
5n nodes are initialized with a common value and eventu-

ally every node decides on this value, assuming t < n
5 . We give an algorithm for consensus

has the property that an execution takes O(t + log t) rounds and O(n+ t log t) bits are trans-

mitted in total, assuming t < n
5 . The efficiency of the algorithm is reflected by the properties
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that one crash delays termination by O(1) rounds, there are O(1) bits transmitted per node,

and O(log t) bits transmitted per crash. The optimum number of bits/messages O(n) are

sent as long as t = O( n
logn). Optimizing the bit-communication performance of algorithms

for binary consensus with nodes prone to crashes crashes was addressed by Galil, Mayer,

and Yung [Galil et al., 1995b], who developed a consensus algorithm that sends O(n) bits

in messages for any bound t < n on the number of crashes, but it runs in time that is expo-

nential in n. We also give an algorithm for consensus for arbitrary 0 < t < n, which works

in at most n+ 3(1+ lgn) rounds and nodes send at most ( 5
1−α

)8 n lgn one-bit messages,

where α = t
n .

We present a gossiping algorithm working in O(logn log t) rounds while nodes send

O(n+ t logn log t) messages (of linear size) in Section 3.5. We give next a checkpointing

algorithm in Section 3.6, which is based on our consensus and gossiping algorithms. The

algorithm for checkpointing works in linear time O(t) and nodes send O(n+ t logn log t)

messages. This improves on the most message-efficient time-optimal solution previously

known, by Galil, Mayer, and Yung [Galil et al., 1995b], by a polynomial factor.

The model of communication we assume is multi-port, unless stated otherwise. We

show that our consensus, gossiping and checkpointing algorithms can be implemented in

the single-port model with similar asymptotic running times and the same communication

performance bounds as in the multi-port model. We also prove in Section 3.8 that running

time Ω(t+logn) in necessary for all the three considered problems in the single-port model.

Table 3.1 summarizes the ranges for the number of faults t < n for which the algorithms

attain the best possible linear time O(t) and linear communication O(n). These perfor-

mance bounds hold for the multi-port setting, but some of them also hold in the single-port

model, in which case the optimum time becomes Θ(t + logn), by the lower bound given in

Section 3.8.
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fault type problem optimality range of t reference single port?
consensus O(1) [Galil et al., 1995b] N/A

crash consensus O( n
logn) Sec. 3.4 Yes

failures gossip/checkpointing O(1) [Galil et al., 1995b] N/A
gossip/checkpointing O( n

log2 n
) Sec. 3.5–3.6 Yes

authenticated consensus O(1) [Dolev and Strong, 1983] No
Byzantine consensus O(

√
n) Sec. 3.7 No

Table 3.1: The ranges for a bound t on the number of crashes for which a deterministic solution
has both optimal running time O(t) and communication O(n). The communication cost denotes the
number of bits in messages in the case of consensus, and it is the number of messages for gossiping
and checkpointing. For authenticated Byzantine faults, we consider only messages sent by non-
faulty nodes. Nodes send messages in the multi-port mode. The single-port question is about the
possibility to adapt the algorithm to single port while maintaining asymptotic performance bounds.
The mark N/A means that the previous work did not consider the single-port model, and it is not
apparent how to implement the algorithm in that model without increasing asymptotic performance.

Previous work. A consensus algorithm needs to send Ω(n) messages because each node

is required to send at least one message. Galil, Mayer, and Yung [Galil et al., 1995b]

developed an algorithm that has O(n) messages sent and which runs in O(n1+ε) rounds,

for any 0 < ε < 1. They also gave an algorithm for binary consensus sending O(n) bits

in messages, but the algorithm runs in exponential time. Chlebus and Kowalski [Chlebus

and Kowalski, 2006d] showed that consensus can be solved by a deterministic algorithm in

O(t) time and with O(n log2 t) messages with the assumption that the number n− t of non-

faulty nodes satisfies n− t = Ω(n). Chlebus, Kowalski, and Strojnowski [Chlebus et al.,

2009b] gave deterministic algorithms for binary consensus operating in time O(t) that send

O(n log2 n) bits for t < n
3 and O(n log4 n) bits for any t < n.

The problem of checkpointing was first considered by De Prisco, Mayer, and Yung [De Prisco

et al., 1994], who gave an algorithm with O(tn) message performance. A checkpointing

algorithm developed by Chlebus, Gasieniec, Kowalski, and Schwarzmann [Chlebus et al.,

2017] sends O(n(n− t)) messages. Galil, Mayer, and Yung [Galil et al., 1995b] gave an

algorithm solving checkpointing in time O(t 81/ε) and with O(n+ t nε) messages, for any

ε > 0. All the previously known algorithms for consensus and checkpointing are optimal

73



with respect to both running time and communication performance for t = O(1).

Fault-tolerant gossiping was introduced by Chlebus and Kowalski [Chlebus and Kowal-

ski, 2006d]. They developed a deterministic algorithm solving gossiping with running time

O(log2 t) while generating O(n log2 t) messages, provided n− t = Ω(n). They also showed

a lower bound Ω( logn
log(n logn)−log t ) on the number of rounds in case O(polylog n) amortized

messages are used per node. Algorithms attaining O(npolylog n) message performance

while maintaining poly-logarithmic running time for any t < n are known in the literature,

see [Chlebus and Kowalski, 2006d,c, Georgiou et al., 2005b]. Algorithms for the stud-

ied problems of consensus, gossiping and checkpointing that are efficient with respect to

both running time and communication when implemented in the single-port model have

not been known prior to this work, to the best of the authors’ knowledge.

Related work. Consensus is among the central problems in distributed and communica-

tion algorithms. It was introduced by Pease, Shostak, and Lamport [Pease et al., 1980b]

and Lamport, Shostak, and Pease [Lamport et al., 1982]. A consensus algorithm is early-

stopping if it runs in O( f +1) time, where f is the number of crashes actually occurring in

an execution, while the algorithm may be designed for a known upper bound t < n on the

number of crashes. Dolev, Reischuk, and Strong [Dolev et al., 1990] gave an early-stopping

solution for consensus with an arbitrary bound t < n on the number of node crashes and

a lower bound min{t + 1, f + 2} on the running time. Coan [Coan, 1993] gave a con-

sensus algorithm running in time O( f + 1) that uses messages of size logarithmic in the

size of the range of input values; see also Bar-Noy, Dolev, Dwork, and Strong [Bar-Noy

et al., 1992] and Berman, Garay, and Perry [Berman et al., 1992]. Chlebus and Kowal-

ski [Chlebus and Kowalski, 2006c] developed an early stopping consensus algorithm send-

ing O(n log5 n) messages. Dolev and Lenzen [Dolev and Lenzen, 2013] showed that any

crash-resilient consensus algorithm deciding in exactly f + 1 rounds has Ω(n2 f ) worst-
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case message complexity. Randomized approach has been considered by Chor, Merritt,

and Shmoys [Chor et al., 1989b] who gave a randomized algorithm for consensus that

has O(logn) round complexity and O(n2 logn) message complexity with high probability,

while tolerating fewer than n
2 crashes. Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-

Or] gave a randomized consensus algorithm against an adaptive adversary that controls

crashes. The algorithm works in O(
√

n
logn) expected time, which is provably optimal, while

generating O( n5/2

logn) messages and communications bits. Kowalski and Mirek [Kowalski and

Mirek, 2019] demonstrated how to decrease the number of messages to O(n3/2 polylog n),

while keeping the number of bits at Θ(n5/2 polylog n) and slowing down the algorithm by a

factor of O(log2 n), by using deterministic fault-tolerant gossip developed in [Chlebus and

Kowalski, 2006c]. Chlebus and Kowalski [Chlebus and Kowalski, 2009] developed a ran-

domized consensus algorithm that terminates in the expected O(logn) time and such that

the expected number of bits sent and received by each node is O(logn) when the adversary

is oblivious and such that a bound t on the number of crashes is a constant fraction of the

number of nodes. Gilbert and Kowalski [Gilbert and Kowalski, 2010b] presented a ran-

domized consensus algorithm that tolerates up to n
2 crashes and terminates in O(logn) time

and sends O(n) messages with high probability. Gilbert, Guerraoui, and Kowalski [Gilbert

et al., 2007] developed an indulgent consensus algorithm, that solves consensus assum-

ing eventual synchrony, while in synchronous executions it is early-stopping and achieves

O(npolylog n) message performance. Robinson, Scheideler, and Setzer [Robinson et al.,

2018] showed how to achieve an almost-everywhere consensus in O(logn) time with high

probability against adversaries controlling crashes that are weaker than adaptive. Consen-

sus has been also considered in settings beyond crashes in synchronous systems. Dolev

and Reischuk [Dolev and Reischuk, 1985b] and Hadzilacos and Halpern [Hadzilacos and

Halpern, 1993b] proved the Ω(tn) lower bound on the message performance of determinis-

tic consensus for authenticated Byzantine failures. King and Saia [King, 2011] showed that
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subject to some limitation on the adversary and requiring termination with high probability,

a sub-quadratic expected communication O(n3/2polylog n) can be achieved even for gen-

eral Byzantine faults. Abraham et al. [Abraham et al., 2019a] showed the necessity of such

limitations to achieve sub-quadratic running time for Byzantine faults. In asynchronous

settings, Alistarh, Aspnes, King and Saia [Alistarh et al., 2018] showed how to obtain al-

most optimal communication complexity O(nt + t2 log2 t) if fewer than n
2 nodes may fail,

which improved upon the previous result O(n2 log2 n) by Aspnes and Waarts [Aspnes and

Waarts, 1996b] and is asymptotically almost optimal due to a lower bound shown by At-

tiya and Censor-Hillel [Attiya and Censor-Hillel, 2010]. Chlebus, Kowalski, and Stro-

jnowski [Chlebus et al., 2010b] gave a quantum algorithm for binary consensus, executed

by crash-prone quantum processors, that operates in O(polylog n) rounds while sending

O(n polylog n) qubits against the adaptive adversary.

General perspective. Informative expositions of formal models of distributed and net-

worked systems prone to failures of components, as frameworks for development and

study of distributed algorithms, include the books by Attiya and Welch [Attiya and Welch,

2004b], Herlihy and Shavit [Herlihy and Shavit, 2012], Lynch [Lynch, 1996], and Ray-

nal [Raynal, 2010]. Attiya and Ellen [Attiya and Ellen, 2014] review techniques to show

impossibilities and lower bounds for algorithmic problems in distributed and networked

systems. For studies of properties and construction of graphs with suitable expansion prop-

erties, see [Davidoff et al., 2003, Hoory et al., 2006, Krebs and Shaheen, 2011].

3.2 Technical Preliminaries

We model distributed systems as synchronous networks consisting of n nodes. Each

node has a unique integer name in the set [n] = {1, . . . ,n}. Nodes are prone to failing,

which is modeled either as crashes or authenticated Byzantine faults. The letter t denotes
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an upper bound on a possible number of faults. The numbers n and t are known to every

node and can be parts of codes of algorithms. A crashed node stops any activity. A node

faulty in the authenticated Byzantine sense may undergo arbitrary state transitions but it

cannot forge messages claiming that they are forwarded from other nodes.

Timings of specific crashes are determined by an adversary who is constrained by an

upper bound t on the total number of nodes that may crash in an execution of an algorithm.

A node that crashes at a round stops any activity in the following rounds, and does not send

nor receive messages. A node that has not crashed by a round is operational at the round.

We disregard crash of a nodes after the node halts in an execution while operational, which

is the same as assuming that a node does not crash after halting voluntarily. Nodes that halt

voluntarily while operational are non-faulty in the execution.

The nodes communicate among themselves by sending messages. Any pair of nodes

can directly exchange messages at every round. During a round, all messages sent to a node

in this round get delivered. If a node can multicast and receive messages to/from any set of

recipients/senders at a round then this is the multi-port model. If a node can send/receive

a message to/from at most one sender/recipient at a round then we call this the single-port

model. A node does not obtain any signal from any of its ports that messages have been

delivered to the port and need to be received by the node.

We use the running time and amount of communication as performance metrics of algo-

rithms. Nodes begin execution of an algorithm at the same round. Runtime performance is

measured by the number of rounds that occur until all non-faulty nodes have halted. Com-

munication performance is measured either by the number of messages or the total number

of bits in all messages sent in the course of an execution. In case of Byzantine faults, only

messages sent by non-faulty nodes contribute to the communication performance.
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Algorithmic problems. We develop algorithms for problems related to reaching agree-

ment. Each of these problems is parametrized by a number of nodes n and an upper bound

on the number of crashes t. We want algorithms to have a property that every node even-

tually halts, unless it fails. A node decides on a value if it sets a dedicated variable to the

value, and this assignment of value to a variable is irrevocable once made.

In the problems of consensus, each node starts with its initial input value. We assume

additionally that each initial value is either 0 or 1. Algorithms solving consensus need

to satisfy the requirements of validity, agreement, and termination. Validity means that a

decision is on the input value of some node. Agreement means that no two nodes decide on

different values. Termination means that each node eventually decides, unless it fails.

The problem of almost everywhere agreement is about a fraction of nodes agreeing

on some common value. The κ-almost-everywhere-agreement, or κ-AEA for short, has

a number parameter κ such that 1
2 < κ < 1. The algorithmic task to accomplish is to

have at least κn nodes that eventually either decide or fail. The agreement and validity

requirements apply only to nodes that actually decide.

A problem we call κ-spread-common-value, or κ-SCV for short, has a number param-

eter κ such that 1
2 < κ < 1. An instance of the problem is determined by initializing a

dedicated variable in at least κn nodes to a common value that is not null, and initializing

this variable to null at the remaining nodes. The algorithmic task in this problem is to

have every non-faulty node eventually decide on the common value.

In the problems of checkpointing and gossiping, each node works to create a collection

of node names and their associated values, called an extant set, and eventually decide on it,

unless crashing. An extant set of a node that decided on it is a decided extant set.

In checkpointing, an extant set is just a collection of nodes’ names without any as-

sociated values. We want to accomplish deciding on extant sets subject to the following

conditions: (1) if a node j crashed prior to sending any message then j is not in any decided
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extant set, (2) if a node j halted operational then j belongs to all decided extant sets, and

(3) all decided extant sets are equal.

In gossiping, each node is initially equipped with an input value called its rumor. An

extant set consists of pairs made of a node’s name and its rumor; a pair consisting of a

node’s i name and its rumor is the node i’s pair. We want to accomplish deciding on

extant sets subject to the following conditions: (1) if a node j crashed prior to sending any

message then j’s pair is not in any decided extant set, (2) if a node j halted operational then

j’s pair belongs to all decided extant sets. We do not require that all decided extant sets are

equal in the case of gossiping.

Overlay graphs. Algorithms use overlay graphs of choice to save on communication.

We consider nodes as vertices and messages are sent only between specific pairs of nodes

connected by edges in the graph. Let G = (V,E) denote a simple graph, where V is the set

of vertices and E is the set of edges. The subgraph of G induced by W ⊆V , denoted G|W , is

the subgraph of G containing the vertices in W and all the edges with both endpoints in W .

A node adjacent to a node v is a neighbor of v and the set of all the neighbors of a node v

is the neighborhood of v. The notation Ni
G(W ) denotes the generalized neighborhood of W

of radius i, which is the set of all vertices in V of distance at most i from some node

in W in graph G. In particular, the neighborhood of v is denoted NG(v) = N1
G(v). For two

disjoint set of vertices W1 and W2, an edge (v,w) ∈ E connects set W1 with W2 if v ∈W1

and w ∈W2. The number of edges connecting W1 with W2 is denoted by e(W1,W2). Next,

we list properties of overlay graphs and their vertices relevant to efficiency of algorithms,

following [Chlebus et al., 2009b]. Let δ , γ and ℓ be positive integers and 0 < ε < 1 be a

real number.

Dense neighborhood: For a node v∈V , a set S⊆Nγ

G(v) is said to be (γ,δ )-dense-neighborhood

for v if every node in S∩Nγ−1
G (v) has at least δ neighbors in S.
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Survival subset: For a set of vertices B⊆V , a subset C ⊆ B is a δ -survival subset for B if

every node’s degree in G|C is at least δ .

Compactness: graph G is said to be (ℓ,ε,δ )-compact if, for any set B ⊆ V of at least ℓ

vertices, there is a subset C ⊆ B of at least εℓ vertices that is a δ -survival subset

for B.

Next we discuss properties of overlay graphs that make them suitable expanders.

Expansion: graph G is ℓ-expanding, or is an ℓ-expander, if any two disjoint subsets of ℓ

vertices each are connected by an edge.

For a subset of vertices W ⊂ V , the edge boundary of W , denoted ∂W , consists of the

set edges in E that connect W to V \W . The minimum of the ratios |∂W |
|W | , over all nonempty

sets of vertices W such that |W |≤ |V |2 , is this graph’s edge expansion ratio, denoted h(G).

Regular graphs with sufficiently large constant vertex degree d and expansion ratio h(G)>

d
3 can be constructed in polynomial time, see [Davidoff et al., 2003, Hoory et al., 2006,

Krebs and Shaheen, 2011].

Structuring communication in overlay graphs. Nodes may communicate with their

neighbors in suitable overlay graphs. A major part of such communication is abstracted as

local probing, which is an operation proposed and used in [Chlebus et al., 2009b] for similar

purposes. For local probing to work as intended, the overlay graph needs to have suitable

expansion and compactness properties. The purpose of local probing is to broadcast a value

while testing the size of each node’s generalized neighborhood of a suitably small radius

for occurrence of faults. We assume crashes in the context of local probing, unless stated

otherwise. There are two fixed integer parameters γ and δ that determine the duration and

communication of local probing. An instance of local probing takes exactly γ consecutive

rounds. Normally, each node p sends a message to each neighbor at each among these γ
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rounds. At the same time, normally a node p receives messages from all its neighbors that

have not crashed. Node crashes may disrupt communication of non-faulty nodes as follows:

if a node p receives fewer than δ messages at a round of local probing, then node p pauses

prematurely, in that it stops sending messages until γ dedicated rounds are over. If a node p

has not paused prematurely during an execution of local probing, then node p survives this

instance of local probing. Suppose that local probing is applied with B1 as its start set of

operational vertices and B2 ⊆ B1 is its end set of vertices that are operational just after the

termination of local probing, while the vertices in B1 \B2 crash during this local probing.

We summarize the properties of local probing that make it useful next a Proposition 1, with

a brief argument, given for completeness sake.

Proposition 1 ([Chlebus et al., 2009b]). If there is a (γ,δ )-dense-neighborhood for p ∈ B2

in graph G|B2 , then node p survives local probing. If there is no (γ,δ )-dense-neighborhood

for p ∈ B1 in graph G|B1 , then node p does not survive local probing. Every node in a δ -

survival set C for B2 survives local probing.

Proof. Let S ⊆ B2 be a (γ,δ )-dense-neighborhood for p in graph G|B2 . All p’s neighbors

in S are operational, by the specification of B2. A node in S∩Nγ−1
G (p) receives at least δ

messages at the first round of local probing, as at least these many messages arrive from

the neighbors. This continues by induction on i ≤ γ , since no node in S∩Nγ−i
G (v) pauses

prematurely at the i-th round of local probing, so p survives. Suppose that p survives

local probing even though there is no (γ,δ )-dense-neighborhood for p ∈ B1 in graph G|B1 .

There exists a set S1 ⊆ NG(p) of at least δ vertices such that all the vertices in S1 survive

the first γ − 1 rounds of local probing. For each 1 ≤ i ≤ γ , there is a set Si such that

Si−1 ⊆ Si ⊆ Ni
G(p), and all the vertices in Si survive the first γ− i rounds of local probing,

by induction on i. The set Sγ satisfies the definition of (γ,δ )-dense-neighborhood for p in

graph G|B1 . This is a contradiction with lack of (γ,δ )-dense-neighborhood for p ∈ B1 in
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graph G|B1 . Consider a δ -survival set C for B2. Each node in C has at least δ neighbors

in C, by the definition of a δ -survival set. It follows by induction on the round number, that

no node in C pauses prematurely at any round of local probing, since C ⊆ B2.

Ramanujan graphs, discussed in Section 3.3, are suitably compact and expanding.

These two properties suffice to derive the needed functionality of local probing if Ramanu-

jan graphs determine the topology of overlay networks.

3.3 Ramanujan Graphs

Graphs that are edge expanders can be used as overlay networks built into fault-tolerant

distributed algorithms. Such graphs are regular and parametrized by vertex degrees and the

spectral gap. The spectral gap defining Ramanujan graphs depends only on vertex degrees,

which allows to discuss properties of Ramanujan graphs by referring to vertex degrees

only. We want vertex degrees in such regular graphs to be constant, in that that they do not

depend on the number of vertices n and a bound on the number of faults t.

For a constant d, let G = G(n,d) denote a d-regular Ramanujan graph of n vertices. Let

λ1 ≥ λ2 ≥ . . .≥ λn be the eigenvalues of G(n,d). We use the notation λ = max(|λ2|, |λn|).

For G = G(n,d) to be Ramanujan means λ ≤ 2
√

d−1. We also use the following nota-

tions:

ℓ(n,d) = 4nd−1/8, and δ (d) =
1
2
(d7/8−d5/8) .

Next, we show some properties of Ramanujan graphs that support fault tolerance of net-

works with topologies of such graphs. In some of the proofs, we use the Expander Mixing

Lemma, which is given as Lemma 2.5 in [Hoory et al., 2006].

Theorem 3.1. A Ramanujan graph G(n,d) is ℓ(n,d)-expanding.

Proof. Let G(n,d) be a d-regular Ramanujan graph of n vertices such that λ ≤ 2
√

d−1.
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Take any two disjoint sets A and B of vertices such that |A|, |B|≥ ℓ(n,d) = 4nd−1/8. Clearly

|A||B|≤ n2. The Expander Mixing Lemma, applied to the two sets A and B, yields

∣∣∣e(A,B)− d|A||B|
n

∣∣∣≤ λ
√
|A|·|B| .

This implies

e(A,B)≥ d|A||B|
n
−λ

√
|A||B| .

These estimates combined together give

e(A,B)≥ d
n
(4 ·nd−1/8)2−2

√
d−1n≥ n(16 ·d3/4−2

√
d)≥ 2n

√
d(8d1/4−1) ,

which is greater than 0 for d ≥ 1.

Next, we show two auxiliary properties of Ramanujan graphs related to compactness.

For a set of vertices S in G(n,d), the number of edges in the subgraph of G = G(n,d)

induced by S is denoted by vol(S).

Lemma 3.1. If a set of vertices S in a Ramanujan graph G = G(n,d) has at least nd−1/8

elements, then vol(S)≥ δ (d)|S|.

Proof. Let V be the set of vertices of G. Suppose S ⊆ V has at least nd−1/8 vertices. By

the Expander Mixing Lemma applied to S, we have the following inequality:

∣∣∣e(S,V \S)− d|S||V \S|
n

∣∣∣≤ λ
√
|S|·|V \S| .

It follows that

e(S,V \S)≤ λ
√
|S|·|V \S|+ d|S|·|V \S|

n
.
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A direct counting gives

vol(S)≥ 1
2
(d · |S|−e(S,V \S))≥ 1

2

(
d · |S|−λ

√
|S|·|V \S|− d|S|·|V \S|

n

)
. (3.1)

Observe that |S|·|V \S|≤ n2

4 . Since G is Ramanujan, we have λ ≤ 2
√

d−1≤ 2
√

d. We can

reformulate bound (3.1) as follows:

vol(S)≥ 1
2
(d|S|−

√
d ·n− d|S|(n−|S|)

n
) =

1
2

d
(

1− n
|S|

1√
d
− n−|S|

n

)
|S|. (3.2)

We have the inequality n
|S| ≤ d1/8, since |S|≥ nd−1/8, and also n−|S|

n ≤ 1−d−1/8. This leads

to the following reformulation of inequality (3.2):

vol(S)≥ 1
2

d(1−d−3/8− (1−d−1/8))|S|= 1
2

d(d−1/8−d−3/8)|S|= 1
2
(d7/8−d5/8)|S| ,

which is the estimate sought.

Lemma 3.2. If X is a set of vertices in a Ramanujan graph G = G(n,d), then there are

fewer than nd−1/8 vertices in X each with the property that it has fewer than δ (d) neighbors

in G|X .

Proof. Let X ′ ⊆ X denote the set of vertices v such that v has fewer than δ (d) neighbors

in X . Suppose, to arrive at a contradiction, that |X ′|≥ nd−1/8. By Lemma 3.1, the subgraph

of G induced by X ′ has at least |X ′|δ (d) edges. By the handshaking lemma and averaging,

there is a vertex in X ′ with at least 2|X ′|δ (d) · 1
|X ′| = 2δ (d) neighbors in X ′ ⊆ X . This is a

contradiction, so we may conclude that |X ′|< nd−1/8.

We show that compactness of Ramanujan graphs follows from suitable edge-density

and edge-expansion properties, by identifying a a δ (d)-survival subset for any set of ℓ(n,d)=

4nd−1/4 vertices.
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Theorem 3.2. A Ramanujan graph G = G(n,d) is (ℓ(n,d), 3
4 ,δ (d))-compact.

Proof. Let B be a set of at least ℓ(n,d) = 4nd−1/8 vertices. We need to show that there is

a subset C ⊆ B of at least 3
4ℓ(n,d) = 3nd−1/8 vertices that is a δ (d)-survival subset for B,

which means that the degree of every vertex in G|C is at least δ (d) = 1
2(d

7/8−d5/8).

Let us define an operator F that acts on sets of vertices of graph G as follows:

FB(Y ) = Y ∪{v ∈ B\Y | v has fewer than δ (d) neighbors in B\Y} .

This operator is monotonic with respect to inclusion, in the sense that if Y1 ⊆ Y2 then also

the inclusion FB(Y1)⊆ FB(Y2) holds.

Consider a sequence ⟨Yi⟩i≥0 defined by the recurrence Yi+1 = FB(Yi), with Y0 = /0. In

particular, Y1 ⊆ B is a set of these vertices that have fewer than δ (d) neighbors in B. Since

the sequence ⟨Yi⟩i≥0 is monotonic, discrete and each term is included in B, the set B∗ =⋃
i≥0Yi is a fixed point, in the sense that B∗ =Yk for all sufficiently large natural numbers k.

The set C = B \B∗ is a natural candidate for a δ (d)-survival set of B. Each degree of

a vertex in G|C is at least δ (d), because otherwise this vertex would have been added to

Yi+1 = FB(Yi) in some ith iteration of the operator F . To complete demonstrating the claim

of (ℓ(n,d), 3
4 ,δ (d))-compactness, we need to show that B∗ = B \C has at most nd−1/8

elements.

Suppose, to the contrary, that |B∗|> nd−1/8. Let Yj be the first set in the sequence

⟨Yi⟩i≥0 that has at least nd−1/8 elements. Such a set exists since |B∗|> nd−1/8. We consider

the number of edges that have both endpoints in the set Yj, whose number is denoted as

vol(Yj). By Lemma 3.1, vol(Yj)≥ δ (d)|Yj|. To arrive at a contradiction, we show next that

vol(Yj)< δ (d)|Yj|. If j = 1 then this follows from Lemma 3.2 by setting X = B. Suppose

that j > 1, so that the iterations of operator FB(Y ) generate the sequence Y1,Y2, . . . ,Y j. Let

an edge e be in the subgraph induced by Y j. If e has an endpoint in Y1, then it has been
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accounted for in δ (d)|Y1|. Otherwise, let k be such that 1 < k ≤ j and k is the smallest

among indices i of Yi with the property that an endpoint v of this edge e is in Yi. Then this

edge is accounted for in the number of neighbors of v outside Yi−1, which is less than δ (d),

by the specification of the operator F . As we place vertices in Yi from outside of Yi−1, each

added vertex contributes a number of neighbors that is less than δ (d). So the sum that gives

vol(Yj) is less than δ (d)|Yj|. This provides a contradiction and completes a proof of the

inequality |B∗|≤ nd−1/8.

Theorem 3.3. An (γ(n),δ (d))-dense-neighborhood of a vertex in a Ramanujan graph G(n,d)

includes at least ℓ(n,d) vertices, if only γ(n)≥ 2+ lgn and d is sufficiently large.

Proof. Let G(n,d)= (V,E). Consider any vertex v∈V and its (γ(n),δ (d))-dense-neighborhood

S⊆ Nγ(n)
G (v). We show by induction that the set Ai = S∩Ni

G(v) has at least min(2i, ℓ(n,d))

vertices, for all i such that 1≤ i≤ γ(n)−1. This suffices, since 22+lgn = 4n≥ ℓ(n).

For the base case i = 1, observe that N1
G(v) is the neighborhood of a vertex v in S, which

has at least 2 neighbors, since G(n,d) is d-regular for d > 1. Suppose that i ≥ 2, and the

inductive hypothesis holds for i. Let Z = (NG(Ai)∩S)\Ai be the part of the neighborhood

of Ai in the subgraph induced by S that extends beyond Ai. Observe that Ai+1 = Ai∪Z and

|Z∪Ai|= |Z|+|Ai|.

If |Ai|+|Z|> ℓ(n,d), then Ai+1 has more than ℓ(n,d) vertices. Suppose otherwise that

the inequality |Ai|+|Z|≤ ℓ(n,d) holds. For each set S of vertices of graph G(n,d) of at

most βn elements, the number of edges in the subgraph induced by S is at most 1
2dβ 2n+

√
d−1β (1−β )n, as shown by Alon and Chung [Alon and Chung, 2006]. Applying this

with β = |Ai∪Z|
n , we obtain that

vol(Ai∪Z)≤ 1
2

dβ
2n+
√

d−1β (1−β )n≤ 1
2

dβ |Ai∪Z|+
√

d|Ai∪Z| . (3.3)

If |Ai ∪X |≤ 4nd−1/4n then β ≤ 4nd−1/4, and we can upper bound the right-hand side of
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the inequality (3.3) as follows:

1
2

dβ |Ai∪X |+
√

d|Ai∪X |≤ |Ai∪X |(2d3/4 +
√

d) . (3.4)

Every vertex in Ai has degree at least δ (d) in the graph induced by vertices from Ai∪Z, so

vol(Ai∪Z)≥ δ (d)
2 |Ai| by the handshaking lemma. This combined with the inequality (3.4)

gives
δ (d)

2
|Ai|≤ vol(Ai∪Z)≤ |Ai∪Z|(2d3/4 +

√
d) ,

and hence also

δ (d)
2
|Ai|≤ |Ai∪Z|(2d3/4 +

√
d)≤ (|Ai|+|Z|)(2d3/4 +

√
d) .

Solving for |Z| gives

|Z|≥
(

δ (d)
4d3/4 +2

√
d
−1
)
|Ai| .

Since δ (d) = 1
2(d

7/8−2d5/8), the following inequality holds for a sufficiently large d:

δ (d)
4d3/4 +2

√
d
−1≥ 1 .

We conclude with the estimate

|Ai+1|= |Z|+|Ai|≥ 2|Ai|≥ 2i+1 ,

which completes the inductive step.

Theorem 3.4. Let 0 < ε < 1 be a fixed constant, and let A and B be two disjoint subsets of

vertices of a Ramanujan graph G = G(n,d). If |A|= ε ·n and |B|> 4n
dε

, then there exists an

edge connecting the sets A and B with each other.
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Proof. Consider any such disjoint sets of vertices A and B in G(n,d). The Expander Mixing

Lemma applied to sets A and B gives the following estimate:

∣∣∣e(A,B)− d|A||B|
n

∣∣∣≤ λ
√
|A|·|B| .

This implies e(A,B) ≥ d|A|·|B|
n −λ

√
|A|·|B|. Since λ ≤ 2

√
d−1 ≤ 2

√
d and |A|= εn, we

obtain

e(A,B)≥ d|A|·|B|
n

−λ
√
|A|·|B| ≥ dε|B|−2

√
d
√
|A||B|= d|B|

(
ε− 2√

d

√
|A|
|B|

)
. (3.5)

The assumption |B|> 4n
dε

yields |B|> 4n
dε

= 4|A|
dε2 . This implies dε2

4 > |A|
|B| , and solving for ε

gives ε > 2√
d

√
|A|
|B| . Combining this estimate of ε with the lower bound in (3.5), we obtain

e(A,B)> 0, so that an edge between A and B exists.

3.4 Consensus with Crashes

We develop algorithms for the problems of almost everywhere agreement, spreading

a common value, and consensus. Crashes are the model of failures. The input values are

either 0 or 1.

Messages used by the algorithms have two possible roles: either to carry a (rumor)

value or to inquire for a decision value. The role of a message is determined by the round

in which it is sent, so it suffices for a message to carry one bit of information.

3.4.1 Almost Everywhere Agreement

An algorithm we give for almost everywhere agreement is called ALMOST-EVERYWHERE-

AGREEMENT and its pseudocode is in Figure 3.1. The algorithm uses a graph denoted G
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Algorithm ALMOST-EVERYWHERE-AGREEMENT

Part 1: Broadcasting initial value 1:
if p is little then

set the candidate decision value to the input value
for 5t−1 rounds do
if either p’s candidate decision is 1 and it is the first round or

p’s candidate decision is 0 and p received rumor 1 in the previous round for the first
time then set the candidate decision value to 1 and send rumor 1 to each neighbor
in G

else stay idle for 5t−1 rounds
Part 2: Local probing:
if p is little then run local probing on graph G for 2+ lg(5t) rounds, such that

(a) send rumor in messages
(b) if the candidate decision value is 0 and rumor 1 received then set candidate
decision to 1

if p is little and survived local probing then decide on the candidate decision value
Part 3: Notifying related nodes of decision:
if p is little and has decided then notify each related node of the decision
if p received a decision value from a little neighbor then decide on the received value

Figure 3.1: A pseudocode for a node p. Node p is little if its name is at most 5t. The edges of
a regular graph G determine links to send messages in the first two parts. The quantities ℓ and δ

relevant to local probing are determined by the vertex degree d of G.

which serves as an overlay network. We assume that t < n
5 in this sub-section. Nodes with

the smallest 5t names are called little. There are exactly 5t little nodes, by the assump-

tion t < n
5 . The graph G has the little nodes as vertices and its topology is of a G(5t,d)

Ramanujan graph with the vertex degree d = 58. This degree d determines the quantities

ℓ= 4 ·5td−1/8 = 4t and δ = 1
2(d

7/8−2d5/8) that are relevant to the local probing in Part 2

in the pseudocode in Figure 3.1.

Each among the nodes maintains its candidate decision value throughout an execu-

tion, which is referred to as rumor when sent in a message. At the start, each little node

sets its candidate decision value to its initial input value. The algorithm proceeds through

three parts.

At the first round of Part 1, each little node with rumor 1 transmits a message with the
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rumor to all neighbors in graph G. In the following rounds of Part 1, if a little node p

receives a message with rumor 1, while the current candidate decision value is 0, then p

sets its candidate decision value to 1 and notifies all its neighbors in G of the change by

sending rumor 1 to them. This process of flooding the sub-network of little nodes with

rumor value 1 continues for 5t−1 rounds.

Part 2 follows next. It consists of local probing in graph G of little nodes for 2+2lg(5t)

rounds. The little nodes send their candidate decision value settled during Part 1. To make

the algorithm precise, we stipulate that if a node has 0 as a candidate value and receives

rumor 1 then it changes the candidate value to 1 and uses it as rumor from that round on.

Little nodes that survive local probing decide on their candidate values.

Starting from Part 3, all nodes participate. If a node’s name j is congruent modulo 5t to

a little node of name i then we say that i and j are related. Part 3 consists of all little nodes

that have decided notifying their respective related nodes of the decision, and the recipients

of such messages adopt the received decision.

Lemma 3.3. Assuming t < n
5 , at least 3t non-faulty little nodes decide while executing

Part 2 of algorithm ALMOST-EVERYWHERE-AGREEMENT.

Proof. There are at least 5t little nodes, since t < n
5 . Let a set B consist of the non-faulty

little nodes in an execution. There are at least 5t − t = 4t elements in B. Graph G is

a G(5t,d) Ramanujan graph for d = 58. We defined ℓ = 20td−1/8, which equals 4t by

the determination of degree d. Graph G is (ℓ, 3
4 ,δ )-compact, for δ = 1

2(d
7/8− 2d5/8), by

Theorem 3.2. It follows, by the definition of compactness, that there exists a δ -survival

subset of B of at least 3
4ℓ elements. By Proposition 1, every little node in such a δ -survival

set survives local probing in Part 2. Little nodes that survive local probing decide, by the

pseudocode in Figure 3.1. It follows that at least 3
4ℓ= 3t non-faulty little nodes decide.

The pseudocode in Figure 3.1 stipulates about Part 2 that if the candidate decision value
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is 0 and rumor 1 is received then then the candidate decision value is reset to 1. Next, we

show that if t < n
5 then such resetting never occurs.

Lemma 3.4. Assuming t < n
5 , if a node survives local probing in Part 2 of ALMOST-

EVERYWHERE-AGREEMENT then it did not change its candidate decision from 0 to 1

during local probing.

Proof. The non-faulty little nodes induce a subgraph of G. The non-faulty little nodes

in the same connected component of the induced subgraph set their rumors to the same

value by the end of Part 1. This is because the length of a longest path is 5t− 1, so 5t−

1 round suffices to propagate through the connected component. A node that survives

local probing belongs to a (2+ lg(5t),δ (d))-dense-neighborhood, by the duration of local

probing in Part 2, and the mechanism of local probing determined by δ . By Theorem 3.3,

(γ(5t),δ (d))-dense-neighborhood of a vertex includes at least ℓ(5t,d) vertices, if γ(5t) ≥

2+ lg(5t). Any two such neighborhoods are connected by an edge, by Theorem 3.1. It

follows that nodes that belong to such neighborhoods acquire equal candidate values by

the end of Part 1, and so use the same rumor in local probing in Part 2.

Theorem 3.5. Assuming t < n
5 , algorithm ALMOST-EVERYWHERE-AGREEMENT solves

the problem 3
5 -AEA in O(t) rounds and with O(n) messages, each message carrying one bit.

Proof. At least 3t non-faulty little nodes decide in Part 2, by Lemma 3.3. Each such a node

notifies its n
5t related nodes in Part 3. A node that is not little is related to precisely one little

node. Therefore at least 3n
5 nodes either decide or crash by the end of Part 3.

Validity follows from the fact that rumors circulated among the nodes originate as initial

values of nodes. Part 3 serves the purpose to spread decisions made at the end of Part 2.

To show agreement, it suffices to demonstrate that all decisions made by little nodes by the

end of Part 2 are equal. Such decisions are taken after surviving local probing in Part 2. By
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Lemma 3.4, nodes that decide do not change their candidate decision values during Part 2,

so the candidate decision values settled during Part 1 are final. The rumors spread during

Part 1 carry only value 1, so either all the nodes that decide in Part 2 set their candidate

decision value to 1 during Part 1 or none does it. This gives agreement, which means that

no two nodes decide on different values. Termination follows from a bound on the duration

of the execution determined by the pseudocode in Figure 3.1.

This bound on running time is as follows. Part 1 takes 5t − 1 rounds, Part 2 takes

2+ lg(5t) rounds, and Part 3 takes one round, for a total number of rounds that is O(t).

The number of sent messages is bound as follows. The graph G is of degree d = 58, so in

Part 1, each little node sends at most 58 = O(1) messages. In Part 2, each of the 5t little

nodes sends at most 58(2+ lg(5t)) = O(log t) messages. In Part 3, each among 5t little

nodes sends at most n
5t messages, for a total of n messages. The total number of messages

is O(n). Each of these messages carries a single value of either 0 or 1.

3.4.2 Spreading a Common Value

We give an algorithm for spreading a common value. The algorithm is called SPREAD-

COMMON-VALUE, and its pseudocode is in Figure 3.2.

We assume that t < n
5 in this sub-section, and the 5t nodes with smallest names are

called little. The constants in the pseudocode and parameters of overlay graphs are selected

to work if at least 3
5n nodes have been initialized with a common value.

Each node uses the same dedicated variable to be initialized either to the common value

or to null. A node decides on the common value by setting the dedicated variable to the

common value.

A graph denoted H in the pseudocode in Figure 3.2 is a Ramanujan graph of n vertices

and of a constant degree ∆≥ 64 with an edge expansion h(H) at least 1
2(∆−2

√
∆−1)≥ ∆

3 .
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Algorithm SPREAD-COMMON-VALUE

Part 1: Broadcasting common value:
if p decided then send common value to all p’s neighbors in graph H
for ⌈log 3

2

2n/5
max{t,n/t}⌉ rounds do

if p has not decided yet and received a common value in the previous round then

decide on the received common value and forward it to all p’s neighbors in H
Part 2: Inquiring about common value:
if t2 ≤ n then

if p has not decided yet then send an inquiry to every little node
if p has decided and an inquiry received then

respond to each inquiring node with a common value
if a response for p’s own inquiry arrived then adopt the received value as decision

else for i = 1 to ⌈lg(t +2)⌉ do perform Phase i:
at round 2i−1 of this part:
if p has not decided yet then send an inquiry to each p’s neighbor in graph Gi

at round 2i of this part:
if p decided and an inquiry from a neighbor in graph Gi received at round 2i−1
then respond to each inquiring neighbor with the common value

if a response for p’s own inquiry arrived then adopt the received value as decision

Figure 3.2: A pseudocode for a node p. The topologies of the overlay graphs denoted as H and Gi

determine links to send messages. A node decides on the common value as soon as learning it.

Another graph on n vertices, denoted Gi in the pseudocode in Figure 3.2, has properties

as stated in Lemma 3.13. Gi is defined as a directed graph. A directed edge u→ v in

Gi represents a bi-directional link connecting nodes u and v, however, it indicates that u

initiates communication with v in the algorithm. We use the following terminology relevant

to directed graphs. If u→ v is a directed edge from u to v then v is an out-neighbor of u.

The number of out-neighbors of a vertex is this vertex out-degree. For a set of vertices A of

graph Gi, a vertex v is an external out-neighbor of A if v does not belong to A and for some

vertex u in A the pair u→ v is a directed edge.

Lemma 3.5. Assuming t < n
5 , for any integer i > 0 such that 2i ≤ t + 2, there exists a

directed graph Gi with n vertices and of vertex out-degree at most 10 ·2i+2, such that any

set of ⌊ t+2
2i ⌋ vertices of Gi has at least 2(t +2) external out-neighbors.

93



Proof. Let us denote
⌊ t+2

2i

⌋
as bi and 2t+3 as c. Suppose that 2i≤ t+2 for i > 0. We argue

that a suitably defined random graph satisfies the needed properties of Gi with a positive

probability, which implies the existence of Gi by the probabilistic-method argument.

Let us carry out 10 ·2i+2 independent trials, for every vertex v in [n]. In each such a trial

for a vertex v, a vertex is selected uniformly at random from the remaining n− 1 vertices

and declared as out-neighbor of v. If the same vertex v is selected more than once as an

out-neighbor of u, this determines one directed edge u→ v. The out-degree of each vertex

is at most 10 ·2i+2.

Next, we show the claimed bound on the the number of external out-neighbors of any

set of bi vertices. There are
(n

bi

)
and

(n
c

)
different sets of bi and c vertices, respectively.

There are at most
(n

bi

)
·
(n

c

)
≤
(n

c

)2 pairs of such sets, since bi < c = 2(t +2)< 2n
5 +4 < n

2 .

Let us fix a pair Bi and A of such sets of vertices. Consider an event E (Bi,A) which holds

when all vertices in Bi have all their out-neighbors in A. The probability of the event

E (Bi,A) can be estimated as follows:

(c
n

)10·2i+2·bi
≤
(

2t +3
n

)40(t+2)

.

By the union bound, the probability that the set Bi has at most 2t+3 out-neighbors is upper

bounded by the sum of the probabilities of events E (Bi,A), over all sets of vertices A of

c = 2t +3 elelemnts. This estimate is at most

(
n
c

)
·
(

2t +3
n

)40(t+2)

.

The probability that there is a set Bi of bi vertices with at most 2t + 3 < 2(t + 2) out-
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neighbors can be estimated from above as follows:

(
n
bi

)
·
(

n
c

)
·
(

2t +3
n

)40(t+2)

≤
(

n
c

)2

·
(

2t +3
n

)40(t+2)

≤
(

ne
2t +3

)2(2t+3)

·
(

2t +3
n

)40(t+2)

≤
(

ne
2t +3

)4(t+2)

·
(

2t +3
n

)40(t+2)

≤
(

e(2t +3)9

n9

)4(t+2)

.

This bound is less than 1 because n
2t+3 > e1/9 for n > 6. We obtain that the complemen-

tary event holds with a positive probability. This complementary event gives the properties

defining a directed graph Gi. It follows that there exists a directed graph Gi with the re-

quired properties.

Algorithm SPREAD-COMMON-VALUE consists of two parts, as represented in Fig-

ure 3.2. The common value is broadcast through graph H in Part 1. This works such that

once a node decides it notifies its neighbors of the common value, which they adopt as their

own decision.

Lemma 3.6. If at least 3
5n nodes have been initialized with a common value then at most

t + 2 nodes may not decide by the end of an execution of Part 1 of algorithm SPREAD-

COMMON-VALUE.

Proof. . Let the rounds of Part 1 of SPREAD-COMMON-VALUE be numbered starting

from 1. Denote by wk the number of nodes that have not received a common value by

round k. Since at least 3
5n nodes has been initialized with a common value, we have that

w1 ≤ 2n
5 . Let ℓk be the number of nodes that receive a common value at round k+1. The

overlay graph H used in Part 1 of SPREAD-COMMON-VALUE is a Ramanujan graph of

degree ∆ ≥ 64 with edge expansion h(H) that is at least 1
2(∆− 2

√
∆−1) ≥ ∆

3 . There are

at least these many edges outgoing from the nodes that have not received a common value
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yet by round k in graph H, discounting for up to t crashes:

h(H) · (wk− t)≥ ∆

3
· (wk− t) .

The number of non-faulty neighbors connected by these outgoing edges is at least these

many:

ℓk ≥
1
∆
· ∆

3
· (wk− t) =

1
3
· (wk− t) .

Each such a non-faulty neighbor has already received a common value so it sends a message

with the value. This gives the following recurrence:

wk+1 ≤ wk− ℓk =
2
3

wk +
t
3
.

We iterate this recurrence j = ⌈log 3
2

2n/5
max{t,n/t}⌉ times and use a bound on w j. Observe that

2n/5
max{t,n/t} is at most 2

5t. To see this, consider two cases: 1) if n
t ≥ t then 2n/5

max{t,n/t} =
2n
5 ·

t
n =

2
5t; and 2) if n

t ≤ t then 2n/5
max{t,n/t} =

2
5 ·

n
t ≤

2
5t. We obtain that (2

3)
j ≤ 5

2t , and so the following

is a bound on w j:

w j ≤
(2

3

) j
+

t
3 ∑

k≥0

(2
3

)i
≤ 5

2t
+ t .

This bound is less than 3+ t.

Part 2 of algorithm SPREAD-COMMON-VALUE is spent by the nodes that have not

decided yet inquiring other nodes about their decisions. If a node that has already decided

receives such an inquiry then it responds by sending a message with the common value.

A successful inquiry by a node that has not decided yet results in a response that brings

the common value, which is then adopted as the own decision. Part 2 is structured into

⌈lg(2+ t)⌉ phases such that a node that has not decided yet by phase i sends inquiries to its

neighbors in the overlay graph Gi.
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Lemma 3.7. If t2 ≤ n and at least 3
5n nodes have been initialized with a common value

then all non-faulty nodes decide executing SPREAD-COMMON-VALUE.

Proof. If a node has not decided by the end of Part 1 then it sends inquiries to all 5t little

nodes. At most 2+ t nodes do not decide after Part 1, by Lemma 3.6. At most t nodes

may crash during Part 1. There are at least these many little nodes that do not crash and

decide by the end of Part 1: 5t− t− (t +2) = 3t−2 > 0. Each of these little nodes sends a

response with the common value, which is then adopted as own decision.

Lemma 3.8. If
√

n< t < n
5 and at least 3

5n nodes have been initialized with a common value

then fewer than ⌊ t+2
2i ⌋ non-faulty nodes do not decide by Phase i of Part 2 of SPREAD-

COMMON-VALUE, for each i such that 1≤ i≤ ⌈lg(t +2)⌉.

Proof. Suppose, to the contrary, that the claim does not hold for some i such that 1 ≤

i ≤ ⌈lg(t + 2)⌉. This means that there exists a nonempty set Bi of non-faulty nodes that

have not received a common value yet by round 2i, such that |Bi|= t+2
2i , for some i ≥ 1.

The overlay graph Gi, for i ≥ 1, used in Phase i by nodes in Bi for sending inquiries and

receiving responses has the property that any set of t+2
2i vertices has at least 2(t+2) external

out-neighbors, by Lemma 3.13. At most 2+ t nodes do not decide by the end of Part 1,

by Lemma 3.6. At most t nodes may crash by the end of Part 1. There remain at least

2t +4− (t +2)− t > 0 external out-neighbors of Bi that have decided and are operational

when the nodes in Bi send their inquiries. At least one such an external out-neighbor of

Bi relays the decision to some node in Bi during Phase i. It follows that some node in Bi

decides by the end of Phase i, which is a contradiction with the definition of Bi .

Theorem 3.6. Assuming t < n
5 , algorithm SPREAD-COMMON-VALUE solves 3

5 -SCV in

O(log t) rounds and sending O(n+ t log t) messages, each message carrying one bit.

Proof. Suppose that at least 3
5n nodes have been initialized with a common value. We

show first that every node decides by the end of Part 2, unless it crashes. If t2 ≤ n then all

97



nodes decide by Lemma 3.7. If t2 > n then ⌈lg(t +2)⌉ phases get executed during Part 2.

By Lemma 3.8, fewer than ⌊ t+2
2i ⌋ non-faulty nodes do not decide by Phase i of Part 2, for

each i such that 1 ≤ i ≤ ⌈lg(t + 2)⌉. The number t+2
2⌈lg(t+2)⌉ is at most 1, so the set of nodes

that have not decided by the phase number ⌈lg(t + 2)⌉ of Part 2 is empty. This shows

termination. The nodes decide on the common value because this is the only content sent

in messages.

Next, we estimate the performance. Part 1 takes ⌈log 3
2

2n/5
max{t,n/t}⌉ ≤ ⌈log 3

2

2
5t⌉ rounds,

and Part 2 takes at most ⌈lg(t +2)⌉ rounds, which together make O(log t) rounds.

In Part 1, the graph H has a constant degree, so each node sends O(1) messages, for

a total of O(n) messages. The way Part 2 is executed depends on whether the inequality

t2 ≤ n holds or not. If t2 ≤ n then each of these nodes sends a message to 5t little nodes, for

a total of at most 5t(t +2) = O(n) messages. If t2 > n then nodes use overlay graphs Gi in

Part 2, in which nodes have out-degree at most 10 ·2i+2, by Lemma 3.13. The first phase of

Part 2 gets executed by the nodes that have not decided yet by the end of Part 1, and each

subsequent phase by the nodes that have not decided yet by the previous phase. There are

fewer than ⌊ t+2
2i ⌋ such nodes in Phase i, by Lemma 3.8. If t2 > n, then at most these many

messages are sent in Part 2:

40
⌈lg(t+2)⌉

∑
i=0

t +2
2i ·2

i = O(t log t) .

Each of these messages carries a single bit equal to either 0 or 1.

3.4.3 Consensus for Few Crashes

We present an algorithm for Consensus that works for t < n
5 . The algorithm is called

FEW-CRASHES-CONSENSUS, its pseudocode is in Figure 3.3. It is structured as execut-

ing two algorithms: first ALMOST-EVERYWHERE-AGREEMENT, followed by SPREAD-
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Algorithm FEW-CRASHES-CONSENSUS

Execute ALMOST-EVERYWHERE-AGREEMENT

if p decided then adopt the decision as a common value
Execute SPREAD-COMMON-VALUE

decide on the common value

Figure 3.3: A pseudocode for a node p. The pseudocode of algorithm ALMOST-EVERYWHERE-
AGREEMENT is in Figure 3.1, and that of SPREAD-COMMON-VALUE is in Figure 3.2.

COMMON-VALUE. The first algorithm solves the 3
5 -AEA problem, and the decision ob-

tained in at least 3
5n nodes is treated as a common value. The second algorithm solves the

3
5 -SCV problem, and the common value is used as the ultimate decision.

Theorem 3.7. If t < n
5 then algorithm FEW-CRASHES-CONSENSUS solves Consensus in

O(t + logn) rounds and nodes send O(n+ t log t) one-bit messages.

Proof. Algorithm ALMOST-EVERYWHERE-AGREEMENT makes at least 3
5n nodes to de-

cide. Algorithm SPREAD-COMMON-VALUE takes the decision as a common value located

in at least 3
5n nodes and spreads it across all the nodes. The agreement, validity and termi-

nation properties, as well as the performance bounds, follow directly from Theorems 3.5

and 3.6.

3.4.4 Consensus for Many Crashes

We give a consensus algorithm that works for a bound t on the number of crashes as

large as n−1. The algorithm is called MANY-CRASHES-CONSENSUS(α), its pseudocode

is in Figure 3.4. We use the notation α = t
n . The algorithm’s structure os similar to al-

gorithm FEW-CRASHES-CONSENSUS in Section 3.4.3, in the it consists of broadcasting

input value, local probing, and inquiring about decision. These operations make three parts

of an execution. The first two parts provide almost everywhere agreement and the third

part spreads the decision as a common value. Each part, as well as each phase in the third
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Algorithm MANY-CRASHES-CONSENSUS

Part 1: Broadcasting:
for n−1 rounds do

if p’s initial value is 1 and it is the first round or

p received 1 in the previous round for the first time then
set the rumor to 1 and send it to each of p’s neighbors in graph G

Part 2: Local probing:
participate in local probing on graph G during 2+ lgn rounds:

if either the initial value is 1 or rumor 1 received in Part 1 then use rumor 1 else
rumor 0

if survived local probing then decide on the rumor value
Part 3: Inquiring about decision:

for i = 1 to 1+ ⌈lg (1+3α)n
4 ⌉ do perform Phase i:

at round 2i−1 of Part 3:
if not decided yet then send an inquiry to each p’s neighbor in graph Gi

at round 2i of Part 3:
if decided and an inquiry from a neighbor in graph Gi received at round
2i−1

then respond to each inquiring neighbor with p’s decision value
if a response for own inquiry arrived then adopt the received value as
decision

Figure 3.4: A pseudocode of the algorithm for a node p. Parameter α denotes t
n .

part, employs its assigned overlay graph. This is a Ramanujan graph, denoted G, in each of

the first two parts. In the third part, each phase i uses an overlay graph Gi from a family of

O(lgn) graphs. Edges in the overlay graphs determine pairs of nodes that communicate di-

rectly. All these graphs are known by every node, as they are determined by the numbers n

and t. We specify the overlay graphs next.

The overlay graph G used in the first two parts has a vertex for each node of the network.

This graph G is a G(n,d) Ramanujan graph, where d = d(α) = ( 4
1−α

)8. The graph’s degree

d(α) determines the following two quantities:

ℓ= ℓ(n,d) = 4nd−1/8 = (1−α)n and δ = δ (d) =
1
2
(d7/8−2d5/8) .
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Each graph Gi used in Phase i of Part 3 is G(2n,di) Ramanujan, for di =
64

3(1−α)(1+3α) ·2
i.

This means that only graphs that are Ramanujan are used to determine overlay networks

for algorithm MANY-CRASHES-CONSENSUS.

Each node maintains a candidate decision value throughout an execution. At the start,

each node sets its candidate decision value to its input value. If a candidate decision value

or a decision value are sent in a message then we refer to the value sent as rumor. At the first

round of Part 1, each node with the initial value 1 transmits a message with this rumor to all

neighbors in graph G. In the following rounds of Part 1, if a node p receives a message with

a rumor 1 while the current candidate decision value is 0, then p sets its candidate value

to 1 and notifies all the neighbors in G of this change by sending rumors. This flooding the

network with rumor value 1 continues for n−1 rounds. Part 2 consists of local probing in

graph G for 2+ lgn rounds. Candidate decision values are updated similarly as in Part 1,

in that if a node p receives a message with a rumor 1 while the current candidate value

is 0, then p sets its candidate value to 1. Nodes that survive local probing decide on their

candidate values. The last Part 3 is spent by the nodes that have not decided yet inquiring

their neighbors about their decisions. This is partitioned into 1+ ⌈lg (1+3α)n
4 ⌉ phases, with

graph Gi is used in phase i. If a node that has already decided receives an inquiry about

decision then it responds by sending a message with the decision value. If an inquiry by

a node that has not decided yet results in receiving a response that brings a neighbor’s

decision, then the inquiring node adopts the received decision value as its own decision.

Lemma 3.9. At least 3
4(1−α)n non-faulty nodes decide on the same value while executing

Part 2.

Proof. Let a set A consist of the nodes that are operational at the end of Part 1. Set A

induces a subgraph of GA. By the end of Part 1, all the nodes in a connected component

of GA set its rumor to the same value. This is because the length of a longest path is n−1
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so n−1 rounds suffice to propagate 1 through a connected component. At most αn nodes

may crash, so there are at least n−αn = (1−α)n non-faulty nodes in A. Graph G is a

G(n,d) Ramanujan graph for d = ( 4
1−α

)8. We defined ℓ= 4nd−1/8, which equals (1−α)n

by the choice of degree d. Graph G is (ℓ, 3
4 ,δ )-compact, for δ = 1

2(d
7/8−2d5/8), by The-

orem 3.2. It follows, by the definition of compactness, that there exists a set S that is a

δ -survival set with respect to the set of vertices A. A (γ(n),δ (d))-dense-neighborhood of

a vertex includes at least ℓ(n,d) vertices, if γ(n) ≥ 2+ lgn and d is sufficiently large, by

Theorem 3.3. Any two such (γ(n),δ (d))-dense neighborhoods are connected by an edge,

by Theorem 3.1. It follows that nodes that belong to such (γ(n),δ (d))-dense neighbor-

hoods acquire equal rumor values by the end of Part 1. By Proposition 1, every node in

a δ -survival set S survives local probing in Part 2. Nodes that survive local probing de-

cide, by the pseudocode in Figure 3.4. There are at least 3
4ℓ elements in a δ -survival set S,

because graph G is (ℓ, 3
4 ,δ )-compact. The number of non-faulty nodes that survive local

probing and decide is at least 3
4ℓ=

3
4(1−α)n.

Let M = 1
4(1+3α)n, so that Part 3 consists of 1+ ⌈lgM⌉ phases.

Lemma 3.10. At most M
2i non-faulty nodes have not decided yet in Phase i by the end of

round 2i of Part 3, for each i such that 0≤ i≤ 1+ ⌈lgM⌉.

Proof. Let a conceptual Phase 0 end at the end of Part 2. Let a set B consist of the nodes

that have decided by the end of Part 2. Let B′ ⊆ B be a set of non-faulty nodes that have

already decided by the beginning of Part 3. We have that |B′|≥ 3
4(1−α)n, by Lemma 3.9.

Let a set C consist of these nodes that have not decided yet by the end of Part 2. The

complement of set B has at most n− 3
4(1−α)n = M elements. In particular, we have that

|C|≤M, thus the claim we want to demonstrate holds for i = 0.

Suppose, to the contrary, that this claim does not hold for some i such that 1 ≤ i ≤

1+ ⌈lgM⌉. This means that there exists a set C′ ⊆ C of non-faulty nodes that have not
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decided yet by round 2i, and that the set has more than M
2i elements, for some i ≥ 1. The

overlay graph Gi, for i ≥ 1, used for communication in Phase i by nodes in C′ for sending

inquiries and receiving responses is a Ramanujan graph of degree di =
64

3(1−α)(1+3α) · 2
i.

By Theorem 3.4 applied to the sets B′ and C′, and constant ε set to 3
4(1−α), there is an

edge between the set B′ and the set C′. This means that the decision was relayed by some

element in B′ to some element in C′ in Phase i via that edge. It follows that the nodes in the

set C′ decide by the end of Phase i. This contradicts the definition of C′ and validates of the

claim.

Next, we summarize the performance bounds of algorithm MANY-CRASHES-CONSENSUS.

Theorem 3.8. Algorithm MANY-CRASHES-CONSENSUS solves Consensus in at most n+

3(1+ lgn) rounds and nodes send at most ( 5
1−α

)8 n lgn one-bit messages, for sufficiently

large n.

Proof. Nodes propagate to their neighbors either their own initial values or what they re-

ceive from neighbors. If a node decides then it is either on its own initial value or some

received one, which, by induction, is some other node’s initial value forwarded during the

execution. This gives validity. By Lemma 3.10, at most M
2i non-faulty nodes have not de-

cided yet in Phase i by the end of round 2i of Part 3, for i such that 0≤ i≤ 1+⌈lgM⌉. The

number M
21+⌈lgM⌉ is less than 1, which means that the set of nodes that have not decided at

round 1+ ⌈lgM⌉ of Part 3 is empty. This gives termination. The decisions made in Part 3

are made after learning of decisions of other nodes during Part 2, so they all are equal, by

Lemma 3.9. This gives agreement and completes showing correctness of the algorithm.

Next, we estimate the performance measures: the number of rounds by halting and the

number of bits sent in messages. The pseudocode in Figure 3.4 determines the number of

rounds. Part 1 takes n−1 rounds, Part 2 takes 2+ lgn rounds, and Part 3 takes at most these
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many rounds: 2(1+ ⌈lg (1+3α)n
4 ⌉)≤ 2−4+2lg(1+3α)+2lgn≤ 2+2lgn. All together

this makes n−1+4+3lgn = n+3(1+ lgn) rounds.

Now we estimate the number of messages. In the first two parts, the nodes use graph G

in which each vertex has degree d = ( 4
1−α

)8. In Part 1, a node sends at most d messages,

because each node sends a message to each neighbor at most once. In Part 2, a node sends

at most d(2+ lgn) messages. In Part 3, nodes use overlay graphs Gi of degree di. All nodes

send at most these many messages in Part 3:

4
1+⌈lgM⌉

∑
i=1

M
2i ·di =

1+⌈lgM⌉

∑
i=1

M
2i ·

28

3(1−α)(1+3α)
·2i ≤ 28M

3(1−α)(1+3α)
(2+ lgM)≤ 26n lgn

3(1−α)
,

because M = 1
4(1+3α)n. Summing up the bounds for the three parts, we obtain

nd(3+ lgn)+
28

3(1−α)
n lgn =

48

(1−α)8 n lgn+
28

3(1−α)
n lgn+O(n)≤ 58

(1−α)8 n lgn

as a bound on the number of messages, for sufficiently large n.

The greatest possible t is n−1 which translates into α = 1− 1
n .

Corollary 3.1. Algorithm MANY-CRASHES-CONSENSUS solves binary consensus with

up to t = n−1 crashes in at most n+3(1+ lgn) rounds such that at most 58n9 lgn one-bit

messages are sent in total, for sufficiently large n.

Proof. If t = n−1 then 1
1−α

= 1
1− n−1

n
= n. The bound follows from Theorem 3.8.

3.5 Gossiping with Crashes

We develop a gossiping algorithm GOSSIP, whose pseudocode is in Figure 3.5. It is

designed to work with the assumption t < n
5 , so that there are 5t little nodes.
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The little nodes iterate local probing on a Ramanujan graph G = G(5t,d) for d = 58.

The surviving nodes first absorb input values in Part 1 and then propagate them in Part 2

using the same graphs Gi as in Section 3.4.2, which exist by Lemma 3.13.

A node p represents its extant set as a collection of pairs (q,x), for all node names q,

where x is the q’s rumor if p learned that rumor otherwise x is nil. A pair (q,x) is proper

for q if x is a rumor and so not nil otherwise it is nil for q. A node q is present at p if the

p’s extant set includes a proper pair for q and it is absent at p if the p’s extant set includes

the nil pair for q. A node p updates q to (q,x) if p replaces a nil pair for q by a proper

pair (q,x) in the extant set.

Each node maintains a set of nodes called completion set. This set is initialized to the

singleton set {p} at a node p. A node p that receives a completion set from another node q

updates its completion set by adding to its completion set all the names of nodes in the q’s

completion set that are absent in the p’s completion set.

Lemma 3.11. At the end each phase i, 1≤ i≤ ⌈lgn⌉, of Part 1, the set of little nodes that

survived local probing of this phase has at least 3t elements.

Proof. Let a set B consist of the non-faulty little nodes in an execution. Since there are

at least 5t little nodes, thus B has at least 5t− t = 4t elements. Graph G is a G(5t,d) Ra-

manujan graph for d = 58. We defined ℓ= 20td−1/8, which equals 4t by the determination

of degree d. Graph G is (ℓ, 3
4 ,δ )-compact, for δ = 1

2(d
7/8− 2d5/8), by Theorem 3.2. It

follows, by the definition of compactness, that there exists a δ -survival subset of B of at

least 3
4ℓ elements. By Proposition 1, every little node in such a δ -survival set survives local

probing in each phase of Part 1.

Lemma 3.12. The little nodes update one another with the delay of at most one phase.

Proof. Consider a proper pair (r,x) present in a little node q in the beginning of phase i of

Part 1. We claim that if q survives local probing of this phase then q updates any other little
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Algorithm GOSSIP

Part 1: Build extant sets:
initialize the extant set to include a nil pair for each node, and update p to p’s pair
for i = 1 to ⌈lgn⌉ do Phase i

at round 1 of Phase i:
if p is little and (if i > 1 then p survived local probing in Phase i− 1)
then

send inquiry to each neighbor u in graph Gi who is absent at p
at round 2 of Phase i:

if an inquiry from a neighbor in graph Gi received at first round
then respond to each inquiring neighbor with p’s pair

if a response (q,x) received for own inquiry then update q to (q,x)
during the following 2+ lg(5t) rounds of Phase i execute local probing:

if p is little then participate in local probing on graph G:
(keep sending the current extant set to all neighbors in G and
update each absent node q to (q,y) after receiving a proper pair (q,y))

else stay idle for 2+ lg(5t) rounds
Part 2: Build completion sets:

initialize the completion set to the singleton set {p}
for i = 1 to ⌈lgn⌉ do Phase i:

at round 1 of Phase i:
if p is little and (if i > 1 then p survived local probing in Phase i− 1)
then

send the extant set to each neighbor q in Gi that is not in the completion
set
and add q to the completion set

at round 2 of Phase i:
if an extant set received from a neighbor in graph Gi at the first round

then update each absent node q to (q,y) if a proper pair (q,y) for q
received

in the next 2+ lg(5t) rounds of Phase i execute local probing:
if p is little then participate in local probing on graph G:

(keep sending the current completion set to all neighbors in G and
update own completion set after receiving a neighbor’s completion set)

else stay idle for 2+ lg(5t) rounds

Figure 3.5: A pseudocode of the algorithm for a node p. Messages are sent only over the links
determined by the overlay graphs denoted as G and Gi, specialized to each part and phase. For i = 1,
Phase i−1, which formally reads Phase 0, means: in Part 1 – the beginning of the computation when
all little nodes have status “survived local probing”, while in Part 2 – the last phase of the preceding
Part 1.
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node that survives this instance of local probing. A node that survives local probing belongs

to a (2+ lg(5t),δ (d))-dense-neighborhood, by the duration of local probing in Part 2, and

the mechanism of local probing determined by δ . By Theorem 3.3, a (γ(5t),δ (d))-dense-

neighborhood of a vertex includes at least ℓ(5t,d) vertices, if γ(5t) ≥ 2 + lg(5t). Any

two such neighborhoods are connected by an edge, by Theorem 3.1. Since the duration

of the local probing is 2(2+ lg(5t)), the nodes in these neighborhoods remain operational

sufficiently long. It follows that the node p and any other node that survives local probing

update one another about all proper pairs they have in the beginning of local probing.

Lemma 3.13. Assuming t < n
5 , for any integer i > 0 there exists a directed graph Gi with

n vertices and of vertex out-degree at most 10 · 2i+2 lgn, such that any two sets of at least

⌊ n
2i ⌋ and 3t vertices are connected by an edge.

Proof. In this proof, we denote
⌊ n

2i

⌋
as bi and 3t as c. Let t < n

5 and i> 0 be such that 2i≤ n.

We want to prove that a suitably defined random graph satisfies the needed properties of

graph Gi with a positive probability.

We denote 2i · 10 as bi and t+1
2i as ci. Let t < n

5 and 1 ≤ i ≤ log(t + 1). We want

to prove that a suitable random graph satisfies the needed properties of graph Gi with a

positive probability. Such a random graph is defined as follows: every vertex v chooses to

have another vertex w as its neighbor depending on an outcome of a Bernoulli trial for the

ordered pair (v,w) with probability bi lgn
n of success. Two vertices v and w are connected by

an edge if either vertex v chooses w as its neighbor, or vertex w chooses v as its neighbor,

or both. For any vertex, its expected degree is bi lgn
n · n = O(2i lgn). A standard use of

Chernoff bound and the union bound argument shows that with probability at least 1−o(1)

all vertices have degrees at most O(2i lgn).

In the remainder, we prove the sought bound on the the number edges between any set

of bi vertices and any set of c vertices. There are
(n

bi

)
and

(n
c

)
different subsets of vertices
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of size bi and c, respectively. There are at most
(n

bi

)
·
(n

c

)
≤
(n

c

)2 pairs of such sets. Fix such

a pair of sets of vertices, Bi and A, without loss of generality we can assume that Bi and A

are disjoint. Let us consider the event E (Bi,A) which holds when there is no edge between

Bi and A The probability of the event E (Bi,A) is at most

(
1− bi

n

)bic

≤ exp
(
−b2

i · c
n

)
,

for the inequality we used the fact that 1+ x ≤ exp(x). Taking the union bound over all

choices of pairs for Bi and A, we get that the probability that for at leas one pair there is no

edge between the corresponding sets is at most

(
n
bi

)
·
(

n
c

)
·exp

(
−20

bi + c
n
·2i+2(lgn)

)
≤ exp(bi lgn+c lgn)·exp

(
−20

bi + c
n
·2i+2(lgn)

)

≤ 1.

The complementary event, which is the sought property of graph Gi, holds with a posi-

tive probability. By the probabilistic-method argument, there exists such a graph Gi.

Lemma 3.14. The number non-faulty nodes that are absent at a little node that survived

local probing is at most n
2i , by the end of phase i of Part 1.

Proof. By expansion of Gi, the set of nodes not known (in terms of extant sets) by the

survival set is shrinking exponentially in line with expansion and becomes empty after

Glogn is used.

Theorem 3.9. Assuming t < n
5 , algorithm GOSSIP solves gossiping in O(logn log t) rounds

with nodes sending O(n+ t logn log t) messages.

Proof. It follows from Lemmas 3.11, 3.12, 3.14 that each non-faulty node is present at

every little node that survived local probing at the end of Part 1. This forms an extant set at
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each such little node.

The same set of Lemmas can be used to show that these extant sets, completed after

Part 1 at little nodes surviving local probing, are propagated to all non-faulty nodes in

Part 2. More precisely, in Part 2 little nodes maintain another extant set, called completion

set (to avoid any confusion with the original extant set for the purpose of gossip, built

in Part 1), built from scratch; each time they contact another node, they also send their

original extant set to that node, while building their completion set same way as the original

extant set was built in Part 1. Hence, the same lemmas describe progress and correctness of

building up the completion sets, which after finishing indicate that all non-faulty nodes have

been contacted by some little node that survived local probing (and thus – has built a valid

extant set), and therefore were sent some (at least one) valid extant set. Thus correctness

follows.

The running time performance follows directly from the algorithm’s structure repre-

sented in the pseudocode: each of the two parts has O(logn) phases, each of O(1+ log t)

rounds.

To assess the amount of communication: a total of O(t · logn log t) messages are sent

in local probing instances on graph G and O(n+ t logn) messages are sent via edges of

graph Gi, by arguments similar to those in the proof of Theorem 3.7.

3.6 Checkpointing with Crashes

We present an algorithm for checkpointing with faults modeled as crashes. The algo-

rithm consists of two parts. In the first part, the nodes gossip their names by executing

algorithm GOSSIP in which each node has the same dummy rumor. Gossiping ends with

each node producing an extant set of nodes, while different nodes may have different sets.

In the second part, the nodes execute n concurrent instances of consensus, each imple-
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mented by algorithm FEW-CRASHES-CONSENSUS. At a node p, the i-th instance has

input 1 if node i is present at p, in the sense of the extant set produced by gossiping, and

with input 0 otherwise. A node transmits messages over a link simultaneously for each

instance of consensus, and these messages are combined into one compound message to be

transmitted whole in one round. A node p decides on an extant set consisting of the names

of nodes i such that decision is on 1 in the i-th instance of consensus. The algorithm is

called CHECKPOINTING, its pseudocode is in Figure 3.6.

Algorithm CHECKPOINTING

Part 1: Gathering extant sets

execute GOSSIP with each node having a dummy rumor

Part 2: Concurrent instances of consensus

execute FEW-CRASHES-CONSENSUS on n concurrent instances of consensus:

the i-th instance with input 1 if node i is present at p and with input 0 other-
wise

Decide: on a final extant set consisting of nodes i such that decision is on 1 in the i-th
instance of consensus

Figure 3.6: A pseudocode of the algorithm for a node p for the multi-port model. A message in
Part 2 combines individual messages from all concurrent instances of consensus.

Theorem 3.10. Assuming t < n
5 , algorithm CHECKPOINTING performs checkpointing in

O(t + logn log t) rounds with nodes sending O(n+ t logn log t) messages.

Proof. All the nodes decide on the same final extant set of names, since it is specified

by first agreeing on each member independently. Running time and communication per-

formance follow from the respective performance bounds of algorithms FEW-CRASHES-

CONSENSUS and GOSSIP, as summarized in Theorems 3.7 and 3.9.
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3.7 Byzantine Faults with Authentication

In this Section we assume arbitrary node faults and the availability of an authentication

mechanism. We will use a deterministic algorithm for Byzantine Broadcast, which was

proposed by Dolev and Strong [Dolev and Strong, 1983]. We call it DS-ALGORITHM.

There is a source with initial message, and the goal for DS-ALGORITHM to accomplish

is for all non-faulty nodes to receive the message authenticated by a majority of valid

signatures.

The parameter t is an upper bound on the number of faulty nodes, and we assume

t < n
2 . Nodes with the min{5t,n} smallest names are called little. We call two node names

related if they are congruent modulo 5t. An authenticated common set of values denotes

a set of initial messages of little nodes, each authenticated by at least 4t little nodes’ valid

signatures, where in case of a faulty initiator, it could be a nil value similarly authenticated.

An authenticated inquiry means an inquiry message signed by a valid node’s signature.

Each node can verify if a received set is an authenticated common set of values and if

an inquiry is valid, and a received set can be disregarded if it does not pass verification

successfully.

We give and algorithm for consensus named AB-CONSENSUS, its pseudocode is in

Figure 3.7. The algorithm is structured into four parts, in case t < n
5 ; otherwise, only Part 1

is executed and decision is made at the end of it.

In Part 1, each little node invokes DS-ALGORITHM, which provides Byzantine Broad-

cast of this little node’s value. These invocations are implemented as up to 5t concurrent

executions of DS-ALGORITHM performed by 5t little nodes, such that local computations

are performed separately at each node, while individual messages are combined. In each

round and for each pair of sender-receiver, at most one combined message is sent. At the

end, every little node has the same set of initial values, some of them possibly equal to nil,
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Algorithm AB-CONSENSUS

Part 1: Little nodes obtain authenticated common sets of values:
if p is little then

execute DS-ALGORITHM in t+1 rounds, combining messages with same sender
and receiver generated by concurrent executions of DS-ALGORITHM

else stay idle for t +1 rounds
Part 2: Notifying related nodes of authenticated common set of values:

if p is little then notify each related node of the authenticated common set of values
if p received an authenticated common set of values from its related little node then

adopt the set
Part 3: Slow propagation of authenticated common set of values:

if p has an authenticated common set of values then send an authenticated common
set of values (arbitrarily chosen, if it has more than one) to all p’s neighbors in graph H
for ⌈log 3

2

2n/5
max{t,n/t}⌉ rounds do

if p does not have any authenticated common set of values adopted and received an
authenticated common set of values in the previous round then

adopt a received authenticated common set of values (chose one arbitrarily if
multiple received) and forward it to all p’s neighbors in H

Part 4: Fast propagation of authenticated common set of values:
if p does not have any authenticated common set of values adopted yet then

send an authenticated inquiry to every little node
if p is little and an authenticated inquiry received then

respond to each inquiring node with an authenticated common set of values
if an authenticated common set of values received as a response for p’s own inquiry

then

adopt the set
decide on the maximum value in the adopted authenticated common set of values

Figure 3.7: A pseudocode for a node p. Faults of nodes are Byzantine. There is an authentication
mechanism available. The parameter t satisfies 0 ≤ t < n

5 and represents an upper bound on the
number of faulty nodes.

and the sets of authenticating signatures could differ at different nodes. These sets serve as

authenticated common sets of values.

In Part 2, little nodes send the authenticated common sets of values to their respective

related nodes.

In Part 3, nodes propagate their authenticated common sets of values using the same
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mechanism as in Part 1 of algorithm SPREAD-COMMON-VALUE. Each time a node re-

ceives a set of values of little nodes, it verifies the property that the set contains all values

of little nodes and each such value has at least 4t valid signatures of little nodes. If this

condition does not hold, the node disregards such a set, and if two such sets or more arrive,

one is chosen arbitrarily to use.

In Part 4, nodes that do not have any authenticated common set of values, send an

inquiry supported by a valid signature to every little node. Non-faulty little nodes reply

with such a set after verifying authenticity of the signature.

At the end, all non-faulty nodes decide on a value selected by a fixed rule from their

common set of authenticated values, similarly as at the completion of an execution of DS-

ALGORITHM.

Theorem 3.11. Assuming up to t < n
2 Byzantine faults and authentication, algorithm AB-

CONSENSUS solves consensus in O(t) rounds with non-faulty nodes sending O(t2 + n)

messages.

Proof. The proof is similar to that of Theorem 3.7. We first argue that all non-faulty nodes

decide on the same value among their initial values.

The component algorithm solving almost everywhere agreement in algorithm FEW-

CRASHES-CONSENSUS is replaced by Parts 1 and 2: concurrent execution of 5t instances

of DS-ALGORITHM, followed by sending authenticated common sets of values to the re-

lated nodes. This provides that all non-faulty little nodes and their related non-faulty nodes

have the same authenticated common sets of values, where the sets of signatures could

differ, but the values associated with little nodes are the same. All these values are ini-

tial values, could also be nil in case of a faulty originator, but at least 4t little nodes are

non-faulty.

After Part 3 has been completed, at most t + 2 non-faulty nodes do not have authenti-
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cated common sets of values. This follows by an argument similar to that in Lemma 3.6, in

which we refer to authentication mechanism allowing to recognize whether a received set

of values is a genuine common set of values.

Finally, in Part 4, all nodes without authenticated common sets of values generate au-

thenticated inquiries and send them to all little nodes. The little nodes verify the signatures,

and reply with their authenticated common set of values. Due to authentication, faulty

nodes cannot forge messages to mislead of their identity and thus generate more than one

authenticated message for any little node. It follows that each little node can receives at

most t + 2 authenticated requests from non-faulty nodes and at most t from faulty nodes.

This results in all non-faulty nodes acquiring authenticated common sets, as there is at least

one non-faulty little node that has such a set. By the end of Part 4, each node decides on

the maximum value in its authenticated common set. This provides validity, agreement and

termination properties.

We now argue about running time and communication performance. Part 1 takes O(t)

rounds, by [Dolev and Strong, 1983], and uses O(t2) messages, as it is executed by O(t)

nodes only. Part 2 takes one round with O(n) point-to-point messages sent by non-faulty

nodes. Part 3 takes O(log t) time and each non-faulty node sends O(1) messages, hence

O(n) messages in total. Finally, Part 4 takes only two rounds, during which at most t + 2

non-faulty nodes send 5t inquiring messages each. The total number of such inquiries is

O(t2+n). A little node may also need to reply to at most t inquiries coming from Byzantine

nodes, for a total of O(t2) messages. To summarize, the running time is O(t) and the total

number of point-to-point messages set by non-faulty nodes in O(t2 +n).
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3.8 The Single-Port Model

In this section, we explain how the consensus algorithms for crashes from Section 3.4,

designed and analyzed for the multi-port model, can be adapted to the single-port model

while maintaining the optimality of asymptotic performance bounds. The consensus algo-

rithm adapted to the single-port model is called LINEAR-CONSENSUS. It can be imple-

mented in the single-port model with the same asymptotic performance as given in The-

orem 3.7 for the multi-port model, with an extra additive O(logn) term in running time

performance bound, as specified in Theorem 3.12.

We design an adaptation by structuring communication in the single-port model into

message-passing rounds, called mp-rounds. In order to distinguish mp-rounds from rounds

in the original execution of algorithm LINEAR-CONSENSUS in the single-port model, we

call the latter sp-rounds. Local computation during an mp-round, of algorithm FEW-

CRASHES-CONSENSUS, is performed at the very end of the last sp-round of the imple-

mentation of communication part of the mp-round.

Next we discuss the adaptations of parts of algorithms:

Regarding Parts 1 and 2 of ALMOST-EVERYWHERE-AGREEMENT: The overlay graph

G has constant degree, therefore each original mp-round is implemented in 2d sp-rounds

in the single-port model, where d = O(1) is the degree of G. In the first d sp-rounds of the

implementation of an mp-round, a node that intends to transmit in the mp-round chooses

its neighbors in G in an arbitrary order and sends messages to them one-by-one. In the

remaining d sp-rounds, each nodes goes through its d in-coming ports one-by-one and

retrieves messages from them, at most one message per port.

Regarding Part 3 of ALMOST-EVERYWHERE-AGREEMENT and Parts 1 and 2 of SPREAD-

COMMON-VALUE: They require some modifications in the original algorithm. Due to the

lower bound on consensus runtime in the single-port model, see Theorem 3.13, we could
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add components of time Θ(logn).

Regarding Part 3 of ALMOST-EVERYWHERE-AGREEMENT: If t >
√

n, then the num-

ber of links used by little nodes is n
t < t, so we can schedule communication through these

links similarly as in previous parts, which takes time O(t) (relative nodes have just one

in-coming port to check each round). If t ≤
√

n, we could apply the same approach as

in Part 1 of SPREAD-COMMON-VALUE, as explained next.

Regarding Part 1 of SPREAD-COMMON-VALUE: Similarly as in Parts 1 and 2 of

ALMOST-EVERYWHERE-AGREEMENT, an overlay graph H has constant degree, therefore

the same implementation as in Parts 1 and 2 of ALMOST-EVERYWHERE-AGREEMENT

works, number d being adjusted to the degree of H.

Regarding Part 2 of SPREAD-COMMON-VALUE: At the start of that part the number

of nodes that have not decided yet is at most t + 1 in the implementation in the single-

port model. Similarly as in the previous Part 1, the inquiries about decision values in

consecutive phases are implemented through inquiring the neighbors in the overlay graph

Gi determined by the phase number i. It suffices for each node to inquire 3t+1 nodes to find

one with decision, therefore it is enough to schedule phases until the degree of the graph

Gi grows beyond 3t. This way each node schedules only O(t) links for communication, in

the whole Part 2, which gives a running-time bound O(t). The upper bound on the number

of messages remains the same as in the proof of Theorem 3.7 for the original Part 2, as a

subset of original links is used in the single-port implementation.

Theorem 3.12. Algorithm LINEAR-CONSENSUS can be implemented in the single-port

model such that it solves consensus in O(t + logn) rounds with O(n+ t logn) bits sent in

messages.

Proof. By arguments as formulated above, an inductive argument for all parts and phases

of algorithm LINEAR-CONSENSUS shows that the needed properties as in the original anal-
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ysis of the multi-port version of algorithm FEW-CRASHES-CONSENSUS hold. An excep-

tion is the implemented Part 3 of ALMOST-EVERYWHERE-AGREEMENT and Part 2 of

SPREAD-COMMON-VALUE, which take O(t) rounds in the single-port model, while Part 1

of SPREAD-COMMON-VALUE, takes O(logn) rounds in the single-port model. The cor-

rectness and time/communication performance bounds of the LINEAR-CONSENSUS algo-

rithm implemented in the single-port model follow from the correctness and performance

bounds of the original algorithm in the multi-port message-passing model, as in Theo-

rem 3.7, with the running time bound incremented by O(logn).

We prove a lower bound Ω(t+ logn) on the running time for the problems of consensus,

gossiping and checkpointing in the single-port model. The running time of the consensus

algorithm adapted to the single-port model matches this lower bound.

Theorem 3.13. Any deterministic algorithm solving fault-tolerant consensus, gossip or

checkpointing in the single-port model requires time Ω(t + logn), for any 0 < t < n.

Proof. The lower bound Ω(t) on running time for consensus and checkpointing holds in

the general message-passing model, see [Attiya and Ellen, 2014, Attiya and Welch, 2004b].

In order to prove the Ω(t) bound for gossiping, we use the properties of the single-port

model. Consider a deterministic algorithm solving gossiping for t = 0 crashes; if t > 0,

the adversary may mimic the strategy for t = 0. The adversary may choose a single node

arbitrarily, say v, and assign to it an arbitrary value, say 0. Consider the following two

initial configurations of input values: in C0 all nodes have input value 0 and in C1 all nodes

but v have input value 1.

We construct two executions, E0 and E1 of a gossiping algorithm, round by round,

starting on configurations C0 and C1, respectively. Let E0[i],E1[i] denote the executions

E0,E1, respectively, built up to the end of round i > 0. We may assume, for technical

reason, that E0[0] and E1[0] are simply the initial configurations C0 and C1, respectively.
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Note that the algorithm at node v cannot stop before the first round, as it would have to

output different sets of values in the two executions while having same state in both, which

would be a contradiction. In each round the adversary crashes at most two nodes. Suppose

we build, recursively, a sequence of executions up to the end of rounds 0 ≤ i ≤ t
2 , which

are executions E0[i] and E1[i]. In order to extend the execution to the next round i+1, the

adversary runs a simulation of the algorithm and pre-computes which port v is going to

use in round i+ 1, based on its states in already built executions E0[i] and E1[i]. In each

of these two executions, the adversary may choose at most one port in round i+1, say, to

nodes w0,w1 respectively. The adversary builds valid executions E0[i+1] and E1[i+1] as

follows: it takes E0[i] and E1[i] and in each of them it additionally crashes nodes w0 and w1

at the start of round 1.

We obtain the following invariant, which follows by induction on i: by round i+ 1 ≤

of executions E0[i+ 1] and E1[i+ 1], there are at most 2(i+ 1) ≤ t nodes crashed and no

message is successfully transferred to/from node v.

By this invariant, node v is in the same state at the end of these two executions. Hence,

it cannot halt, because in both these executions it would output the same set of values,

implied by its state, which would be a contradiction since the sets of values C0 and C1 in

these two executions are different. This proves the lower bound Ω(t) for gossiping.

The lower bound Ω(logn) on time is first proved for consensus and later extend to

gossiping and checkpointing. We proceed as follows. Consider a deterministic algorithm

solving consensus for t = 0 crashes (if t > 0, the adversary mimic the strategy for t = 0).

Let an initial configuration be a 0-1 vector that on its i-th coordinate has the initial value of

the i-th node.

We claim that there are two initial 0-1 configurations C0 and C1 that differ only on one

coordinate/node v and such that the consensus algorithm agrees on 0, or 1, when starting

with C0, or C1, respectively.
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The proof of the claim follows directly from the following observation. Consider initial

configurations C∗<i, defined for 1≤ i≤ n+1 in such a way that in C∗<i all nodes with name

smaller than i start with value 0 and the remaining ones start with value 1. Clearly, in

C∗<1 all nodes start with value 1, therefore, by validity, the agreement must be on value

1. Analogously, in C∗<n+1 all nodes start with value 0, therefore, by validity, the agreement

must be on value 0. Therefore, there is 1≤ i≤ n such that C∗<i results in agreement on value

1 while C∗<i+1 results in agreement value 0. Note that these two configurations differ on

values of exactly one node, the i-th one. We set C0 to C∗<i+1 and C1 to C∗<i. This completes

the proof of the claim.

In the remainder of the proof, we use similar notation as for gossiping. Consider ex-

ecutions E0 and E1 of the consensus algorithm starting on configurations C0,C1, respec-

tively. Let E0[i] and E1[i] denote the executions E0 and E1, respectively, up to the end of

round i > 0. We may assume that E0[0] and E1[0] are simply the initial configurations C0

and C1, respectively.

The following property is an invariant : after round 0≤ i < log3 n, at most 3i nodes has

different states at the end of executions E0[i] and E1[i].

The proof of the invariant is by induction on round number i. For the basis step, consider

the beginning of the computation in round 0. We have that exactly one node has different

states in E0[i],E1[i], by definition of the configurations C0 and C1, so therefore the invariant

holds for i = 0. For the inductive step, assume that it holds for some 0 ≤ i < log3 n− 1,

and we prove it for i+1. Let A[i] be the set of nodes with different states at the end of both

E0[i],E1[i]. By the invariant for i, we have |A[i]|≤ 3i. Each of them may send a message

to at most one other node in round i+1 in each of the two executions, E0[i+1],E1[i+1].

Therefore, at most 2 · |A[i]| nodes outside of A[i] may get a message from some node in

A[i] in some of E0[i+1] and E1[i+1], and only those nodes may change to different states

in executions E0[i+ 1] and E1[i+ 1]. Hence, at the end of executions E0[i+ 1] and E1[i+
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1], at most |A[i]|+2|A[i]|= 3|A[i]|≤ 3i+1 may have different states in them, where the last

inequality follows from the invariant for i. This completes the proof of the invariant for

i+1, and thus for all i < log3 n.

Suppose, to the contrary, that all nodes stop in both execution by round i < log3 n. By

the choice of configurations C0,C1, all nodes decide on 0 and all on 1, respectively. By

the invariant, there are n− 3i > 0 nodes that have the same ending state in E0[i] and E1[i],

which contradicts that it has to decide on 0 in E0[i] and on 1 in E1[i]. Thus, the algorithm

requires Ω(logn) rounds in a worst-case execution.

To extend this lower bound to gossiping and checkpointing, consider scenario with no

failures. First, we arbitrarily choose a function from all subsets of n nodes to values 0,1

such that it assigns value 0 to an empty set and value 1 to the whole set [n]. Next, we design

a consensus algorithm that applies gossiping or checkpointing algorithm to learn a set of

nodes starting with value 1 (while others have initial value 0), and then apples the function

to compute decision value. Since we consider failure-free scenario, the results of gossiping

and checkpointing are the same at every node, therefore they decide on the same value

and satisfy validity (by the assumption on the chosen function). Therefore, if there was a

gossiping or checkpointing algorithm with time complexity o(logn), the above mentioned

scenario would result in a consensus algorithm in the same time o(logn), which would be

a contradiction with the lower bound Ω(logn) on consensus.

3.9 Discussion

We developed algorithms that provide linear running time and communication for some

ranges of upper bound t on the number of faults with respect to n, as summarized in Ta-

ble 3.1 in Section 3.1. Extending these ranges closer to n is an open problem.

Determining optimal performance bounds on running time and communication of deter-
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ministic algorithms for checkpointing is an open problem. The message complexity of the

time-optimal checkpointing algorithm for crashes given in Section 3.6 may miss message

optimal performance by a poly-logarithmic factor in the multi-port model. The time per-

formance of the message-optimal algorithm for checkpointing given by Galil, Mayer, and

Yung [Galil et al., 1995b] may miss a time-optimal performance by a polynomial factor in

the multi-port model. We conjecture that the optimal running time and communication per-

formance bounds for checkpointing in the single-port model are comparable asymptotically

to those in the multi-port model.

This work demonstrates that Ramanujan graphs used as overlay networks are conducive

to structuring synchronous communication to support time and communication efficient al-

gorithms for consensus with nodes prone to crashes or Byzantine faults with authentication.

We expect that the newly discovered properties of Ramanujan graphs could be applied to

streamline performance of algorithms in synchronous distributed systems and communica-

tion networks for problems like gossip, counting, and majority consensus.

It is also intriguing if Ramanujan graphs used as overlay networks could enhance com-

munication performance of algorithms in asynchronous message passing systems.
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Chapter 4: Nearly-Optimal Consensus Tolerating Adaptive Omissions:

Why is a Lot of Randomness Needed?

4.1 Introduction

In any distributed system, reaching agreement (consensus) is essential for coordinating

actions of the participating n parties (also called processes), out of which up to t could

be faulty. The hardness of the task primarily depends on the type of fault present in the

system. The classical hierarchies [Attiya and Welch, 2004b, Lynch, 1996] for synchronous

message-passing models distinguish the following types of faults, in the order of increasing

hardness: crash failures, omission failures, authenticated Byzantine failures, and Byzantine

failures. In this work, we focus on the second type of failures in this list, the omission fail-

ures. Precisely, we assume that a computationally unbounded and malicious adversary can

observe the system during the computation and omit an arbitrary subset of messages send

to / received from selected faulty processes in an online, adaptive fashion. The adversary

can also, based on the history of the computation, corrupt new processes if the number

of corrupted stays within a fixed limit t. The adversary, however, cannot see the future

random bits.

Despite of huge volume of research on the performance of consensus algorithms, the

proper assessment of the hardness of consensus under this type of failure has been elusive.

There is no theoretical evidence that omissions failures are weaker than the next model

in the hierarchy, authenticated Byzantine, even if such a hypothesis seems compelling.
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Compared to the weaker model of crash failures, there is a strict hardness barrier follow-

ing from the existence of an algorithm using O(n3/2 log13/2 n) messages by Hajiaghayi et

al. [Hajiaghayi et al., 2022b] (STOC’22) in the case of crash failures and the Ω(n2) lower

bound on the number of messages in the model with omission failures, proved by Dolev

and Reishuk [Dolev and Reischuk, 1985b] (JACM’85) for deterministic solutions and by

Abraham et al. [Abraham et al., 2019b] (PODC’19) for the randomized ones, all results as-

suming Θ(n) faulty parties. However, if the space of solutions is categorized based on the

round complexity of a solution, even for these two models (i.e., crashes and omissions) the

picture is not clear. Both models admit an Ω(
√

n/logn) lower bound for Las Vegas solu-

tions, due to the work of Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or] (PODC’98)

(when the number of faulty parties is linear in the system size). In the case of crashes, the

lower bound is matched by an algorithm of the same authors [Bar-Joseph and M. Ben-Or],

while in the case of omissions – the best previous solution is 40 years old result of Dolev

and Strong [Dolev and Strong, 1983] (SICOMP’83) that works in O(n) rounds! Hence, our

first goal is to fully understand the hardness of omission failures in reaching consensus:

Question 1: Is there a consensus algorithm, possibly randomized, that at the same time

matches both lower bounds with respect to poly-logarithmic factor? That is, is there an

algorithm that solves consensus in Õ(
√

n) rounds with Õ(n2) total number of sent commu-

nication bits even if a linear number of omission failures occur in the network?

We answer this question affirmatively and give a new algorithm that is almost-optimal1

with respect to, simultaneously, the number of rounds and the total number of sent com-

munication bits when the number of faults is Θ(n).

Then, we focus on the aspect of how much randomness is necessary to break the Ω(n)

lower bound on the number of rounds for deterministic solutions [Fischer and Lynch, 1982]

(again, assuming Θ(n) faults):

1In this work, almost-optimal means optimal within a poly-logarithmic factor.
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Question 2: What is the impact of the amount of randomness available at processes on

the efficiency of consensus algorithms? In particular, could pseudo-random generators be

used efficiently?

We quantify the number of random bits that is sufficient and necessary to achieve a

given time ∈ Ω̃(
√

n)2, while keeping almost-optimal communication complexity. In par-

ticular, we prove that using pseudo-random generators with small seeds may delay reaching

consensus nearly quadratically, which may have severe consequences in distributed ledger

implementations and distributed database applications based on consensus. Even more in-

terestingly, our lower bounds apply to Monte Carlo algorithms. This makes a surprising

distinction between a parallel line of work on consensus protocols in the case of authen-

ticated Byzantine failures governed by a computationally-bounded adversary [Abraham

et al., 2019c, Fitzi and Garay, 2003, Ghinea et al., 2022, Katz and Koo, 2006], done by the

cryptography community. In this model, the adversary is still adaptive, but the algorithm

has a trusted setup for unique threshold signatures and an unforgeable public-key infras-

tructure; thus, the view of the adversary is limited to the history of the faulty processes and

all messages send to them. Nevertheless, the adversary can adaptively corrupt new parties

based on its view and has the priority over messages being delivered in the round it cor-

rupts. In this setting, the result of Ghinea et al. [Ghinea et al., 2022] (EUROCRYPT’22)

shows an algorithm that terminates in r rounds with probability at least 1− cr−r, for any

r and some absolute constant c > 0. Our lower bound excludes such results in the model

with a computationally unbounded adversary, showing that not only many random bits but

also strong cryptography could be necessary for some applications of consensus protocols.

Summary of results and the paper structure. As mentioned earlier, we focus on the

classical message-passing model in which processes are autonomous, synchronous and can

exchange messages via point-to-point communication channels. The adversary corrupts
2We use tilde notation to hide a polylogarithmic factor.
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result time comm. bits random bits comments

algo- Thm 4.1 O
(√

n log2 n
)

O(n2 log3 n) O
(

n3/2 log2 n
)

rithms Thm 4.3 O
(

n2

R log2 n
)

O
(
n2 log5 n

)
O
(
R log2 n

)
∀R ∈ O

(
n3/2

)
lower [Bar-Joseph and M. Ben-Or] Ω

(
t√

n logn

)
- - correct prob. = 1

bounds [Abraham et al., 2019b] - Ω
(
εt2) - correct prob. ≥ 3

4 + ε

Thm 4.2 T - R T × (R+T ) = Ω

(
t2

logn

)
correct prob. ≥ 1− 1

n3/2

Table 4.1: Our main results presented for three metrics: time complexity, total number of used
communication bits and total number of used random bits. All our algorithms are subject to their
complexity bounds whp, i.e., with probability polynomially close to 1, see Section 4.2. T and
R are random variables denoting, respectively, the number of rounds and the cumulative number
of random bits used by all processes in a run of an algorithm. The “correct prob.” denotes the
probability of correctness of the class of algorithms to which the lower bound applies. The new
results are underlined in column “result”. Extended versions of Theorems 4.1 and 4.3, with explicit
dependency on the parameter t, are given in Sections 4.8 and 4.10, resp.

and controls at most t processes, causes omission failures at them, and is (full-information)

strongly adaptive. In Sections 4.3, 4.4 and 4.5, we present an extended overview of the

three main results and novel techniques obtained in this work; for the sake of overview, we

typically assume t = Θ(n). A summary of them can be found in Table 4.1. In Section 4.7

we discuss the related work in more details. Section 4.2 presents detail formal description

of the model. Sections 4.8, 4.9 and 4.10 contain the full and formal analysis of our main

results. Section 4.6 states major research directions opened by our work.

4.2 Model Details and Definitions

We consider the classical synchronous message-passing distributed system with omis-

sion faults, cf., [Attiya and Welch, 2004b, Lynch, 1996, Raı̈pin Parvédy et al., 2010].

The system contains n processes, also called parties. Each process has a unique ID in

P = [n] = {1, . . . ,n}. For simplicity, we will use p to refer to a process with ID p ∈P .

Both P and n are known to all process. Processes operate in synchronized rounds. Without
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loss of generality,3 we assume that each round consists of the following two phases:

1. Local computation phase: Each process performs a local computation (i.e., au-

tonomously from other processes) in order to change its state. The computation can

be any function of the current state, of all messages received prior to this phase, and

of a sequence of uniformly distributed and independent random bits of an arbitrary,

but finite, length that can be reached by a process at the beginning of the phase. More

precisely, for the last parameter of the function, we assume that there exists a random

source that, when called, can provide a process and its state-changing function with

a 0-1 sequence, of requested length, containing uniform and independent distributed

random bits.

2. Communication phase: During this phase, each process can send messages to any

other processes in the system. The content of a message is a function of the current

state computed in the preceding local computation phase, and is not limited by the

model. In particular, the length and content of messages is not restricted by the

model, although our algorithms are designed in a way to use short messages. Each

message sent is delivered to its destination at the end of the same phase, and is ready

to be processed in the next round, unless an omission failure occurs.

Processes’ omission failures and adversaries. Not all processes are reliable. Up to

some t = O(n) processes may become (omission) faulty during the execution – once a

process becomes faulty, it stays faulty through the end of computation and some of its

incoming/outgoing messages could be lost. We assume that t is a part of the problem input

and thus known up-front to all processes. The decision which process becomes faulty and

when, as well as the control over the faulty processes, is governed by an adversary. We

3See [Attiya and Welch, 2004b, Bar-Joseph and M. Ben-Or] for the discussion on generality of our as-
sumptions and related settings – crash and Byzantine faults.
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consider an adaptive full-power full-information adversary that

• has unlimited computational power, knows the algorithm and input parameters and can

see the states (and thus also the current random bits used) of all processes, as well as

the content of all arriving messages, at any time, and

• can select online which (non-faulty) processes to fail and when, and with respect to

faulty processes – it can omit any subset of messages incoming/outgoing to/from the

faulty processes (i.e., such messages are not delivered to their destinations, having the

same effect as no message sent).

Consequently, an adversarial strategy is a deterministic function, which assigns to each

possible history that may occur in any execution some adversarial action for the subsequent

phase of the execution, i.e., which processes to fail in that phase and in which moment and

which messages sent by/to them would reach their destinations. Note, that in the above

definition, the adversary has flexibility to adapt its actions between any two phases of the

algorithm (not only between consecutive rounds). In the remainder, we will be referring to

this adversary simply by adaptive adversary.

We remark that crash failures of processes can be viewed as omission failures – the

adversary simply bans all their incoming and outgoing messages after the failure round

(while in the round of a crash, the adversary could allow any subset of outgoing messages

to reach their destinations).4

Consensus problem. A randomized algorithm for processes P = {1, . . . ,n}, where each

process p ∈P holds initial input bp ∈ {0,1}, is a consensus protocol tolerating t faulty

processes if all the three following conditions hold with probability 1 in the presence of an

adaptive adversary failing/controlling at most t processes:
4In case of crashes, incoming messages are not relevant, because the faulty process could not influence

correct processes any more and it is not required from them to satisfy any of the consensus properties.
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Agreement. All non-faulty processes output the same value.

Validity. If all non-faulty processes begin with the same input value b, then all of them

output b.

Termination. Non-faulty processes have to decide and terminate.

Consider a randomized consensus algorithm against a fixed adversarial strategy. The fol-

lowing metrics determine the quality of the execution against that strategy:

• Time of an execution of the algorithm is defined as the smallest number τ1 such that

the number of rounds that occur by termination of the last non-faulty process is at

most τ1;

• The number of communication bits in an execution of the algorithm is the smallest

number τ2 such that the total number of bits sent by all processes in point-to-point

messages by termination of the last non-faulty process is at most τ2;

• Randomness of an execution of the algorithm is defined as the smallest number τ3

such that the number of (independent and uniform) random bits used by all processes

by termination of the last non-faulty process is at most τ3; when describing the lower

bound result, we abuse the notation slightly, and define randomness of an execution

as the total number of times when processes access their random sources during the

local computation phase. Complying to the definition of the local computation phase,

in each such access a process can use a sequence of random bits of finite length.

Observe that such definition makes a lower bound result even stronger.

We define time/communication/randomness complexity of a (distributed) algorithm as

a supremum of time, the number of communication bits, and the number of random bits, re-
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spectively, taken over all adversarial strategies.5 Finally, time/communication/randomness

complexity of a distributed problem is an infimum of all algorithms’ time/communication/randomness

complexities, respectively. In our paper, we are interested in studying almost-optimal solu-

tions, i.e., optimal within a polylogarithmic factor, wrt the abovementioned complexities.

The bounds on the complexities should hold with high probability. We say that a ran-

dom event occurs with high probability (whp for short), if its probability could be made

1−O(n−c) for any positive constant c by linear scaling of parameters of the considered

random process.6

4.3 Main consensus algorithm

Our first and main result is a new consensus algorithm which is almost-optimal with

respect to time complexity, bit complexity and randomness complexity, if the number of

faulty parties is Θ(n).

Theorem 4.1. There is a randomized algorithm solving consensus with probability 1 against

the adaptive omission adversary that can control t < n
30 processes, which terminates in

O
(√

n log2 n
)

rounds and uses O(n2 log3 n) bits of communication and O
(
n ·
√

n log2 n
)

random bits, whp.

For the ease of presentation, and for the sake of space constraints, in this section, we

assume that t = n
30 − 1 and we provide a more high-level overview of techniques used to

obtain the result. A self-contained and fully formal derivation of this theorem, incorporat-

ing the upper bound t on the number of faulty processes into the time and communication

complexities and containing all the omitted proofs, is deferred to Section 4.8, where the

5Note that the supremum for different measures could be achieved by sequences of different strategies –
nevertheless, each of the complexities of our solutions is still close to optimal.

6We would like to note that, after ignoring polylogarithimic factors, all our upper bounds hold with the
same asymptotic complexities in even stronger regime where the probabilities are of form 1−O(nω(1)).
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above Theorem is restated as Theorem 4.5.

In the case when t = Θ(n), the almost-optimality of the running time follows from

the Ω

(√
n/logn

)
lower bound showed in [Bar-Joseph and M. Ben-Or]. The almost-

optimality of the communication bit complexity is due to the result of Abraham et al. [Abra-

ham et al., 2019b] who showed that any randomized algorithm solving consensus with at

least a constant positive probability against the adaptive omission-causing adversary re-

quires Ω(n2) messages (each message carries at least one bit). The almost-optimality of

the randomness complexity follows from Theorem 4.2 presented in the later part of the

paper. We next give an overview of the algorithm. The pseudocode can be found in Algo-

rithm 6.

Universal idea: Local and dynamic partitioning of processes into operative / inop-

erative and implementing time- and communication-efficient biased-majority-voting

only by the operative ones. We introduce a new partitioning of processes into opera-

tive and inoperative, based on the communication received by each process from a certain

pre-defined set of other processes which maintain their operative status (this set may vary,

depending on what procedure is executed – it will be emphasized later). This partition is

not equivalent to the standard classification into faulty / non-faulty ones. With our parti-

tion, we can guarantee that faulty processes either communicate well enough to contribute

to the progress towards a unified decision (i.e., stay operative) or become excluded from

the set of operative processes, having no impact on the final decision. Our partition also

avoid a major performance problem in omission-tolerant or Byzantine-tolerant computa-

tion – identifying a single faulty process may require at least quadratic number of mes-

sages, cf., [Abraham et al., 2019b], which makes it fast, local and incorporated in efficient

communication schedules.

Then, we employ the idea of reaching consensus by applying the biased-majority-voting
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Algorithm 6: OPTIMALOMISSIONSCONSENSUS

input: P , p, bp, t
1 operativep← true, decidedp← f alse;
2 Vp← a set of neighbors of p in a predetermined graph G guaranteed by

Theorem 4.4;
3 W1, . . . ,W⌈√n⌉← a pre-defined partition of P into ⌈

√
n⌉ disjoint sets of size

≤ ⌈
√

n⌉ each;
4 let ℓ be such that p ∈Wℓ;
5 for t√

n logn epochs do
6 g onesp,g zerosp,operativep←

GROUPBITSAGGREGATION(Wℓ, p,operativep;bp);
7 if operativep = f alse then stay idle until the end of the epoch;

8 onesp,zerosp,operativep←
GROUPBITSSPREADING(Vp, p, ℓ,operativep;g onesp,g zerosp);

9 if onesp >
18
30(onesp +zerosp) then bp← 1;

10 else if onesp <
15
30(onesp +zerosp) then bp← 0;

11 else set bp to 0 or 1 uniformly at random;

12 if onesp >
27
30(onesp +zerosp) or onesp <

3
30(onesp +zerosp) then

decidedp← true;
13 end
14 if operativep = true and decidedp = true then send bp to all processes in P;
15 else if any message bq received from some process q then bp← bq;

/* in the above, q can be chosen arbitrarily from the received

messages */

16 if decidedp = true or (operativep = f alse and p received a message in the
previous round) then decide bp;

17 else
18 if operativep = true then p participates in the deterministic synchronous

Consensus algorithm given in Theorem 4 in [Dolev and Strong, 1983] with
the input bit bp; if p reaches agreement in that protocol, it broadcasts the
decision to all processes in P and it decides on the algorithm’s decision;

19 else p remains idle until a decision is sent to it; upon receiving a decision, it
decides on this value;

20 end

rule, as proposed in [Bar-Joseph and M. Ben-Or], but with a novel twist – only the operative

processes implement the vote protocol to agree on a consensus decision. It uses O(
√

n logn)
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repetitions of the single vote subroutine, called epochs in the pseudo-code, see lines 6-12 in

Algorithm 6. Each repetition/epoch consists of O(logn) rounds of communication-efficient

counting, see the description below), however it succeeds in unifying the votes only if the

number of newly failed processes is O(
√

n) and only with a constant probability (this is why

we need O(
√

n logn) epochs). Only after the part implementing the biased-majority-voting

rule ends, the operative processes communicate the decision to the remaining parties. We

first describe how we implement a single epoch, based on two technical advancements, and

conclude with more details on how the overall consensus protocol (based on the biased-

majority-voting rule) is designed.

An implementation of a single biased-majority-vote subroutine (epoch). In our case,

a single epoch (i.e., a single repetition of the biased-majority-vote subroutine, lines 6-12)

heavily relies on counting, collaboratively by every operative process, the number of oper-

ative processes that have candidate decision value 0 and, separately, value 1. These num-

bers must be approximate, up to an additive factor linearly dependent on the number of

processes that become inoperative, as the operative status may change dynamically – some

processes can lose it before the calculation finishes and, in consequence, their candidate

values might not be properly counted by others. Moreover, this calculation has to consider

the fact that some operative processes can be controlled by adversary, thus it must, regard-

less, exploit the property that the operative processes communicate with enough other pro-

cesses. A protocol performing this calculation in O(logn) rounds and using O(n3/2 log2 n)

communication bits, in total, is the main technical advancement of this algorithm and we

present it next in a form of two technical advancements.

Technical advancement 1:
√

n-decomposition into groups and binary-tree-like intra–

group calculations of operative processes for communication saving. As mentioned

above, there are some inherit difficulties in the omission failure model that complicate the
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Figure 4.1: A schematic picture of two different techniques used for communication between
processes. Different colors represent different groups in the

√
n-decomposition of the processes.

The links represent the overlaying communication resembling a sparse random graph used for
exchanging operative counts of different groups. The choice of links is independent of the

√
n-

decomposition.

time- and communication-efficient counting of the number of candidate values (i.e., votes)

0 and 1 among the operative processes. Here, we present the techniques we use to mitigate

them. We pre-define fixed partition of the set of processes into ⌈
√

n⌉ groups of size ⌊
√

n⌋

or ⌈
√

n⌉ each (see line 3 of Algorithm 6 and example in Figure 4.1), and first require the

operative processes to count the number of operative 0’s and 1’s only within the groups

(executed procedure GROUPBITSAGGREGATION in line 6). In this part, we use a virtual

sparse data structure on some subsets of processes, structured into a balanced binary tree,

which is used to aggregate the counts.

Vertices of the binary tree correspond to specific subsets of processes in the group:

leaves of the binary tree are singletons in the group, and each vertex in a higher layer

corresponds to the union of the subsets that are already identified with the children of that

vertex in the tree. The root of the binary tree corresponds to the set of all processes in the

group. Processes calculate the number of operative 0’s and 1’s, called operative counts,

starting from the leaves of the tree (i.e., singletons) and then keep moving up the tree. At

each vertex in a higher layer, the processes in the subset corresponding to that vertex work

together to relay and sum up the operative counts from the lower layer. In this relay-and-

aggregation procedure, all operative processes in the group exchange messages, not only
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to relay and aggregate values from children to parents in the virtual tree, but also to keep

track who remains operative in the whole group. More precisely, if a process receives

information from less than half of the other processes from the group, during the procedure

of relaying and aggregating the operative counts of 0’s and 1’s from the lower layer, it

becomes inoperative. See example in Figure 4.2. After O(logn) rounds, corresponding to

the height of the binary tree, the operative counts for the entire group – corresponding to the

root of the tree – can be calculated. Complying with the rule of receiving enough number

of messages in order to maintain an operative status, only the processes of the group that

remain operative use the operative counts further in the protocol. In the analysis, we will

be able to prove that, regardless of the omission failures’ pattern, there is a group of Θ(n)

operative processes whose counts of operative 0’s and 1’s differ by, at most, the number of

processes who have become inoperative. Taking the advantage of the binary-tree-structured

communication, we can guarantee that processes of each group exchange at most Õ(n) bits

in total and that the procedure of operative counting 0’s and 1’s takes only O(logn) rounds.

Summarizing, we prove the following result about a single execution of the procedure

GROUPBITSAGGREGATION. Detailed description can be found in Section 4.8.1 and in

Algorithm 7; the formal analysis is in Section 4.8.2.

Lemma (Lemma 4.1 and 4.2 in Section 4.8.2). A single execution of the procedure GROUP-

BITSSPREADING works in O(logn) rounds and guarantees that every operative process in

a single group knows an approximate number of other operative processes in the group

having candidate value 0 and 1. The numbers in different operative processes differ by at

most the number of processes of the group that became inoperative during the execution of

the procedure. Processes in a single group use at most O(n log2 n) bits of communication,

in total, during the execution.
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Figure 4.2: Visualization of the
√

n-decomposition of the blue group from Figure 4.1. The processes
a,b,c,d,e in the group are logically decomposed into a binary tree. The pink arrows visualize
the three-round process of relaying operative counts of the two children of the root to the root
itself. First, the counts are relayed to all processes in the group (arrow #1), then the processes
send a confirmation if they received the counts (arrow #2), finally, all in the group transmit the
received counts to the higher layer – the root in this case (arrow #3). Some processes can be
faulty (process c does not communicate, only {a,b,d,e}) and their values are not guaranteed to be
accumulated accurately.

Technical advancement 2: Fast inter-group communication and status maintenance be-

tween operative processes. After the tree-based communication, the operative processes

in each group have a shared knowledge about the count of operative 0’s and 1’s within

their group. Since there are ⌈
√

n⌉ different groups, the number of logically different counts

is O(
√

n). To exchange these O(
√

n) counts between the groups, the operative processes

communicate along the links in a sparse, but well-connected, graph – neighborhoods of

which are pre-selected locally in line 2 – that underlays the entire network; see the exe-

cuted procedure GROUPBITSSPREADING in line 8 of Algorithm 6 and the illustration of

the graph on the top of the group partition in Figure 4.1. The graph used by the operative

processes is selected as follows. We consider a random graph, where each edge is selected

independently at random with probability Θ(logn/n). Next, we use the probabilistic anal-

ysis to show that the following event holds whp: a random graph with such edge density

has the property that every subgraph of a constant-fraction size is dense and shallow – see

Theorem 4.4 in Section 4.8.2. The “dense” property refers to the fact that removing an

arbitrary but at most α-fraction of edges incident to any vertex from a linear number of
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vertices, allows to find a connected subgraph of this linear number of vertices such that

every vertex has degree at least β logn within this subgraph. The “shallow” property refers

to the fact that the latter subgraph has logarithmic diameter (asymptotically). These two

properties justify our partition into operative and inoperative classes, from perspective of

the inter-group communication: as long as the process has more than β logn active links,

intuitively it belongs to the connected shallow subgraph and thus it is capable of exchang-

ing information with any other process with this property in O(logn) rounds. This holds

regardless of the factual faulty / non-faulty state of the processes. Therefore, the operative

processes can spread among themselves the operative counts of the ⌈
√

n⌉ different groups,

yielding the property that as long as a process remains operative it knows some operative

counts of any group with at least one operative process. More specifically, every operative

process stores a data structure memorizing the operative counts of each of the ⌈
√

n⌉ groups

present in the system. Initially, it knows only the counts of the group it belongs to. In

Θ(logn) rounds of communication it keeps sending these counts along every edge deter-

mined by the underlying graph, maintaining the fact that operative counts of a particular

group are sent only once via each edge; at the same time it receives counts of other groups

and updates the data structure based on this information. In case a process receives two or

more different count values of some group, it can choose arbitrarily any of them – as ar-

gued earlier, all of them could differ by at most the number of processes that have become

inoperative in that group. To summarize, the procedure GROUPBITSSPREADING has the

following outcome (the formal description is given in Algorithm 8 and in Section 4.8.1; the

formal analysis is provided in Section 4.8.2).

Lemma (Lemmas 4.6, 4.8 and Theorem 4.5 in Section 4.8.2). Assume that processes run

the procedure GROUPBITSPREADING with O(
√

n) different logical input values (which

are the operative counts of candidate values 0 and 1 of each group). At the end of the
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procedure, each operative process knows at least one copy of the logical value, provided

that at least one process starting with this logical value remains operative. The procedure

uses O(logn) communication rounds and O(n
√

n log2 n) communication bits in total.

The combination of the two above technical advancements lead to calculating the num-

ber of candidate values 0 and 1 among the operative processes. Although these numbers

are approximate, as they can differ by the number of processes that have become inoper-

ative, this difference is acceptable to still employ a variant of the biased-majority-voting

consensus, as we discuss in the next part.

Putting them all together: consensus protocol based on biased-majority-voting ad-

justed to the new efficient voting implementation in an epoch. Assuming that each

operative process has the approximate numbers of other operative processes having a can-

didate value 1 and 0, we explain the modification to the consensus framework based on the

biased-majority-voting by Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or] in order

to adapt to the dynamic characteristic of the operative set of processes and to the proper-

ties that our new efficient single-epoch implementation of a voting has. Our modification

takes into account that, in our case, the counts of operative 0’s and 1’s are not the same

in every operative process. The communication protocols guarantee only that a candi-

date value of an operative process is accounted by any other operative process, however, it

gives no guarantee regarding the candidate values of the processes that become inoperative

during the calculation and communication. Also, in our implementation of a single biased-

majority-voting subroutine (epoch), described earlier, the operative processes do not assign

any default values to the candidate values of the inoperative processes. Thus, any opera-

tive process estimates the number of all operative processes simply by adding the operative

counts of 0’s and 1’s. Based on the above estimates, the algorithm employs the procedure

of converging the candidate values of the operative processes to the final decision value
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according to the following: if an operative process has an operative count of 1’s (meaning

the candidate values of operative processes assigned to 1) at least 18
30 of the estimated total

of all operative processes, it sets the candidate value to 1. If the operative count is less than

half of the estimated total, it sets the candidate value to 0. In all other cases, the candidate

value for the next step is a uniformly chosen random bit. See lines 9-11 and Figure 4.3 for

an illustration.

0 0+ 3
30

1
2

1
2 +

3
30 1− 3

30
1

b = 0
b ∼B

(
1, 1

2

)
b = 1

{ , } - valid distributions of candidate values b across different processes
{ } - invalid distribution of the same values; ratios at different processes differ by more than 3t

n

Figure 4.3: A picture explaining the thresholds in a single execution of the biased-majority-voting
subroutine, see lines 9-11 in Algorithm 6. Different colors represent different outcomes (each ob-
tained in a different epoch) of the counting of candidate values in preceding lines 6 and 8.

Following the main line of the biased-majority-voting idea, in the analysis, we show

that if a perturbation in the number of operative processes before the counting starts and

after it ends is small, i.e., O(
√

n), the estimations are good enough to reach a consensus

decision by operative processes, with constant probability i.e. the candidates values among

operative processes are unified. A high level intuition is that if there is a fraction of 1’s

as the candidate values among the operative processes of at least 18
30 then every operative

processes assigns 1 as its candidate value. Otherwise every operative process either sets

a random bit or 0 as the candidate value, however, the standard bounds on the deviation

from the mean of the sum of many i.i.d. random variables guarantee that, with constant

probability, the number of assigned 0’s is below the mean by Θ(
√

n). If the perturbation

is indeed O(
√

n), which occurs with a constant probability, this leads to assigning 0 as

the candidate value in the next repetition of the biased-majority-voting subroutine by every

operative process. Since the convergence analysis of a similar procedure has been done
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earlier in [Bar-Joseph and M. Ben-Or], but with different constants, we omit the details

here and refer the reader to Lemmas 4.10, 4.11 in Section 4.8.2.

On the other hand, the communication graphs in the communication protocols are de-

signed to guarantee at least n−Θ(t) operative processes in the system, regardless of the

adversary’s actions.

Lemma (Lemma 4.7 in Section 4.8.2). The number of operative process is always at least

n−3t.

Therefore, after O
(

t√
n logn

)
≤O(

√
n logn) epochs, each executing our biased-majority-

voting subroutine, we can assert, by a counting argument, that there were at least Ω(logn)

epochs in which the perturbation to the number of operative processes was O(
√

n). In con-

sequence, we can argue that operative processes have reached a consensus decision with

high probability – the voting in different epochs use independent random bits, thus their

outcome are independent and standard bounds on probability of success of Θ(logn) inde-

pendent trials of a Bernoulli variable can be applied. As a final step, the operative processes

disseminate the decision to all processes by all-to-all-communication, see lines 14-16.7

The detailed analysis of Algorithm 6 is presented in Section 4.8.2 and the precise formal

result is stated in Theorem 4.5, however, we note here the complexity milestones. The com-

munication bit complexity is always O
(

t√
n logn ·n3/2 log2 n+n2 +nt

)
=O

(
n
(
t log3 n+n

))
.

The first additive term corresponds to O
(

t√
n logn

)
repetitions of our biased-majority-

voting subroutine (i.e., epochs), each requiring O
(

n3/2 log2 n
)

bits of communication. The

7To increase the probability of success to 1, after each epoch, the operative processes employ a safety
rule: if the estimation of operative processes holding candidate value 1’s constitutes at least 27

30 fraction of
the overall estimation of all operative processes (or, conversely, the estimation of 1’s constitutes less than 3

30
fraction), a process sets an auxiliary variable decided to true, see line 12. The undecided processes may
eventually switch to a deterministic protocol (line 18), working in O(n) rounds and sending O(n3) commu-
nication bits cf. [Dolev and Strong, 1983], but the underlying idea is that, based on the previous arguments,
it is only with a probability of less than O

( 1
n

)
that an operative process remains undecided throughout the

O
(

t√
n logn

)
≤O(

√
n logn) repetitions of our biased-majority-voting subroutine. As this part is highly tech-

nical, we postpone details to Section 4.8.
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additive term O
(
n2) corresponds to the procedure of informing other processes of the de-

cision made by the operative processes. The last term O(nt) corresponds to the execution

of the deterministic protocol. The number of random bits used is at most 1 per process per

the repetition of our biased-majority-voting subroutine (i.e., once per epoch), which gives

O(t
√

n logn) ≤ O(n
√

n logn) bits of randomness in total. Similarly, each repetition of an

the counting scheme takes O(logn) rounds, which implies O
(

t√
n log2 n

)
≤ O

(√
n log2 n

)
round complexity, conditioned on the fact that the deterministic consensus algorithm is not

evoked – this happens whp. In the case where the deterministic algorithm is executed, it

takes additional O(t) rounds after which all non-faulty processes decide with probability 1,

but this happens with polynomially small probability.

4.4 Lower bound

Our next result shows a new connection between randomness, which we informally

define as the total number of accesses to a random source by the algorithm,8 and time

complexity in consensus solutions against an adaptive adversary. It provides a lower bound

for a broader class of consensus algorithms that are correct with high probability,9 against

an adaptive adversary who can crash processes permanently – it automatically extends to

omissions and more severe faults. Compared to previous lower bounds, we introduce a

new, amortized analysis of the valency framework [Bar-Joseph and M. Ben-Or, Fischer

et al., 1985, Moses and Rajsbaum, 1998] – a common tool to deriving lower bounds for

consensus algorithms. By crafting a new parameterized approach to the coin-flipping game

– an abstraction that models processes’ random choices – we can fully adapt the power of

adversary to the amount of randomness the algorithm is using.

8Observe that this definition is, in principle, more general than counting only the total number of random
bits. See Section 4.2 for formal specification of randomness.

9Algorithms correct with probability 1 are also in this class.
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Theorem 4.2. For a synchronous algorithm solving consensus with probability ≥ 1− 1
n3/2 ,

let T denote the number of rounds in an execution of the algorithm and R be the total

number of times the processes have accessed a random source. There exists an adaptive

adversarial strategy that guarantees, with probability at least 1− 1
logn ,10

T × (R+T ) = Ω

(
t2

logn

)
.

The above result is proved in Section 4.9, as Theorem 4.7. It shows a trade-off between

fast algorithms and algorithms that are frugal in their calls to a random source. Lower

bounds of similar flavor have been already known for the asynchronous setting. Aspnes

(JACM’98) [Aspnes, 1998b] was the first to show that Ω

(
t2

log2 t

)
coin flips are needed to

solve asynchronous consensus. That result has been later improved by Attiya and Censor

(STOC’07) [Attiya and Censor, 2007b], who obtained a tight bound showing that asyn-

chronous consensus requires Θ
(
n2) (asynchronous) step complexity. Note that the ad-

versary in an asynchronous setting is much more powerful than in the synchronous one,

considered in this paper, since he can delay all operations arbitrarily – we obtain similar

lower bound (right-hand side of our formula) without being able to use an advantage of

asynchrony in adversarial strategies.

In case of synchronous algorithms, the only known lower bound was obtained by

Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or], who showed that no algorithm can

solve consensus with probability 1 against the adaptive adversary in fewer than Ω( t√
n logn)

rounds, even with unlimited randomness. Since a single process can have at most one call

to a random source in a round, substituting R := n×T in our lower bound also implies that

any algorithm solving consensus with probability at least 1− 1
n3/2 has to work for T rounds

such that T ×T × (n+1) = Ω( t2

logn) =⇒ T = Ω( t√
n logn) with probability at least 1− 1

logn .

10In fact, for the cost of poly-logarithmic times more faults, the bound could be polynomialy close to one.
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Thus, we extend the bound in [Bar-Joseph and M. Ben-Or] to a wider class of algorithms

– Monte Carlo solutions. On the other hand, in the case of having a small (e.g., constant or

polylogarithmic) number of processes who make random calls in a round, or when process

uses pseudo-random generators of small (e.g., polylogarithmic) seed and the number of

failures is big (e.g., t = Ω( n
polylog n

)) – the lower bound implies T = Ω( t
polylog n

), which

is (almost) equivalent to the renowned lower-bound T = Ω(t) (cf. [Attiya and Ellen, 2014])

for deterministic executions. Nevertheless, our lower bound describes precisely the rela-

tionship between the time and the number of random calls in the entire spectrum between

the two extremes of unlimited randomness and determinism.

Lower bound’s technical novelty and overview of its analysis. We propose a new im-

proved analysis of the one-round coin-flipping game – an abstraction proposed by Bar-

Joseph and Ben-Or [Bar-Joseph and M. Ben-Or]. They showed that, from a high level

perspective, if n processes use randomness in a round, the adversary (knowing the random

outcomes) can hide Θ(
√

n logn) values (which corresponds to failing Θ(
√

n logn) pro-

cesses) such that with probability at least 1− 1
n the execution cannot be close to deciding.

We improve this analysis and make it parameterized with respect to the number of calls to a

random source, see Lemma 4.12 in Section 4.9, in order to be able to amortize this number

in the final analysis in the proof of Theorem 4.2 (equivalently, Theorem 4.7 in Section 4.9).

More specifically, using Talagrand’s concentration inequality, we show that even if only

k < n processes decide to make a call to a random source, the adversary can fail at most

Θ(
√

k logα) of them in such a way that the probability of preventing decision is at least

1− 2α , for α < 1
2 . Introducing the artificial parameter α allows the adversary to control

the game with almost any desired precision with the cost of only logα times more failures

in an execution.

Having this tool in hand, one could follow the generic framework of analyzing valency
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of the executions, as used by Bar-Joseph and Ben-Or in [Bar-Joseph and M. Ben-Or] and

also in other related contexts in distributed computing, c.f., [Aspnes, 1998b], [Attiya and

Censor, 2007b]. In short, the framework relies on partitioning the executions into a finite

and small number of exclusive types (also referred to as valency types) of executions that

capture the probabilities of the algorithm deciding 0 or 1, given the history of the execution

up to some point in time. More precisely, let Pr(H ,A ) be the probability of reaching

consensus on value 1 when continuing the run of the algorithm with history H under

adversarial strategy A . We say that a state of the algorithm in round i, defined uniquely by

its history H , is:

• null-valent if for all adversarial strategies A extending this state, we have 1
n logn −

i
n2 ≤ Pr(H ,A )≤ 1− 1

n logn +
i

n2 ,

• 1-valent if there is an adversarial strategy A extending this state such that Pr(H ,A )>

1− 1
n logn +

i
n2 and for every other adversarial strategy A ′: Pr(H ,A ′)≥ 1

n logn −
i

n2 ,

• 0-valent if there is an adversarial strategy A extending this state, such that Pr(H ,A )<

1
n logn −

i
n2 and for every other adversarial strategy A ′: Pr(H ,A ′)≤ 1− 1

n logn +
i

n2 ,

• bivalent if there are adversarial strategies A ,A ′ extending this state, such that Pr(H ,A )>

1− 1
n logn +

i
n2 and Pr(H ,A ′)< 1

n logn −
i

n2 .

An execution that is 1-valent or 0-valent is also called uni-valent. Note that the types are

disjoint and cover the whole space of an algorithm’s states.

The classical approach is to show that (i) there exists an ambiguous assignment of

input bits to processes with the probabilities of deciding 0 and deciding 1 being far from

1, and (ii) the adversary can keep the algorithm in the ambiguous state regardless of the

algorithm’s actions for a certain number of rounds. Step (i) is guaranteed by the following

lemma:
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Lemma (Lemma 4.13 in Section 4.9). For any synchronous consensus algorithm there

exists an initial state, which, if the adversary can control one process, is null-valent or

bivalent.

We now focus on Step (ii). In order to obtain amortized analysis of the number of calls

to random sources and simultaneously to enforce the sought time lower bound, we give

much tighter analysis of this type. In particular, we have to take into account (a) the number

of accesses to random sources when analyzing transitions between different types of states,

c.f., Lemmas 4.14 and 4.15, and (b) the amortized number of accesses when classifying

states in round i according to their valency, c.f., the conditions defining the types of states

based on valency (see above).

Lemma (Lemma 4.14 in Section 4.9). A state Hi that is null-valent at the beginning of

round i < n can be extended to a null-valent state at the end of the round with probability

greater than 1− 2
n2 by failing at most 16

√
ri logn processes.

Lemma (Lemma 4.15 in Section 4.9). Let Hi be a bivalent state. By failing at most

16
√

ri logn+1 processes per round, the adversary can extend the state for the next i′ > 1

rounds, with probability at least 1− i′
n logn , reaching a state Hi+i′ that is either bivalent or

terminating. The latter case can happen only because failing the necessary processes in

round i+ i′−1 would exceed the limit t on the total number of failures.

Using the above lemmas, we can prove Theorem 4.2 (equivalent to Theorem 4.7 in

Section 4.9).

Proof of Theorem 4.2. By Lemma 4.13 in Section 4.9 (see also its statement above), the

adversary can assign input values such that the initial state is in either a bivalent or a null-

valent state. Then, the adversary follows the strategy described in Lemmas 4.14 and 4.15
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in Section 4.9 (see also the statements above), depending whether the current state is null-

valent or bivalent. Specifically, if the state is null-valent, the adversary can extend the

execution by one more round with probability at least 1− 1
n2 , again by Lemma 4.14 in

Section 4.9. If the state is bivalent, it can extend the state for some i′ > 1 rounds with

probability at least 1− i′
n logn , such that the new state is again either bivalent or null-valent,

or the execution terminates but then the number of failed processes in the previous round

would exceed the adversary’s limit t. If the algorithm decides to terminate, it must be

in either a 0-valent or 1-valent state, since the algorithm is
(

1− 1
n3/2

)
-strongly-correct.

Therefore, the adversary can prolong the execution either for n rounds or until it runs out

of the processes to fail.

Let T be the round in which the execution terminated. If T = n, then the theorem

follows. Assume then that the adversary stopped implementing its strategy in round T

due the fact that in the preceding round it could not fail the desired number of processes.

Since the adversary fails at most 16
√

ri logn+1 processes in a round i (c.f., Lemmas 4.14

and 4.15 in Section 4.9), we obtain

t ≤
T−1

∑
i=1

(
16
√

ri logn+1
)
≤ 32

T−1

∑
i=1

√
(ri +1) logn ,

which is equivalent to

t2 ≤ 1024

(
T−1

∑
i=1

√
ri logn

)2

.

Applying the Cauchy-Schwarz inequality to the right hand side of the above, we get

t2 ≤ 1024

(
T−1

∑
i=1

√
(ri +1) logn

)2

≤ 1024(T −1)

(
T−1

∑
i=1

(ri +1) logn

)
,
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which, after proper rearranging, yields

t2

1024logn
≤ (T −1)× (R+T )

and proves the theorem.

4.5 Interpolation between random and deterministic solutions

To complement the lower bound from Theorem 4.2, we give a trade-off algorithm that

matches it (with respect to poly-logarithmic factor) and each access to random source gets

only one bit.

Theorem 4.3. For any R ∈ O(n3/2), there exists an algorithm solving consensus (with

probability 1) against the most powerful, adaptive omission-causing adversary failing at

most t < n
60 processes, which terminates in Õ

(
n2

R

)
rounds and uses, in total, Õ

(
n2) bits of

communication and Õ(R) bits of randomness, whp.

The extended version of the above result is formally described and proved in Sec-

tion 4.10, as Theorem 4.8. We give here a general overview. The algorithm uses an idea of

grouping processes into smaller subsets, first solving consensus within each subset and then

propagating the decision to the entire system. Such a scheme is typically heterogeneous, in

the sense that intra-group procedures/consensus mimics an efficient randomized algorithm

while the inter-group procedures are based on efficient deterministic solution. Therefore,

the smaller the groups the more randomness could be reduced (in theory). Grouping al-

gorithms were first used in [Hajiaghayi et al., 2022b], where a similar trade-off between

communication/random-bit-complexity and time was shown in case the processes are prone

to crashes only (more benign faults). However, the same framework cannot be used here

because, as discussed earlier, omission failures automatically introduce at least quadratic
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communication complexity, while the scheme in [Hajiaghayi et al., 2022b] relied on lower-

communication procedures.

Therefore, our omission-based implementation is very different from the crash-based

one in [Hajiaghayi et al., 2022b] and relies, once more, on the idea of dividing processes

into operative and inoperative and on combining this approach with a round-robin algo-

rithm working on groups (i.e., considering groups one-by-one). For the sake of clarity,

assume that we split the set of processes P into x groups SP1, . . . ,SPx, of size at most
⌈n

x

⌉
each. In x subsequent phases, we let each group invoke our almost-optimal consensus algo-

rithm against omissions (limited only to the members of the group), given by Theorem 4.1,

one group per phase. Then, we propagate the decision of the consensus algorithm to other

processes in the system and require that each subsequent call to the almost-optimal consen-

sus algorithm, which takes place in any later phase, uses the propagated value as the input

bit for the processes involved in the call in this phase.

The crux is in executing the above only among operative processes. Similarly to the

algorithm presented by Theorem 4.1, we use a result about random graphs of expected de-

gree Θ(logn) for specifying the communication graph between groups. We also determine

whether a process is operative or not based on the number of messages it received in the

random graph. Ultimately, we again use the observation that the operative processes, ergo

those who constantly receive many messages from processes who are their neighbors in the

communication graph, can exchange any information between themselves within O(logn)

rounds. This property is crucial for correctness of our algorithm and its detailed expla-

nation can be found in the proof of Lemma 4.8. It then follows that if a group, which

has sufficiently many non-faulty and operative processes, calculated a decision value, this

value is properly distributed to all other operative processes. From now on, the operative

processes have the same input value in all remaining phases and, therefore, the adversary

cannot prevent them from deciding on that value. The existence of a group satisfying the

147



requirements on the number of non-faulty and operative processes is a consequence of lim-

iting the adversary to at most a constant fraction of faults, and – similarly as in the main

Algorithm 6 – the fact that a random graph of expected degree Θ(logn) has dense and

shallow (with a small diameter) sub-graphs of size being a constant fraction of all vertices.

Now, the trade-off comes from the fact that the number of random bits needed to

solve consensus in a group does not scale linearly with the size of the group. If the

size of the group is roughly n
x , our optimal algorithm uses Õ

(n
x ·
√n

x

)
= Õ

((n
x

)3/2
)

ran-

dom bits per run. It follows that performing x of such runs, one by one, gives the de-

sired trade-off between time T = Õ
(
x ·
√n

x

)
= Õ(

√
nx) and the randomness complexity

R = Õ
(

x ·
(n

x

)3/2
)
= Õ

(
n2
√

nx

)
= Õ

(
n2

T

)
. The communication bit complexity bound fol-

lows from applying the bound of Theorem 4.5 to each phase of the round-robin scheme

separately.

4.6 Future Directions

We believe that our novel parameterized valency technique could be used in prov-

ing lower bounds and impossibility results regarding trade-offs between randomness and

other complexity measures in other distributed problems. First important open question

is the tight characterization of the tradeoff between round complexity and randomness

used by processes for the case when t = o(n). Specifically, Theorem 4.8 in Section 4.10

(extended version of Theorem 4.3) gives an algorithm satisfying the invariant ROUNDS×

RANDOMNESS= Θ̃(n2), regardless of the number of faults. On the other hand, Theorem 4.2

gives only Ω̃(t2) lower bound on this product.

Second important open question is about trade-off between communication complexity

and time when t = o(n), for any type of faults. In particular, for crash failures there is only

an upper bound known [Hajiaghayi et al., 2022b] for such tradeoff, while for omission
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failures, surprisingly, there is no such tradeoff when t = Θ(n), by our Theorem 4.1 (as it

simultaneously matches, up to a polylogarithmic factor, the two independent lower bounds

on time [Bar-Joseph and M. Ben-Or] and communication [Abraham et al., 2019b]).

The concept of operative processes, maintaining them locally at (relatively) low cost

and using them for performing tasks such as efficient counting and information exchange,

could be a game-changing concept in designing and analysis of distributed fault-tolerant

algorithms. We demonstrated how to use it efficiently against adaptive omission faults, but

we suspect it could be applied to other computation and failure models and problems. On

the technical side, it would be interesting to further improve communication performance

of using operative processes in case of smaller number of failures.

4.7 Other Related Work

The consensus problem was introduced by Lamport, Pease and Shostak [Lamport et al.,

1982, Pease et al., 1980b], in the context of deterministic solutions. Fischer, Lynch and

Paterson [Fischer et al., 1985] showed that the problem is unsolvable by any deterministic

algorithm in an asynchronous setting, even if one process may fail. Fischer and Lynch [Fis-

cher and Lynch, 1982] proved that a synchronous solution requires t + 1 rounds if up

to t processes may crash, which is automatically applicable to settings with more severe

failures, including omissions. Dolev and Strong [Dolev and Strong, 1983] gave an efficient

deterministic solutions to Consensus under even a stronger Authenticated Byzantine fail-

ures, working in optimal time t+1 and using Ω(nt) messages, which was (nearly) matched

by Dolev and Reischuk [Dolev and Reischuk, 1985b], who proved an Ω(t2 + n) lower

bound.

Recently, Abraham et al. [Abraham et al., 2019b] showed that any (even random-

ized) algorithm that solves Consensus with a constant probability against an adaptive ad-
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versary requires Ω(t2 + n) messages, whp. Regarding time complexity, Bar Joseph and

Ben-Or [Bar-Joseph and M. Ben-Or] showed that no algorithm can solve Consensus, with

correctness probability 1, against an adaptive adversary in fewer than Ω( t√
n logn) expected

rounds. It holds even for more benign crash failures. Other classic work [Karlin and Yao,

1986] shows a lower bound on the probability of failure of any algorithm that runs in a

fixed number of rounds, given that a linear (in n) number of processes is prone to Byzan-

tine failures. This result holds even if the adversary’s knowledge is limited to the his-

tory of controlled processes and if the algorithm has cryptographic routines such as the

public-key infrastructure or threshold signatures. Following a long line of work [Abraham

et al., 2019b, Fitzi and Garay, 2003, Ghinea et al., 2022, Katz and Koo, 2006, Micali and

Vaikuntanathan, 2017], this result has been recently matched, under these cryptographic

assumptions, by an algorithm of [Ghinea et al., 2022].

On the algorithms’ side, the deterministic algorithm by Dolev and Strong [Dolev and

Strong, 1983] has been also the best known overall solution (including randomized algo-

rithms) against an adaptive adversary (of unbounded computational power and full informa-

tion) causing omission failures, with respect to time and message complexity. Other works

that consider omission failures, sometimes known as general omission failures (since both,

incoming and outgoing messages of a faulty processes can be omitted), are mostly con-

cerned with the early-stopping version of the consensus problem variant [Raı̈pin Parvédy

et al., 2010, Roşu, 1996], unlike our work focused on optimization of three complexity

measures.

Better time and/or communication complexity is possible if failures are more benign,

e.g., processes are crashed permanently (instead of message omissions) or the adversary

is weaker (more restricted or more oblivious). Hajiaghayi et al. [Hajiaghayi et al., 2022b]

designed a solution under t < n crashes in almost-optimal time and using a subquadratic

number of communication bits Õ(n3/2). King and Saia [King, 2011] proved that under
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some limitations on the Byzantine adversary and requiring termination only whp, the sub-

quadratic expected communication complexity Õ(n3/2) and even polylogarithmic time can

be achieved. Even better complexities could be achieved against an oblivious adversary,

i.e., the adversary who knows the algorithm but has to decide which process to fail and

when before the execution starts. Chor, Merritt and Shmoys [Chor et al., 1989b] developed

constant-time randomized algorithms while Gilbert and Kowalski [Gilbert and Kowalski,

2010b] solved Consensus in optimal communication complexity O(n) and O(logn) time,

whp. Sub-quadratic communication is also possible in asynchronous setting under oblivi-

ous adversary, which decides processes’ and messages’ delays in advance, c.f., [Georgiou

et al., 2013].

On the other side, stronger adversaries (such as general Byzantine, discussed earlier)

or/and asynchrony require linear time or/and (super-)quadratic communication. Georgiou

et al. [Georgiou et al., 2013] showed that even a simpler task of fault-tolerant gossip re-

quires linear time or quadratic communication when an adaptive adversary crashes pro-

cesses. Recently, Alistarh et al. [Alistarh et al., 2018] showed how to obtain almost-optimal

communication complexity O(n2 logn) if less then n/2 processes may fail, which improved

upon the previous result O(n2 log2 n) by Aspnes and Waarts [Aspnes and Waarts, 1996b]

and is asymptotically almost optimal due to the lower bound Ω(n2) by Attiya and Censor.

4.8 Almost-optimal Algorithm against Omissions Failures: details

We present a randomized algorithm that solves consensus with probability 1. It works

in O
(

t√
n log2 n

)
rounds with high probability and uses O

(
n(t log4 n+n)

)
communication

bits with probability 1 against any number up to t < n
30 of omission-faulty processes. We

give a description below while the pseudocode of the algorithm has been provided in Al-

gorithm 6 in Section 4.3, together with an extended overview and illustrative figures.
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The algorithm partitions processes into two classes: operative processes and inoper-

ative processes. The operative processes have the property that any two of them can ex-

change a bit of information in at most O(logn) rounds, using a certain sparse graph of

communication. In contrast, the inoperative processes are those that, due to the actions

of the adversary, have been excluded from the fast flow of information guaranteed for the

operative ones. We note that our partition is dynamic. The status of a process can change

during the run of the algorithm. Our partition is also independent of the partition into faulty

and non-faulty processes at the logical level. A non-faulty process may become inoperative

if its communication neighborhood diminishes (e.g., many of its randomly selected neigh-

bors could become faulty and omit messages), while faulty processes may stay operative

as long as they are good transmitters from the perspective of other processes, despite the

omissions of some of their messages. The operative/inoperative status of a process is also

local – other processes may not be aware of it.

To start, all processes are initially designated as operative (see line 1). Next, each opera-

tive process determines its communication neighbors, a set denoted by Vp in the algorithm,

based on its identifier p and the set of all processes P taking part in the protocol. To

be precise, in Theorem 4.4 we state the existence of a sparse random graph with a fault-

tolerant properties strong enough to support the later stage of the algorithm regardless of

the omissions pattern. Since the processes know P , they can all pre-compute the same

graph (i.e., they can all choose a lexicographically smallest such graph) that is guaranteed

by Theorem 4.4. Observe that, in order to do this selection, the processes do not need to

communicate, as the properties of such graph are purely combinatorial and only rely on the

knowledge of p and P .

During the main loop of the algorithm (lines 5-13), the operative processes work collec-

tively to establish a consensus decision among them. This work is divided into O
(

t√
n logn

)
epochs and utilizes a variant of the majority-vote protocols introduced for the case of, more
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benign, permanent crash failures in [Bar-Joseph and M. Ben-Or].

In our approach, only operative processes participate in the majority-vote protocol. This

is achieved as follows: each operative process prepares a variable (interpreted as a candi-

date value for the final decision) bp initialized to its input bit. In each epoch, the operative

processes rely on two different communication subroutines, GROUPBITSAGGREGATION

and GROUPBITSSPREADING (see lines 6 and 8), to calculate the number of operative 1’s

and 0’s present in the candidate values. The communication algorithms GROUPBITSAG-

GREGATION and GROUPBITSSPREADING guarantee that, after O(logn) rounds and using

at most O
(

n3/2polylog (n)
)

communication bits, every operative process has a correct

estimation of the number of operative 1’s in the candidate values from the beginning of

the epoch (the variable onesp in the pseudocode) and operative 0’s in the candidate val-

ues from the beginning of the epoch (the variable zerosp in the pseudocode) after their

completion. Since the description of these routines is highly technical, we devoted Subsec-

tion 4.8.1 for this purpose. Based on the values of the variables onesp and zerosp process

p decides what candidate value assign to variable bp for the next epoch. If the estimation

onesp makes at least 18
30 fraction of the estimation of all operative processes (which is equal

to onesp +zerosp), then the process assigns bp = 1; if the estimation onesp is less than

half of the estimation of the total number of operative processes then the process assigns

bp = 0. In any other case, it assigns bp to a uniform random bit. The proportion 18
30 is ex-

actly 1
2 incremented by the maximal possible fraction of inoperative processes there can be

in the algorithm. It guarantees that no two operative processes can deterministically assign

bp = 0 and bp = 1 at the same time. See Figure 4.3 for illustration.

In the analysis, we will demonstrate that if the number of new processes becoming

inoperative in a number of consecutive epochs is smaller than
√

n, the choices made by the

operative processes will lead to the same candidate value bp across all operative processes

with a constant probability. Our communication algorithms are designed in such a way
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that n−Θ(t) processes are always operative in the system, regardless of the adversary’s

actions. Therefore, after O
(

t√
n logn

)
such epochs, we can assert that operative processes

have reached a consensus decision (i.e., on same value) with high probability. To lift the

probability of success to 1, the operative processes adopt a safety rule in the following form.

If the estimation value onesp makes at least 9
10 fraction of the estimation of all operative

processes (or, symmetrically, the estimation of ones makes less than 1
10 fraction), a process

p marks in an auxiliary variable decidedp that it is ready to decide by setting it to true.

The idea is that, according to the previous arguments, it is only with probability less than

O
(1

n

)
that there is an operative process that has not become ready to decide during the

O
(

t√
n logn

)
epochs. In this unlikely event, processes of this type execute a slow but

deterministic consensus protocol given as Theorem 4 in [Dolev and Strong, 1983], whose

O(t) running time is accounted to the total time complexity with O
(1

n

)
probability only.

To be more precise, in the last part of the algorithm, lines 14-20, the operative processes

who have the variable decidedp set to true, broadcast their variable bp (at this time it

is a consensus value) to all other processes. Then, the operative processes that have the

variable decidedp set to true and inoperative processes who have received a consensus

value b in the previous round, acquire it, decide on the value and stop from participating

in the protocol. On the other hand, all operative processes that have the variable decidedp

set to f alse, execute the deterministic consensus protocol from [Dolev and Strong, 1983],

Theorem 4, which reaches consensus with probability 1 in O(t) rounds. In the analysis, we

show that if any operative process has the variable decidedp set to true, all other operative

processes have the same candidate value in their bit bp as the operative process with the

variable decidedp set to true, thus – the decision can safely by made on the value of the

variable b. The formal analysis of the correctness, running time and bit complexity is given

in Subsection 4.8.2.
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4.8.1 Communication patterns of operative processes within an epoch

In this part we describe the communication algorithms used by processes to gather

information about candidate values’ distribution from the beginning of the epoch. We start

by explaining the algorithm GROUPBITSAGGREGATION, which achieves the goal limited

only to subgroups of processes of size O(
√

n). Limiting the size of a group on which we

estimate the candidate values is crucial for achieving O(n2) communication bit complexity.

Explanation of GROUPBITSAGGREGATION. We partition the set of processes P into

at most ⌈
√

n⌉ groups W1, . . . ,W⌈√n⌉, each with a size of at most ⌈
√

n⌉ processes, as shown

in lines 3-4. See also an example in Figure 4.1. Since every process knows the set of

process names, the partition could be pre-defined, i.e., can be calculated locally by each

process using the same local deterministic algorithm. Processes in different groups work

independently in algorithm GROUPBITSAGGREGATION.

The objective of each group is to compute the number of operative processes within

the group that have the variable b set to 0 and the number of those with b = 1, or mark

inoperative the processes that cannot gather the necessary information. At the end of the

algorithm, each operative process p should have these two values, b zerosp and b onesp,

stored in its local memory, and updated its operative status operativep. Algorithm 7

presents the pseudocode, while a formal description is provided below. For each group

Wi, where 1 ≤ i ≤ ⌈
√

n⌉, we use a binary-tree decomposition of depth ⌈log(
√

n))⌉. At

the lowest layer L(i)(1) of the decomposition, the processes in Wi are divided into ⌈
√

n⌉

singleton bags, yielding the following:

L(i)(1) := {L(i)(1,1), . . . ,L(i)(1,
⌈√

n
⌉
}.

For any subsequent layer j, 2 ≤ j ≤ ⌈log(
√

n)⌉, the bags of layer j are formed as a union
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of bags at level j−1 corresponding to the children of the j-level bag in the tree. This way,

at the higher levels of the decomposition, the number of bags is halved, but the size of a

single bag is doubled. Formally, the bag L(i)( j,k), for 1 ≤ k ≤
⌈√

n
2 j

⌉
, which belongs to

layer L(i)( j), is the union of bags L(i)( j− 1,2k− 1) and L(i)( j− 1,2k). Here, we assume

that L(i)( j−1,k′) = /0 if k′ >
⌈ √

n
2( j−1)

⌉
.

The communication scheme is navigated by the structure described above. It proceeds

in ⌈log(
√

n)⌉ stages that correspond to aggregating knowledge within bags that belong to

increasingly higher levels of the decomposition.

In the first stage, each operative process p that is a member of a bag L(i)(1,k) at

the lowest layer L(i)(1) (for 1 ≤ k ≤ ⌈
√

n⌉) initializes two variables: b onesp(1,k) and

b zerosp(1,k) that keep track of the value of its bit bp, i.e., b onesp(1,k) = 1 if bp = 1,

and b zerosp(1,k) = 1 if bp = 0; inoperative processes skip this step as their values b are

not counted (see lines 1-3). Since at level 1 the bags are singletons, every operative process

has the correct number of one and zero candidate values of other operative processes in

its bag.

In stage j, for 2≤ j≤ ⌈log(
√

n)⌉ processes work to gather information of the candidate

values of all other operative processes that belong to the same bag in the layer L(i)( j), see

the main loop in lines 5-12. For 1 ≤ k ≤
⌈√

n
2 j

⌉
, fix a bag L(i)( j,k) of the layer L(i)( j). By

the hierarchical structure of the tree, at this point of the execution, the operative processes

belonging to the left-child bag of L(i)( j−1,2k−1) already collected the number of oper-

ative 0’s and 1’s among them. The same is true for processes belonging to the right-child

bag L(i)( j− 1,2k). To distribute this information between the operative processes in the

bag L(i)( j,k), they use procedure GROUPRELAY described below.

Specification of the procedure GROUPRELAY. The procedure takes five inputs: the iden-

tifier of a process p that executes it, its operative status operativep, its group Wi, the bag
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L(i)( j,k) in which p currently exchanges information, and the set countsp, which is the

information to be distributed among other operative processes in L(i)( j,k). The informa-

tion could be initialized differently by the algorithm calling the procedure GROUPRELAY,

depending on whether p belongs to a left-child or a right-child of the bag L(i)( j,k) in the

lower layer j, as shown in lines 7-8 of Algorithm 7.

During the execution of the procedure GROUPRELAY, the processes in Wi have two dif-

ferent roles: non-faulty processes of the entire group serve as transmitters, while operative

processes in the bag L(i)( j,k) have an additional role of a source. The following 3-round

protocol is executed. In the first round, each source sends its set count to all transmitters.

The transmitters collect received sets count and prepare new sets of the same name count

that are the union of the former. There are at most four logically different values that pro-

cesses (sources) of the bag L(i)( j,k) try to disseminate, which are the counts of operative

zeros and ones originating in the two bags that are children of the bag L(i)( j,k) in the lower

level of the decomposition. In case there are two or more different counts of operative zeros

and ones for a children bag, the transmitters may choose arbitrary of them. Therefore, each

newly prepared set has the size of at most O(logn) bits. In the second round, the trans-

mitters confirm to sources if they received a message in the previous round. Any source

that receives less than 1
2 |Wi|+1 confirmations becomes inoperative. In the third round, the

transmitters send the new sets count to the sources. Again, the sources that receive less

than 1
2 |Wi|+1 notifications in this round become inoperative. If a process becomes inop-

erative, it stops serving as a source, although it is still considered a potential transmitter

in subsequent calls of the algorithm. The change in the operative status of a process is re-

ported to the main algorithm OPTIMALOMISSIONSCONSENUS via variable operativep.

Example of how the above 3-round relay process works is given in Figure 4.2.

After the procedure GROUPRELAY terminates, each process adds the received counts

of operative ones and zeros and proceeds to the next stage of GROUPBITSAGGREGATION.
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Therefore, after the last stage, the operative processes gather the knowledge about the num-

ber of operative processes having b= 0 and the number of those who have b= 1 in the entire

group Wi (as this set corresponds to the bag being the root of the tree). These numbers are

stored in variables b zerosp(
⌈√

logn
⌉
,1) and b onesp(

⌈√
logn

⌉
,1), and together with

the operative status of a process, they are returned to the main algorithm OPTIMALOMIS-

SIONSCONSENUS.

Algorithm 7: GROUPBITSAGGREGATION

input: Wi, p,operativep;bp

1 if operativep = true then
2 if bp = 0 then b onesp(1, i)← 0,b zerosp(1, i)← 1;
3 else b onesp(1, i)← 1,b zerosp(1, i)← 0;
4 end
5 for stage j ∈ {2, . . . ,⌈logn⌉} do
6 let L(i)( j,k) be p’s bag in j-th layer L(i)( j);
7 if p ∈ L(i)( j−1,2k−1) then

countsp←{b onesp( j−1,2k−1),b zerosp( j−1,2k−1)} ;
8 else countsp←{b onesp( j−1,2k),b zerosp( j−1,2k)} ;
9 countsp,operativep←

GROUPRELAY(Wi, p,operativep,L
(i)( j,k),countsp);

10 compute values of variables
b onesp( j−1,2k−1),b zerosp( j−1,2k−1),b onesp( j−1,2k),
b zerosp( j−1,2k) based on the elements in the set countsp;

11 b onesp( j,k)← b onesp( j−1,2k−1)+b onesp( j−1,2k);
12 b zerosp( j,k)← b zerosp( j−1,2k−1)+b zerosp( j−1,2k)
13 end
14 return b onesp(⌈logn⌉ ,1),b zerosp(⌈logn⌉ ,1),operativep

Explanation of GROUPBITSSPREADING. The algorithm GROUPBITSSPREADING serves

as a tool to disseminate the values calculated by the grouped operative processes (in the run

of the algorithm GROUPBITSAGGREGATION) to all operative processes. The processes

locally prepare an array of pairs BitPacks of size ⌈
√

n⌉ as follows. If Wℓ is the group

of a process in the partitioning W1, . . . ,W⌈√n⌉, then the process writes the numbers of op-

erative processes of Wℓ having b = 0 and having b = 1, which is the result of the algo-
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rithm GROUPBITSAGGREGATION, at the position ℓ of the array, keeping all other entries

empty. Next, the communication is performed along links corresponding to the prede-

termined graph G with certain combinatorial properties, which existence is guaranteed in

Theorem 4.4, cf., line 2 of Algorithm 6. Recall that G is such that every process p ∈P

has degree O(logn). The set Vp of neighbors is passed as a parameter to every execution of

the algorithm GROUPBITSSPREADING. See also Figure 4.1 for an illustration of the group

partitioning with additional graph spanned on nodes.

The communication in the GROUPBITSSPREADING algorithm lasts 8 logn rounds. Ini-

tially, p sends to every process in Vp the entries of the array BitPacksp that have not

been sent via the link yet. When receiving a message from another process q ∈Vp process

p updates its array BitPacksp by replacing empty entries with the non-empty entries of

the array BitPacksq. Additionally, p keeps track of the processes from Vp who failed to

deliver a message in the most recent round and excludes them from the communication

and refutes to accept messages from them in any future round of the algorithm GROUP-

BITSSPREADING. If the number of processes from which p received a message is less

than ∆/3, where ∆ is the parameter from Theorem 4.4, p becomes inoperative. It stays

idle to the end of the current epoch and in all future epochs of the execution of the main

algorithm OPTIMALOMISSIONSCONSENSUS.

After 8 logn rounds, each operative process adds up the values in its array BitPacks

corresponding to the numbers of 0’s and 1’s, resp., in different groups, and returns these

two numbers. The key property, which we prove formally in the analysis of the protocol, is

that any two values returned by the operative processes (either the count of 0’s or 1’s) may

differ by at most the number of processes that have turned inoperative during the epoch.
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Algorithm 8: GROUPBITSSPREADING

input: Vp, p, ℓ,operativep;g onesp,g zerosp
1 BitPacksp← [( /0, /0), . . . ,( /0, /0)], an array of pairs (initially of zeros) of size ⌈

√
n⌉;

2 BitPacksp[ℓ]← (g onesp,g zerosp);
3 for 8logn rounds do
4 for q ∈Vp :

send a message to q containing the entries of BitPacksp not shared with q
before, provided q has not been disregarded earlier

receive a message (if any) with BitPacksq sent by q:
if q has not sent a message, disregard sending to q in any future round;
for i ∈ [⌈

√
n⌉] : BitPacksp[i]← BitPacksp[i]∨BitPacksq[i];

5 if number of received messages is less than ∆/3 then
operativep← f alse;
stay idle until line 8;

6 end
7 onesp,zerosp← the sum of the first (or the second resp.) elements of each

non-empty pair of BitPacksp;
8 return onesp,zerosp,operativep

4.8.2 Analysis of algorithm OPTIMALOMISSIONSCONSENSUS

The building blocks of an execution of the algorithm are epochs – full iterations of the

main loop of Algorithm 6, OPTIMALOMISSIONSCONSENSUS. As any final decision of

a process comes from a communication with an operative process, see lines (15, 19), our

goal is to prove that, with probability 1, the operative processes store the same value in

variables bp. To achieve that, we will gradually analyze how consecutive subroutines exe-

cuted within an epoch influence the values bp held by operative processes.

Analysis of GROUPBITSAGGREGATION algorithm. In this algorithm, the operative pro-

cesses work in groups that are given by the partition {W1, . . . ,W⌈√n⌉} of the set P . Con-

sider a group Wi. For a process p and a process q such that p,q in Wi, we say that

q contributes to variable b onesp( j,k) (b zerosp( j,k) respectively), for some 1 ≤ j ≤

⌈log(
√

n)⌉, k≥ 1, if the input bq is counted in the variable b onesp( j,k) (or (b zerosp( j,k)
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depending on the value of bq).

Lemma 4.1. Let Mi ⊆Wi be the set of operative processes in the group Wi at the end of the

algorithm GROUPBITSAGGREGATION. Any process p ∈Mi contributes to both variables,

b onesq(⌈log(
√

n)⌉ ,1) and b zerosq(⌈log(
√

n)⌉ ,1), of any other process q ∈Mi.

Proof. In the proof we inductively show that any two processes p′,q′ belonging to the in-

tersection of a bag L(i)( j,k) and the set Mi have the property that p′ contributes to variables

b onesq′( j,k), b zerosq′( j,k) of the process q′, where 1 ≤ j ≤ ⌈log(
√

n)⌉, k ≥ 1. The

induction proceeds with respect to the depth of a layer, j, in the tree decomposition L(i) of

the group Wi. For the base case, we observe that the lemma holds for any pair of processes

belonging to the set Mi∩L(i)(1,k), where L(i)(1,k) is a bag in the first layer, simply because

Mi∩L(i)(1,k) is a singleton set (in this case, the only feasible pair has p′ = q′).

For the inductive step, consider a bag L(i)( j,k) in some layer j > 1. Let p′ and q′ be

any two processes belonging to Mi∩L(i)( j,k). During the execution of the GROUPRELAY

procedure, the process p′, who had the role of a source, relayed its set count to at least

1
2 |Wi|+1 other processes (transmitters), because otherwise it would have lost its operative

status. Similarly, q′ has received the accumulated set count from at least another 1
2 |Wi|+1

processes. However, these two sets of transmitters must have at least one common transmit-

ter, who in this case assures that q′ received the counts of p′. Since L(i)(⌈log(
√

n)⌉ ,1) =Wi,

the lemma is proven.

Next, we bound the bit complexity of the algorithm GROUPBITSSPREADING when

limited to a single group only.

Lemma 4.2. Processes in a single group use at most O(n log2 n) bits of communication, in

total, in an execution of the algorithm GROUPBITSAGGREGATION.

Proof. The algorithm takes O(logn) stages of communication. In a stage, the procedure

GROUPRELAY is executed to distribute information between processes belonging to every
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bag of the layer of the stage. The information about a single bag distributed in the messages

of the procedure GROUPRELAY is of size O(logn) bits at most, as it contains at most four

counts of size O(logn) each, c.f. the description of the procedure. The messages send in

the procedure are always between transmitters and sources. This first class of processes

contains at most O(
√

n) processes (the size of any group). The second amortizes to O(
√

n)

if considered the union of all bags on the layer corresponding to the stage. It follows then,

that at most O(n) messages is sent per stage, in total. Thus the lemma follows.

Analysis of GROUPBITSSPREADING algorithm. We first explain formally the scheme of

communication used in the algorithm GROUPBITSSPREADING. Let R(n,ρ) be a random

graph on n vertices in which every edge is contained independently with probability ρ . For

suitable parameters α and ℓ, the following properties of certain graphs R(n,ρ) will be used

to analyze omission-tolerance of the predetermined graph G used for communication.

Definition 4.1 (of expansion and edge-sparsity).

• Expansion: A graph G is said to be ℓ-expanding, or to be an ℓ-expander, if any two

subsets of ℓ nodes are connected by an edge.

• Edge-sparsity: A graph G is said to be (ℓ,α)-edge-sparse if for any set X ⊆V of at

most ℓ nodes, there are at most α|X | edges internal for X.

To assure that there exists a graph G that can be used by processes to perform the

communication in the algorithms we provide the following theorem.

Theorem 4.4. Let n ∈N, and ∆ := 832logn. A random graph R(n,∆/(n−1)) satisfies all

the below properties whp:

(i) it is (n/10)-expanding,

(ii) it is (n/10,∆/15)-edge-sparse,

(iii) the degree of each node is between 19
20∆ and 21

20∆.

162



Proof. In this proof we will use Chernoff bounds in the following form, where ε > 0 and

X = ∑1≤i≤k Xi is a sum of independent Bernoulli trials with the expected value µ:

Pr[X ≥ (1+ ε)µ]<

(
eε

(1+ ε)1+ε

)µ

(4.1)

Pr[X ≥ (1+ ε)µ]< e−µε2/3, for ε ≤ 1 (4.2)

Pr[X ≤ (1− ε)µ]< e−µε2/2, for ε < 1 (4.3)

see [Mitzenmacher and Upfal, 2017].

We first prove that property (iii) is satisfied by graph H whp. The expected node degree

in H is ∆. By the Chernoff bounds (2) and (3), each degree of H is between (19/20)∆ and

(21/20)∆ with probability at least

1−2 · exp
{
−∆ · (1/20)2/3

}
≥ 1−1/n

as ∆ > 832logn.

Now we consider property (ii). Consider a set X1 ⊆V of at most n/10 nodes. We show

that it has at most |X1|∆/15 internal edges with probability at least 1−1/n2. Let x1 stand for

|X1|. Recall that the expected number of edges internal for X1 is ∆/(n−1) · x1 (x1−1)/2.

The probability that the number N of internal edges is more than x1∆/15 can be upper

bounded by the Chernoff bound (2) with ε1 = 1/3 to obtain

Pr
[

N > (1+ ε1) ·
∆x1 (x1−1)

2(n−1)

]
≤ e−

∆x1(x1−1)
2(n−1) ·(ε1)

2/3 ≤ e−∆x1/270,

as x1 ≤ n/10. It follows that the probability that a set X1 of at most x1 nodes with more
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than x1∆/15 internal edges exists in graph H, where x1 ≤ n/10, is at most

n/10

∑
x1=1

 n

x1

e−∆x1/270 ≤
n/10

∑
x1=1

2x1 log(n)−∆x1/189 ≤
n/10

∑
x1=1

2−3x1 logn ≤ 1/n2,

as ∆ > 832logn.

It remains to prove property (i). Consider any two disjoint sets X and Y of exactly ℓ

elements each. The expected number of edges connecting two disjoint sets of nodes X and

Y is ∆|X ||Y |/(n−1). Therefore, by the Chernoff bound (3), we obtain that the number N

of edges connecting the sets X and Y is less than 2/3∆|X ||Y |/(n−1) with a probability that

is at most

Pr[N < (1−1/3) ·∆|X ||Y |/(n−1)]≤ e−∆|X ||Y |/(n−1)·(1/3)2/2 ≤ e−∆n/1800

Consider an event that two sets of nodes of n/10 elements each and with less than 2/3∆|X ||Y |/(n−

1) edges between them exist. The probability of this event is at most

 n

n
10


 n

n
10

e−∆n/1800≤ 22n/10·lgn ·e−∆n/1800≤ 2n/5logn ·2−832∆n/1800≤ 2−2n log(n)/15 < 1/n2.

Since the complement of this event guarantees that every two disjoint set of size n/10 have

at least 2/3∆|X ||Y |/(n−1)> 1 connecting edges, thus (n/10)-expansion follows.

Let us now fix a particular graph G that satisfies the above properties and let this graph

be the same as the one on which the processes decide when executing line 2. As a con-

sequence of these properties, it can be also shown that close neighborhoods of any vertex

in G contain regular subgraphs and grow rapidly. Let us start by giving the appropriate

definition.

164



Definition 4.2 (of (γ,δ )-dense-neighborhood). For a node v ∈ V , denote Nd
G(v) the set of

vertices at distance at most d from v in graph G. Then, for γ ≥ 1, a set S ⊆ Nγ

G(v),v ∈ S

is said to be (γ,δ )-dense-neighborhood for v if each node in S∩Nγ−1
G (v) has at least δ

neighbors in S.

To formalize the meaning of the rapid growth of a close neighborhood of a vertex in G,

we provide the following lemma.

Lemma 4.3. If graph G = (V,E) of n nodes is (n/5,∆/15)-edge-sparse then any (γ,∆/3)-

dense-neighborhood for a node v ∈V has at least min{2γ ,n/10} nodes, for γ ≥ 0.

Proof. Consider a node v∈V and a set S which is a (γ,∆/3)-dense-neighborhood for v. Let

Ai stand for S∩Ni
G(v). We show the following fact by induction on i, where 1≤ i≤ γ−1:

the set Ai has at least min{2i,n/10} elements. The base of induction for i = 1 follows

directly from the property that v ∈ S has at least ∆

3 > 3 neighbors in A1 = S∩N1
G(v).

The inductive step: suppose that the inequality |Ai|= |S∩Ni
G(v)|≥min{2i,n/10} holds

for i, where 1≤ i < γ−1. We prove the inequality for i+1 as follows. If Ai has at least n/5

elements, then we are done. Otherwise the set Ai has at most |Ai|∆/15 internal edges, by

the (n/10,∆/15)-edge-sparsity. We obtain that there are at least |Ai|∆/3− 2 · |Ai|∆/15 =

3|Ai|∆/15 edges between the sets Ai and Ni+1
G (v)\Ai. Let X denote the set of neighbors of

Ai in Ni+1
G (v) Ai. It follows that the number of edges internal for Ai+1 = Ai∪X is at least

3|Ai|∆/15. On the other hand, this number is at most (|Ai|+|X |)∆/15, by (n/10,∆/15)-

edge-sparsity. Consequently, the inequality (|Ai|+|X |)∆/15 ≥ 3|Ai|∆/15 holds. Hence

|X |≥ 2|Ai| and there are at least 2i+1 ≥min{2i+1,n/10} elements in Ai+1 by the inductive

assumption. We use the fact that Aγ−1 = S∩Nγ−1
G (v) has at least min{2γ−1,n/10} elements.

As the inequality 2γ−1 ≥ n/5 can be verified directly, the proof is complete.

We note here that statements of similar results to Theorem 4.4 and Lemma 4.3 can

be found in [Chlebus et al., 2009b], however, the theorem is given without a proof, and

165



the lemma is proven for different constants. Therefore, for the sake of completeness, we

provided the proofs of the versions needed in this work.

An important property11 is that removal of a linear fraction of nodes from the graph G

cannot leave many nodes with small neighborhood, as is stated next:

Lemma 4.4. If graph G = (V,E) satisfies the properties of Theorem 4.4, then for any set

of nodes T ⊂ G of size at most n
15 there exists a subset A of G of size at least n− 4

3 |T | such

that:

(i) A∩T = /0, (ii) every node from A has at least ∆

3 neighbors in A.

Proof. Fix any set of nodes T1 ⊂V of size at most n
10 and consider the following, inductive,

definition. Given a set Ti, for i≥ 1, we define Ti+1 = Ti+{v} if there exists a node v∈V \Ti

that has at least 37
60∆ neighbors in Ti; otherwise define Ti+1 = Ti. By the fact that there is

a finite number of nodes in G and by the fact that if Tj+1 = Tj then all subsequent sets

Tj+2,Tj+3, . . . are the same, there must be exactly one index K such that for all k ≥ K it

holds Tk+1 = Tk, but TK ̸= TK−1.

We prove that K < |T1|/3. Assume to the contrary that K ≥ |T1|/3. Let k = |T1|/3.

Based on this assumption, observe that adding a new node v to Ti, for 1 ≤ i ≤ K − 1,

increases the number of edges induced by the set Ti by 37∆/60 at least. It follows that

the number of edges induced by TK is at least 37K∆/60. On the other hand, the number

of vertices of TK is |T1|+k−1 ≤ 4/3|T1|= 4/3 ·n/15 = 4n/45. Therefore, we can use the

(n/10,∆/15)-edge-sparsity property of G to the set of vertices Tk and conclude that there

can be at most 4/3|T1|·∆/15 = 4∆K/45 edges in the subgraph induced by TK . Comparing

the last upper bound of 4∆K/45 on the number of edges with the derived lower bound

11A similar property has been previously observed for graphs of bounded spectral radius, c.f. [Upfal, 1992].
There are known results that bounds spectral radius of a random Erdos-Renyi graph, c.f. [Benaych-Georges
et al., 2020, Erdős et al., 2013], and in consequence could lead to the same conclusion. However, for the
sake of the completeness, we provide an alternative, fundamental proof that relies solely on combinatorial
properties guaranteed by Theorem 4.4.
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bound of 37∆K/60 yields a contradiction as 37∆K/60 is not less than 4∆K/45. It follows

that K must be smaller than |T1|/3.

To finish the proof of the lemma, we define A as V \TK . We first observe that degrees

of all nodes in A are at least ∆/3. If there was a node of a smaller degree, it would have to

have at least 19
20∆− 1

3∆≥ 37
60∆ neighbors in TK and thus it would be added to TK+1 violating

the definition of K. Since K < |T1|/3, thus |TK|≤ 4|T1|/2 as there is only one node added

at the time. The size of A must be then at least n−4|T1|/3 which completes the proof.

Establishing the necessary properties of the communication graph used in runs of the

GROUPBITSSPREADING algorithm, we focus on analyzing how information is spread

across the graph in these runs. Let us fix a run of the algorithm. For this run, we de-

fine OPi to be the set of these processes who maintained their status as operative until the

end of the round i of the run. Observe that there is 8 logn rounds, corresponding precisely

to the iterations of the main loop of the algorithm, thus OP8logn denotes the set of processes

that finished the run as operative. We define GOP
i a subgraph of G with the set of vertices

equal to OPi and the set of edges equal to the links by which processes in OPi received

messages in round i of the run of this algorithm. We call a link operative in round i if it

belongs to GOP
i . Observe the a link operative in round i correctly transmits messages in both

directions in rounds 1, . . . , i−1. That is because links that are observed faulty by a process

are never used in the future rounds.

Lemma 4.5. For a fixed run of the algorithm GroupBitsSpreading, any processes p in

OP8logn has a (2logn,∆/3)-dense-neighborhood in the graph GOP
8logn.

Proof. For proving the existence of a (2logn,∆/3)-dense-neighborhoods for process p,

we use the following inductive construction. Let R0(p) be the set of these processes

from which p receives a message in the last round of the algorithm algorithm GROUP-

BITSSPREADING. Observe that |R0(p)| is at least ∆/3 as p is in OP8logn. Let B1 be a
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subgraph of G with the set of vertices equal to B0 ∪R0(p) and the set of edges equal to

the links by which p receives a message from R0(p) in the last round of the algorithm.

First, we note that the graph B1 is a subgraph of GOP
8logn−1. Any processes of B1 must be

operative until round 8logn−1 as only operative processes send messages. Also, operative

processes use links that continuously deliver messages, c.f. 4, instruction 3, hence any link

that delivers a message to process p in round 8logn has to deliver a message in rounds

1, . . . ,8logn−1 from p. It also holds that, as observed, |B1|≥ ∆/3, and thus the graph B1

satisfies the definition of (1,∆/3)-dense-neighborhood of p in the graph GOP
8logn−1. This

concludes the base case of the inductive construction.

For the inductive step, we define the set Ri(p), for 2 ≤ i ≤ 2logn, as a set of these

processes that send a message to any process in Bi−1 in the round 8logn− i of the algorithm.

Let Bi be a subgraph of G with the set of vertices equal Ri(p) and the set of edges equal

to the set of link by which a process from Bi received a message in the round 8logn−

i. The same argument as the one used in the base case shows that Bi is a subgraph of

GOP
8logn−i. By the inductive assumption Bi−1 ⊆ GOP

8logn−i+1. Also, from the line 4 it follows

that the operative subgraphs GOP are downward monotonic and thus GOP
8logn−i+1⊆GOP

8logn−i.

Therefore Bi−1 ⊆ Bi. Also, since Bi−1 ⊆ GOP
8logn−i+1, thus processes from Bi are operative

until the round 8logn− i+ 1 ≥ 6logn. It follows that each of these processes receives at

least ∆/3 messages in the round 6logn and these messages must be send from processes

in Bi. Therefore Bi satisfies the definition of (i,∆/3)-dense-neighborhood of p in GOP
8logn−i.

This completes the induction step and concludes the proof.

We say that a process p ∈ OP8logn can reach a process q ∈ OP8logn during the run of the

algorithm GROUPBITSSPREADING, if there exists a path of processes p = s1,s2, . . . ,sk =

q, such that the process si+1 received a message from si in ith round of the run of the

GROUPBITSSPREADING algorithm, for any 1≤ i≤ k−1.
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Lemma 4.6. For a run of the algorithm GroupBitsSpreading, any processes p in OP8logn

can reach any other process q in OP8logn.

Proof. Since p and q belong to OP8logn, thus by Lemma 4.5 there exist (2logn,∆/3)-dense-

neighborhoods of, respectively, p and q in the graph GOP
6logn. Denote the neighborhoods Sp

and Sq respectively. Since GOP6logn is a subgraph G, thus S1 and S2 are also subgraphs of

G. This observation allows us to use Lemma 4.3 and conclude that the sizes of S1 and S2

are n/10 at least. Since there is at most n/30 faulty processes, the are subsets SC
1 , SC

2 of S1

and S2 consisting of only non-faulty processes of size at least n/10 each. By the (n/10)-

expanding property of G there is at least one edge connecting SC
1 and SC

2 . Let p′ and q′ be

the endpoint processes of this edge. Now, we can define the path by which p can reach q.

Processes p and p′ belong to GOP
6logn. By the previous observation links of this subgraph

transmit messages bidirectionally in rounds 1, . . . ,2logn. Since p′ is in a (2logn,∆/3)-

dense-neighborhood of p in GOP
6logn, thus p′ is in distance at most 2 logn from p in GOP

6logn.

It follows that p can reach p′ in 2 logn rounds. In the round 2logn+ 1 the process p′ can

reach q′ as they are both non-faulty and operative and there is an edge between them. Then,

in the next 2 logn rounds, q′ can reach q by the same reasoning as for p and p′. Thus, the

lemma is proven.

Analysis of the main algorithm. In the final part of the proof, we connect together

the properties of the algorithms GROUPBITSAGGREGATION and GROUPBITSSPREADING

and explain how they lead to correct updates of values b in lines 9- 11 of the main algo-

rithm OPTIMALOMISSIONSCONSENSUS, resulting eventually in a valid consensus deci-

sion. We start by noting that the communication graphs used in any of the inner algorithms

are dense enough to maintain a large fraction of correct processes operative, regardless of

the actions of the adversary. We recall here the assumption that the number t of faulty

processes is less than n
30 . Also, recall that we call a single iteration of the main loop of the

169



algorithm OPTIMALOMISSIONSCONSENSUS an epoch. For an epoch, let OP END denote

the set of these processes that are operative at the end of this epoch.

Lemma 4.7. For any epoch, the size of the set OP END is larger than n−3t.

Proof. Consider an epoch E of the algorithm and let F be the set of processes that the

adversary corrupted in the epoch E or before. Recall the partition {W1, . . . ,W⌈√n⌉} of the

set P used in the algorithm GROUPBITSAGGREGATION. Since |F |≤ t, processes then by

a counting argument there exists a set of
√

n− 2 t√
n groups, which corresponds to a set of

at least n−2t processes, such that every process in the set is non-faulty and has more than

half non-faulty processes in its group. Denote this set X .

Consider the subgraph induced by X in the graph G used for the communication in

GROUPBITSSPREADING algorithm. Using Lemma 4.4 for the set G\X , which has size at

most 2t ≤ n/15, we conclude that there exists X ′ ⊆ X that has size at least n− 4/3 · 2t =

n−8/3t ≥ n−3t such that every process from X ′ has degree at least ∆/3 in X ′.

We finish the proof by arguing, that all process from X ′ belongs to the set OP END for

the epoch E . First, every process p in X ′ also belongs X thus, by the definition of X , it

always receives more than half of messages from its group in all the executions of GROUP-

BITSAGGREGATION that occur before or in the epoch E . Second, we choose X ′ to consist

only of non-faulty processes. Communication on the links between them is always reliable.

By the fact that every processes of X ′ has degree at least ∆/3, we conclude that every pro-

cesses from X ′ maintains its operative status in all the executions GROUPBITSSPREADING

that occur before or in the epoch E . Therefore, X ′ ⊆ OP END.

We say that a process p contributes to the sum of ones (or zeros) of a process q if its bit

bp is included in the value onesq calculated in line 8 of the main algorithm OPTIMALOMIS-

SIONSCONSENSUS (zerosq resp.).
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Lemma 4.8. For any epoch, every process p contained in the set OP END with bp = 1

contributes to the sum of ones of any other process q from OP END. Analogically, if bp = 0

then p contributes to the sum of zeros of any other process q from OP END.

Proof. Consider any p ∈ OP END. Let Wi be the p’s group, i.e. p ∈Wi. By Lemma 4.1, we

get that any operative process r contributes to the values returned by any other operative

process within its group in the algorithm GROUPBITSAGGREGATION. This yields, that

whatever pair of values (g onesi,g zerosi), describing the number of 0’s and 1’s among

operative process in Wi, the process q receives during the execution GROUPBITSSPREAD-

ING algorithm, the bit value bp contributes to this pair. On the other hand, Lemma 4.6 as-

sures that p can reach q. It follows that q receives at least one pair of values (g onesi,g zerosi),

and the lemma is proven.

Lemma 4.9 (Lemma 4.3 in [Bar-Joseph and M. Ben-Or]). Assume that n processes inde-

pendently choose a random bit from uniform distribution. Let X be the random variable

denoting the number processes that chose bit 1. Then for any t ≤
√

n/8

Pr(X−E(X)≥ t
√

n)≥ e−4(t+1)2

√
2π

.

We call an epoch good if at most
√

n processes become inoperative during the epoch.

The following explains how lines 9- 11 change b values of operative processes under the

assumption of a sequence of consecutive good epochs.

Lemma 4.10. Consider three consecutive good epochs E1,E2,E3. Let OP ENDi, for i ∈

{1,2,3} be the set of operative processes at the end of the epoch Ei. With probability Ω(1)

all processes belonging to OP END3 store the same value b before the third epoch ends.

Proof. Using Lemma 4.7, we have that |OP END1|≥ n−3t ≥ 9
10n, since we assumed t < 1

30n.

Combining Lemma 4.8 with the assumption that in the epoch E1 at most
√

n change their
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status to inoperative, we see that values onesp, zerosp and onesp + zerosp calculated in a

process p in epoch E1 differ by at most
√

n from the corresponding values of any other

processes from OP END1. Therefore, in the epoch E1 no two processes can execute line 9

and line 10 at the same time, since the difference between right-hand-sides of these two

inequalities is at least 1
30 |OP END1|>

√
n.

We first consider the case when no process executes line 10, that is processes either

assign a random bit to b or 0. Observe that if a processes assigns 0 with probability 1

instead of 1
2 it is more likely that the total number of zeros exceeds a certain threshold.

Therefore by applying Lemma 4.912 we get that with a constant probability C1, the number

of processes starting the next epoch E2 with b equal zero is at least |OP END1|
2 +3

√
n. The

constant C1 is an appropriate constant in Lemma 4.9 corresponding to the fact that we have

a |OP END1|≥ 9
10n lower bound on the size of OP END1 and we measure the deviation of

size
√

n from the mean. Nevertheless, it follows that with probabiblity C1 the number of

processes having b = 1 is at most

|OP END1|−
|OP END1|

2
−3
√

t ≤ |OP END1|
2

−3
√

n .

In the next epoch E2 at most
√

n new processes become inoperative and thus the ratio of the

number of 1’s held by the operative processes to the total number of operative processes

must remain lower than 1
2 in the entire epoch E2. It follows then, that all operative processes

execute line 10 and assign b to 0 before the epoch ends.

The second case is when at least one process executes line 9 in the epoch E1. If there

is at least one operative process assigning 1 to its variable b without sampling, and at most
√

n processes become inoperative the epoch E1, thus every other operative process assigns

12Although Lemma 4.9 concerns the number of 1’s being chosen by processes, if the distribution is uniform
then 0 and 1 have the same probability of occurring and, by the symmetry, the same lemma can be used to
estimate the number of chosen 0’s.
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1 to the variable b or it assigns a random value. Let x be the number of processes that assign

a random value in the epoch E1. We proceed with two subcases:

• Subcase 1: Assume that x≥ 8
10 |OP END1|. By Lemma 4.9, with a constant probability

C2, more than 4
10 |OP END1|+3

√
n from processes who execute line 11 assign 0 to their

value b. Thus, by the beginning of the epoch E2 at most

|OP END1|−
4
10
|OP END1|+3

√
n =

6
10
|OP END1|−3

√
n

processes have value b set to 1. In the epoch E2 at most
√

n processes become

inoperative, therefore the ratio of ones to the total number of operative counted in

any process will be smaller than 6
10 . Thus, we arrived at the case when no process

can execute line 9 in the epoch E2 and the two consecutive epochs are good. Using

the same argument as for the first case of this lemma, we get that with a constant

probability all operative processes have value b set to 0 before the epoch E3 ends.

• Subcase 2: Suppose that x < 8
10 |OP END1|. By Lemma 4.9 there is a constant prob-

ability that at most 4
10 |OP END1|−3

√
n processes set the value of b to 0. This is

because at most 8
10 |OP END1| processes assign a random value and all the remaining

ones assign 1 to the variable b. Therefore, at least

|OP END1|−
4
10
|OP END1|+3

√
n =

6
10
|OP END1|+3

√
n

processes start the epoch E2 with b set to 1. Again, in the epoch E2 at most
√

n

processes can become inoperative. In such a case, Lemma 4.8 proves that operative

processes at least 6
10 |OP END1|+2

√
n counts of the value 1 and thus all operative

processes must execute line 9 in the epoch E2. Therefore all operative processes

assign value 1 to their variable b.
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In the following lemma we show how the operative processes assure termination on the

same value for non-faulty processes, even in the case of the unlikely event that some of the

operative processes do not set the variable decided to true.

Lemma 4.11. With probability 1, all non-faulty processes decide and the decision is on the

same value.

Proof. Let O be the set of the processes that are operative after the last epoch of the algo-

rithm OPTIMALOMISSIONSCONSENSUS. We can further divide the set O into two disjoint

classes. The class D ⊆ O of processes that have the variable decided set to true and the

class U ⊆ O consisting of these processes that have the variable decided set to f alse.

First, we prove that regardless of the actually partition of the operative processes into

the classes D and U all non-faulty processes decide. Lemma 4.7 assures that |O|≥ n−3t ≥
9n
10 ≥ 2t, thus either D or U have size greater than t.

If it is the case that |D|> t, then there must be at least one non-faulty processes in D. The

existence of this process assures that every non-faulty processes from the set P \O receives

a message in the line 15 of the algorithm, and in consequence decides. The remaining non-

faulty processes are all operative and they decide in line 16 in the case they belong to

the set D, or in line 18 in the case they belong to U . The termination in the latter case

follows from the correctness of the deterministic protocol from [Dolev and Strong, 1983],

Theorem 4. For the case |U |> t we have the following reasoning. The non-faulty operative

processes can either belong to D or U . Every non-faulty process belonging to D decides

in line 16. All non-faulty processes belonging to U cannot decide in lines 14-16 and they

will execute line 18. From the termination of the deterministic protocol used in line 18,

the non-faulty processes from U will reach a decision and propagate the decision to all

remaining processes that do not terminated yet. Since |U |> t, thus in the propagation takes
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part at least one non-faulty process which guarantees that every non-faulty processes will

receive a decision in line 19. This gives that eventually all non-faulty processes decide.

Second, we show that all decision are on the same value. To this end, we argue that

if there exists a process p that has the variable decidedp set to true when the last epoch

ends then all operative processes have the value of the variable b the same as the process

p. Consider the epoch in which p, by executing line 12, sets the variable decisionp to

true. It follows that the counts onesp and zerosp satisfy onesp > 27
30(onesp + zerosp)

(or onesp <
3

30(onesp+zerosp), but since both cases are symmetric, we analyze only the

first one). The number of operative process is always at least n−3t ≥ 9
10n, by Lemma 4.7.

By Lemma 4.8, it follows that the values of variables ones and zeros stored by differ-

ent operative processes in the same epoch can differ by at most 4t. Therefore, the ratio

ones/(ones+zeros) calculated in any other operative process in this epoch is at least

onesp−4t
onesp +zerosp +4t

.

Since the process p executes the line 12, we get that the lower bound onesp ≥ 9
10(onesp+

zerosp). It follows that

onesp−4t
onesp +zerosp +4t

≥
9

10 (onesp +zerosp)−4t
onesp +zerosp +4t

≥ 18
30

,

where the last inequality follows from a simple calculation, taking into account that onesp+

zerosp ≥ 9
10n and t ≤ 1

30n. It yields, that the inequality in line 12 holds for any other op-

erative process in this epochs. Subsequently, this gives that any operative process sets the

variable b to 1, by executing line 9, if p sets the variable decidep to true in this epoch. By

examining lines 14-20 we see that any process can decide only on a value that originates

in a operative process. Since the consensus protocol used in line 18 satisfies the validity
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condition, we have that its decision, if any, must also be equal to the decision of any opera-

tive process. This way there is only one value propagated as the decision in the system and

every non-faulty process must decide on this value regardless of when it receives the value.

It remains to a situation in which all operative processes have the variable decided set

to f alse. In this case, no process can decide before reaching line 18. The decision in any

process is the outcome of the consensus protocol employed in line 18 and by correctness

of the employed algorithm, it must be the same across all process that decide.

Finally, we give the main theorem.

Theorem 4.5. The algorithm OPTIMALOMISSIONSCONSENSUS solves with probability 1

consensus against the adaptive adversary capable of controlling t < n
30 processes. With

high probability the number of rounds used by the algorithm is O
(

t√
n log2 n

)
rounds

and the number of communication bits is O
(
n
(
t log3 n+n

))
. With probability 1 it uses

O
(
t
√

n log2 n
)

random bits.

Proof. Let us first argue about the correctness of the algorithm. The termination and agree-

ment conditions the consequence of Lemma 4.11. The validity condition follows from the

following observation. If all processes start an epoch with the same value of the variable

b, either 0 or 1, then with probability 1 all operative processes will have the same value of

the variable b (consistent with the initial bit) in all subsequent epochs. This is because in

the algorithms GROUPBITSAGGREGATION and GROUPBITSSPREADING processes count

only this values that where present in a process at the beginning of the epoch. Conse-

quently, in such a case no process ever accesses a random source in line 11 of the algorithm

OPTIMALOMISSIONSCONSENSUS, as the ratio of 1’s of operative processes to all values

is always either 0 or 1. Since the decision of any non-faulty algorithm is always derived

from a value of the variable b of an operative process, c.f. lines 14-20, thus the validity

follows.
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We now give the analysis of the number of rounds, the number of bits and the number

of random bits used by the algorithm. By Lemma 4.7, there are at most 4t processes that

might become inoperative during the run of the algorithm. On the other hand, any epoch

that is not good has more than
√

n processes that become inoperative in this epoch. Since

the algorithm executes t√
n logn epochs, thus by the pigeonhole principle there is at least

Ω(logn) disjoint sequences of three consecutive good epochs.

By Lemma 4.10, after each such triple, there is a Ω(1) probability that all operative

processes have the same value of the variable b. Since, as argued above in this proof, if

the operative processes start an epoch with the same value of the variable b they start with

same value of the variable b in the following epoch, thus the probability that after all such

good sequences of epochs, the operative processes do not have the same value in variable

b is at most O(1)logn = 1
nC , for some absolute constant C > 0. Equivalently, it holds that

with probability 1− 1
nC the operative processes have the same value in the variable b in the

end of the last epoch. Moreover, with this probability, all operative processes have also the

variable decision set to true. This holds because if a triple of good epochs ends strictly

before the last epoch, then all values of the variable b stored by the operative processes are

the same, and in the next epoch all operative processes must set the variable decided to

true when executing line 12.

Assuming that the operative processes store true in their variable decided, then all

operative processes execute line 14 of the algorithm. Since there is at least n−3t operative

processes and at most t < 1
30n faulty processes, in the next round each non-faulty process

receives the value of at least one operative process and, in result, adopts the value as its

decision. It follows that in line 16 all non-faulty processes decide. The operative processes

because they all have the variable decided set to true; the non-faulty processes that are not

operative decide because they received a message from an operative one. Since each epoch

takes O(logn) rounds and there is t√
n · logn epochs, we have that all non-faulty processes
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terminate in O
(

t√
n log2 n

)
rounds whp.

To upper bound the communication bit complexity, we first analyze how many bits

are sent per epoch. The algorithm GROUPBITSAGGREGATION uses O(n log2 n) bits per

group, as it is given in Lemma 4.2. Since the algorithm is executed in parallel on ⌈
√

n⌉

groups, this results in O(n3/2 log2 n) bits per call to this algorithm by the main one. The

algorithm GROUPBITSSPREADING takes O(logn) rounds of communication on a graph

with the maximum degree O(logn), according to Theorem 4.4. Per each link of the com-

munication graph, processes send at most O(
√

n logn) bits, amortized – in a round, each

process sends only the information that has not been passed yet and the total amount of

information corresponding to the size of the array BitPacks, which contains O(
√

n logn)

bits. Since there are O( t√
n logn) epochs, the communication bits’ complexity incurred by

processes during all epochs is O(t · n log3 n). The consensus protocol from [Dolev and

Strong, 1983] (Theorem 4.) incurs at most O(n2t) additional bits in its communication, but

this can happen with probability at most 1
nC for some absolute constant C. On the other

hand, the number of bits used for informing the inoperative processes is O(n2) with prob-

ability 1, as each operative process broadcasts its value at most once. Thus, the bound on

the communication bit complexity follows.

For the upper bound on number of random bits, we observe that the use of those is

predetermined by the number of epochs. Each operative process uses at most one random

bit in an epoch, thus the total number of random bits used by all processes is bounded by

O
(
t
√

n log2 n
)
.
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4.8.3 Comparison to the state-of-the art strategies for solving consensus

in the model of crash failures

When the power of the adversary is limited to crashing processes, meaning that a pro-

cess becomes completely disconnected from other processes at some point of the execution

(which is a decision of the adversary), there exist optimal, or almost-optimal, algorithms

with respect to time and bit complexity.

As for the time efficient strategies, most of them rely on the time-optimal algorithm pro-

posed by Bar-Joseph and Ben-Or [Bar-Joseph and M. Ben-Or], who employed the idea of

the random coin in the case where there is no clear majority of either preferred value: 0 or

1, among the processes. The use of the randomness in the case of crashes shares the same

intuition with the approach of omissions. Because the standard bounds on the deviation

from the mean on many i.i.d. random variables guarantee that, with constant probability,

either the number of 0’s exceeds the numbers of 1’s by Θ(
√

n) or vice-versa. In any case,

the adversary is expected to crash Ω(
√

n) processes to maintain decision uncertainty pre-

serve the status quo in the system. Nevertheless, the important difference in the case of

crash failures is that a crashed process stops to communicate with other processes start-

ing from the round when the crash has occurred or the next round – hence, every correct

process can assume the same default value of the failed process with at most one round

delay. In consequence, the adversary cannot prolong the strategy of crashes mitigating the

deviations from the mean for more than O(
√

n) rounds as it would require controlling to

many processes. This crucial property does not hold when omissions are allowed. A pro-

cess, controlled by the adversary, may deliberately avoid communication with some chosen

process (which would force the chosen process to assume a default input value of the faulty

one), while at the same time – informing some set of other processes about its actual value,

which may be different from the default one. Even more maliciously, a faulty process may
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change the set of processes it communicates with from round to round which allows the

adversary for even more flexibility. This motivates the partition of processes into classes

that are downgrade monotonic rather than of unpredictable behavior. A contribution of our

paper is to design such a partition, into operative / inoperative processes, and show that the

random coin idea can be efficiently implemented on this partition.

The state-of-the-art bit efficient strategy was proposed by Hajiaghayi et al. [Hajiaghayi

et al., 2022b]. They designed a randomized consensus algorithm against crash failures,

which uses O
(

n3/2 ·polylog (n)
)

bits whp and terminates in the almost-optimal time

O(t/
√

n ·polylog (n)) (but has no provably almost-optimal communication bit complex-

ity), by exploiting certain “locally compact” properties of expander graphs of gradually

growing degree, used for scheduling communication between processes. Unfortunately,

the approach in [Hajiaghayi et al., 2022b] is not efficient against the omission failures

controlled by the adaptive, full-power adversary. Similarly to [Bar-Joseph and M. Ben-

Or], [Hajiaghayi et al., 2022b] also relies on the fact that processes permanently stop after

crashes, which allows them to amortize time or communication to the number of fail-stops,

e.g., by doubling the number of contacted processes each time when too few responses

are received. This no longer works against omissions, because the adversary can control

incoming/outgoing messages of the process that implements such doubling strategy, and

enforce that the process inquires Θ(n) other processes before the adversary allows it to

receive any messages. This way even a single omission-faulty process may contribute lin-

early to the communication complexity, while for crash failures such contribution could be

amortized to a polylogarithm per crashed process.
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4.9 A Lower Bound: details

We give a new lower bound, announced in Theorem 4.2, showing that any consensus al-

gorithm achieving T round complexity with high probability, has to make at least Ω

(
t2

logn

)
calls to a random source, with probability at least 1− 1

logn . The main probabilistic tool used

in the analysis of the lower bound strategies, introduced later in this section, is an abstract

one-round coin-flipping game.

The coin-flipping game, revisited. The sides of the coin-flipping game are: k players,

an adversary and a function f that decides the outcome of the game and is known to both

the adversary and players. The game has the following organization. First, the players

propose input values. The value of a player p is drawn from an arbitrary distribution Xp,

independently from other players. Next, the adversary looks at the drawn values and has

the power to hide some subset of them (which we will also refer to as “failing players”

or “taking over players”). The hidden values are denoted by ⊥. Finally, the outcome

of the game is a binary value determined by the evaluation of the function f : {X1∪ ⊥

}× . . .×{Xk∪ ⊥}→ {0,1} in the point that corresponds to actions of the players and the

adversary. We say that a sequence of players’ values y = (y1, . . . ,yk) ∈ X1× . . .×Xk can be

biased towards a value v ∈ {0,1} if the adversary can change some players’ values to ⊥

obtaining a sequence y′ ∈ {X1∪ ⊥}× . . .×{Xk∪ ⊥} such that f (y′) = v.

Application of the coin-flipping game to the lower bound proof. The usefulness of

this game for proving our lower bound is best visible if the processes are seen as players,

the values Xp are possible state transitions of k (out of n) processes that do random calls,

the “hiding” action of the adversary is to omit all links of the process in the round corre-

sponding to the game, and the binary outcome of the function is a predetermined, by the

adversary, classification of executions (i.e., executions that are more likely to output 1 vs

those that are more likely to output 0).
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The coin-flipping game – technical part. In [Bar-Joseph and M. Ben-Or], the authors

show that with probability at least 1− 1
n , an arbitrary game of n players can be biased to-

wards a particular outcome if the adversary can hide / fail Ω(
√

n logn) players. Below, by

applying parameterized (by probability α) Talagrand’s concentration inequality, we gener-

alize this result and show that even if only k = o(n) players use randomness, the probability

of biasing the game can be exponentially (in k) close to 1. In contrast, in [Bar-Joseph and

M. Ben-Or] this relation is linear and flat in the number of all players. Formally, in our

proof we will rely on the Alon’s and Spencer’s formulation of Talagrand’s inequality for

convex bodies that originally appeared in [Talagrand, 1995], adjusted to the notation used

in our paper.

Theorem 4.6 (Theorem 7.6.1 in [Alon and Spencer, 2016]). Let Ω be a probability space

and let

Ω
k = Ω×Ω×·· ·×Ω

be a product probability space. Then, for any U ⊆Ωk and for any t ≥ 0, it holds that

Pr[U ] ·Pr [Uc
t ]≤ e−t2/4 ,

where Uc
t is the complement of Ut defined as follows:

Ut = {x ∈Ω
k : ρ(U,x)≤ t}

and where ρ(A,x) is the Talagrand’s convex distance defined as

ρ(U,x) = max
h,∥h∥2≤1

ρh(U,x) , where ρh(U,x) = min
y∈U ∑

i : xi ̸=yi

hi

for h = (h1, . . . ,hk) ∈ Rk and x,y ∈Ωk.
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Lemma 4.12. For any α ≤ 1
2 , one can bias the single-round coin-flipping game towards

one particular outcome v ∈ {0,1}, with probability greater than 1−α , by hiding at most

8
√

k log(α−1) players’ values.

Proof. First observe that if k = 0 then there is only one outcome of the game which happens

with probability 1. Therefore, the lemma is trivially proven. In the remainder, we assume

that k ≥ 1.

Consider the set U0 ⊆ X1× . . .×Xk which corresponds to those sequences that cannot

be biased towards the outcome 0 by replacing at most 8
√

k log(α−1) values with the default

value ⊥. If Pr(U0)≤ α then the lemma is proven with v = 0.

Assume that Pr(U0) > α . Let B(U0, t) be the set of the sequences from X1× . . .×Xn

that differ with an element of U0 on at most t values. We apply Talagrand’s concentration

inequality (in the version of Theorem 4.6) to prove that Pr
(

B
(

U0,8
√

k log(α−1)
))
≥

1−α15. Observe that for vector h such that hi =
1√
k
, we get that ∥h∥= 1 and thus

B
(

U0,8
√

k log(α−1)

)
= {x : ρh(U0,x)≤ 8

√
log(α−1)}⊇{x : ρ(U0,x)≤ 8

√
log(α−1)} ,

(4.4)

where the first equality follows from the fact hi =
1√
k
, in which case ρh(U,x) is just a

weighted Hamming distance, and the latter inclusion from the fact that for any x it holds

ρh(U0,x)≤ ρ(U0,x). From Theorem 4.6 we get that

Pr
(
U0) ·Pr

(
{x : ρ(U0,x)≤ 8

√
log(α−1)}c

)
≤ exp

(
−(8

√
log(α−1))2/4

)
= α

16 .

Since we assumed Pr
(
U0)> α , then we can rewrite

Pr
(
{x : ρ(U0,x)≤ 8

√
log(α−1)}c

)
≤ α

16 ·Pr
(
U0)−1 ≤ α

15 ,
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which together with Property (4.4) implies

Pr
(

B
(

U0,8
√

k log(α−1)

))
≥ Pr

(
{x : ρ(U0,x)≤ 8

√
log(α−1)}c

)
≥ 1−α

15 .

To finalize the proof of the lemma, we observe that if a sequence y belongs to B
(

U0,8
√

k log(α−1)
)

,

it differs with an element b∈U0 on at most 8
√

k log(α−1) positions. Let b′ be derived from

b by replacing those positions with⊥. Since b∈U0, therefore f (b′) = 1 which in turn gives

that f (y′) = 1 where y′ is derived from y by replacing the same positions with ⊥. There-

fore, y /∈U1 as it can be biased towards 1 by changing at most 8
√

k log(α−1) positions.

We therefore have that Pr(U1) ≤ 1−Pr
(

B
(

U0,8
√

k log(α−1)
))
≤ α15, where the last

inequality follows from the above use of Talagrand’s inequality. Since α15 < α for α < 1
2 ,

thus the lemma is proven.

Consider now a set of n processes and how their internal changes of states affect the state

of the entire execution. We use Lemma 4.12, with α = n−3, to limit the actions of an ad-

versary when only a subset of processes choose to evoke randomness when changing their

states between two communication rounds. In the context of an execution of a consensus

algorithm, we have the following.

Corollary 4.1. Consider a single-round coin-flipping game on a set of n processes from

which only 0 ≤ k ≤ n rely on random choices when changing their internal state while

all others use deterministic transitions. Then, by failing at most 8
√

k log3 n processes, an

adversary can bias the outcome of the game towards 0 or 1 13 with probability at least

1− 1
n3 .

Description of adversarial strategies. We say that a consensus algorithm is p-strongly-

correct, for p ∈ (0,1], if it satisfies all three conditions together (i.e., agreement, validity
13Note that the values 0 and 1 here are not necessarily tied to a consensus decision, but rather mark two

different states of the whole system of processes.
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and termination) with probability at least p against any adaptive adversary.14 In the follow-

ing, we restrict ourselves only to 1− 1
n3/2 -strongly-correct algorithms. Recall also that each

algorithm is structured into rounds that are further split into two phases: a local computa-

tion phase (in which calls to a random source are included) and a communication phase.

Without loss of generality, we can assume that a local computation phase begins with mak-

ing a decision if a process is ready to decide. We keep track of an execution of a given

algorithm only until the first process decides. Consider an execution E of an algorithm.

For any round i of the execution, we introduce the following notation – let

• Hi be the algorithm history of the whole execution, taken at the beginning of the

local computation phase of round i (aka the state of the algorithm),

• ri be the number of processes that, based on their local subset of Hi, decide to use

random bits in the local computation phase of the current round,

• Ai be an adversarial strategy in round i and the subsequent rounds, under the history

Hi (we will drop sub-index i if it is clear from the context),

• Pr(Hi,A ) be the probability of reaching consensus on value 1 when continuing the

run of the algorithm with history Hi under adversarial strategy A .

We restrict the adversary to strategies in which it fails at most 16
√

ri logn+1=Θ(
√

ri logn+

1) processes in a round i. Next, we introduce the classification of states of an execution,

based on their potential valency – the concept introduced in [Fischer et al., 1985] for de-

terministic executions and in [Bar-Joseph and M. Ben-Or] for randomized ones. The main

difference in our classification, compared to [Bar-Joseph and M. Ben-Or], is that we use

the stronger Corollary 4.1 in the analysis and therefore we could refine the definition of

14The adjective “strongly” is to distinguish from a weaker version in which each property must hold sepa-
rately with probability at least p.
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bi-valent states to exclude scenarios that have too low probability of finishing either with

decision value 1 or 0. This refinement, see below, is necessary to be able to analyze the

amortized number of accesses to the random source.

Types of states (based on valency). We say that a state Hi is:

• null-valent if for all adversarial strategies A we have 1
n logn −

i
n2 ≤ Pr(Hi,A ) ≤

1− 1
n logn +

i
n2 ,

• 1-valent if there is an adversarial strategy A such that Pr(Hi,A ) > 1− 1
n logn +

i
n2

and for every other adversarial strategy A ′: Pr(Hi,A ′)≥ 1
n logn −

i
n2 ,

• 0-valent if there is an adversarial strategy A such that Pr(Hi,A ) < 1
n logn −

i
n2 and

for every other adversarial strategy A ′: Pr(Hi,A ′)≤ 1− 1
n logn +

i
n2 ,

• bivalent if there are adversarial strategies A ,A ′ such that Pr(Hi,A )> 1− 1
n logn +

i
n2 and Pr(Hi,A ′)< 1

n logn −
i

n2 .

An execution that is 1-valent or 0-valent is also called uni-valent. We remark that the

classes are disjoint and cover the whole space of an algorithm’s states.

Overview of the lower bound proof. Initially, we show that there is an initial assignment

of input bits to processes such that the algorithm starts in the state either bivalent or null-

valent (c.f. Lemma 4.13). Consequently, we will prove that if the algorithm starts a round

i in an null-valent or bivalent state, then there is an adversarial strategy A that keeps the

algorithm state in one of these two classes for one more round, with high probability, or in

the round every such strategy has reached the limit of t processes failed by the adversary

(Lemmata 4.14, 4.15). In the latter case, we show that because the strategy in each round

failed at most 8
√

ri logn processes when ri ≥ 1 (or 1 process if ri = 0), then a standard

application of the Cauchy-Schwartz inequality yields that the desired amount of random
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calls has been used by the algorithm, with a constant probability. We now continue with

the detail proof of Theorem 4.2.

Lemma 4.13. For any synchronous consensus algorithm there exists an initial state, which,

if the adversary can control one process, is null-valent or bivalent.

Proof. Assume to the contrary, that every initial state (i.e., every assignment of input values

to processes) is either 1-valent or 0-valent. Certainly, the state a1 where all inputs are 0 has

to be 0-valent, while the state b1 with only 1’s as an input has to be 0-valent. This holds,

because the algorithm starting from all 0’s has to solve consensus correctly (satisfying

validity condition) with output 0 with probability 1− 1
n3/2 at least (and the opposite is true

for all 1’s). Consider now a chain of states a1 = s1,s2, . . . ,sn = b1 such that each two

consecutive states are different only on one input value. Observe, that there must be a state

s j in the sequence that is 0-valent and the next state s j+1 is 1-valent. Let p be the process

that gets different input in these two states. Consider the executions starting with s j but if

the adversary fails the process p and does not send its messages. If the execution becomes

null-valent or bi-valent then the lemma is proven. If the execution remains 0-valent, then

the executions s j+1 is bi-valent. It is 1-valent by definition, however, by controlling (i.e.

failing) the process p and stopping it from sending messages it becomes 0-valent, since

there is no difference between this execution and the one started from s j with the adversary

failing the same process. The same argument can be conducted if failing the process p in the

execution s j leads to 1-valent execution. Since both these facts hold with high probability,

their intersection also does and yields a contradiction. Thus, the lemma is proven.

Lemma 4.14. A state Hi that is null-valent at the beginning of round i < n can be extended

to a null-valent state at the end of the round with probability greater than 1− 2
n2 by failing

at most 16
√

ri logn processes.
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Proof. Consider a one-round coin-flipping game applied to the state Hi under the random-

ness used by the set of ri processes. Let us partition the possible outcomes (that is possible

states in the subsequent round) of the game into two exhaustive classes:

Class (a) the states that are either bivalent or 1-valent;

Class (b) the states that are either null-valent or 0-valent.

By Corollary 4.1, the adversary can bias the game by failing at most 8
√

ri logn processes

towards either class (a) or (b), with probability at least 1− 1
n2 . If the adversary could bias

towards class (a), obtaining a state Hi+1 in the subsequent round , then by the classification,

there exists a further strategy Ai+1 that guarantees

Pr(Hi+1,Ai+1)> 1− 1
n logn

+
i+1
n2 .

It follows that at the beginning of round i there was a strategy A ′
i that guaranteed

Pr(Hi,A
′

i )>

(
1− 1

n3

)(
1− 1

n logn
+

i+1
n2

)

= 1− 1
n logn

+
i+1
n2 −

1
n3 +

1
n4 logn

− i+1
n5

≥ 1− 1
n logn

+
i

n2 ,

where for the last inequality we used i < n, which contradicts the fact that Hi is null-valent.

Therefore, by failing at most 8
√

ri logn processes before the communication phase of round

i, the adversary can steer to a temporary state H ′i satisfying (b). Here, “temporary” refers

to the fact that the state is measured between two phases of the round i. Conditioned on

this, we can view the remaining random choices of still-non-faulty processes as another

one-round coin-flipping game with at most ri processes using randomness. We can further
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classify the outcomes (states) of this game into two classes:

Class (a’): the states that are 0-valent;

Class (b’): the states that are null-valent.

The adversary, by failing at most 8
√

ri logn other processes (thus altogether at most 16
√

ri logn

processes), still between the phases of round i, can bias towards one of those new classes

with probability at least 1− 1
n3 , again by Corollary 4.1. By analogous reasoning as above,

we can exclude the class (a’), as biasing towards this class would mean that the state Hi

was 0-valent. Therefore, it must be that the execution can be biased toward class (b’) and

henceforth the state Hi can be extended to a null-valent state Hi+1 in the next round with

sufficiently high probability.

Next, we analyze the strategy for a state that is bivalent. In the proof, we use the fact that

for any value of ri, the upper bound 16
√

ri logn+ 1 on the number of processes that the

adversary can fail in a round is at least 1.15

Lemma 4.15. Let Hi be a bivalent state. By failing at most 16
√

ri logn+1 processes per

round, the adversary can extend the state for the next i′> 1 rounds, with probability at least

1− i′
n logn , reaching a state Hi+i′ that is either bivalent or terminating. The latter case can

happen only because failing the necessary processes in round i+ i′− 1 would exceed the

limit t on the total number of failures.

Proof. Consider the state Hi and let processes complete their local computation phase

scheduled for this round. Let H ′
i be the random variable equal to the new state after the lo-

cal computation phase. Since the communication phase involves no additional randomness,

we can distinguish the following cases:
15Note that the first part of the upper bound formula, 16

√
ri logn, which was sufficient for extending null-

valent state as in Lemma 4.14, could be 0 for ri = 0, therefore we need +1 in the upper bound formula on the
number of processes that could be failed by an adversary in a round, in order to give the adversary the power
to fail at least one process in each round.
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Case A. The randomness used by processes (in round i) led to the next state H ′
i that is

either null-valent or bivalent — then the adversary does nothing.

Case B. The result of the random choices (in round i) of the processes led to an uni-valent

state H ′
i , say 1-valent.

Nevertheless, since the state Hi is bivalent, there exists a strategy Ai that achieves Pr(Hi,Ai)<

1
n logn −

i
n2 <

1
n logn (where the probability includes all possibilities for the value of the ran-

dom variable H ′
i ). Next, we shall prove that the fact that H ′

i′ is 1-valent, together with the

existence of the strategy Ai, disallows termination of the algorithm with probability greater

than 1− 1
n in the round i+1, and in some cases – even in later rounds, unless the adversary

reached the limit of failed processes.

If 0 is to be decided in the next round, then the state must become either 0-valent or

bivalent at some point of implementing Ai. If it becomes bivalent, then the adversary stops

implementing Ai. At this point, abandoning the strategy and letting the algorithm continue,

leads to a bivalent state Hi+1 which proves the lemma.

The other case is when during implementing Ai, the state becomes 0-valent. Assume

that this happens after the failure of a process after all its messages are delivered. Then,

the adversary does not fail this process and stops implementing the strategy. It follows

that crashing or not crashing the process switches between 0-valent and 1-valent states.

Therefore, the initial state of the round i+1 must be bivalent, as the adversary can fail the

process at the very beginning of round i+ 1 and switch between the two types. (Here we

use a fact that the adversary has to be able to fail at least 1 process per round, which is

why we set up the upper bound 16
√

ri logn+1 that is at least 1 even for ri = 0.) It can be

also the case that the state becomes 0-valent after failing a process together with failing to

deliver some non-empty subset of its messages. Let u be the recipient of the message that

– if delivered – would keep the state 1-valent, while if failed – it would change the state to
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0-valent. The adversary stops the algorithm from delivering the message but does not take

any further actions in round i. Now, failing the process u at the beginning of round i+ 1

hides the information whether the last message has been delivered or not, which again was

the only difference between 0-valent and 1-valent state – thus the state must be bivalent,

proving the lemma.

Finally, following the strategy Ai by the adversary may not lead to the change of the va-

lency of the state, resulting in a 1-valent state Hi+1 at the beginning of the next round. Any-

way, if the algorithm decides at the very beginning of round i+1, the decision cannot be 0.

To achieve the 1
n3/2 -strongly-correctness with the decision 0, it must be Pr(Hi+1,B)< 1

n3/2

for any strategy B. However, the state Hi+1 is 1-valent, thus there exists a strategy B′ such

that Pr(Hi+1,B
′)> 1− 1

n logn +
i+1
n2 , which, assuming i+1< n, excludes decision on value

0. On the other hand, implementing the strategy Ai from the beginning of round i guaran-

tees that the probability of deciding 1 is at most 1
n logn (which follows from the choice of

Ai). Therefore, the adversary can implement Ai in round i+1, then in round i+2 and so

on. Either it achieves a bivalent state in a round i+ i′, for some i′ ≥ 1, or in some round

it runs out of processes to fail. If the strategy Ai was continued for i′ rounds, then the

probability of early deciding, by the union bound, is at most i′ · 1
n logn . Thus, the lemma is

proved.

We can now finalize the lower bound announced in Theorem 4.2. For the sake of com-

pleteness of this section, we also decided to repeat the statement of the theorem and the

proof.

Theorem 4.7 (Theorem 4.2). For any
(

1− 1
n3/2

)
-strongly-correct randomized algorithm

solving consensus, let T be the random variable denoting the number of rounds until the

first process terminates, while R be the random variable denoting the total number of calls

to a random source. Then, there is an adversarial strategy that with probability at least

191



1− 1
logn forces the algorithm to have

T × (R+T ) = Ω

(
t2

logn

)
.

Proof. By Lemma 4.13, the adversary can assign input values such that the initial state is

in either a bivalent or a null-valent state. Then, the adversary follows the strategy described

in Lemmas 4.14 and 4.15, depending whether the current state is null-valent or bivalent.

Specifically, if the state is null-valent, the adversary can extend the execution by one more

round with probability at least 1− 1
n2 , by Lemma 4.14. If the state is bivalent, it can extend

the state for some i′ > 1 rounds with probability at least 1− i′
n logn , such that the new state

is again either bivalent or null-valent, or the execution terminates but then the number of

failed processes in the previous round would exceed the adversary’s limit t. If the algorithm

decides to terminate, it must be in either a 0-valent or 1-valent state, since the algorithm is(
1− 1

n3/2

)
-strongly-correct. Therefore, the adversary can prolong the execution either for

n rounds or until it runs out of the processes to fail.

Let T be the round in which the execution terminated. If T = n, then the theorem

follows. Assume then that the adversary stopped implementing its strategy in round T

due the fact that in the preceding round it could not fail the desired number of processes.

Since the adversary fails at most 16
√

ri logn+ 1 processes in a round i (c.f., Lemma 4.14

and 4.15), we obtain

t ≤
T−1

∑
i=1

(
16
√

ri logn+1
)
≤ 32

T−1

∑
i=1

√
(ri +1) logn ,

which is equivalent to

t2 ≤ 1024

(
T−1

∑
i=1

√
ri logn

)2

.
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Applying the Cauchy-Schwarz inequality to the right hand side of the above, we get

t2 ≤ 1024

(
T−1

∑
i=1

√
(ri +1) logn

)2

≤ 1024(T −1)

(
T−1

∑
i=1

(ri +1) logn

)
,

which, after proper rearranging, yields

t2

1024logn
≤ (T −1)× (R+T )

and proves the theorem.

4.10 Trading Time for Randomness: details

Here, we present our algorithm that can trade random calls to a random source for time

complexity. The building blocks of the algorithm are these three ideas: (a) similarly to

the optimal algorithm from Section 4.8 we use the partition of processes into operative

and inoperative, rather than distinguishing between faulty and correct, ultimately we first

achieve a common decision among the operative ones and then distribute it to the rest; (b)

to save on randomness, we partition the set of all processes P into x groups of size
⌈n

x

⌉
each. The high-level idea behind the partition is that achieving a consensus decision, by

running the optimal algorithm from Section 4.8, on a group of size
⌈n

x

⌉
processes uses

less random calls than on the entire network, since the scalability is better than linear we

can use this fact to exchange the number of random bits for the running time; (c) to carry

over consensus decisions between groups we use round-robin approach. Each group has

its time slot in which members of this group try to solve consensus. Then, the members

of the group disseminate the consensus decision (if achieved) to other operative processes,

who in their turn use this value as the input for the next consensus calls. Additionally, to

achieve consensus conditions with probability 1, processes employ a safety rule analogous
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to the one in OptimalOmissionsConsensus. The pseudocode of the algorithm is given in

Algorithm 9. The formal description is given below.

Let SP1, . . . ,SPx, for an integer x ∈ [n], be a partition of the set of processes P into

x groups (called also super-processes) of size
⌈n

x

⌉
each. Processes compute the partition,

based on their identifiers, at the beginning of execution. Also, at the beginning of the

execution, the processes compute a graph G of the degree Θ(logn) in the same way as in

the algorithm described in Section 4.8, i.e., each process uses the result of Theorem 4.4 to

compute its set of neighbors in some predetermined graph G, which is guaranteed to exists

by the theorem.

Then the round-robin stage of computation begins. Throughout this stage, processes

store their candidate decision value in a variable b, which is initialized to their input value.

Also, initially, each process starts the round-robin stage with the operative status set to

true. This status is maintained based on the number of received messages (messages are

send only via edges of the graph G).

The round-robin stage of computation is structured into x phases. In phase i, for 1≤ i≤

x, operative processes belonging to the super-process SPi run a variation of the algorithm

OPTIMALOMISSIONSCONSENSUS from Section 4.8 on their values b. The difference

is that the algorithm OPTIMALOMISSIONSCONSENSUS is run for a fixed Θ
(√

x log2 x
)

number of rounds, i.e. the OPTIMALOMISSIONSCONSENSUS algorithm is terminated at

line 16. Although it might not always achieve a consensus decision, a simple observation

from the proof of Theorem 4.5 is that it can happen with a polynomially small probability.

On the other hand, we have a control over the number of rounds used for a single run.

Processes of other super-processes stay idle for the fixed number of rounds. This is where

the ”trading” part of the algorithm takes place. The randomness needed to calculate the

consensus value on the members of the super-processes is Θ

((n
x

)3/2
)

, which scales bet-

ter than linearly and therefore x separate executions can save random bits compared to the
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Algorithm 9: PARAMOMISSIONS
input: P , p, bp

1 SP1, . . . ,SPx← a partition of P into x disjoint super-processes of size n
x each;

2 operativep← true;
3 Vp← Vp← a set of neighbors of p in a predetermined graph G guaranteed by Theorem 4.4;
4 for i← 1, i≤ x do
5 if p ∈ SPi then bp,← OPTIMALOMISSIONSCONSENSUS(SPi, p,bp) ;
6 else wait for a fixed number of Θ

(√ n
x log2 (√ n

x

))
rounds;

7 if p ∈ SPi then consensus decisionp← bp ;
8 else consensus decisionp←⊥;

9 for 2logn rounds do
10 if operativep = f alse then stay idle until line 25;
11 for q ∈Vp :

send consensus decisionp if q not disregarded before
receive consensus decisionq from q and update:
consensus decisionp← consensus decisionp∪consensus decisionq;

if q has not sent a message, disregard sending to q in any future round;
if number of received messages is less than ∆/3 then
operativep← f alse;

12 end
13 bp← consensus decisionp;
14 end

/* implementation of a safety rule */

15 decide← f alse ;
16 if operativep = true then
17 send bp to all processes in P;
18 receive bits sent in the previous round; let variables onesp,zerosp denote the number of 1’s

and 0’s received;
19 if onesp >

18
30 (onesp +zerosp) then bp← 1;

20 else if onesp <
15
30 (onesp +zerosp) then bp← 0;

21 if onesp >
27
30 (onesp +zerosp) then decidedp← true;

22 else if onesp <
3
30 (onesp +zerosp) then decidedp← true;

23 end

24 if operativep = true and decidedp = true then send bp to all processes in P;
25 else if any message bq received from some process q then bp← bq;

/* in the above, q can be chosen arbitrarily from the received messages */

26 if decidedp = true or (operativep = f alse and p received a message in the previous round)
then decide bp;

27 else
28 if operativep = true then p takes part in any deterministic synchronous consensus algorithm

(e.g., [Dolev and Reischuk, 1985b]); if p reaches agreement in that protocol, it broadcast the
decision to all processes in P and it decides on the algorithm’s decision;

29 else p remains idle until a decision is sent to it; upon receiving a decision it decided on this
value;

30 end
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baseline algorithm OPTIMALOMISSIONSCONSENSUS from Section 4.8 (which is a single

execution on the set of n processes).

The outcome of the truncated at line 16 execution of the OPTIMALOMISSIONSCON-

SENSUS algorithm to a process can be two-fold. Either the process got a decision or it has

received no messages with a decision when running the OPTIMALOMISSIONSCONSEN-

SUS internally (c.f. lines 14-16 in Algorithm 6). In the first case, the process substitutes

its candidate value b with the consensus value, in the second case, it substitutes its value

b with a default, null-symbol ⊥. In the last part of the phase, operative processes of the

super-process SPi floods the consensus value (if any) calculated earlier along the graph G.

The flooding proceeds in Θ(logn) rounds. Each operative process sends a message to its

neighbors in G. The message is either empty or contains the consensus decision from the

beginning of the phase if the process has already learned this value (operative processes of

SPi know the value from the beginning of the flooding). When receiving messages from

neighbors, every process updates the current consensus decision upon receiving, and also

keeps track of processes that have not sent any message to it. First, it excludes such pro-

cesses from further flooding communication in this and any subsequent round-robin phase

of the execution. Second, if the number of processes that sent a message drops below ∆/3,

the process becomes inoperative and stops its participation in any subsequent actions of the

algorithm.

The rationale behind the round-robin stage is that processes aim for a phase in which the

algorithm OPTIMALOMISSIONSCONSENSUS is executed on a super-process whose large

fraction of processes is operative. In case like this, with high probability, all processes

that remain operative till the end of the execution of OPTIMALOMISSIONSCONSENSUS

have the same consensus value (and this set is non-empty, assuming that the adversary can

crash a small fraction of processes). Then, the flooding procedure on the random graph

guarantees that the consensus value is propagated to all processes that are operative. At
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this point, there is only one value in the system, so it can be expected that this value will

remain the consensus decision regardless of the adversarial strategy. Since in the above

scenario there is a O(1/n) chance that the operative processes fail to reach consensus, after

the round-robin stage ends, the algorithm deploys a safety rule, cf. lines 15-30. Specifically,

the operative processes count the number of 1’s and 0’s among themselves and in the rare

case that both these numbers are close to each other, they execute the deterministic protocol

from [Dolev and Reischuk, 1985b].

Below we present the theorem summarizing the PARAMOMISSIONS algorithm.

Theorem 4.8. The algorithm PARAMOMISSIONSCONSENSUS solves consensus (with prob-

ability 1) against the adaptive adversary that can control t < n
60 processes. For any integer

parameter x ∈ [n], it achieves the following bounds, with high probability: it terminates in

Õ(
√

xn) rounds, uses Õ
(
n
√n

x

)
random bits and Õ

(
n · n

x + xn+n2) bits of communication.

Note, that if we denote by R the number of random bits used by the algorithm, then by

rearranging the remaining terms in the above theorem accordingly, we get the formulation

of Theorem 4.3.

Analysis. Processes can become inoperative only by receiving less than ∆/3 messages from

their neighbors in the graph G. This is a milder requirement compared to the one used in the

algorithm OPTIMALOMISSIONSCONSENSUS, where not only the process has to receive

logn messages in the graph G, but it also has to remain operative during other sub-protocols.

Also, we allow at most n
40 failures which are twice as small as in the proof of Theorem 4.5,

thus the following lemma is a consequence of Lemma 4.7 proven in Section 4.8.2.

Lemma 4.16. With high probability, at least n−3t ≥ 57n
60 processes stay operative through-

out the execution of the algorithm.

We say that a super-process SPi is reliable if at least 29
30

n
x processes belonging to it
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remain non-faulty to the end of the execution and at least one of these process is operative

throughout the execution.

Lemma 4.17. In any execution, there is at least one reliable super-process with high prob-

ability.

Proof. Since there are at most n
60 faulty processes, thus by the pigeonhole principle there

are at least x
2 super-processes that contain at most 1

20
n
x faulty processes. Consequently, at

least 1
2

29
30 ·n processes belonging to these super-processes remain non-faulty throughout the

entire execution. By Lemma 4.16, there is another set of at least n−3t ≥ 57n
60 processes that

are always operative. Since 57
60 +

1
2

29
30 > 1, thus these two sets have a non-empty intersection,

proving that there is a super-processes that has at most 1
30

n
x faulty members and among the

non-faulty members at least one is operative to the end of the algorithm.

Next, we recall a property of the flooding algorithm (e.g. Lemma 4.8) used in PARAMOMIS-

SIONS that was first used to prove Theorem 4.5. Note, that that the flooding is designed

in the same way as the GROUPBITSSPREADING algorithm used in OPTIMALOMISSION-

SCONSENSUS (cf. Algorithm 8), only the content of relayed messages is different. There-

fore, by repeating the reasoning used in Lemma 4.6, we obtain the following.

Lemma 4.18. For any two processes, p,q that are operative at the end of a phase i, the

consensus decision of p (if different than⊥) has been relayed to q in the flooding part of the

phase i and vice-versa, the consensus decision of q (if different than ⊥) has been relayed

to p.

Finally, we observe that the same arguments used for proving the correctness of the

stopping rule in the algorithm OPTIMALOMISSIONSCONSENSUS apply to the stopping

rule used in line 15- 30 of the PARAMOMISSIONS algorithm. Thus we get the following.
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Lemma 4.19. With probability 1, all non-faulty processes decide and the decision is on the

same value.

Next, we proceed to the proof of the main theorem of the section.

Proof of Theorem 4.8. The agreement and termination follow from Lemma 4.19. The va-

lidity follows from the fact that the truncated version of OPTIMALOMISSIONSCONSENSUS

also satisfies validity, cf. the proof of Theorem 4.5.

Next, we analyze the complexity measures. Denote SPi the reliable super-process

which, by Lemma 4.17, exists with high probability. Since at least 29
30

n
x processes belong-

ing to SPi remain non-faulty, we can apply Theorem 4.5 and conclude that the truncated

execution of the algorithm OPTIMALOMISSIONSCONSENSUS on the group SPi in the ap-

propriate phase of the round-robin scheme results in all non-faulty processes of SPi hav-

ing the same current consensus decision b with high probability. By the reliability of the

super-process, among these non-faulty processes there exists at least one operative process.

Thus, in the flooding part of the round-robin phase i, all other operative processes acquire

the output of the OPTIMALOMISSIONSCONSENSUS from the beginning of the phase, by

Lemma 4.18. Therefore, after the flooding ends, all operative processes have the same value

bp, see line 13. Since in any phase, only operative processes execute the OPTIMALOMIS-

SIONSCONSENSUS algorithm (see line 10), each subsequent run of the algorithm has the

property that all parties begin with the same input bit.

We observe that in case when all processes start with the same input bit, processes

that return a value at the end of the algorithm OPTIMALOMISSIONSCONSENSUS can only

return the value being the input bit. This follows from analyzing lines 9-13 in the algorithm

OPTIMALOMISSIONSCONSENSUS (Algorithm 6). If there is only one input value in the

system, no process will access the random coin and only the input value will be manipulated

to the end of the algorithm. It follows that after the round-robin phase performed on the
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reliable super-process SPi, all operative processes have the same value in the variable bp.

In this case, in line 18 all operative processes receive only one bit and thus they always

set the variable decided to true when executing conditional statements in lines 21-22. In

consequence, all operative processes spread the same decision in line 24. Since the number

of operative processes is at least 57n
60 > n

60 = t, every non-faulty process eventually receives

a decision and decides on it in line 26. Observe also that in this case no operative process

has its variable decided set to false and thus the deterministic protocol in line 28 will not

be executed.

The derivation of the complexity measures comes directly from conditioning on the

event that all operative processes end having the variable decided set to true, which from

now on we assume.

As for the running time, every phase lasts Õ
(√n

x

)
rounds, because it consists of a single

run of the truncated algorithm OPTIMALOMISSIONSCONSENSUS, which time complexity

can be easily derived from Theorem 4.5, and of 2 logn rounds of flooding. There are x

phases and two additional rounds after the round-robin phases end, thus the bound on the

time complexity follows with high probability.

We bound the communication bit complexity analogously. Each phase uses

O
((n

x

)2
log4

(n
x

)
+n log2 n

)

communication bits. The first term corresponds to the execution of the algorithm OPTI-

MALOMISSIONSCONSENSUS on a set of size n
x (c.f., Theorem 4.5), the latter corresponds

to 4logn rounds of flooding. Observe that in the flooding, in each round every process

sends at most Θ(logn) messages of size O(1). Multiplying the phase bit complexity by the

number of phases and adding O(n2) term, corresponding to the last two rounds, explains

the bound on the bit complexity of the whole algorithm and that it holds whp.
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The random bits are spent only in the runs of OPTIMALOMISSIONSCONSENSUS. There

are at most x independent runs of the algorithm, each on a set of processes of size n
x . Apply-

ing Theorem 4.5 yields that the total number of used random bits is O
(

x ·
(n

x

)3/2 log2 (n
x

))
=

Õ
(
n
√n

x

)
, which completes the proof of the theorem.
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Chapter 5: Distributed Fast Crash-Tolerant Consensus with Nearly-Linear

Quantum Communication

5.1 Introduction

Consensus is about making a common decision among the processes’ initial input val-

ues in a limited time by every non-faulty process, despite the faulty behaviour of some of

the players. Since its introduction by Pease, Shostak and Lamport [Pease et al., 1980a]

(JACM’80), who ruled out trivial solutions (such as always deciding on the same bit),

fault-tolerant Consensus has constantly been among foundation problems in distributed

computing. This problem has been studied in synchronous/asynchronous and determinis-

tic/randomized computation models and under various fault-tolerant or adversarial models:

Fail-Stop (crashes) and Byzantine, Static and Adaptive, Computationally Bounded and Un-

bounded Adversaries - just to name a few (see Section 5.2.1 for related work).

While the landscape of Consensus problem under the classic model of computation is

well-developed, much less is known if we allow for quantum computation. The seminal

work of Ben-Or and Hassidim [Ben-Or and Hassidim, 2005] (albeit a short 5-pager in

STOC’05) broke the Ω(
√

n/logn) rounds time barrier for classic computing by employing

quantum computing to further use the power of randomization in distributed computing.

They showed an (expected) constant-time quantum algorithm for a linear number of crashes

t < n/3, however, the algorithm is inefficient in terms of communication bits and, even

more importantly, in terms of the number of quantum bits (qubits), as it uses Ω(n) of
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them per process. Since then no algorithm has managed to reduce the quantum resources

needed to solve Consensus. Because generating, maintaining and sending quantum bits is

extremely costly (today’s quantum devices use less than 500 qubits), thus the main question

of our paper emerges naturally:

Could the number of qubits be substantially reduced without harming the time com-

plexity?

5.1.1 Distributed setting.

We consider a quantum synchronous message-passing model (c.f., [Attiya and Welch,

2004a]), consisting of n synchronous processes (also called players), each with common

clock (a clock tick is called a round or a step) and unique id from the known set P = [n] =

{1, . . . ,n}.

Between any pair of processes we assume the existence of a quantum channel being

able to transmit reliable1 messages caring quantum bits, qubits. For the sake of complete-

ness, we also augment the model by classic point-to-point channels between any pair of

processes. In each round, a process can send (personalized) quantum and classic messages

to any selected subset of other processes. After multicasting messages, in the same round

a process receives messages that were just sent to it by other processes, and performs local

computation, which involves both quantum and classic bits.2

Processes are prone to crash failures, also called fail-stops. A crashed process perma-

nently stops any activity, including sending and receiving messages.

We model crashes as incurred by a full-information adversary (the same as in [Bar-

Joseph and M. Ben-Or, Ben-Or and Hassidim, 2005]) that knows the algorithm, the exact

pure quantum state (see Section 5.3) and the classic state of the system at any point of

1Messages are not lost nor corrupted while in transit.
2Local computation also decides what messages to send in the next round and to whom.
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an execution, and has an unbounded computational power. The adversary decides which

processes to fail and when. The adversary is also adaptive – it can make a decision on-line

based on its current full-knowledge of the system. However, the adversary does not know

the future computation, which means that it does not know future random bits drawn by

processes.

As for the quantum part, the adversary can apply no quantum operation to the system,

but it is aware of all quantum and classic changes of state that the network undergoes. If a

process is crashed by the adversary, we assume that its quantum bits are not destroyed (in

particular, entangled qubits in other processes do not collapse but maintain their entangle-

ment), however they cannot be used in further computation.

Failures are not clean – when a process crashes when attempting to multicast a message,

then some of the recipients may receive the message and some may not; this aspect is

controlled by the adversary. A t-adversary is additionally restricted by the the number

of crashed processes being smaller than t; if t = n then the n-adversary is also called

an unbounded adversary (note that even in such case, at least one process must survive

for Consensus to make sense). Throughout the paper, we will be calling the adversary

described above “adaptive”, for short.

Consensus problem: each process p has its own initial value inputp and has to output

a (common) decision value, so that the following conditions hold: validity – decision must

be on an input value of some process; agreement – no two processes decide on different

values; and termination – each process eventually decides on some value, unless it is faulty.

All those three requirements must hold with probability 1. We focus on binary Consensus,

in which initial values are in {0,1}.

Correctness and complexity – in terms of time (the number of rounds needed for all

processes to terminate) and the number of quantum bits (qubits) and communication bits –

are analyzed and maximized (worst-case) against an adaptive adversary.
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We say that a random event occurs with high probability (whp for short), if its probabil-

ity could be made 1−O(n−c) for any sufficiently large positive constant c by linear scaling

of parameters.

5.2 Our results

In this work, we focus on improving quantum bits’ and communication complexities

(without harming time complexity) of quantum algorithms solving Consensus problem

with probability 1 against an adaptive full-information adversary capable of causing pro-

cesses’ crashes. We observe that the maximum, per process, number of communication

bits in Consensus problem is Ω(n), therefore one can only hope to improve amortized

communication complexity (per process), see Lemma 5.6 in Appendix 5.8.4.

Our first main result is a quantum algorithm that solves Consensus in expected constant

number of rounds and amortized number of qubits and classical communication bits per

process being an arbitrarily low polynomial. This directly improves, by a polynomial fac-

tor, on the result of Ben-Or and Hassidim [Ben-Or and Hassidim, 2005], which required

Θ(n) qubits and communication bits, amortized per process. The detailed description of

the algorithm and the proof of its correctness is presented in Section 5.4.

Theorem 5.1. For any ε > 0, there is an algorithm solving consensus against an adaptive

n/3-adversary in expected O(1) rounds while using O(nε) qubits and communication bits

(amortized) per process, w.h.p.

To achieve this result, we give improved protocols for several existing tools that have

been historically used in consensus algorithms. Combining all our advancements together

provides a tighter approach to the general problem of consensus.

Our first technique is a new quantum implementation of a weak global coin.
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Definition 5.1 ([Ben-Or and Hassidim, 2005]). Let C be a protocol for n players (with no

input), where each player i outputs a (classical) bit vi ∈ {0,1}. We say that the protocol C

is a t-resilient weak global coin protocol (or computes a weak global coin, for short) with

fairness ρ > 0, if for any adaptive t-adversary and any value b ∈ {0,1}, with probability

at least ρ , vi = b for all good players i.

We show a 1
3 -resilient weak global coin that works in constant, O(1

ε
), time, uses an

arbitrarily small polynomial number of bits O(nε), amortized per process (for any chosen

constant ε > 0), and results in all non-faulty processes returning the same value with a

non-zero constant probability, c.f., Theorem 5.5. The main idea behind our improvement

is to couple a quantum protocol for selecting a leader in the system, proposed in [Ben-

Or and Hassidim, 2005], with generalized sparse patterns of fault-tolerant communication

induced on random graphs, which in a classical version (i.e., non-quantum) was firstly used

in [Hajiaghayi et al., 2022a].

Our second technical result is a deterministic algorithm for counting, which returns,

in constant time, a count of the number of input 1 (or 0, resp.) among the processes.

Specifically, our algorithm solves the following problem.

Definition 5.2 (Fuzzy Counting [Hajiaghayi et al., 2022a]). A Fuzzy Counting is a dis-

tributed problem in which every active process is required a number between the initial

and the final number of active processes. The notion of “being active” usually depends

on the goal of the counting, e.g., all non-faulty processes, non-faulty processes with initial

value 1, etc.

The authors of [Hajiaghayi et al., 2022a] provided an algorithm to this problem that

works in O(log3 n) rounds and uses O(log7 n) communication bits per process. By employ-

ing random graphs of asymptotically larger degree than those in [Hajiaghayi et al., 2022a],

we generalize this result by showing a solution that works in constant time. As consequence
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of this improvement a tradeoff between the number of rounds and the communication com-

plexity arises. Our protocol is faster than the one in [Hajiaghayi et al., 2022a], but on the

other hand it uses a polynomial, yet of an arbitrarily small degree, number of communi-

cation bits, amortized per process. On the way to achieve this result, we also propose a

new solution to Gossip – a distributed problem in which every non-faulty process, despite

the presences of the adversary, have to collect inputs of every other non-faulty processes.3

The novelty in this approach is that our solution, by exploiting similar properties of random

graphs to the approach used for generating a weak global coin, we can solve Gossip in con-

stant time O
(1

ε

)
while using only O(nε) bits per processes, for any constant 1 > ε > 0. The

formal statement of the Gossip algorithm is provided in Theorem 5.6 and the analysis of

our implementation of a weak global coin can be found in the Section 5.5 and the analysis

of our implementation of Fuzzy Counting in Section 5.6.

Although constant-time algorithms cannot low (sub-polynomial) amortized communi-

cation complexity, as we argue in Lemma 5.7 in Appendix 5.8.4, we show that our main

algorithm could be re-instantiated in such a way that it uses only a polylogarithmic number

of qubits and classical communication bits to solve consensus in just a polylogarithmically

larger number of rounds (see Section 5.4, and technical counterpart Theorem 5.4 for more

details).

Theorem 5.2. There is an algorithm solving consensus against an unbounded adaptive ad-

versary in polylogarithmic number of rounds, in expectation, while using a polylogarithmic

number of qubits and communication bits (amortized) per process, whp.

We believe that the newly developed techniques could be also applied to other types

of failures, after failure-specific modifications. For example, although message omission

3The main difference between Gossip and Fuzzy Counting is that the latter allows for aggregating infor-
mation, i.e. counting the number of 1’s in the system vs collecting a set of identifiers of these active processes
that start with 1.
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failures require linear amortized communication per process (c.f., [Hadzilacos and Halpern,

1993a]), one could still use a small polynomial or even a polylogarithmic number of qubits

(together with a linear number of classic communication bits) per process, if qubits are

handled according to our techniques while some additional classic communication bits are

introduced to handle message omissions. We leave details to follow-up work.

5.2.1 Previous and Related Work

Consensus in the classic (non-quantum) model. Bar-Joseph and Ben-Or [Bar-Joseph

and M. Ben-Or] (see also their extended version [Bar-Joseph and Ben-Or, 2002]) proved

a lower bound O(
√

n
logn) on expected time complexity of consensus against an adaptive

adversary. They also complemented it by time-optimal randomized algorithm. Their algo-

rithm uses expected O( n3/2

logn) number of communications bits, amortized per process, which

has been recently improved by Hajiaghayi et al [Hajiaghayi et al., 2022a] to O(
√

n) (while

maintaining the almost-optimal round complexity O(
√

n logn)).

Fisher and Lynch [Fisher and N. Lynch, 1982] proved a lower bound f + 1 on de-

terministic consensus with f crashes (that actually occurred, i.e., f < t), thus separating

deterministic solutions from randomized. Regarding communication complexity, Amdur,

Weber and Hadzilacos [Amdur et al., 1992] showed that the amortized number of messages

per process is at least constant, even in some failure-free execution. Dwork, Halpern and

Waarts [Dwork et al., 1998] found a solution with O(logn) messages per process, but re-

quiring an exponential time, and later Galil, Mayer and Yung [Galil et al., 1995a] developed

a message-optimal algorithm working in super-linear O(n1+ε) time, for any 0 < ε < 1 and

any f < n. They also improved the communication further to a constant number of com-

munication bits per process, but the resulting algorithm was exponential in the number of

rounds. Chlebus and Kowalski [Chlebus and Kowalski, 2006a] showed that consensus can
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be solved in O( f +1) time and with O(log2 f ) messages if only the number n− f of non-

faulty processors satisfies n− f = Ω(n). It was later improved in [Chlebus et al., 2009a] to

O( f + 1) time and O(polylog n) number of communication bits. All the abovementioned

communication complexities are amortized per process.

Quantum consensus. To the best of our knowledge, almost all previous papers on

quantum consensus concentrated on assuring feasibility of the problem against strong Byzan-

tine adversaries, c.f., [Cholvi, 2022, K., 2008, Luo et al., 2019], or on optimizing time

complexity, including the work of Ben-Or and Hassidim [Ben-Or and Hassidim, 2005]

achieving constant time against an adaptive adversary. Sparse quantum communication

has been considered by Chlebus, Kowalski and Strojnowski in [Chlebus et al., 2010a], but

their protocols work correctly only with some probability smaller than 1 and for a specific

number of failures corresponding to the probability of success. Another difference is that

they used quantum operations to encode the classical inputs in quantum registers and used

it to directly solve consensus. In this paper, we show another, more-efficient approach, in

which we first create a quantum, weak global coin and later employ this tool to the state-

of-the-art framework of solving consensus based on the common coin. Other distributed

computing problems, not necessarily fault-prone, were also analyzed in quantum models,

c.f., [Broadbent and Tapp, 2008, Tani et al., 2012, van Apeldoorn and de Vos, 2022, Wu

and Yao, 2022].

More efficient classic randomized solutions against weak adversaries. Whenever weaker

oblivious adversaries are considered, randomness itself proved to be enough in reducing

time complexity to a constant. Chor, Merritt and Shmoys [Chor et al., 1989a] developed

constant-time algorithms for consensus against an oblivious adversary – that is, the ad-

versary who knows the algorithm but has to decide which process fails and when before

the execution starts. Their solution, however, requires a linear number of communication
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bits per process. Gilbert and Kowalski [Gilbert and Kowalski, 2010a] gave a randomized

consensus algorithm that achieves optimal communication complexity of O(1) amortized

communication bits per process while terminating in O(logn) time w.h.p., as long as the

number of crashes f < n/2.

Classic consensus in more demanding models. Dolev and Reischuk [Dolev and Reis-

chuk, 1985a] and Hadzilacos and Halpern [Hadzilacos and Halpern, 1993a] proved the

Ω( f + 1) lower bound on the amortized message complexity per process of determinis-

tic consensus for omission or (authenticated) Byzantine failures. However, under some

limitation on the adversary and requiring termination only whp, the sublinear expected

communication complexity O(
√

n polylog n) per process can be achieved even in case of

Byzantine failures, as proved by King and Saia [King, 2011]. Such limitations are ap-

parently necessary to achieve subquadratic time complexity for Byzantine failures, c.f.,

Abraham et al. [Abraham et al., 2019a]. Asynchrony also implies large communication –

Aspnes [Aspnes, 1998a] proved a lower bound Ω(n/log2 n) on communication complexity

per process. The complexity bounds in this setting have been later improved, c.f., [Attiya

and Censor, 2007a, Alistarh et al., 2018].

5.3 Technical Preliminaries

Quantum model of computation. We provide a short review of those parts of the quan-

tum model of computing that are relevant to our results. The reader can find a comprehen-

sive introduction to quantum computing in e.g. [Nielsen and Chuang, 2001]. We use only

the pure state of qubits. A pure state of a single qubit is a vector in a 2-dimensional Hilbert

space H . A pure quantum state of d qubits, denoted |x⟩, is a vector of 2d-dimensional

Hilbert space H ⊗d =H ⊗ . . .⊗H . In our paper, we use only the standard computational

basis of the Hilbert space, which consists of vectors {|b1 . . .bd⟩ : b1 . . . ,bd ∈ {0,1}d}, to
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describe the system. Therefore, any state |x⟩ can be expressed as |x⟩ = ∑
2d−1
i=0 αi |i⟩, with

the condition that ∑i|αi|2= 1, since quantum states can be only normalized vectors.

Transitions, or equivalently – changes of states of a quantum system, are given by

unitary transformations on the Hilbert space of d qubits. These unitary transformations

are called quantum gates. These operations are exhaustive in the sense that any quantum

computation can be expressed as a unitary operator on some Hilbert space. There are

small-size sets of quantum gates working on two-dimensional space that are universal –

any unitary transformation on a 2d-dimensional quantum space can be approximated by

a finite collection of these universal gates. In our applications, any quantum algorithm

computation run by a process requires a polynomial (in n) number of universal gates.

Finally, an important part of quantum computation is also a quantum measurement.

Measurements are performed with respect to a basis of the Hilbert space – in our case, this

is always the computational basis. A complete measurement in the computational basis

executed on a state |x⟩ = ∑
2d−1
i=0 αi |i⟩ leaves the state in one of the basis vectors, |i⟩, for

i ∈ {0,1}d , with probability α2
i . The outcome of the measurement is a classic register of d

bits, informing to which vector the state has been transformed. It is also possible to measure

only some qubits of the system, which is called a partial measurement. If A describes the

subset of qubits that we want to measure and B is the remaining part of the system, then

the partial measurement is defined by the set of projectors {Πi = |i⟩A ⟨i|A⊗ IB | for i ∈

{0,1}d}.4 In the former, a subscript refers to the part of the system on which the object

exists, I denotes the identity function, while ⟨i| is a functional of the dual space to the

original Hilbert space (its matrix representation is the conjugate transpose of the matrix

representation of |i⟩). If before the measurement the system was in a state |x⟩AB then,

after the measurement, it is in one of the states {Πi |x⟩AB | for i ∈ {0,1}d}, where state

4We follow the standard notation in quantum computing and skip writing normalizing factors.
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Πi |x⟩AB is achieved with probability ⟨x|AB Πi |x⟩AB.5 We would like to note that, similarly

to all other quantum operations, measurements are local in our model. The result of a

measurement is visible only to the process that performed this measurement; however, any

quantum operation in some process may affect quantum bits stored in some other process.

Graph notations. Let G = (V,E) denote an undirected graph. Let W ⊆ V be a set of

nodes of G. We say that an edge (v,w) of G is internal for W if v and w are both in W .

We say that an edge (v,w) of G connects the sets W1 and W2, or is between W1 and W2, for

any disjoint subsets W1 and W2 of V , if one of its ends is in W1 and the other in W2. The

subgraph of G induced by W , denoted G|W , is the subgraph of G containing the nodes in W

and all the edges internal for W in G. A node adjacent to a node v is a neighbor of v and the

set of all the neighbors of a node v is the neighborhood of v. Ni
G(W ) denotes the set of all

the nodes in V that are of distance at most i from some node in W in graph G. In particular,

the (direct) neighborhood of v is denoted NG(v) = N1
G(v).

The following combinatorial properties are of utter importance in the analysis of our

algorithms. Graph G is said to be ℓ-expanding, or to be an ℓ-expander, if any two subsets

of ℓ nodes each are connected by an edge. Graph G is said to be (ℓ,α,β )-edge-dense if, for

any set X ⊆ V of at least ℓ nodes, there are at least α|X | edges internal for X , and for any

set Y ⊆ V of at most ℓ nodes, there are at most β |Y | edges internal for Y . Graph G is said

to be (ℓ,ε,δ )-compact if, for any set B ⊆ V of at least ℓ nodes, there is a subset C ⊆ B of

at least εℓ nodes such that each node’s degree in G|C is at least δ . We call any such set C a

survival set for B.

5Πi |x⟩AB and ⟨x|AB Πi |x⟩AB are simply linear operations on matrices and vectors.
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5.4 Consensus Algorithm

The very high-level description of our consensus algorithm CHEAPQUANTUMCON-

SENSUS is as follows. Each process starts by setting its preferred value (the value which

it would like to decide for now) to the input bit. Then, the processes repeatedly use the

counting procedure FASTCOUNTING, specified in Section 5.6, to compute the number of

preferred 0’s and 1’s stored by processes that have not crashed yet, see line 3. Due to the

definition of Fuzzy Counting, the outcomes of FASTCOUNTING can be slightly different

across processes, but by no more than the number of crashes. Depending on the outcome,

each process may change its preferred value to the dominating one (among the received

preferred values), decide if the domination is substantial, or run the quantum common coin

procedure, if the number of preferred 0’s and 1’s are very close to each other – see lines 14-

17 in the pseudocode of CHEAPQUANTUMCONSENSUS in Figure 10; all lines involving

communication are underlined. Repeating the entire process (i.e., counting) for a constant

number of rounds and then calculating the weak global coin and updating the decision ei-

ther deterministically or based on the global coin, guarantees to produce one preferred value

in all correct processes with probability 1, provided strong enough protocol for computing

the global coin.

In general, this type of framework is well-known for solving consensus and was pro-

posed first by Bar-Joseph and Ben-Or [Bar-Joseph and Ben-Or, 2002] in the context of

classical randomized computation against an adaptive adversary. However, for classical

randomized computation the limitation of this approach is in the fact that any weak global

coin obtained so far can tolerate at most O(
√

n) crashes to guarantee constant fairness of the

coin. In contrast, by employing quantum communication we propose a new quantum pro-

tocol that computes a weak global coin with constant fairness even when a linear number

of processes crash.
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Besides this improvement, we also propose two new techniques for sparse classical

and quantum communication, employed in lines 3 and 18 of the pseudocode in Figure 10:

fast and communication-efficient counting and, as mentioned before, fast and quantum-

communication-efficient weak global coin, respectively. Both these techniques use param-

eters x,d,α , which, roughly speaking, correspond to the density of random communication

graphs used in these algorithms. The detailed performance formulas of these algorithms,

with respect to those parameters, are stated in Theorems 5.5 and 5.7.

In the heart of these two techniques lies a crucial observation: consensus (as well as

common coin and counting) could be achieved quickly even if many processes do not

directly exchange messages, but use some carefully selected sparse set of communication

links instead. This way, instead of creating qubits for each pair of processes, we could do

it only per some pairs corresponding to some communication links to be used. This set

of links, modeled as an evolving communication graph, needs to be maintained adaptively

and locally by processes throughout the execution – otherwise, an adaptive adversary would

learn it and design crashes to separate processes and prevent consensus.

Algorithm’s description. Each process p stores its current choice in bp (which is initial-

ized to p’s input). The value bp at the end of the algorithm indicates p’s decision. Now,

processes use O(1) (in expectation) phases to update their values bp such that eventually

every process keeps the same decision. To do so, in a round r every process p calculates the

number of processes whose current choice is 1 and the number of processes whose current

choice is 0, denoted Or
p and Zr

p respectively. Based on these numbers, process p: either

sets bp to 1, if the number Or
p is large enough; or it sets bp to 0 if the number Zr

p is large;

or it replaces bp with a random bit if the numbers of zeros and ones are close to each other.

If for generating the random bit, in line 18, processes use a quantum implementation of a

weak global coin (implemented with CHEAPQUANTUMCOIN algorithm, specified in Sec-
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Algorithm 10: CHEAPQUANTUMCONSENSUS for process p
input: P , p, inputp

1 bp← inputp ; r← 1 ; decided← FALSE ;
2 while T RUE do
3 participate in FASTCOUNTING(P, p,bp) (run with parameters

x = nε ,d = logn,α = nε ) that counts the processes who have bp = 1 and the
processes who have bp = 0; let Or

p, Zr
p be the numbers of ones and zeros (resp.)

returned by FASTCOUNTING;
4 Nr

p← Zr
p +Or

p;
5 if (Nr

p <
√

n/logn) then
6 1) send bp to all processes; 2) receive all messages sent to p in round r+1;
7 3) implement a deterministic protocol for

√
n/logn rounds;

8 end
9 if decided= T RUE then

10 diff← Nr−3
p - Nr

p;
11 if (diff ≤ Nr−2

p /10) then STOP;
12 else decided← FALSE;
13 end
14 if Or

p > (7Nr
p−1)/10 then bp← 1, decided← T RUE;

15 else if Or
p > (6Nr

p−1)/10 then bp← 1;
16 else if Or

p < (4Nr
p−1)/10 then bp← 0, decided← T RUE;

17 else if Or
p < (5Nr

p−1)/10 then bp← 0;
18 else set bp to the output of CHEAPQUANTUMCOIN(P, p) executed with

parameters d = logn, α = nε ;
19 r← r+1;
20 end
21 return bp ; /* p outputs final decision */

tion 5.5), they will all have the same value bp with constant probability unless more than

third of alive processes crash. Assuming the presence of the adaptive adversary, this could

not be achieved quickly if using classical communication only. Once it happens with the

help of the quantum weak global coin, the conditional statements in lines 14-17, run in the

next iteration of the “while” loop, guarantee that once the majority of processes have the

same value bp, the system converges to this value in at most 2 phases. Since the probabil-

ity of this event is constant (guaranteed by the quantum weak global coin combined), the
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expected number of phases before the consensus algorithm terminates is constant. That rea-

soning holds, assuming that at most 1/3 fraction of processes crashed (we will generalize

it to any t ≤ n at the end of this section).

As mentioned earlier, the major improvement in the above protocol comes from using

novel techniques for counting and weak global coin. For the former, we use the FAST-

COUNTING algorithm (Theorem 5.7), which, with the choice of parameters given in line 3,

works in O
(
(1

ε
)4
)

rounds and uses O(n1+3ε log2 n) (classic) communication bits in total.

Similarly, the CHEAPQUANTUMCOIN algorithm (Theorem 5.5), executed in line 18, ter-

minates in O
(
(1

ε
)3
)

rounds and uses O
(

n1+2ε log2 n
)

both quantum and classical bits; we

need to divide the communication formulas by n to obtain the complexity amortized per

process.

Algorithm’s analysis. To analyze the CHEAPQUANTUMCONSENSUS algorithm we first

recall a combinations of lemmas from [Bar-Joseph and Ben-Or, 2002].

Lemma 5.1 (Lemmas 4.1,4.2,4.3 in [Bar-Joseph and Ben-Or, 2002]). If all processes have

the same value at the beginning of an iteration of the main while loop, then the algorithm

returns the decision after at most two iterations.

Theorem 5.3. For any ε > 0, the CHEAPQUANTUMCONSENSUS algorithm solves Con-

sensus against n/3-adversary in O
(
(1

ε
)4
)

rounds in expectation while using O(n3ε) qubits

and communication bits per process (amortized), whp.

Proof. First, we argue for correctness. Compared to the protocol of Bar-Joseph and Ben-

Or [Bar-Joseph and Ben-Or, 2002], which works for an arbitrary number of failures t ≤

n, we changed the method of deriving random coin, c.f., line 18. Observe that even if

CHEAPQUANTUMCOIN fails to meet conditions of t-resilient coin flip, it always outputs

some bit in every non-faulty process. Thus, regardless of the number of crashes the output

could be an output of local coin flips with a non-zero probability. Since Bar-Josephs’s and
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Ben-Or’s algorithm works with probability 1 (see Theorem 3 in [Bar-Joseph and Ben-Or,

2002]), thus CHEAPQUANTUMCONSENSUS also achieves correctness with probability 1.

Next, we estimate the expected number of phases (i.e. the number of iterations of

the main while loop). We consider only good phases, i.e. phases in which the adversary

crashed at most 1
10 fraction of processes that were correct at the beginning of this iteration.

Note, that there can be at most 1
3/

1
10 < 4 ”bad” phases. Let x be the number of non-faulty

processes at the beginning of some good phase. We consider the following cases:

Case a) There exists a process that in this iteration executes line 15 or line 14. In this case,

all other processes have to execute line 14, 15 or line 18, since the number of ones counted

in different processes may differ by x
10 at most. All processes that in this iteration execute

CHEAPQUANTUMCOIN will set bp to 1 with probability 1
4 at least. What follows, in the

next iteration all processes will start with bp set to 1, and by Lemma 5.1 the algorithms will

decide within two next phases.

Case b) There exists a process that in this phase executes line 16 or line 17. Similarly to

the previous case, we observe that all other processes have to execute line 17 or line 18,

since, again, the number of ones counted in different processes may differ by x
10 at most.

Therefore the same arguments apply but know the final decision will be 0.

Case c) None of processes executes one of lines 14, 15, 16, or 17. Thus, all processes par-

ticipated in CHEAPQUANTUMCOIN in line 18. By Theorem 5.5, with probability at least

1
4 , all processes will set value bp to the same value. Thus, again by applying Lemma 5.1,

we get that the algorithms will decide within the two next phases.

We showed that if a good phase happens, then the algorithm terminates within 2 next

iterations with probability at least 1
4 . Since there can be at most 4 bad iterations, thus we can

calculate the expected number of iterations as follows: E(#iterations) =∑
∞
i=4 i

(1
4

)i
=O(1).

Executing a single phase takes O
(
(1

ε
)4
)

rounds, which is the round complexity of the

FASTCOUNTING algorithm and an upper bound of the time complexity of the CHEAP-
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QUANTUMCOIN algorithm, therefore the algorithm terminates in O
(
(1

ε
)4
)

rounds in ex-

pectation. Similarly, by taking the upper bounds on the communication complexity of the

algorithms FASTCOUNTING and CHEAPQUANTUMCOIN we get that the expected number

of amortized communication bits used by the algorithm is O(n3ε).

Handling arbitrary number of crashes. Consider O(logn) repetitions of the main loop

(phases) of the CHEAPQUANTUMCONSENSUS algorithm. If during these phases, the pro-

cesses with value bp = 1 become a large majority (at least 6
10 fraction of alive processes),

then, as discussed before, every process will decide within the next two rounds. The same

holds if processes with value bp = 0 start to overpopulate by a ratio of 6
10 all non-faulty pro-

cesses. On the other hand, if the cardinalities of the two groups with different values bp are

close to each other, then the processes execute the CHEAPQUANTUMCOIN algorithm. It

outputs a random bit (the same in every participating process), under the assumption that at

least a 2
3 fraction of processes that started this phase as non-faulty have not crashed during

this phase. However, in these O(logn) phases there must be at least one phase in which the

property of a 2
3 fraction of processes survive holds. In what follows, we argue that if the ad-

versary can crash arbitrarily many processes, but smaller than n, then the expected number

of phases should still be O(logn). Now, to obtain the algorithm stated in Theorem 5.2, we

make two more adjustments to the original CHEAPQUANTUMCONSENSUS algorithm. In

lines 3 and 18, processes execute the algorithms FASTCOUNTING and CHEAPQUANTUM-

COIN, respectively, with parameters x,d,α set as follows: x = 2,d = logn,α = logn. This

corresponds to the use of a sparse graph for communication (of degree roughly O(logn)). In

consequence, the time complexity of the FASTCOUNTING algorithm increases to O(log4 n),

but the communication complexity decreases to O(log8 n) amortized per process. The de-

tails of the implementation of the FASTCOUNTING algorithm are presented in Section 5.6,

and performance follows from putting the aforementioned parameters to the formulas in
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Theorem 5.7. Similarly, the time complexity of the CHEAPQUANTUMCOIN algorithm

increases to O(log3 n), but the communication complexity (both quantum and classical)

decreases to O(log7 n) amortized per process. Formally:

Theorem 5.4. The modified version of the CHEAPQUANTUMCONSENSUS algorithm solves

Consensus against any adversary in O(log5 n) rounds in expectation while using O(log8 n)

qubits and communication bits per process (amortized), whp.

Proof. For correctness, we argue exactly the same as in the proof of the previous Theorem.

We also define good and bad phases, with only this difference that now the number of bad

phases is at most O(logn) since the adversary has the full power of crashing an arbitrary

number of processes. This being said we get that, by the very same reasoning, the expected

number of phases is

E(IT E) =
∞

∑
i=logn

i
(

1
4

)i

= Θ(logn) .

By examining the time and bits complexity of the algorithms FASTCOUNTING and

CHEAPQUANTUMCOIN (c.f. Theorems 5.7, 5.5) with parameters x = 2,d = logn,α =

logn, we get a single phase lasts O(log4 n) rounds and contributes O(n log7 n) bits to the to-

tal communication complexity. The latter, after dividing by n, gives the sought complexity

amortized per process. Thus, the theorem follows.

5.5 Qubit-and-Communication Efficient Quantum Common Coin

In this section, we design a new t-resilient weak global coin, for t < n, with the help of

quantum communication and computation.

On a high level, our protocol CHEAPQUANTUMCOIN chooses a leader process uni-

formly at random and all other processes agree on the random bit proposed by the leader.

Quantum phenomena are used to hide the random choices of the leader and its output from
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the adaptive adversary when processes communicate with each other. The idea was first

proposed in [Ben-Or and Hassidim, 2005], yet there are key differences between that work

and our algorithm. Instead of all-to-all communication, which required large number of

qubits, we use a sequence of random graphs of node degrees d,dα1, . . . ,dαk, respectively,

where d,α ∈Ω(logn) and k = ⌈logn/logα⌉ are some integer parameters. The vertices of

these graphs correspond to processes and edges correspond to communication links – each

process communicates with neighbors in one of the graphs at a time. If the graph is chosen

properly (i.e., so that there is no situation in which too many processes use denser graphs),

it reduces the communication complexity but simultaneously imposes a new challenge.

Mainly, the communication procedure has to now assure the delivery of quantum bits be-

tween every two non-faulty processes regardless of the pattern of crashes. For instance, if

only one random graph of degree d was used then the adversary could easily isolate any

vertex using only O(d) crashes (i.e., by crashing all its neighbors). Hence, strictly speaking,

assuring such delivery is not possible while using a sparse communication graph as relays,

but we show that a certain majority could still come up with a common coin value based

only on their exchanges with neighbors in the communication graphs; they could later prop-

agate their common value to other processes by adaptively controlling their (increasing) set

of neighbors, taken from subsequent communication graphs of increasing density. A thor-

ough analysis shows that in this way it is possible to achieve the same quantum properties

that are guaranteed by Ben-Or’s and Hassidim’s global coin [Ben-Or and Hassidim, 2005],

and at the same time reducing the quantum communication by a polynomial factor.

Algorithm’s description. We now describe the CHEAPQUANTUMCOIN algorithm. Its

pseudocode is presented in Figure 11. It takes as input: a process name p and two integers,

d and α . The two latter parameters are used to determine communication patterns between

non-faulty processes, and their choice determines the complexity of the algorithm.
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As mentioned before, processes use the quantum equivalent of a procedure in which

processes draw random names from the range [1, . . . ,n3] and decide on a random bit pro-

posed by the process with the largest name.6 We view the quantum part of the algorithm as

a quantum circuit on the joint space of all qubits ever used by different processes. Due to

the distributed nature of the system, not all quantum operations are allowed by the quantum

circuit. That is, (i) any process can perform arbitrary unitary gates on its part of the system,

(ii) unitary gates on qubits of different processes might be performed but must be preceded

by quantum communication that sends qubits involved in the operation to a single process.

The communication can be either direct or via relays. We use the following unitary gates

to simulate the classical algorithm of the leader election in the quantum distributed setting:

Hadamard gate, CNOT and Pairwise CNOT gates, and F CNOT and Controlled Swap gates.

(Although they are all standard quantum gates, we give their details in the Appendix.)

Let us now explain how all the gates listed above work together. As mentioned in

the description of the Hadamard gate, after line 2 ends, the main registers of the system

are in the state of being a uniform superposition of all vectors of the computational basis.

Starting from this point, the composition of all gates applied to different registers along

the execution can be viewed as a single unitary gate on the entire system, consisting of the

qubits that any process ever created. Note that the unitary transformation might be different

depending on the failure in communication, i.e., a failure in the delivery of some block of

qubits between two processes may result in abandoning gates involving these qubits, but for

a moment let us assume that the links are reliable. Since the unitary transformation is linear,

it is enough to consider how it affects the vectors of the computational basis. However, all

the gates described above behave on the computational basis as their classical equivalents.

More precisely, let |x⟩ be a vector from the computational basis spanning the whole circuit.

6Note that the latter procedure cannot be used against an adaptive adversary, as it could crash such a
leader.
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Let p be the process whose main register has the largest7 value in the state |x⟩. From the

point of view of this register, the following happens in the algorithm. In each round, p

creates an entangled state on 6logn+ 2 qubits (see point (2)) that has the same qubits on

its new block of 3 logn+ 1 qubits as it has on the main register. Then, it propagates the

new block to its neighbors (lines 9- 12). The neighbors compare the content of received

qubits and exchange them with their main register if their content is smaller (gates F CNOT

and Controlled Swap in lines 16- 17). This operation is then repeated (k+ 2)2(γα + 1)

times on the set of links defined by some random evolving graphs, see the later paragraph

about adaptive communication pattern. In the end, the processes who, either directly or

via relays, received the content of the largest main register, have the same value in their

main register. Therefore, the result of the measurement in line 27 must be the same in all

these processes.

Assume now that we are able to achieve bidirectional quantum communication between

any pair of processes of an τ fraction of the entire system, regardless of the (dynamic)

actions of the adversary, for some constant 0 ≤ τ ≤ 1. From the above, the algorithm

transforms any vector whose largest main register is one of the registers of the τ fraction of

the processes to a vector such that the processes from the τ fraction have the same values in

the main registers. Since the initial state of the system is a uniform superposition which is

a linear combination of all vectors from the computational basis. From this perspective, the

normalized sum of coefficients of these vectors of the superposition that have the property

that the largest register is one of the registers of the τ fraction is τ − o(1).8 Thus, we get

that the probability of measuring the same values in the processes of the τ fraction is at

least τ−o(1) and we can claim the following lemma.

Lemma 5.2. Let A be a set of correct processes such that any pair of them was connected by
7The probability of a tie is polynomially small.
8The o(1) part contributes to the normalized sum of these vectors that correspond to having more than

one largest register.
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quantum communication either directly or by relays. Then the probability that all processes

from A output the same bit from the algorithm CHEAPQUANTUMCONSENSUS is at least

|A|
n −o(1).

Adaptive communication pattern. As explained, we not only need that communication

should be efficient in terms of the number of qubits and classical bits, but also it should be

such that any two correct processes of a large fraction of the entire system are connected

by a short path of the correct process so that quantum registers can be relayed. Let d,α

be two integer parameters. We define k =
⌈

log(n/d)
logα

⌉
, γα = logn

logα
, and δα = 2

3α . Initially,

each process p draws independently k+1 sets Np(d),Np(dα1), . . . ,Np(dαk), where a set

Np(dα i), for 0≤ i≤ k, includes each process from P with probability dα i

n .

Communication is structured into (k + 2)2 epochs, see line 4. Each epoch consists

of 2(γα + 1) communication rounds, also called testing rounds. They are scheduled in

γα + 1 iterations within the loop “for” in line 7, each iteration containing two communi-

cation rounds (underlined in the pseudocode): sending/receiving inquiries in line 9 and

sending/receiving responses in line 12. In the testing rounds of the first epoch, a process p

sends inquiries to processes in set Np(d). The inquired processes respond by sending in

the next round (line 12) their current classical state and specially prepared, in line 6, quan-

tum register. However, if in a result of crashes p starts receiving less than δα responses

per round, it switches its communication neighborhood from Np(d) to the next, larger set,

Np(d ·α). A similar adaptation to a crash pattern is continued in the remaining epochs.

Process p stores the cardinally of the set being inquired in an epoch in the variable

degreep (initialized to d in line 2). For the purpose of testing rounds, p copies the value

degreep to a variable adaptive degreep (line 6). In every testing round, p adapts its vari-

able adaptive degreep to the largest value x ≤ adaptive degreep such that it received

at least δa responses from processes that have their variable adaptive degree at least x

223



Algorithm 11: CHEAPQUANTUMCOIN for process p
input: p, two parameters: d,α

1 For 0≤ i≤
⌈

log(n/d)
logα

⌉
: Np(dα i)← a set of processes such that each process is chosen

independently with probability dα i

n ;
2 degreep← d, γα ← logn

logα
, δα ← 2

3 logn ;
3 |Leader⟩p |Coin⟩p← H⊗3logn+1 |00 . . .0⟩ (a gate on 3logn+1 qubits) ;
4 for i = 1 to (k+2)2 ; /* iter. of epochs */

5 do
6 adaptive degree← degreep ;
7 for j = 1 to γα +1 ; /* iter. of testing rounds */

8 do
9 send to each process in Np(degreep): an inquire bit 1 ;

10 I ← the set of processes who sent an inquire bit to p ;

11 ∀q∈I : |B⟩q← Pairwise CNOT
(
|LeaderCoin⟩p , |0 . . .0⟩

)
;

12 send to each process q ∈I : a quantum message containing first 3 logn+1 bits of |Bq⟩,
and a classical message containing adaptive degreep ;

13 R← the set of processes who responded to p’s inquires ;
14 foreach q ∈R do
15 |CLeader⟩q |CCoin⟩q← received quantum bits from q, |S⟩ ← |0⟩;
16 F CNOT|Leader⟩p>|CLeader⟩q

(
|Leader⟩p , |CLeader⟩q , |S⟩

)
;

17 Controlled Swap
(
|LeaderCoin⟩p , |CLeaderCCoin⟩q , |S⟩

)
;

18 end

19 while |{q ∈R : adaptive degreeq ≥ adaptive degreep}|< δα and
adaptive degreep ≥ d ; /* adapting #neighbors during testing */

20 do
21 adaptive degreep← 1

α
adaptive degreep ;

22 end
23 end
24 if adaptive degreep < degreep then
25 degreep←min{degreep ·α,dαk} ; /* neighborhood for next epoch

grows */

26 end
27 bp← be the last bit of the result of measuring |Leader⟩p |Coin⟩p in the computational

basis;
28 return bp ; /* p outputs random bit */
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(loop “while” in line 19). If p had to decrease the value adaptive degreep in testing

rounds of an epoch, it then increases the main variable degreep by the factor α before the

next epoch, see line 24. The latter operation formally encodes the intuition that the process

p expected to have δα non-faulty neighbors with their values of degree at least as big as

its own, but due to crashes it did not happen; Therefore, p increases the number of inquired

processes, by adopting the next, larger neighborhood set Np(·), randomly selected, in order

to increase the chance of communication with the majority of non-faulty processes in the

next epoch. On the other hand, the adaptive procedure of reducing adaptive degree in

testing rounds of a single epoch helps neighbors of p to estimate correctly the size of the

neighborhood that process p is using in the current testing round, which might be much

smaller than the value degreep from the beginning of the epoch. This, in turn, calibrate

the value of adaptive degree of the neighbors of p, and this calibration can propagate to

other processes of distance up to γα from p in the next iterations of testing rounds.

Analysis. Let us define graphs G (dα i), for 0≤ i≤ k, as the union of random sets∪p∈PNp(dα i).

The probability distribution of the graph G (dα i) is the same as the random graph G(n,y)

for y = dα i

n . Chlebus, Kowalski and Strojnowski [Chlebus et al., 2009a] showed in their

Theorem 2, applied for k = 64n
dα i−1 , that the graph G (dα i) has the following properties, whp:

(i) it is ( n
dα i−1 )-expanding, which follows from ( n

dα i−1 ,
2
3

n
dα i−2 ,

4
3

n
dα i−2 )-edge-expanding prop-

erty,

(ii) it is ( n
dα i−1 ,

1
3α, 2

3α)-edge-dense,

(iii) it is (16 n
dα i−1 ,3/4, 2

3α)-compact,

(iv) the degree of each node is at most 21
20dα i.

Since the variable degreep takes values in the set {d,dα1, . . . ,dαk}, the pigeonhole

principle assures that eventually p will participate in an epoch in which degreep has not
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been increased. In the most severe scenario, p will use the set Np(dαk), which consists of

all other processes – because it contains each process, as a neighbor of p, with probability

1. The (γα ,δα)-dense-neighborhood property of random graphs composed from neigh-

borhoods N (degreep) implies that p will then contact a majority of other non-faulty

processes via at most γα +1 intermediate processes (during testing rounds). Formally, the

following holds (the proof is deferred to the Appendix 5.8.2):

Lemma 5.3. If a process p does not change its variable degreep at the end of an epoch

i, then at the beginning of epoch i there exists a (γα ,δα)-dense-neighborhood of p in the

graph G (degreep) consisting of non-faulty processes with variable degree being at least

degreep in the epoch i, whp.

On the other hand, (16n/dα i−1,3/4,2α/3)-compactness of the (random) graph com-

posed of processes that have the variable degree at least dα i, guarantees that the total

number of processes that use sets N (dα i) during the epoch i is at most n
α i−2 , which amor-

tizes communication complexity.

Lemma 5.4. For any integer i, such that 0≤ i≤ k, at the beginning of each epoch there is

at most 16n
dα i−2 processes with the variable degree greater than dα i, whp.

In the above proof of Lemma 5.4, see the Appendix 5.8.2, we use the fact that a suitable

set C of processes that have been correct throughout the whole epoch exists. We may

choose this set and argue about it after the epoch, as the communication pattern in the

algorithm is deterministic. Hence, in any round of the epoch, processes in C have at least

as many non-faulty neighbors in the communication graph as they have neighbors from set

C. We use this number of neighbors in C as a lower bound to argue about the behavior

of variables degree; therefore, our arguments do not depend on the behavior of processes

outside of C and whether/when some of them fail during the epoch.
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Lemma 5.5. Any two non-faulty processes p and q were connected by a quantum path of

communication during the run of the algorithm.

The proof of Lemma 5.5 can be found in the Appendix 5.8.2. The above lemmas yield the

following result.

Theorem 5.5. For two integer parameters d,α ∈Ω(logn), the algorithm QUANTUMCOIN-

FLIP generates a weak global coin, provided that at most 1
3 -fraction of initially non-faulty

processes have crashed. It terminates in O
(
( logn

logα
)3
)

rounds and with high probability uses

O
(
( logn

logα
)4dα2 logn

)
both quantum and classical communication bits (amortized) per pro-

cess.

Proof of Theorem 5.5. Let H ⊆P be the set of initially non-faulty processes. Assume

that at least 2
3 |H | of them remains non-faulty during the execution of the algorithm. By

Lemma 5.5, any pair of processes from H is connected by quantum communication, there-

fore applying Lemma 5.2 to this set, give that there is at least 2
3 − o(1) (which is greater

than 1
2 for sufficiently large n) probability that all non-faulty processes return the same out-

put bit. Since 0 and 1 are equally likely, thus the probabilistic guarantee on the weak global

coin follows.

The number of rounds is deterministic and upper bounded by O(k2 ·γα)=O
(
( log(n/d)

logα
)2 logn

logα

)
=

O
(
( logn

logα
)3
)

. To bound the communication complexity, assume that each graph G (dα i),

for 0 ≤ i ≤ k, satisfies the desired expanding properties listed in the description of the

algorithm. This, by the union bound argument, holds whp. By Lemma 5.4 at the be-

ginning of each epoch there are at most 16n
dα i−2 processes that inquire more than dα i other

processes in testing rounds of this epoch, for each 0 ≤ i ≤ k. Since each message uses

at most O(logn) bits and qubits, thus a single testing round in an epoch adds at most

∑
k
i=0

16n
dα i−2 · dα i ≤ 16kdα2 · n logn qubits and bits to communication complexity. Since

there is exactly O
(
( logn

logα
)3
)

testing rounds, thus the O
(
( logn

logα
)4dα2 ·n logn

)
upper bound
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on the total communication complexity of the algorithm follows. Dividing the latter by n

we receive amortized formula per process.

5.6 Constant-Time Communication-Efficient Fuzzy Counting

Although generating a weak global coin in a constant number of rounds against an

adaptive adversary requires quantum communication (due to the lower bound by Ben-Or

and Bar-Joseph [Bar-Joseph and M. Ben-Or]), the CHEAPQUANTUMCOIN algorithm, even

without quantum communication, achieves few other goals. As discussed in the previous

section, its random communication pattern guarantees, whp, that any additional classical

message, also called a rumor, of a non-faulty process can be conveyed to any other non-

faulty process if added to every classical message sent/received in line 12. Even more,

assume that there is a set of x messages/rumors M = {m1, . . . ,mx}, distributed as inputs

among some subset of processes (one message from M per process). If processes always

convey all the known rumors from set M when using classical communication (avoiding

repetition), then they solve a Gossip problem, whp, i.e., every rumor mi given to a non-

faulty process, for 1 ≤ i ≤ x, is known at the end of the protocol to every other non-faulty

process. Observe that processes resign from the quantum content of communication for

this purpose, and instead of logn bits (or qubits) per message, they use |M| bits, where |M|

denotes the number of bits needed to encode all rumors from M. Finally, if processes work

in a model where the names of other processes are commonly known, they can withdraw

from using random communication. Instead, they can use a deterministic family of graphs

G (dα i), for the same choice of parameters d and α . The proof of existence of such graphs,

using the probabilistic argument, was described in [Chlebus et al., 2009a] (Theorem 2).

In such case, the set Np(dα i) is the neighborhood of process p in the deterministic graph

G (dα i). (Processes compute the same copies of graphs G locally in the beginning of the
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algorithm.) The above augmentation of the algorithm, together with the proof of Theo-

rem 5.5, from which we take the upper bound on the number of messages send and the

upper bound on the number of rounds, gives:

Theorem 5.6. For integer parameters d,α ∈ Ω(logn), there is a deterministic algorithm

that solves the gossip problem in O
((

logn
logα

)3
)

rounds using O
((

logn
logα

)4
dα2 · (|M|+ logn)

)
communication bits per process (amortized), where |M| is the number of bits needed to en-

code all rumors in M.

Generalized Fuzzy Counting. In this part, we refine the state-of-art method of solving

the Fuzzy Counting problem (c.f. Definition 5.2), even deterministically, and propose a

new recursive algorithm with any branching factor x, called FASTCOUNTING. We prove

the following (see Appendix 5.8.3):

Theorem 5.7. For any 2≤ x≤ n and δ ,α ∈Ω(n), the FASTCOUNTING deterministic algo-

rithm solves the Fuzzy Counting problem in O
(

logn
logx (

logn
logα

)3
)

rounds, using O
(

logn
logx (

logn
logα

)4dα2 ·

x logn
)

communication bits (amortized) per process.

Obviously, the constant-time is achieved in Theorem 5.7 when x,α = nε , for a con-

stant ε ∈ (0,1). In this case, the number of rounds is O
(
(1

ε
)4
)

, while the communication

complexity is O(n3ε log2 n) (amortized) per process. In our approach, we generalize the

method of Hajiaghayi et al. [Hajiaghayi et al., 2022a] to denser communication graphs of

certain properties, which allows us to achieve constant running time. The constant running

time is the key feature of the algorithm, since it is used in the implementation of (expected)

constant-round quantum consensus protocol CHEAPQUANTUMCONSENSUS. The main

difference between ours and the state-of-art approach is a different Gossip protocol used in

the divide-and-conquer method.

The FASTCOUNTING algorithm is recurrent. It takes as an input the following values:
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P is the set of processes on which the algorithm is executed; p is the name of a pro-

cess which executes the algorithm; ap ∈ {0,1} denotes if p is active (ap = 1) or not; and

parameters x,d,α , where x is the branching factor and d,α steer the density of the commu-

nication graph in the execution. Knowing the set P of n processes, FASTCOUNTING splits

the set into x disjoint groups of processes, each of size between
⌊n

x

⌋
and

⌈n
x

⌉
. Name these

groups P1, . . . ,Px. The groups are known to each participating process. The algorithm

then makes x parallel recursive calls on each of these groups. As a result, a process p from

a group Pi, for 1 ≤ i ≤ x, gets the number of the active processes in its group Pi. In the

merging step, all processes execute Gossip algorithm, proposed in Theorem 5.6, with pa-

rameters d,α , where the input rumors are the numbers calculated in the recursive calls. To

keep the communication small, when processes learn new rumors they always store at most

one rumor corresponding to each of the x groups. This way, the number of bits needed to

encode all rumors is O(x logn). Let r1, . . . ,rℓ be the rumors learned by process p from the

execution of the Gossip algorithm. The final output of p is the sum ∑
ℓ
i=1 ri. The pseudocode

of the algorithm is in Figure 12 in the Appendix 5.8.3.

5.7 Future Work

We believe that the outcome of our work effectively establishes the foundation for the

efficient integration of classical fault-tolerant distributed and quantum computing. We show

that in the basic model of failures, crash failures, a fundamental problem of reaching con-

sensus fast is feasible with only polylog n qubit communication. An immediate open ques-

tion arises whether such performance improvement is possible in the case of more severe

failures, such as omissions, authenticated Byzantine, or even full Byzantine. Another inter-

esting idea is to approach the communication bound from the lower bound side. We believe

that investigating even conditional lower bounds on the minimal quantum communication
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needed to solve various distributed problems, foremost the Consensus problem, could lead

to many breakthroughs in both distributed and quantum realms.

5.8 Appendix

5.8.1 Description of the Unitary Gates Used in the Algorithm in Sec-

tion 5.5

We next explain what unitary gates can be used to simulate the classical algorithm of

the leader election in the quantum distributed setting, as in Section 5.5. For the purpose of

explanation, we assume that the qubits needed to execute each of the following gates have

been delivered to proper processes. The pattern of communication assuring this delivery is

described in the next paragraph.

1. Hadamard gate. This unitary operation on a single qubit is given by the matrix H =

1√
2

1 1

1 −1

. When applied to every qubit of an m-qubit state |0 . . .0⟩, it produces a

uniform superposition of vectors of the computational basis, i.e.,

H⊗m |0 . . .0⟩= 1√
2 ·n3/2 ∑

ℓ1,...,ℓm−1∈{0,1}m−1,b∈{0,1}
|ℓ1 . . . ℓmb⟩= 1

2m/2

2m−1

∑
i=0
|i⟩ .

In the beginning, every process applies this gate to its main register |Leader⟩ |Coin⟩

consisting of 3 logn+1 qubits, (line 2). This way the entire system is in the following

state:

(
1√

2 ·n3/2

2n3−1

∑
i=0
|i⟩

)⊗n

=

(
1√

2 ·n3/2

2n3−1

∑
i=0
|i⟩

)
⊗ . . .⊗

(
1√

2 ·n3/2

2n3−1

∑
i=0
|i⟩

)
.

Observe, that if all processes measure the main registers in the computational ba-
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sis, then the outcome has the same probability distribution as a random experiment

in which every process draws a number from uniform distribution over [1, . . . ,n3]

(first 3 logn qubits of each register) and a uniform random bit (the last qubit of each

register).

2. CNOT and Pairwise CNOT. The CNOT is a 2-qubit gate given by the following uni-

tary transform

CNOT (a1 |00⟩+a2 |01⟩+a3 |10⟩+a4 |11⟩) = a1 |00⟩+a2 |01⟩+a3 |11⟩+a4 |10⟩ .

The Pairwise CNOT gate works on a register of 2 ·m qubits. Let A be the first half

of the register while B is the second. The gate applies the CNOT gate qubit-wisely

to corresponding pairs of qubits of A and B. We only use this gate when the part B

of the entire register is in the state |0 . . .0⟩. If the part A of the entire register is in a

state ∑
2m−1
i=0 αi |i⟩A then the unitary gate results in

Pairwise CNOT

(
2m−1

∑
i=0

αi |i⟩A , |0 . . .0⟩B

)
=

2m−1

∑
i=0

αi |i⟩A |i⟩B .

Whenever a process decides to send its qubits to another process, it performs the

Pairwise CNOT gate on its qubits and the new block of 3 logn+1 qubits initialized

to |0 . . .0⟩. Since, as a result, the information needed to be propagated is now also en-

coded on another 3 logn+1 qubits, the processes can send the new block to another

part keeping the original qubits for itself. Observe, however, that this is not a univer-

sal copy gate (which is not possible in quantum model of computation), since it does

not copy the part A to the part B, but rather achieves a specific form of entanglement

that encodes the same information if described in the computational basis.

3. F CNOT and Controlled Swap. Let f : {0,1}m→{0,1} be a Boolean function. Let
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A be a register of m qubits and C be an additional single qubit register. The gate

F CNOT f performs NOT operation on the last qubit iff f (A) = 1. If C = |0⟩, then we

get

F CNOT f

(
2m−1

∑
i=0

αi |i⟩A , |0⟩C

)
=

2m−1

∑
i=0

αi |i⟩A | f (i)⟩C .

The gate can be implemented using 2m unitary transforms. For each vector x from

the computational basis such that f (x) = 1, we apply NOT on the last qubit and then

compose at most 2m such gates. We note here that we never use the F CNOT gate on

registers of more than 3logn+1 qubits, therefore the F CNOT has polynomial size.

The Controlled Swap operates on a control register C and two registers of the same

size, A and B. It swaps the content of two registers of the same size if the control

register is |1⟩. Formally, the gate works as follows:

Controlled Swap(|i⟩A , | j⟩B ,α |0⟩+β |1⟩) = α · |i⟩A | j⟩B |0⟩+β · | j⟩A |i⟩B |1⟩ .

We use these two gates whenever a process receives qubits of another process. First, a

control qubit |S⟩ is prepared by comparing the content of the received register and the

main register of the process. The condition function used in the gate is the following:

f : {0,1}3logn+1×{0,1}3logn+1→{0,1} , f (i, j) ⇐⇒ i > j .

Next, the qubit |S⟩ is passed to the Controlled Swap gate, operating again on the

main register and the newly received qubits. For the |1⟩ part of the control qubit,

which corresponds to the fact that the received register has larger values in the com-

putational basis, the gate switches the content of the two registers.
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5.8.2 Proofs of Lemmas 5.3, 5.4 and 5.5

Proof of Lemma 5.3. Consider the two last testing rounds of the epoch i. Since the vari-

able degreep has not changed in the epoch, thus also the variable adaptive degreep has

remained unchanged in the epoch. In particular, examining line 19 assures, that in the last

two testing rounds of this epoch, process p received at least δα responses from processes

that had the variable adaptive degree at least degreep.

Next, we proceed by induction. We claim, that in the 2 j and 2 j−1, for 1≤ j ≤ γα last

testing rounds there existed ( j,δα)-dense-neighborhood of p with the properties every pro-

cess belonging to this neighborhood is non-faulty and has its variable adaptive degree

at least adaptive degreep. The induction step goes as follows. Assume that there ex-

ists ( j,δα)-dense-neighborhood of p with the mentioned properties. In particular in the

2( j + 1),2( j + 1)− 1 last testing rounds, every process from this set had to receive at

least δα responses from processes with the variable adaptive degree at least as big as

the variable adaptive degree of the process. This follows from inspecting line 19. The

set of processes that responded with large values of adaptive degree constitutes the set

N j+1(p).

Eventually, we obtain the existence of the set Nγα (p) which satisfies the property

of (γα ,δα)-dense-neighborhood. Each process from the neighborhood has the variable

degree at least degreep, since for every process q it holds that degreeq≥ adaptive degreeq.

Proof of Lemma 5.4. Assume to the contrary that there exists an epoch such that more than

16n
3α i−2 processes start this epoch with the variable degree set to a value greater than dα i.

Assume also w.l.o.g. that i is the first such epoch and let A be the set of processes that have

the variable degree set to at least dα i at the beginning of this epoch. Let C be any survival

set for A with respect to the graph G (dα i−1). Note that since A is a set of processes
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that are correct in epoch i, thus the processes from C have been behaving correctly in

epoch 1, . . . , i− 1 inclusively. Since the graph G (dα i−1) is (16 n
dα i−2 ,3/4, 2

3α)-compact

and |A|≥ 16 n
dα i−2 , thus C exists. At the beginning of the epoch i, the variable degree of

all processes from C is greater than dα i, thus there must be a round j < i in which the

last process from C, say q, increases its variable degree to dα i. But this gives us the

contradiction. In the epoch j, all processes from C operates in the graph G (dα i−1), thus

they have at least δα neighbors in C. All these neighbors have the variable degree greater

than dα i−1. In particular, in this epoch, the process q will not execute line 24 and therefore

it will not increase its variable degreep which gives a contradiction with the maximality

of j and in consequence the minimality of i.

Proof of Lemma 5.5. First observe, that the variable degreep can take at most k+ 1 dif-

ferent values. Since there are (k+2)2 epochs, thus by the pigeonhole principle there must

be a sequence of consecutive k + 2 epochs in which the variable degreep remains un-

changed. Similarly, among these k + 2 epochs, there must be two epochs in which the

variable degreeq remains unchanged. Let us denote these two epochs i and i+ 1. Since

the variable degreep has not changed in the epoch i+ 1, thus by applying Lemma 5.3,

we get that there exists a (γα ,δα)-dense-neighborhood of p in the graph G (degreep), say

A, consisting of processes that a) were non-faulty in the epoch b) their variable degree

were at least degreep. An immediate consequence is that all processes from A were non-

faulty in the epoch i. Moreover, since A is (γα ,δα)-dense-neighborhood of p in the graph

G (degreep) thus its size is at least nα

degreep
(Lemma 1 [Chlebus et al., 2009a]). Let B be

the analogues (γα ,δα)-dense-neighborhood of q derived from the properties of the graph

G (degreeq).

Now, consider quantum communication between sets A and B in the first testing round

of the epoch i+ 1. Processes from A use the graph G (degreep) to communicate (or a
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denser graph) while processes from B use the graph G (degreeq) (or a denser graph).

The graph G (degreep) is ( nα

degreep
)-expanding and the graph G (degreeq) is at least

( nα

degreeq
)-expanding. Therefore, at least one process from set A inquires a process from

set B when executes line 9 in this testing round if degreep ≥ degreeq; or vice-versa if

degreep < degreeq. Since the set B has diameter γα (Lemma 1 [Chlebus et al., 2009a])

and there remains γα testing rounds in the epoch i+ 1, thus by the end of this epoch any

quantum messages send from p could reach q.

5.8.3 Pseudocode of Algorithm FASTCOUNTING and the Proof of Theo-

rem 5.7 from Section 5.6

Algorithm 12: FASTCOUNTING for process p
input: P , p, ap; x,d,α

1 if |P|= 1 then
2 return ap

3 P1, . . . ,Px← partition of P into x disjoint group of size between
⌊
|P|

x

⌋
and

⌈
|P|

x

⌉
;

/* this partition is common for all processes, since we assumed the

common knowledge of set P */

4 let g be the index of the p’s group, i.e., p ∈Pg;
5 activep← FASTCOUNTING(Pg, p,ap,x,d,α);
6 R← the outcome of the Gossip algorithm, referred to in Theorem 5.6, executed on the set

of processes P with initial message activep and parameters d,α;
7 return ∑q∈R activeq

Note that all processes run the algorithm to help counting and Gossip, not only those

with ap = 1, but only the latter are counted (see lines 2, 5, 7).

Proof of Theorem 5.7. Let us first argue for the correctness. If |P|= 1, then the conditional

statement in line 1 proves the correctness. Next, we proceed by induction. Assume that the

correctness is proved for any subset P ′ ⊆P . Therefore, whenever a process p executes a

recursive call in line 5, its variable activep is assigned to the number being an estimation
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of non-faulty active processes in the set Pg. Consider now set {activep : p ∈P}. This

is the set of input messages to the execution of the Gossip algorithm, see line 6. Thus,

by Theorem 5.6, we get that unless all process from a group Pp crashes, then all other

non-faulty processes will have the number activep in their sets R (line 6). Therefore, the

sum returned in line 7 is the actual estimate of the number of all-non faulty processes in the

set P , since it can differ from the number of all processes starting the algorithm only by

the number of crashed processes.

The bounds on time and communication complexity follows immediately from the

bounds on complexity of the Gossip algorithm proposed in Theorem 5.6 and the fact that

depth of the recursion at most O(logn/logx).

5.8.4 Lower Bounds

Lemma 5.6. For any Consensus algorithm there is a strategy of an adaptive adversary

under which some process sends Ω(n) messages with non-zero constant probability.

Proof. Suppose otherwise. Consider any process p and two executions, in one of them p

starts with value 0 and in the other starts with 1. In both executions, the adversary fails all

processes that want to send a message to p and all to whom p sends a message. For each

pair (p,q), we obtain two probabilities α(p,q),β (p,q), of p sending a message to q in the

first and the second execution. The sum of probabilities ∑q∈G α(p,q)+β (p,q) is o(n) with

constant probability c > 0, by contradictory assumption (recall that this sum is for the fixed

process p).

Repeat the above for every process p. This way we obtain a complete weighted graph

(by weights α(·, ·) and β (·, ·)). Again, by contradictory assumption, the total sum of all

weights is o(n2) with the same constant probability c > 0, therefore, because the number
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of pairs is n(n−1), there is a pair p,q such that

α(p,q)+α(q, p)+β (p,q)+β (q, p) = o(1) .

Consider an execution E in which the adversary crashes all but processes p,q in the very

beginning. It assigns value 0 to p and value 1 to q. It follows that in this execution p,q try

to communicate directly with probability α(p,q)+β (q, p) = o(1). With complementary

probability, 1− o(1), they do not communicate. In this case, p cannot distinguish this

execution E from another execution Ep in which all processes start with value 0 but the

adversary crashes all of them but p in the beginning – hence, by validity condition of

consensus, p must decide 0 in both of these executions. Similarly, q cannot distinguish

the constructed execution E from execution Eq in which all processes start with value 1

but the adversary crashes all of them but q in the beginning – hence, by validity condition

of consensus, q must decide 1 in both of these executions. Both the above facts must

hold with probability 1, as validity is required with probability 1. Consequently, in the

constructed execution cE, p decides 0 while q decides 1, with probability 1−o(1), which

violates agreement condition of consensus. This contradiction concludes the proof of the

lemma.

Next, we argue that no constant-time Consensus algorithm uses amortized polyloga-

rithmic number of communication bits, per process.

Lemma 5.7. Any quantum algorithm solving Consensus in expected time O(1) requires a

polynomial number of messages per process (amortized), whp.

Proof. Consider a Consensus algorithm working in expected τ number of rounds, for some

τ = O(1). By Markov inequality, the algorithm terminates by time 2τ with probability at

least 1/2, for every strategy of the (adaptive) adversary. We base on the idea in the proof
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of Lemma 5.6, but we do it for every round r ≤ 2τ and for number of sent messages in a

round being r ·nr/(2τ). Using recursive argument, we argue that there is a set Ar of at least

Ω( n
r·nr/(2τ) ) processes (instead of just a pair of elements as in the proof of Lemma 5.6) that

communicate with each other with probability o(1), with already sending Ω(n(r−1)/(2τ))

messages, amortized per process in this set. In one of the rounds, however, a constant

(1/(2τ)) fraction of alive processes must increase their communication peers by factor of

at least n1/τ , because in τ expected rounds (so also with constant probability) they need

to contact Ω(n) other peers in some executions – again, by the same argument as in the

proof of Lemma 5.6 (i.e., otherwise, we could find a pair of them, assign different values,

and enforce decision on them with a constant probability, violating agreement condition).

In such round, the adversary allows them to send their message without crashes, thus en-

forcing total number of Ω( n
r·nr/(2τ) ·n(r−1)/(2τ) ·n1/τ) = Ω(n1+1/(2τ)) messages, i.e., at least

Ω(n1/(2τ)) messages amortized per every process in the system. As this happens with a

constant probability, the proof follows.
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